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ABSTRACT 

Recent HCI research shows a strong interest in task man-
agement systems (e.g. [19, 27]) that support the multi-
tasked nature of information work [13]. These systems ei-
ther require manual creation and maintenance of task repre-
sentations, or they depend on explicit user cues to guide the 
creation and maintenance process. Furthermore, to access 
and use the task representations in these systems users must 
specify their current task. This interaction overhead inhibits 
the adoption of these systems. In this paper, we present a 
novel approach to task management that automates the 
creation and maintenance of task representations. Our sys-
tem supports the user by making commonly used informa-
tion more “ready-at-hand” through an intuitive visualization 
of their task representations. Users can correct and organize 
their task representations by directly manipulating the visu-
alization; however, this interaction is not required. We de-
scribe a feasibility study that demonstrates the actual utility 
(in terms of overhead reduction) and perceived utility of our 
system. 
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INTRODUCTION 

Recent HCI research has shown strong interest in tools for 
information workers (people whose primary work function 
is to create, share, and analyze information). As many stud-
ies have shown, information work is characterized by mul-
tiple ongoing, often disjoint, tasks [3, 5, 13]. It follows that 
many problems that arise in the day-to-day lives of infor-
mation workers relate to task management. Applications in 
traditional computing environments provide poor support 
for information workers because they are unresponsive to 
the dynamic nature of task management [10, 20]. Recent 

attempts to improve support for task management have fo-
cused on information management and on organizing repre-
sentations of ongoing tasks [2, 14, 16, 19, 20, 21, 24, 25, 
27, 28]. However, most of these systems suffer from one or 
both of the following issues: (1) they require too much 
overhead on the part of the user (e.g. expecting users to 
specify the structure of their tasks), or (2) they lack contex-
tual awareness of the user’s tasks (e.g. what information is 
task-relevant – see the Conceptual Background for more 
detail). In this paper, we present a novel approach to task 
management that addresses these issues by automating the 
creation and maintenance of task representations. We also 
describe a feasibility study of our implementation of this 
approach that verifies its reduced interaction overhead, rela-
tive to manual task management systems, and demonstrates 
its perceived utility. 

Our approach is implemented in a system we call CAAD 
(Context-Aware Activity Display; rhymes with ‘made’). 
CAAD minimizes user overhead by automatically gathering 
cues about what the user is doing and then processing these 
cues to infer the context of the user’s activities/tasks. The 
cues gathered by the logging component of CAAD (Figure 
1) are in the form of computer interaction events – e.g. the 
use of a file, the browsing of a web page, or the execution 
of an application. Once per day, CAAD applies a custom 
pattern mining algorithm to logs of these cues. This algo-
rithm detects structures in the user’s actual work-flow that 
encode the content and context of the user’s work activities 
– i.e. the sets of task-relevant information and people. We 
will refer to these sets as context structures. 

Most importantly, the task awareness display in CAAD 
(Figure 1) leverages its context-awareness to support the 
user in two ways. First, it makes real-time (every 30 sec-
onds) predictions on what information items (documents, 
web pages, etc.) are most relevant to the user’s current task. 
These predictions are an online calculation that leverages 
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Figure 1. CAAD system architecture. Arrows indicate data 

flow. Boxes distinguish separate modules. 



 

the offline calculation of the user’s context structures (see 
the System Description section for more discussion on this 
distinction). The higher the predicted relevance of an in-
formation item, the more prominently it is displayed (Fig-
ure 3), making it easier to access. Second, the task 
awareness display in CAAD presents information items in 
groupings that explicitly reveal the various context struc-
tures that have been automatically inferred. By displaying 
this information, CAAD provides a mechanism for users to 
become more reflective about the organization of their work 
behavior. Users can also edit the context structure group-
ings to better align CAAD’s model of their work activities 
with their own. However, as our study demonstrates, this 
editing overhead is lower than the overhead of a fully-
manual task management system. 

The rest of this paper is organized as follows. First we de-
scribe motivating scenarios. Then we cover related work 
and discuss some social and psychological theories that 
support the design of CAAD. With the necessary back-
ground covered, we then describe CAAD’s architecture. 
Next, to validate the design of CAAD, we present the re-
sults of a field study. Finally, we conclude and propose 
some future work. 

MOTIVATING SCENARIOS 

In this section we introduce two motivating scenarios in-
spired by dialogue from informal interviews with informa-
tion workers conducted during formative design stages. 
These scenarios both ground what we mean by “support 
computer-based information workers” and highlight 
CAAD’s actual functionality. 

1. Information access scenario. Kate is a knowledge worker 
writing the related work section of a project report. While 
writing she realizes that she needs to cite a paper she read at 
the start of the project, a few months earlier. However, she 
cannot remember the title or author of the paper, or the ex-
act start date of her project.  

2. Work awareness scenario. Paul is a project manager co-
ordinating multiple projects teams. To strengthen each pro-
ject, he has been actively mediating dialogue between 
members of different teams. To assess which mediation 
strategies are most effective, Paul has so far relied on in-
formal interviews with members of each project team. 
However, he is actively searching for more accurate and 
lighter-weight measures of impact. 

In both of these scenarios, the overhead and lack of context 
issues are key concerns. In the information access scenario, 
the overhead of having to perform an ill-specified search 
will likely result in Kate loosing the mental context and 
flow of writing. Moreover, the success of this search will 
depend on Kate’s ability to translate the context of her past 
usage of the document into concrete query terms or con-
straints. If Kate had been using CAAD since the start of her 
project, then all of the documents that are contextually rele-
vant to her project report would be prominently displayed 

in a context structure grouping (Figure 3). Through the dis-
play, Kate could list the relevant documents in the context 
structure grouping associated with her project; likely recog-
nizing the one she was looking for from its title. 

In the work awareness scenario, Paul currently relies on 
informal interviews for gathering data.  These interviews 
create overhead for Paul and for the project members who 
must suspend their normal work flow to be interviewed. 
With the appropriate context data around each project, up-
dated as the projects progress and evolve, Paul could rely 
on simple similarity measures to detect whether projects are 
influencing one another or not. For example, if each project 
member was using CAAD, Paul could measure the number 
of relevant documents that were shared between projects 
before he intervened as well as after. If his mediation was 
effective, the number of shared documents should increase. 

These scenarios indicate the type of support we expect 
CAAD to perform: it should maintain contextual awareness 
of the user’s various activities and use this awareness to (1) 
minimize the amount of overhead in accessing relevant 
information and (2) track and reveal the state of the user’s 
various activities.  

RELATED WORK 

In this section we consider systems that share our overall 
goal of supporting computer-based information workers. 
We group these systems into two categories: those that de-
pend entirely on manual input by the user and those that 
function in a semi-automatic way, requiring only guiding 
input by the user.  

Systems falling into the manual category include Unified 
Activity Manager [19], Activity Explorer [21], SphereJug-
gler [20], Activity Based Computing [2], GroupBar [25], 
Rooms [14], and TaskGallery [24]. Because these systems 
require direct input from the user, they often only capture 
the text (as opposed to context) of their user’s work prac-
tice. To overcome this, many of these systems rely on ge-
neric templates to pre-populate task representations (with 
the usual difficulties of finding representations that are not 
too generic). CAAD differs from these systems by auto-
matically generating its task representations (as context 
structures) from logs of low-level, interaction events. 

Semi-automatic systems include TaskTracer [27], UMEA 
[16], and Kimura [28]. The primary user input in these sys-
tems are indicators, in real-time, of what task is being work-
ed on. However, people often have trouble labeling and 
delimiting new tasks and, more importantly, often forget to 
declare task switches. CAAD overcomes these issues by 
automatically generating its task representations and by 
allowing these representations to evolve as tasks change. 

In addition, CAAD supports user editing of within task and 
between task structures. This editing functionality gives 
users the ability to both correct the context structures de-
tected by CAAD and to organize the context structures into 
more meaningful arrangements.  



CONCEPTUAL BACKGROUND 

CAAD’s success depends on its ability to accurately detect 
and track context structures. In this section, we discuss so-
cial and psychological theories that argue for the existence 
of these structures and facilitate the derivation of a general 
set of context structure characteristics. These generic char-
acteristics are the basis for the data-mining algorithm that 
CAAD uses to detect and track the context structures of a 
user’s activities. 

We draw primarily from Activity Theory (AT) [18, 22, 23]. 
Activities are the key structure in AT. They are composed 
of a subject, tools and an objective. The subject is the per-
son, or persons, motivated to carry out and achieve the ob-
jective of the activity. The actions performed in an activity 
are mediated by tools. Tools include everything from found 
objects like sticks to manufactured objects like hammers to 
abstract, non-physical objects like words and ideas [18]. In 
terms of CAAD, users are subjects and documents, folders, 
applications, and email addresses are tools. 

Activities are generally long-term structures whose stability 
derives from their motivating objective. In working on an 
activity, however, people tend to focus on shorter-term 
goals. These goals organize the actions that people perform 
– e.g. sending an email, writing a section of a paper, or 
painting a room. Both actions and the activities they service 
involve a fairly stable set of subjects (i.e. people) and tools 
[18]. This stable set of people and tools constitutes the con-
text structure of the user’s action and activity. CAAD 
searches for these stable sets in the event logs it gathers.  

Notice we are not claiming that context structures (defined 
as a stable set of people and tools) reflect a complete defini-
tion of context in all its varied uses. Rather, the set of tools 
and people routinely brought together by subjects acting in 
the world is one type of context: one that is both computa-
tionally feasible to acquire (due to its relative temporal sta-
bility) and that adheres to the phenomenological aspects of 
context [7]. 

There are many theories related to AT that provide addi-
tional perspectives and insight on the nature of context 
structures. These include Actor Network Theory [17], Dis-
tributed Cognition [15], social foci and social network the-
ory [29], genre theory [1, 26] and frame analysis [12]. In all 
of these theories, people, and generally also artifacts and 
tools, are brought together in the course of everyday action. 
Although the cited reasons for bringing these people and 
artifacts together vary in these theories, all of them argue 
for repetition and temporal stability in this organization. 
Arguably, the convergence of many of these types of stable 
organizations of people and artifacts constitutes the predict-
able, and hence intelligible, aspects of context [11]. 

In addition to the philosophical argumentation of these 
theories, they also provide more tangible benefits [23] – 
specifically descriptive power. The best approach to analyz-
ing the descriptive power of a theory is to ground its use in 
real data. Many studies have done so, e.g.  [5, 9, 12, 13, 15, 

17, 26]. These studies essentially confirm that the structures 
mentioned above are observable in information workers’ 
day-to-day behavior. Thus, to capture some of the context 
of an information worker’s multi-tasked workflow, a sys-
tem needs to generically handle many types of context 
structures. 

These theories can be distilled and captured by two generic 
features. 

1. Context structures are repeated in a relatively stable 
way through the routine practices of people. 

2. Context structures evolve as people’s routines evolve. 

In the next section, we discuss how CAAD finds, repre-
sents, and uses context structures. 

SYSTEM DESCRIPTION  

CAAD’s design objective is to support computer-based 
information workers with a minimum amount of interaction 
overhead. To meet this objective, CAAD coordinates three 
components: (1) a logging component that captures com-
puter interaction events, (2) a pattern mining component 
that performs offline and online calculations related to the 
user’s evolving context structures, and (3) a task awareness 
display that presents context structures in a direct manipula-
tion UI (see Figure 1). 

Logging Component 

The logging component gathers evidence of information 
use on the computer. This evidence consists of interaction 
events like file access and modification, email transmission, 
application use and state, and web browsing activity. Many 
related systems capture similar events [16, 27, 28]. Most of 
these systems target Microsoft Windows users and rely on 
various hooks into the input stream or the COM (Compo-
nent Object Model) interface to capture events. They are 
“push” architectures – events are pushed at the system. Al-
ternatively, our logging component uses a “pull” architec-
ture. It periodically checks for relevant events and state 
changes. 

The decision to pull information stems from the type of 
events we are interested in. All of the events that are logged 
can be described as “using X” where X can be applications, 
files, folders, web pages, and email addresses. If our logger 
was only receiving push events like “file X was opened” 
and “file X was closed”, it would need to maintain state 
variables to determine “using file X”. These state variables 
would be sensitive to missed events, requiring potentially 
sophisticated back-up mechanisms. 

Files that are logged can be of many origins and types. Spe-
cifically, files on local and network drives, web pages, 
email attachments, email subject lines (as short text docu-
ments), and email body texts are logged. Additionally, file 
use produces two events: one with the file path name and 
another with an md5 (message digest algorithm 5) hash of 
the file contents. By creating two events, we can track 
changes on a single file (same file path name, different md5 



 

hashes) as well as file moves (different file path name, 
same md5 hash). Email-related events are restricted to out-
going email because incoming email has limited correlation 
to work-flow at the second or minute time-scales. (We 
originally included incoming email, but the resulting pat-
terns were often inaccurate due to “out-of-context” mes-
sages.) 

Application use events are logged using several redundant 
pieces of information. First, the logger tracks active win-
dows. This is necessary because many computer users leave 
applications and windows open, even if they are not being 
used. The list of active windows generates a list of active 
applications that time-out after 30 seconds – i.e. if an appli-
cation has not been the active window in the last 30 seconds 
it is no longer considered active. This list is cross-checked 
against the list of running applications. Applications that 
are both active and still running are logged. Finally, if the 
active window has not changed in five minutes, the logger 
assumes the user is taking a break and no applications are 
logged. 

As described earlier, context structures are sets of relevant 
tools (in this case files, folders, web pages, and applica-
tions) and people (referenced by email addresses). To accu-
rately infer these structures, CAAD must know when, and 
for how long, tools are used and people are communicated 
with. In line with this, the logging component polls for 
events once every 2 seconds, depending on CPU load. In-
formation access events at shorter time scales are missed. 
However, preliminary experiments did not reveal any 
events that would justify polling at a higher rate. The log-
ging component itself averages to about 5% CPU load on a 
Pentium 4 with 512mb of RAM (spiking during the calcula-
tion of file hashes).  

Pattern Mining Component 

The pattern mining component detects generic context 
structures (see the Conceptual Background section) in logs 
of computer interaction events. It consists of a pattern de-
tection algorithm and the necessary functions for pre- and 
post-processing of the data and results. The algorithm is a 
variant of GaP [4]. Basically, it performs a matrix dimen-
sionality reduction calculation, similar to Latent Semantic 
Analysis or Principal Component Analysis. It differs from 
these algorithms by also tracking the slow evolution of con-
text structures in a principled and intuitive way. A detailed 
discussion of the algorithm is beyond the scope of this pa-
per (a full description is currently in preparation). However, 
we cover pertinent details in separate sub-sections below. 

Input to the Data Mining Algorithm 

Logged events are grouped into contiguous segments of 
time. Currently these segments are 30 seconds long (we 
have experimented with a number of different segment 
lengths, as well as combinations of varying length seg-
ments, but the results did not vary significantly). Within 
each segment, CAAD maintains counts over events. For 

example, if Kate, the knowledge worker, has a document 
open for an entire 30 second interval and the logger is poll-
ing once every 2 seconds, then the system will have 15 use 
events for the document. If the document is a PDF, there 
will also be 15 use events for Acrobat. Additionally, if Kate 
also looked at another document (in Microsoft Word for-
mat) for 10 seconds during the same interval, the logger 
would record 5 usage events for this document during the 
interval as well as 5 usage events for Word. Events that did 
not occur in that time window will have a count of zero. 
Aggregating all of these time segments together, the input 
to the pattern mining algorithm is a large non-negative ma-
trix with integer elements corresponding to counts. Figure 2 
illustrates this input process. 

Offline vs. Online Context Structure Calculations 

CAAD’s model of the user’s context structures is stored in 
a non-negative matrix. Each context structure corresponds 
to a row of this matrix, and each entry in the row corre-
sponds to the probability of observing a specific usage 
event provided the user is working on the context structure 
associated with that row. 

Context structures are calculated offline – once per day – 
with the most recent 4 weeks of logged event data. On av-
erage, with 4 weeks of event data, the algorithm takes be-
tween 10 and 20 minutes to run an offline update on a 2 
GHz Pentium 4 with 512mb of RAM. CAAD is currently 
configured to perform this update in the middle of the night. 
However, it is reasonable to run the update during a lunch 
break or a meeting if overnight updates are not feasible. 

An important characteristic of the offline calculation is that 
it tracks the evolution of context structures. This is impor-
tant because people’s activities change and evolve [18], 
requiring any task management system to handle these 
changes. CAAD handles these changes by biasing the latest 
offline calculation with the results of the previous offline 
calculation. Intuitively, this bias results in a time-shifting 
average of the user’s context structures. The amount of bias 
is set so that context structures undergo minor changes like 
the adding or removing of one or two relevant events per 

 

Figure 2. Illustration of how usage events are converted into 

the input matrix for the pattern mining algorithm. Polling 

happens about once every 2 seconds. 



day. At this rate, most context structures can completely 
change (i.e. total replacement of the relevant events) ap-
proximately once every 4 weeks. 

CAAD’s model of the user’s context structures remains 
fixed between daily updates. Between daily updates, it is 
used to make online, i.e. real-time, predictions on what the 
user is doing – and hence what information is relevant to 
him or her. The online updates basically calculate how 
likely the user is working on each context structure. Online 
updates require minimal memory and computational re-
sources – they are negligible in comparison to the require-
ments of the logging component. 

Determining the Number of Context Structures  

Unlike related dimensionality reduction algorithms, the 
pattern mining component in CAAD automatically deter-
mines the number of context structures (i.e. dimensions) to 
calculate. It does this using a simple greedy search. As the 
algorithm runs, it checks whether two context structures 
cover a similar set of time intervals and whether they use a 
similar set of events. If two structures are too similar, de-
termined by a threshold that we hand-tuned, they are 
merged. This process is continued until the set of calculated 
context structures has stabilized numerically. 

Task Awareness Display 

The task awareness display in CAAD presents the user’s 
context structures (which are detected by the other compo-
nents of CAAD). The display is dynamically configured 
according to online (i.e. real-time) predictions on which 
context structures are relevant to the user. Predictions are 
made every 30 seconds. The display is the only component 
of CAAD that the user directly interacts with. 

The display supports users in two ways. First, it acts as a 
portal through which users can access information relevant 
to their various tasks. Second, it provides a mechanism for 
users to reflect on the organization of their work behavior. 

The display provides this support in a context-aware way 
by leveraging the real-time predictions of what is relevant 
to the user. The predicted relevance of an element deter-
mines its size in the display – the most relevant information 
items are the largest elements in the display and hence easi-
est to access. 

The information in the display, as discussed above, repre-
sents the content and context of the user’s work-flow. By 
providing this information, the activity display enables user 
reflection on how their day-to-day work routines are organ-
ized. This reflection could be superficial (e.g. answering 
“What have I been working on lately?”) or more profound 
(e.g. realizing that “I’m pretty distracted at work. I’m al-
ways looking at sports news web pages.”). Although the 
activity display can support these types of reflection, the 
user must make some inferences to do so – for example 
observing that there are sports news web pages in every 
context structure in the display and interpreting what this 
means about how their work-flow is organized. 

Figure 3 shows two, full-screen captures. The left-most 
image is from a default configured (i.e. no edits have been 
performed) display. The second left-most image is from a 
user-edited display. The context structures are represented 
as circular nodes in the display. For convenience, we will 
refer to the context structure nodes as groups. Each group 
contains icons representing relevant files, folders, web 
pages and people. We will refer to these icons, and the 
things they represent, as information items. Parent nodes, 
which are containers for groups, are shown in the second 
image from the left in Figure 3. Currently, parents are not 
automatically generated; users must manually create them. 

By default, the display only shows information items and 
groups. The groups correspond to the context structures 
found by the pattern mining component of CAAD, updated 
once per day during the offline calculation. In the display, 
only the most relevant information items are shown. The 
threshold on which information items to show is determined 

 

 

 

 

 

 

 

 

 

 

 

Figure 3. Four screen shots of the activity display. The left-most image was automatically 

generated by CAAD. The second image (from the left) illustrates a user-edited display. The 

third image shows one group in more detail and the fourth image shows the context menu, 

with content list, for the group in the third image. 

 



 

by the most relevant information item for that structure. 
Any items with a relevance weight greater than 5% of the 
weight of the most relevant information item are shown (the 
sorted relevance weights for each context structure fall-off 
steeply at some point – the 5% threshold robustly marks 
this fall-off point). In addition to this threshold-based 
scheme, certain types of information items are systemati-
cally not displayed. These items include hash values of file 
content and applications. Applications are not included in 
the display because they are often common to many groups 
and hence provide little descriptive value. Furthermore, 
applications can be accessed indirectly by opening informa-
tion items. (Part-way through the study we added a menu 
selection item allowing applications to be viewed in the 
display if the user chooses. Only one participant exercised 
this option.) 

As with information items, not every group (i.e. context 
structure) is shown in the display. Some groups, which con-
sist primarily of non-displayable information items, are 
hidden by default. For example, a group which consisted 
entirely of file content hashes would not be shown. For all 
of the users in our study, between 70% and 80% of their 
context structures were displayed – corresponding to a 
range in number of between 3 and 37 groups. 

In addition to the visual representations, every element in 
the display has a textual label. For information items, the 
labels are an abbreviation of the path, URL, or filename. To 
create group labels, the top five labels from all the con-
tained information items, according to relevance weight, are 
concatenated. 

The display supports the following user interactions: 

• navigation through the display using mouse clicks, 

• accessing information items by double-clicking, 

• listing the contents of any group or parent element, 

• adding/removing elements, 

• changing the label text of elements, and 

• changing the relevance of information items within 
groups or groups within parents. 

Structural edits (e.g. relevance changes, additions, remov-
als) performed by the user modify CAAD’s representation 
of their context structures. These edits can be performed 
either through context menus or via direct manipulation – 
by dragging elements into and out of one another. 

Discussion of System 

A constant concern with CAAD, and generally any logging 
system, is privacy. Although all of the events that CAAD 
logs are already collected by Windows or other applica-
tions, there might be some additional risk related to their 
centralized aggregation. We currently address this concern 
by (1) storing the log events in a single location, which the 
user of the system can easily access and delete; and (2) per-
forming all of the necessary calculations on the data locally. 
For future applications of CAAD that require some sharing 

of detected context structures, we are planning on re-
factoring the pattern mining component so that calculations 
can be encrypted and run over a centralized network of 
computers [8]. 

A practical concern with the current logging architecture is 
that it can require significant computational resources if, for 
example, there are many files whose contents need to be 
hashed or if the history files it reads become large. One 
participant in our study complained about degraded system 
performance. However, we found that this performance was 
the result of poor memory management, only minimally 
attributable to CAAD. 

Finally, the display in CAAD must balance the natural ten-
sion between showing updated structures and retaining 
enough visual cues between updates so that the user can 
utilize recognition rather than search and recall. We handle 
this balance by letting the system generate a new layout 
after each offline update, and then modifying this new lay-
out using the previous layout details – e.g. labels from the 
previous layout take precedence; any information items that 
were previously but are no longer in a group are added to 
the new layout with a discounted relevancy weight; and any 
new information items in a group are shuffled spatially so 
that previously included information items can be shown in 
their original positions. The differences between the new 
and previous layouts can be highlighted using a special 
color scheme (which the user can toggle on and off from 
the context menu). The axes are also ordered using clear 
semantics. The x-axis corresponds to time – newer context 
structures are further to the right. The y-axis corresponds to 
the total amount of time the user spent on each context 
structure – more time moves the context structure up. 

USER STUDY 

The objective of our user study this was to demonstrate the 
feasibility of supporting computer-based information work-
ers by automatically inferring the context structures of their 
day-to-day work behavior. 

The study started with 10 participants (7 graduate students, 
3 undergraduate students) and was conducted in the actual 
work settings of each participant. All of the participants 
were working on single-monitor, desktop computers prior 
to the study. For the study they were provided with a sec-
ond monitor, used primarily, but not exclusively, for the 
task awareness display. Usage was not strictly enforced and 
participants often placed other application windows over 
the display. 

The key characteristic for all participants was their in-
volvement in some form of computer-based information 
work. To assess this, we administered an initial question-
naire that asked participants about the amount of time they 
spent on the computer and what tasks or projects they 
worked on during this time. Example projects found in this 
questionnaire include: preparing lecture notes, managing a 
small research team, conducting studies, processing study 



data, searching for and reading related papers, and develop-
ing software. The vital concern that the initial questionnaire 
was designed to assess is whether the participants spent a 
significant amount of time working on the computer. (We 
loosely defined “significant” as at least 60% of their sched-
uled work time.) If they did not, then detecting their com-
puter-based context structures would be of limited value in 
supporting their work. Based on the questionnaire results, 
we were confident that the participants in the study could be 
supported by CAAD. 

During the study we collected data from three sources: 
questionnaire results measuring perceived usefulness and 
ease-of-use, logs of actual usage events with CAAD’s dis-
play, and semi-structured interviews. Before describing the 
results we discuss the method details for each of these data 
sources. 

Methods 

Perceived Usefulness and Ease-of-use Questionnaire 

The questionnaire we used measures perceived usefulness 
and perceived ease-of-use [6] (Table 1 contains the actual 
questions we used). All questions were scored on a 7-point 
Likert scale, ranging from -3 to +3. Scores greater than zero 
indicate that the participant found the system useful or easy 
to use. We modified the standard questionnaire (prior to 
administering it) by removing the lowest correlating ques-
tion for ease-of-use. This question targeted system flexibil-
ity, which is not always correlated with ease-of-use or with 
overall system usage [6]. 

Eight of the original ten participants completed the ques-
tionnaire after the first week of the study. One of the re-
maining two participants worked heavily in a development 
environment from which CAAD could not log events. The 
other remaining participant worked in multiple locations, 
making a single work log practically infeasible to gather. 
Additionally, five participants took the questionnaire a sec-
ond time – the other three participants were unavailable for 
subsequent interviewing. The second application of the 
questionnaire was designed to capture two things. The first 
was to assess novelty effects in the first application of the 
questionnaire; and the second was to assess the effects of 
longer-term use of CAAD. 

Actual Usage of the Task Awareness Display 

To assess how well CAAD met its design goal of support-
ing access to information we logged usage events with the 
display. These logs include every information access as 
well as every edit or modification (Figure 4 shows the 
events that were logged). We collected these logs for 7 of 
the original 10 participants during the first week of the 
study – system compatibility issues resulted in minimal 
exposure to CAAD for two participants and a third partici-
pant could view the display but not interact with it. 

Interviews 

In addition to validating the questionnaire results, inter-
views were used to verify the accuracy of the context struc-
tures found by the pattern mining component. We 
interviewed 8 of the original 10 participants – excluding the 
two with minimal exposure to CAAD due to system com-
patibility issues. The interviews were semi-structured. They 
started with general questions about the participants’ ex-
perience with CAAD and then walked through most of the 
groups in the activity display. We were particularly inter-
ested in specific examples of groups that were or were not 
accurate in the participant’s opinion. Through these exam-
ples, we hoped to assess whether the participants reflected 
on their work behavior, what their expectations were for 
CAAD, in what ways they found the display useful, and if 
they had any interaction issues or any privacy concerns 

Results 

Perceived Usefulness and Ease-of-use Questionnaire 

Again, all questions were scored on a 7 point Likert scale, 
ranging from -3 to +3. Both the average perceived useful-
ness responses (T-stat = 4.2785, df = 7, p <= 0.0037) and 
the average perceived ease-of-use responses (T-stat = 4.36, 
df = 7, p <= 0.0033) were statistically significant in the 
positive direction (zero is a neutral response). This means 
study participants found the activity display both useful and 
easy to use. Specific question results are shown in Table 1. 

Of the five participants that took the questionnaire a second 
time, three took it after the second week of the study, one 
after the third week of the study, and one after the fourth 
week of the study.  The averaged score differences were all 

Question Mean S.D.  

Using the activity display while I work would 
enable me to accomplish tasks more quickly. 1.63 0.52 

Using the activity display would improve my 
work performance. 

0.63 0.92 

Using the activity display would make it 
easier to do my job. 

1.25 0.71 

Using the activity display would enhance my 
effectiveness at work. 

0.88 0.83 

Using the activity display while I work would 
increase my productivity. 

0.88 0.83 

I would find the activity display useful in my 
work. 

1.00 0.93 

Average perceived usefulness score: 1.04 0.69 

P
erceiv

ed
 u
sefu

ln
ess 

I find it easy to get the activity display to do 
what I want it to do. 1.13 0.99 

My interaction with the activity display is 
clear and understandable. 1.25 1.04 

Learning to operate the activity display was/is 
easy for me. 1.25 1.83 

It was/would be easy for me to become skill-
ful at using the activity display. 2.00 0.82 

I find the activity display easy to use. 1.50 0.93 

Average perceived ease-of-use score: 1.42 0.92 
P
erceiv

ed
 ea

se-o
f-u

se
 

Table 1. Questionnaire results. Questions were scored on a 7-

point Likert scale ranging from -3 to +3. Mean and standard 

deviation response values are reported for each question and 

for each overall response average. 



 

positive (indicating an increase in perceived usefulness and 
perceived ease-of-use) with the exception of one person on 
ease-of-use (this participant felt like the semantic zooming 
– which hides labels when they are too small – made the 
display hard to quickly read). The overall increase in ques-
tionnaire scores indicates that: (1) the initial questionnaire 
results were not artificially inflated due to novelty effects, 
and (2) that CAAD was able to effectively track the evolu-
tion of people’s context structures over multiple weeks. 

Actual Usage of the Task Awareness Display 

Actual usage results are presented in Figure 4. Aggregating 
the seven usage logs, we found that 36% of the usage 
events were information access events. The majority of edit 
events corresponded to the deletion of an information item 
from a group. On average, users generated 8.1 events per 
day (the logs covered at most three days worth of interac-
tion for each participant). However, most participants devi-
ated from this average significantly. The least active 
participant only generated 7 total events while the most 
active generated 58. The variance in these usage results, 
coupled with the questionnaire results, provides evidence of 
CAAD’s ability to support information workers with differ-
ent working styles. 

We also calculated a derived metric of CAAD’s utility from 
the usage logs. If we count the number of elements dis-
played by CAAD and divide by the number of structural 
edits that users made, we get an estimate of the value 
CAAD adds relative to a manual task-management system 
(where users have to insert and group information items 
from scratch). The validity of this metric is conditional on 
the perceived usefulness of CAAD – basically we assume 
users performed as many edits as were required to develop 
the opinion that CAAD is useful. Likely, however, users 
performed more edits than this, making this metric a con-
servative measure of CAAD’s utility. 

Values greater than 1.0 for this metric indicate benefit to 
the user. For the seven participants that we have usage data 
for, these values ranged from 1.5 to 68.0 (mean 18.4, std 
dev 25.2, not statistically significant above 1.0). The fact 
that all of these values are greater than 1.0 indicates that 
CAAD provides an overhead reduction relative to manual 
task management systems. 

An alternatively way to measure the utility is to take the 
difference instead of the ratio. Whereas the ratio metric can 
be thought of as a relative measure of utility (relative to 
how many edits each user made), the difference based met-
ric captures more of an absolute measure of utility (how 
many edits did the user save). Values for the difference 
based metric ranged from 6 to 177 (mean 77.3, std dev 
61.4) and were statistically significant above zero: T-stat = 
3.3291, df = 6, p <= 0.016. Again, the fact that all of these 
values are greater than zero indicates that CAAD provides 
an overhead reduction relative to manual task management 
systems. 

Interviews 

To start the interview, we asked participants to describe 
their overall impressions of CAAD. The comments we re-
ceived were evenly split between purely positive accolades 
(e.g. “it makes reasonable prediction on what things belong 
together”) and more negative, but balanced, criticisms (e.g. 
“groups are mostly correct – sometimes they have a few 
additional things that don’t belong”). In line with the goal 
of determining the feasibility of supporting information 
workers by automatically detecting their context structures, 
the remainder of the interviews focused on eliciting and 
understanding negative and/or critical comments. 

However, in pursuing the evidence that participants had for 
their critical comments, we found that they were the result 
of contradictions between the mental models participants 
had of their own work and the temporally correlated context 
structures captured by CAAD. (Notice that the other study 
results indicate that CAAD was useful in spite of these con-
tradictions. Additionally, we do not believe, nor are we 
trying to imply, that the context structures or the user’s 
mental models are “right”. They are merely two perspec-
tives on work practice, whose difference is a potent source 
for reflection.) The contradictions we uncovered fit into 
four common types. 

The most frequent contradiction concerned context struc-
tures with information items that “did not belong” – e.g. 
web pages related to sports or news in groups containing 
mostly work documents. About 40% of groups across the 
eight participants we interviewed highlighted this contradic-
tion. The notion of belonging was determined by the par-
ticipants’ mental models of their work – e.g. knowing a 
sports score does not help them complete their work. How-
ever, they were aware of reading sports and news pages 
while they worked. These breaks, or rather micro-breaks, 

 Usage events per participant  

access 

event 
       61 

delete 

element 
       51 

add info. 

item 
       18 

label 

change 
       12 

merge 

groups 
       10 

add 

parent 
       8 

subtract 

group 
       7 

add 

group 
       2 

change 

relevance 
       1 

 25 18 58 23 7 19 20 Totals 

Figure 4. Visualization highlighting actual usage patterns. 

The seven middle columns correspond to participants. Shad-

ing linearly scales with the percentage of that type of event, 

per participant. Column totals are the number of events gen-

erated per participant. Row totals are the number of each 

specific event type generated by all participants. 



generally lasted less than one minute but occurred regu-
larly. Because these breaks were so short, participants often 
left the documents and applications relevant to their current 
task open. Hence, in terms of temporal correlation, these 
sports and news web pages seem to belong in the groups 
associated with their task. They are, in a counter-intuitive 
sense, part of the context of the participant’s routine work-
flow. With more elaborate content analysis, it might be pos-
sible to separate them, but we think for now it is more ap-
propriate to include them. At the very least they may be 
indicators of context switches and trigger associations be-
tween the users’ main tasks.  

Another frequent contradiction related to separate groups 
that “belong together or should be merged” – either into a 
single group or as children of a single parent (we estimate 
about 25% of groups highlight this contradiction). For ex-
ample, one participant said: “My ‘preparing lecture notes 
group’ really belongs with my ‘preparing the midterm 
group’.” However, with additional questioning, we found 
that the participant had not worked on these tasks at the 
same time, nor did they share many information items. 
Thus, in terms of working context, these groups were prac-
tically disjoint. Some participants dealt with this problem 
by creating parent nodes and grouping context structure 
nodes together (Figure 3 illustrates this). 

A third contradiction, voiced by three participants, was that 
“there were too many groups in the display”. One partici-
pant even stated that no matter what he was working on, he 
did not want to see more than 4 or 5 groups in the display. 
However, while discussing the groups in the display, only 
two of seventeen in this participant’s display were not read-
ily identifiable by him. In other words, this participant 
knew he worked on more than 5 things but did not want to 
be shown these things by CAAD. The other two partici-
pants who made this comment had similar, although less 
extreme, sentiments. 

Finally, the fourth contradiction concerned groups that were 
“missing relevant documents” – we estimate about 23% of 
groups were subject to this comment. Like the group merg-
ing contradiction discussed above, this contradiction high-
lights an abstract connection in the participant’s mental 
model of their work that was not part of their day-to-day 
work routine. With a few extra questions, it was clear that 
they had never used the “missing” document while working 
with the other information items in the group – i.e. there 
was no temporal coordination between their uses. (We note, 
however, that CAAD does miss events for some rare docu-
ment types, but this did not apply to any of the eight par-
ticipants we interviewed.) 

DISCUSSION 

Most notably, based on the questionnaire results, people 
found CAAD useful and easy to use. Using a metric derived 
from the amount of task structure automatically detected by 
CAAD and the number of edits people performed on these 
structures, we showed that CAAD provides clear overhead 

reduction relative to manual task management approaches. 
We also suspect that CAAD requires less overhead than 
semi-automatic methods, although we have not specifically 
studied this difference. 

There are a number of interesting caveats and subtleties to 
CAAD worth mentioning. First, CAAD separates poten-
tially related context structures if they are not temporally 
correlated. For example, two groups representing different 
phases of the same project will only be represented as a 
single group (i.e. context structure) if the user works on 
both of them at the same time. 

Second, one participant made the comment that “[CAAD] 
definitely shows relevant things. But they are not always 
useful.” This participant was referring to his lecture prepa-
ration for the course he was teaching. While preparing new 
slides, CAAD would show him slides from previous lec-
tures he had already written. Although related, these old 
slides were not really useful in preparing the new slides. 
CAAD, in its current implementation, can only support an 
ongoing task that re-uses the same (or a similar) set of 
documents and people. CAAD will not be able to track a 
context structure if the relevant documents and people 
change too quickly. 

Third, some applications (e.g. Emacs) neither make a native 
OS call nor create a lock when opening a file. Conse-
quently, they are invisible to the CAAD. They do, however, 
typically create a temporary file. We are exploring exten-
sions to the logging component to capture these events; but, 
in the meantime, we will screen for participants that only 
use applications and files currently supported by CAAD. 

Fourth, the disparity between users’ mental models of their 
work and the context structures discovered by CAAD high-
light some interesting design issues. Generically, the con-
tradictions revealed in our interviews fall into two classes: 
(1) those where the context structure contained connections 
that were not part of the user’s mental model and (2) those 
where the user’s mental model contained a connection not 
shown in the context structures. Although making the dis-
played content of CAAD easily comprehensible is a natural 
imperative, it may be an impossible ideal. Interestingly, it 
may be more appropriate to make the display playful and 
mysterious by including and possibly highlighting the con-
tradictions, thereby inviting the user to explore CAAD’s 
perspective on their work behavior. An interesting study 
could measure the relative frequency of these contradictions 
and whether one or the other is preferred or more beneficial 
for the user. 

CONCLUSION AND FUTURE WORK 

In this paper, we presented CAAD – a context sensitive 
system that supports information workers by improving 
their access to relevant information and by providing reflec-
tive feedback to improve task management. This support is 
achieved with minimal overhead because CAAD functions 
automatically. With sufficient iteration on its design, we 



 

believe CAAD could become a common task management 
tool for information workers. 

We conclude with several directions for future work. First, 
we could improve the logging component of CAAD to cap-
ture applications and files that are currently missed (ideally 
this should be integrated in the operating system). Second, 
we could iterate the display design to improve the anima-
tion capturing the real-time predictions (which three par-
ticipants occasionally found distracting). Third, we could 
explore methods for automatically grouping semantically 
related context structures together (e.g. different aspects of 
the same project). 

We can also use the infrastructure of CAAD (the logging 
and pattern mining components) to build new applications. 
Some ideas we are currently exploring include promoting 
information sharing among group members based on task 
similarity and improving information retrieval by task-
specific query augmentation. We could also extend the pat-
tern mining component of CAAD to search for multi-person 
context structures or move CAAD into new settings like 
smart rooms or onto devices like cell phones or PDAs. 
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