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Preface

As long as a branch of science offers an abundance of problems, so long is it alive.

—David Hilbert, Paris, 1900

T
his book is intended to serve two purposes. First and foremost, this is a book about

economic growth and long-run economic development. The process of economic growth

and the sources of differences in economic performance across nations are some of the

most interesting, important, and challenging areas in modern social science. The primary

purpose of this book is to introduce graduate students to these major questions and to the

theoretical tools necessary for studying them. The book therefore strives to provide students

with a strong background in dynamic economic analysis, since only such a background will

enable a serious study of economic growth and economic development. I also try to provide a

clear discussion of the broad empirical patterns and historical processes underlying the current

state of the world economy. This narrative is motivated by my belief that to understand why

some countries grow and others fail to do so, economists have to move beyond the mechanics

of models and pose questions about the fundamental causes of economic growth.

Second, in a somewhat different capacity, this book is also a graduate-level introduction to

modern macroeconomics and dynamic economic analysis. It is sometimes commented that,

unlike basic microeconomic theory, there is no core of current macroeconomic theory that

is shared by all economists. This is not entirely true. While there is disagreement among

macroeconomists about how to approach short-run macroeconomic phenomena and what the

boundaries of macroeconomics should be, there is broad agreement about the workhorse

models of dynamic macroeconomic analysis. These include the Solow growth model, the

neoclassical growth model, the overlapping generations model, and models of technological

change and technology adoption. Since these are all models of economic growth, a thorough

treatment of modern economic growth can also provide (and perhaps should provide) an

introduction to this core material of modern macroeconomics. Although there are several

good graduate-level macroeconomic textbooks, they typically spend relatively little time on the

basic core material and do not develop the links between modern macroeconomic analysis and

economic dynamics on the one hand and general equilibrium theory on the other. In contrast,

the current book does not cover any of the short-run topics in macroeconomics, but provides

a thorough and rigorous introduction to what I view to be the core of macroeconomics.

The selection of topics is designed to strike a balance between the two purposes of the book.

Chapters 1, 3, and 4 introduce many of the salient features of the process of economic growth

and the sources of cross-country differences in economic performance. Even though these

xv
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chapters cannot do justice to the large literature on economic growth empirics, they provide

a sufficient background for students to appreciate the issues that are central to the study of

economic growth and a platform for further study of this large literature.

Chapters 5–7 cover the conceptual and mathematical foundations of modern macro-

economic analysis. Chapter 5 provides the microfoundations for much of the rest of the book

(and for much of modern macroeconomics), while Chapters 6 and 7 supply a quick but rel-

atively rigorous introduction to dynamic optimization. Most books on macroeconomics or

economic growth use either continuous time or discrete time exclusively. I believe that a seri-

ous study of both economic growth and modern macroeconomics requires the student (and the

researcher) to be able to move between formulations using discrete and continuous time, choos-

ing the more convenient or appropriate approach for the set of questions at hand. Therefore

I have deviated from standard practice and included both continuous-time and discrete-time

material throughout the book.

Chapters 2, 8, 9, and 10 introduce the basic workhorse models of modern macroeconomics

and traditional economic growth, while Chapter 11 presents the first-generation models of

sustained (endogenous) economic growth. Chapters 12–15 cover models of technological

progress, which are an essential part of any modern economic growth course.

Chapter 16 generalizes the tools introduced in Chapter 6 to stochastic environments. Using

these tools, Chapter 17 presents a number of models of stochastic growth—most notably the

neoclassical growth model under uncertainty, which is the foundation of much of modern

macroeconomics (though it is often left out of courses on economic growth). The canonical

Real Business Cycle model is presented as an application. This chapter also covers another

major workhorse model of modern macroeconomics, the incomplete markets model of Bewley.

Finally, Chapter 17 also presents a number of other approaches to modeling the interaction

between incomplete markets and economic growth and shows how models of stochastic growth

can be useful in understanding how economies transition from stagnation or slow growth to an

equilibrium with sustained growth.

Chapters 18–21 cover topics that are sometimes left out of economic growth textbooks.

These include models of technology adoption, technology diffusion, the interaction between

international trade and technology, the process of structural change, the demographic transi-

tion, the possibility of poverty traps, the effects of inequality on economic growth, and the

interaction between financial and economic development. These topics are important for cre-

ating a bridge between the empirical patterns we observe in practice and the theory. Most

traditional growth models consider a single economy in isolation, often after it has already

embarked on a process of steady economic growth. A study of models that incorporate cross-

country interdependences, structural change, and the possibility of takeoffs makes it possible

to link core topics of development economics, such as structural change, poverty traps, or the

demographic transition, to the theory of economic growth.

Finally, Chapters 22 and 23 consider another topic often omitted from macroeconomics

and economic growth textbooks: political economy. Inclusion of this material is motivated

by my belief that the study of economic growth would be seriously hampered if we failed to

ask questions about the fundamental causes of differences among countries in their economic

performances. These questions inexorably bring us to differences in economic policies and

institutions across nations. Political economy enables us to develop models to understand why

economic policies and institutions differ across countries and must therefore be an integral part

of the study of economic growth.

A few words on the philosophy and organization of the book might also be useful for students

and teachers. The underlying philosophy of the book is that all the results that are stated should

be proved or at least explained in detail. This implies a somewhat different organization than

found in other books. Most textbooks in economics do not provide proofs for many of the
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results that are stated or invoked, and mathematical tools that are essential for the analysis are

often taken for granted or developed in appendixes. In contrast, I have strived to provide simple

proofs of almost all results stated in this book. It turns out that once unnecessary generality is

removed, most results can be stated and proved in a way that is easily accessible to graduate

students. In fact, I believe that even somewhat long proofs are much easier to understand than

general statements made without proof, which leave the reader wondering why these statements

are true.

I hope that the style I have chosen not only makes the book self-contained but also gives

students an opportunity to develop a thorough understanding of the material. In line with this

philosophy, I present the basic mathematical tools necessary for the development of the main

material in the body of the text. My own experience suggests that a linear progression, where

the necessary mathematical tools are introduced when needed, makes it easier for students

to follow and appreciate the material. Consequently, analysis of the stability of dynamical

systems, dynamic programming in discrete time, and optimal control in continuous time are

all introduced in the main body of the text. This should both help students appreciate the

foundations of the theory of economic growth and provide them with an introduction to the

main tools of dynamic economic analysis, which are increasingly used in every subdiscipline

of economics. Throughout, when some material is technically more difficult and can be skipped

without loss of continuity, it is marked with an asterisk (*). Material that is only tangentially

related to the main results in the text or that should be familiar to most graduate students is left

for the appendixes.

I have also included a large number of exercises. Students can gain a thorough understanding

of the material only by working through the exercises. Exercises that are somewhat more

difficult are also marked with an asterisk.

This book can be used in a number of different ways. First, it can be used in a one-quarter

or one-semester course on economic growth. Such a course might start with Chapters 1–4,

then depending on the nature of the course, use Chapters 5–7 either for a thorough study

of the general equilibrium and dynamic optimization foundations of growth theory or only

for reference. Chapters 8–11 cover traditional growth theory, and Chapters 12–15 provide the

basics of endogenous growth theory. Depending on time and interest, any selection of Chapters

16–23 can be used for the last part of such a course.

Second, the book can be used for a one-quarter first-year graduate-level course in macro-

economics. In this case, Chapter 1 would be optional. Chapters 2, 5–7, 8–11, 16–17, and a

selection from 12–15 would be the core of such a course. The same material could also be

covered in a one-semester course, but in this case, it could be supplemented either with some

of the later chapters or with material from one of the leading graduate-level macroeconomic

textbooks on short-run macroeconomics, fiscal policy, asset pricing, or other topics in dynamic

macroeconomics.

Third, the book can be used for an advanced (second-year) course in economic growth or

economic development. An advanced course on growth or development could use Chapters

1–11 as background and then focus on selected chapters from among Chapters 12–23.

Finally, since the book is self-contained, I also hope that it can be used for self-study.
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PART I

INTRODUCTION





1
Economic Growth and
Economic Development:
The Questions

1.1 Cross-Country Income Differences

T
here are very large differences in income per capita and output per worker across

countries today. Countries at the top of the world income distribution are more than

30 times as rich as those at the bottom. For example, in 2000, gross domestic product

(GDP; or income) per capita in the United States was more than $34,000. In contrast, income

per capita is much lower in many other countries: about $8,000 in Mexico, about $4,000 in

China, just over $2,500 in India, only about $1,000 in Nigeria, and much, much lower in

some other sub-Saharan African countries, such as Chad, Ethiopia, and Mali. These numbers

are all in 2000 U.S. dollars and are adjusted for purchasing power parity (PPP) to allow for

differences in relative prices of different goods across countries.1 The cross-country income

gap is considerably larger when there is no PPP adjustment. For example, without the PPP

adjustment, GDP per capita in India and China relative to the United States in 2000 would be

lower by a factor of four or so.

Figure 1.1 provides a first look at these differences. It plots estimates of the distribution of

PPP-adjusted GDP per capita across the available set of countries in 1960, 1980, and 2000. A

number of features are worth noting. First, the 1960 density shows that 15 years after the end

of World War II, most countries had income per capita less than $1,500 (in 2000 U.S. dollars);

the mode of the distribution is around $1,250. The rightward shift of the distributions for 1980

and 2000 shows the growth of average income per capita for the next 40 years. In 2000, the

mode is slightly above $3,000, but now there is another concentration of countries between

$20,000 and $30,000. The density estimate for the year 2000 shows the considerable inequality

in income per capita today.

The spreading out of the distribution in Figure 1.1 is partly because of the increase in

average incomes. It may therefore be more informative to look at the logarithm (log) of

1. All data are from the Penn World tables compiled by Heston, Summers, and Aten (2002). Details of data

sources and more on PPP adjustment can be found in the References and Literature section at the end of this

chapter.
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1960

1980

2000

Density of countries

0 20,000 40,000 60,000
GDP per capita ($)

FIGURE 1.1 Estimates of the distribution of countries according to PPP-adjusted GDP per capita in

1960, 1980, and 2000.

income per capita. It is more natural to look at the log of variables, such as income per capita,

that grow over time, especially when growth is approximately proportional, as suggested by

Figure 1.8 below. This is for the simple reason that when x (t) grows at a proportional rate,

log x (t) grows linearly, and if x1 (t) and x2 (t) both grow by the same proportional amount,

log x1 (t) − log x2 (t) remains constant, while x1 (t) − x2 (t) increases.

Figure 1.2 shows a similar pattern, but now the spreading is more limited, because the

absolute gap between rich and poor countries has increased considerably between 1960 and

2000, while the proportional gap has increased much less. Nevertheless, it can be seen that the

2000 density for log GDP per capita is still more spread out than the 1960 density. In particular,

both figures show that there has been a considerable increase in the density of relatively rich

countries, while many countries still remain quite poor. This last pattern is sometimes referred

to as the “stratification phenomenon,” corresponding to the fact that some of the middle-income

countries of the 1960s have joined the ranks of relatively high-income countries, while others

have maintained their middle-income status or even experienced relative impoverishment.

Figures 1.1 and 1.2 demonstrate that there is somewhat greater inequality among nations

today than in 1960. An equally relevant concept might be inequality among individuals in

the world economy. Figures 1.1 and 1.2 are not directly informative on this, since they treat

each country identically regardless of the size of its population. An alternative is presented

in Figure 1.3, which shows the population-weighted distribution. In this case, countries such

as China, India, the United States, and Russia receive greater weight because they have larger

populations. The picture that emerges in this case is quite different. In fact, the 2000 distribution

looks less spread out, with a thinner left tail than the 1960 distribution. This reflects the fact that
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FIGURE 1.2 Estimates of the distribution of countries according to log GDP per capita (PPP adjusted)

in 1960, 1980, and 2000.
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FIGURE 1.3 Estimates of the population-weighted distribution of countries according to log GDP per

capita (PPP adjusted) in 1960, 1980, and 2000.
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FIGURE 1.4 Estimates of the distribution of countries according to log GDP per worker (PPP adjusted)

in 1960, 1980, and 2000.

in 1960 China and India were among the poorest nations in the world, whereas their relatively

rapid growth in the 1990s puts them into the middle-poor category by 2000. Chinese and Indian

growth has therefore created a powerful force for relative equalization of income per capita

among the inhabitants of the globe.

Figures 1.1, 1.2, and 1.3 look at the distribution of GDP per capita. While this measure

is relevant for the welfare of the population, much of growth theory focuses on the produc-

tive capacity of countries. Theory is therefore easier to map to data when we look at output

(GDP) per worker. Moreover, key sources of difference in economic performance across coun-

tries are national policies and institutions. So for the purpose of understanding the sources of

differences in income and growth across countries (as opposed to assessing welfare ques-

tions), the unweighted distribution is more relevant than the population-weighted distribution.

Consequently, Figure 1.4 looks at the unweighted distribution of countries according to (PPP-

adjusted) GDP per worker. “Workers” here refers to the total economically active population

(according to the definition of the International Labour Organization). Figure 1.4 is very simi-

lar to Figure 1.2, and if anything, it shows a greater concentration of countries in the relatively

rich tail by 2000, with the poor tail remaining more or less the same as in Figure 1.2.

Overall, Figures 1.1–1.4 document two important facts: first, there is great inequality in

income per capita and income per worker across countries as shown by the highly dispersed

distributions. Second, there is a slight but noticeable increase in inequality across nations

(though not necessarily across individuals in the world economy).
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1.2 Income and Welfare

Should we care about cross-country income differences? The answer is definitely yes. High

income levels reflect high standards of living. Economic growth sometimes increases pollution

or may raise individual aspirations, so that the same bundle of consumption may no longer

satisfy an individual. But at the end of the day, when one compares an advanced, rich country

with a less-developed one, there are striking differences in the quality of life, standards of

living, and health.

Figures 1.5 and 1.6 give a glimpse of these differences and depict the relationship between

income per capita in 2000 and consumption per capita and life expectancy at birth in the same

year. Consumption data also come from the Penn World tables, while data on life expectancy

at birth are available from the World Bank Development Indicators.

These figures document that income per capita differences are strongly associated with

differences in consumption and in health as measured by life expectancy. Recall also that

these numbers refer to PPP-adjusted quantities; thus differences in consumption do not (at

least in principle) reflect the differences in costs for the same bundle of consumption goods in

different countries. The PPP adjustment corrects for these differences and attempts to measure

the variation in real consumption. Thus the richest countries are not only producing more than

30 times as much as the poorest countries, but are also consuming 30 times as much. Similarly,

cross-country differences in health are quite remarkable; while life expectancy at birth is as
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FIGURE 1.5 The association between income per capita and consumption per capita in 2000. For a

definition of the abbreviations used in this and similar figures in the book, see http://unstats.un.org/unsd

/methods/m49/m49alpha.htm.
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FIGURE 1.6 The association between income per capita and life expectancy at birth in 2000.

high as 80 in the richest countries, it is only between 40 and 50 in many sub-Saharan African

nations. These gaps represent huge welfare differences.

Understanding why some countries are so rich while some others are so poor is one of the

most important, perhaps the most important, challenges facing social science. It is important

both because these income differences have major welfare consequences and because a study

of these striking differences will shed light on how the economies of different nations function

and how they sometimes fail to function.

The emphasis on income differences across countries implies neither that income per

capita can be used as a “sufficient statistic” for the welfare of the average citizen nor that

it is the only feature that we should care about. As discussed in detail later, the efficiency

properties of the market economy (such as the celebrated First Welfare Theorem or Adam

Smith’s invisible hand) do not imply that there is no conflict among individuals or groups in

society. Economic growth is generally good for welfare but it often creates winners and losers.

Joseph Schumpeter’s famous notion of creative destruction emphasizes precisely this aspect

of economic growth; productive relationships, firms, and sometimes individual livelihoods

will be destroyed by the process of economic growth, because growth is brought about by

the introduction of new technologies and creation of new firms, replacing existing firms and

technologies. This process creates a natural social tension, even in a growing society. Another

source of social tension related to growth (and development) is that, as emphasized by Simon

Kuznets and discussed in detail in Part VII, growth and development are often accompanied by

sweeping structural transformations, which can also destroy certain established relationships

and create yet other winners and losers in the process. One of the important questions of
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political economy, which is discussed in the last part of the book, concerns how institutions

and policies can be arranged so that those who lose out from the process of economic growth

can be compensated or prevented from blocking economic progress via other means.

A stark illustration of the fact that growth does not always mean an improvement in the

living standards of all or even most citizens in a society comes from South Africa under

apartheid. Available data (from gold mining wages) suggest that from the beginning of the

twentieth century until the fall of the apartheid regime, GDP per capita grew considerably, but

the real wages of black South Africans, who make up the majority of the population, likely

fell during this period. This of course does not imply that economic growth in South Africa

was not beneficial. South Africa is still one of the richest countries in sub-Saharan Africa.

Nevertheless, this observation alerts us to other aspects of the economy and also underlines the

potential conflicts inherent in the growth process. Similarly, most existing evidence suggests

that during the early phases of the British industrial revolution, which started the process of

modern economic growth, the living standards of the majority of the workers may have fallen

or at best remained stagnant. This pattern of potential divergence between GDP per capita and

the economic fortunes of large numbers of individuals and society is not only interesting in

and of itself, but it may also inform us about why certain segments of the society may be in

favor of policies and institutions that do not encourage growth.

1.3 Economic Growth and Income Differences

How can one country be more than 30 times richer than another? The answer lies in differences

in growth rates. Take two countries, A and B, with the same initial level of income at some date.

Imagine that country A has 0% growth per capita, so its income per capita remains constant,

while country B grows at 2% per capita. In 200 years’ time country B will be more than 52 times

richer than country A. This calculation suggests that the United States might be considerably

richer than Nigeria because it has grown steadily over an extended period of time, while Nigeria

has not. We will see that there is a lot of truth to this simple calculation. In fact, even in the

historically brief postwar era, there are tremendous differences in growth rates across countries.

These differences are shown in Figure 1.7 for the postwar era, which plots the density of growth

rates across countries in 1960, 1980, and 2000. The growth rate in 1960 refers to the (geometric)

average of the growth rate between 1950 and 1969, the growth rate in 1980 refers to the average

growth rate between 1970 and 1989, and 2000 refers to the average between 1990 and 2000

(in all cases subject to data availability). Figure 1.7 shows that in each time interval, there is

considerable variability in growth rates; the cross-country distribution stretches from negative

rates to average rates as high as 10% per year. It also shows that average growth in the world

was more rapid in the 1950s and 1960s than in the subsequent decades.

Figure 1.8 provides another look at these patterns by plotting log GDP per capita for a

number of countries between 1960 and 2000 (in this case, I plot GDP per capita instead of

GDP per worker because of the availability of data and to make the figures more comparable

to the historical figures below). At the top of the figure, U.S. and U.K. GDP per capita increase at

a steady pace, with a slightly faster growth in the United States, so that the log (or proportional)

gap between the two countries is larger in 2000 than it is in 1960. Spain starts much poorer

than the United States and the United Kingdom in 1960 but grows very rapidly between 1960

and the mid-1970s, thus closing the gap between itself and the latter two countries. The three

countries that show the most rapid growth in this figure are Singapore, South Korea, and

Botswana. Singapore starts much poorer than the United Kingdom and Spain in 1960 but
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FIGURE 1.7 Estimates of the distribution of countries according to the growth rate of GDP per worker

(PPP adjusted) in 1960, 1980, and 2000.

grows rapidly, and by the mid-1990s it has become richer than both. South Korea has a similar

trajectory, though it starts out poorer than Singapore and grows slightly less rapidly, so that by

the end of the sample it is still a little poorer than Spain. The other country that has grown very

rapidly is the “African success story” Botswana, which was extremely poor at the beginning

of the sample. Its rapid growth, especially after 1970, has taken Botswana to the ranks of the

middle-income countries by 2000.

The two Latin American countries in this picture, Brazil and Guatemala, illustrate the often-

discussed Latin American economic malaise of the postwar era. Brazil starts out richer than

South Korea and Botswana and has a relatively rapid growth rate between 1960 and 1980.

But it experiences stagnation from 1980 on, so that by the end of the sample South Korea and

Botswana have become richer than Brazil. Guatemala’s experience is similar but even more

bleak. Contrary to Brazil, there is little growth in Guatemala between 1960 and 1980 and no

growth between 1980 and 2000.

Finally, Nigeria and India start out at similar levels of income per capita as Botswana but

experience little growth until the 1980s. Starting in 1980, the Indian economy experiences

relatively rapid growth, though this has not been sufficient for its income per capita to catch

up with the other nations in the figure. Finally, Nigeria, in a pattern that is unfortunately all

too familiar in sub-Saharan Africa, experiences a contraction of its GDP per capita, so that in

2000 it is in fact poorer than it was in 1960.

The patterns shown in Figure 1.8 are what we would like to understand and explain. Why is

the United States richer in 1960 than other nations and able to grow at a steady pace thereafter?

How did Singapore, South Korea, and Botswana manage to grow at a relatively rapid pace for
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FIGURE 1.8 The evolution of income per capita in the United States, the United Kingdom, Spain,

Singapore, Brazil, Guatemala, South Korea, Botswana, Nigeria, and India, 1960–2000.

40 years? Why did Spain grow relatively rapidly for about 20 years but then slow down? Why

did Brazil and Guatemala stagnate during the 1980s? What is responsible for the disastrous

growth performance of Nigeria?

1.4 Origins of Today’s Income Differences and
World Economic Growth

The growth rate differences shown in Figures 1.7 and 1.8 are interesting in their own right

and could also be, in principle, responsible for the large differences in income per capita we

observe today. But are they? The answer is largely no. Figure 1.8 shows that in 1960 there was

already a very large gap between the United States on the one hand and India and Nigeria on

the other.

This pattern can be seen more easily in Figure 1.9, which plots log GDP per worker in 2000

versus log GDP per capita in 1960 (in both cases relative to the U.S. value) superimposed over

the 45◦ line. Most observations are around the 45◦ line, indicating that the relative ranking

of countries has changed little between 1960 and 2000. Thus the origins of the very large

income differences across nations are not to be found in the postwar era. There are striking

growth differences during the postwar era, but the evidence presented so far suggests that world

income distribution has been more or less stable, with a slight tendency toward becoming more

unequal.
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line.

If not in the postwar era, when did this growth gap emerge? The answer is that much of

the divergence took place during the nineteenth and early twentieth centuries. Figures 1.10–

1.12 give a glimpse of these developments by using the data compiled by Angus Maddison for

GDP per capita differences across nations going back to 1820 (or sometimes earlier). These

data are less reliable than Summers-Heston’s Penn World tables, since they do not come from

standardized national accounts. Moreover, the sample is more limited and does not include

observations for all countries going back to 1820. Finally, while these data include a correction

for PPP, this is less complete than the price comparisons used to construct the price indices in

the Penn World tables. Nevertheless, these are the best available estimates for differences in

prosperity across a large number of nations beginning in the nineteenth century.

Figure 1.10 illustrates the divergence. It depicts the evolution of average income among

five groups of countries: Africa, Asia, Latin America, Western Europe, and Western offshoots

of Europe (Australia, Canada, New Zealand, the United States). It shows the relatively rapid

growth of the Western offshoots and West European countries during the nineteenth century,

while Asia and Africa remained stagnant and Latin America showed little growth. The rela-

tively small (proportional) income gap in 1820 had become much larger by 1960.

Another major macroeconomic fact is visible in Figure 1.10: Western offshoots and West

European nations experience a noticeable dip in GDP per capita around 1929 because of the

famous Great Depression. Western offshoots, in particular the United States, only recovered

fully from this large recession in the wake of World War II. How an economy can experience a

sharp decline in output and how it recovers from such a shock are among the major questions

of macroeconomics.
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FIGURE 1.10 The evolution of average GDP per capita in Western offshoots, Western Europe, Latin

America, Asia, and Africa, 1820–2000.

A variety of evidence suggests that differences in income per capita were even smaller before

1820. Maddison also has estimates for average income for the same groups of countries going

back to 1000 A.D. or even earlier. Figure 1.10 can be extended back in time using these data;

the results are shown in Figure 1.11. Although these numbers are based on scattered evidence

and informed guesses, the general pattern is consistent with qualitative historical evidence

and the fact that income per capita in any country cannot have been much less than $500 in

terms of 2000 U.S. dollars, since individuals could not survive with real incomes much less

than this level. Figure 1.11 shows that as we go further back in time, the gap among countries

becomes much smaller. This further emphasizes that the big divergence among countries has

taken place over the past 200 years or so. Another noteworthy feature that becomes apparent

from this figure is the remarkable nature of world economic growth. Much evidence suggests

that there was only limited economic growth before the eighteenth century and certainly before

the fifteenth century. While certain civilizations, including ancient Greece, Rome, China, and

Venice, managed to grow, their growth was either not sustained (thus ending with collapses

and crises) or progressed only at a slow pace. No society before nineteenth-century Western

Europe and the United States achieved steady growth at comparable rates.

Notice also that Maddison’s estimates show a slow but steady increase in West European

GDP per capita even earlier, starting in 1000. This assessment is not shared by all economic

historians, many of whom estimate that there was little increase in income per capita before

1500 or even before 1800. For our purposes this disagreement is not central, however. What

is important is that, using Walter Rostow’s terminology, Figure 1.11 shows a pattern of

takeoff into sustained growth; the economic growth experience of Western Europe and Western

offshoots appears to have changed dramatically about 200 years or so ago. Economic historians

also debate whether there was a discontinuous change in economic activity that deserves the
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FIGURE 1.11 The evolution of average GDP per capita in Western offshoots, Western Europe, Latin

America, Asia, and Africa, 1000–2000.

terms “takeoff” or “industrial revolution.” This debate is again secondary to our purposes.

Whether or not the change was discontinuous, it was present and transformed the functioning of

many economies. As a result of this transformation, the stagnant or slowly growing economies

of Europe embarked upon a path of sustained growth. The origins of today’s riches and also of

today’s differences in prosperity are to be found in this pattern of takeoff during the nineteenth

century. In the same time that Western Europe and its offshoots grew rapidly, much of the

rest of the world did not experience a comparable takeoff (or did so much later). Therefore

an understanding of modern economic growth and current cross-country income differences

ultimately necessitates an inquiry into the causes of why the takeoff occurred, why it did so

about 200 years ago, and why it took place only in some areas and not in others.

Figure 1.12 shows the evolution of income per capita for the United States, the United

Kingdom, Spain, Brazil, China, India, and Ghana. This figure confirms the patterns shown

in Figure 1.10 for averages, with the United States, the United Kingdom, and Spain growing

much faster than India and Ghana throughout, and also much faster than Brazil and China

except during the growth spurts experienced by these two countries.

Overall, on the basis of the available information we can conclude that the origins of the

current cross-country differences in income per capita are in the nineteenth and early twentieth

centuries (or perhaps even during the late eighteenth century). This cross-country divergence

took place at the same time as a number of countries in the world “took off” and achieved

sustained economic growth. Therefore understanding the origins of modern economic growth

are not only interesting and important in their own right, but also holds the key to understanding

the causes of cross-country differences in income per capita today.
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FIGURE 1.12 The evolution of income per capita in the United States, the United Kindgom, Spain,

Brazil, China, India, and Ghana, 1820–2000.

1.5 Conditional Convergence

I have so far documented the large differences in income per capita across nations, the slight

divergence in economic fortunes over the postwar era, and the much larger divergence since

the early 1800s. The analysis focused on the unconditional distribution of income per capita

(or per worker). In particular, we looked at whether the income gap between two countries

increases or decreases regardless of these countries’ characteristics (e.g., institutions, policies,

technology, or even investments). Barro and Sala-i-Martin (1991, 1992, 2004) argue that it is

instead more informative to look at the conditional distribution. Here the question is whether

the income gap between two countries that are similar in observable characteristics is becoming

narrower or wider over time. In this case, the picture is one of conditional convergence: in the

postwar period, the income gap between countries that share the same characteristics typically

closes over time (though it does so quite slowly). This is important both for understanding the

statistical properties of the world income distribution and also as an input into the types of

theories that we would like to develop.

How do we capture conditional convergence? Consider a typical Barro growth regression:

gi,t,t−1 = α log yi,t−1 + X
T
i,t−1β + εi,t, (1.1)

where gi,t,t−1 is the annual growth rate between dates t − 1 and t in country i, yi,t−1 is output

per worker (or income per capita) at date t − 1, X is a vector of other variables included in

the regression with coefficient vector β (XT denotes the transpose of this vector), and εi,t
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FIGURE 1.13 Annual growth rate of GDP per worker between 1960 and 2000 versus log GDP per

worker in 1960 for the entire world.

is an error term capturing all other omitted factors. The variables in X are included because

they are potential determinants of steady-state income and/or growth. First note that without

covariates, (1.1) is quite similar to the relationship shown in Figure 1.9. In particular, since

gi,t,t−1 ≈ log yi,t − log yi,t−1, (1.1) can be written as

log yi,t ≈ (1 + α) log yi,t−1 + εi,t .

Figure 1.9 showed that the relationship between log GDP per worker in 2000 and log GDP per

worker in 1960 can be approximated by the 45◦ line, so that in terms of this equation, α should

be approximately equal to 0. This observation is confirmed by Figure 1.13, which depicts the

relationship between the (geometric) average growth rate between 1960 and 2000 and log GDP

per worker in 1960. This figure reiterates that there is no “unconditional” convergence for the

entire world—no tendency for poorer nations to become relatively more prosperous—over the

postwar period.

While there is no convergence for the entire world, when we look among the member nations

of the Organisation for Economic Co-operation and Development (OECD),2 we see a different

pattern. Figure 1.14 shows that there is a strong negative relationship between log GDP per

worker in 1960 and the annual growth rate between 1960 and 2000. What distinguishes this

sample from the entire world sample is the relative homogeneity of the OECD countries, which

2. “OECD” here refers to the members that joined the OECD in the 1960s (this excludes Australia, New Zealand,

Mexico, and Korea). The figure also excludes Germany because of lack of comparable data after reunification.
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FIGURE 1.14 Annual growth rate of GDP per worker between 1960 and 2000 versus log GDP per

worker in 1960 for core OECD countries.

have much more similar institutions, policies, and initial conditions than for the entire world.

Thus there might be a type of conditional convergence when we control for certain country

characteristics potentially affecting economic growth.

This is what the vector X captures in (1.1). In particular, when this vector includes such

variables as years of schooling or life expectancy, using cross-sectional regressions Barro and

Sala-i-Martin estimate α to be approximately −0.02, indicating that the income gap between

countries that have the same human capital endowment has been narrowing over the postwar

period on average at about 2 percent per year. When this equation is estimated using panel data

and the vector X includes a full set of country fixed effects, the estimates of α become more

negative, indicating faster convergence.

In summary, there is no evidence of (unconditional) convergence in the world income

distribution over the postwar era (in fact, the evidence suggests some amount of divergence

in incomes across nations). But there is some evidence for conditional convergence, meaning

that the income gap between countries that are similar in observable characteristics appears to

narrow over time. This last observation is relevant both for recognizing among which countries

the economic divergence has occurred and for determining what types of models we should

consider for understanding the process of economic growth and the differences in economic

performance across nations. For example, we will see that many growth models, including

the basic Solow and the neoclassical growth models, suggest that there should be transitional

dynamics as economies below their steady-state (target) level of income per capita grow toward

that level. Conditional convergence is consistent with this type of transitional dynamics.
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1.6 Correlates of Economic Growth

The previous section emphasized the importance of certain country characteristics that might

be related to the process of economic growth. What types of countries grow more rapidly?

Ideally, this question should be answered at a causal level. In other words, we would like to

know which specific characteristics of countries (including their policies and institutions) have

a causal effect on growth. “Causal effect” refers to the answer to the following counterfactual

thought experiment: if, all else being equal, a particular characteristic of the country were

changed exogenously (i.e., not as part of equilibrium dynamics or in response to a change in

other observable or unobservable variables), what would be the effect on equilibrium growth?

Answering such causal questions is quite challenging, precisely because it is difficult to isolate

changes in endogenous variables that are not driven by equilibrium dynamics or by omitted

factors.

For this reason, let us start with the more modest question of what factors correlate with

postwar economic growth. With an eye to the theories to come in the next two chapters, the

two obvious candidates to look at are investments in physical and human capital (education).

Figure 1.15 shows a positive association between the average investment to GDP ratio and

economic growth between 1960 and 2000. Figure 1.16 shows a positive correlation between

average years of schooling and economic growth. These figures therefore suggest that the

countries that have grown faster are typically those that have invested more in physical and

human capital. It has to be stressed that these figures do not imply that physical or human capital

investment are the causes of economic growth (even though we expect from basic economic

theory that they should contribute to growth). So far these are simply correlations, and they
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are likely driven, at least in part, by omitted factors affecting both investment and schooling

on the one hand and economic growth on the other.

We investigate the role of physical and human capital in economic growth further in

Chapter 3. One of the major points that emerges from the analysis in Chapter 3 is that focusing

only on physical and human capital is not sufficient. Both to understand the process of sustained

economic growth and to account for large cross-country differences in income, we also need

to understand why societies differ in the efficiency with which they use their physical and

human capital. Economists normally use the shorthand expression “technology” to capture

factors other than physical and human capital that affect economic growth and performance. It

is therefore important to remember that variations in technology across countries include not

only differences in production techniques and in the quality of machines used in production

but also disparities in productive efficiency (see in particular Chapter 21 on differences in

productive efficiency resulting from the organization of markets and from market failures).

A detailed study of technology (broadly construed) is necessary for understanding both the

worldwide process of economic growth and cross-country differences. The role of technology

in economic growth is investigated in Chapter 3 and later chapters.

1.7 From Correlates to Fundamental Causes

The correlates of economic growth, such as physical capital, human capital, and technology, is

our first topic of study. But these are only proximate causes of economic growth and economic

success (even if we convince ourselves that there is an element of causality in the correlations
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shown above). It would not be entirely satisfactory to explain the process of economic growth

and cross-country differences with technology, physical capital, and human capital, since

presumably there are reasons technology, physical capital, and human capital differ across

countries. If these factors are so important in generating cross-country income differences and

causing the takeoff into modern economic growth, why do certain societies fail to improve

their technologies, invest more in physical capital, and accumulate more human capital?

Let us return to Figure 1.8 to illustrate this point further. This figure shows that South Korea

and Singapore have grown rapidly over the past 50 years, while Nigeria has failed to do so.

We can try to explain the successful performances of South Korea and Singapore by looking

at the proximate causes of economic growth. We can conclude, as many have done, that rapid

capital accumulation has been a major cause of these growth miracles and debate the relative

roles of human capital and technology. We can simply blame the failure of Nigeria to grow

on its inability to accumulate capital and to improve its technology. These perspectives are

undoubtedly informative for understanding the mechanics of economic successes and failures

of the postwar era. But at some level they do not provide answers to the central questions: How

did South Korea and Singapore manage to grow, while Nigeria failed to take advantage of its

growth opportunities? If physical capital accumulation is so important, why did Nigeria fail

to invest more in physical capital? If education is so important, why are education levels in

Nigeria still so low, and why is existing human capital not being used more effectively? The

answer to these questions is related to the fundamental causes of economic growth—the factors

potentially affecting why societies make different technology and accumulation choices.

At some level, fundamental causes are the factors that enable us to link the questions of

economic growth to the concerns of the rest of the social sciences and ask questions about

the roles of policies, institutions, culture, and exogenous environmental factors. At the risk of

oversimplifying complex phenomena, we can think of the following list of potential fundamen-

tal causes: (1) luck (or multiple equilibria) that lead to divergent paths among societies with

identical opportunities, preferences, and market structures; (2) geographic differences that af-

fect the environment in which individuals live and influence the productivity of agriculture, the

availability of natural resources, certain constraints on individual behavior, or even individual

attitudes; (3) institutional differences that affect the laws and regulations under which individ-

uals and firms function and shape the incentives they have for accumulation, investment, and

trade; and (4) cultural differences that determine individuals’ values, preferences, and beliefs.

Chapter 4 presents a detailed discussion of the distinction between proximate and fundamental

causes and what types of fundamental causes are more promising in explaining the process of

economic growth and cross-country income differences.

For now, it is useful to briefly return to the contrast between South Korea and Singapore

versus Nigeria and ask the questions (even if we are not in a position to fully answer them

yet): Can we say that South Korea and Singapore owe their rapid growth to luck, while Nigeria

was unlucky? Can we relate the rapid growth of South Korea and Singapore to geographic

factors? Can we relate them to institutions and policies? Can we find a major role for culture?

Most detailed accounts of postwar economics and politics in these countries emphasize the role

of growth-promoting policies in South Korea and Singapore—including the relative security

of property rights and investment incentives provided to firms. In contrast, Nigeria’s postwar

history is one of civil war, military coups, endemic corruption, and overall an environment

that failed to provide incentives to businesses to invest and upgrade their technologies. It

therefore seems necessary to look for fundamental causes of economic growth that make

contact with these facts. Jumping ahead a little, it already appears implausible that luck can be

the major explanation for the differences in postwar economic performance; there were already

significant economic differences between South Korea, Singapore, and Nigeria at the beginning

of the postwar era. It is also equally implausible to link the divergent fortunes of these countries
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to geographic factors. After all, their geographies did not change, but the growth spurts of

South Korea and Singapore started in the postwar era. Moreover, even if Singapore benefited

from being an island, without hindsight one might have concluded that Nigeria had the best

environment for growth because of its rich oil reserves.3 Cultural differences across countries

are likely to be important in many respects, and the rapid growth of many Asian countries is

often linked to certain “Asian values.” Nevertheless, cultural explanations are also unlikely to

adequately explain fundamental causes, since South Korean or Singaporean culture did not

change much after the end of World War II, while their rapid growth is a distinctly postwar

phenomenon. Moreover, while South Korea grew rapidly, North Korea, whose inhabitants

share the same culture and Asian values, has endured one of the most disastrous economic

performances of the past 50 years.

This admittedly quick (and partial) account suggests that to develop a better understanding

of the fundamental causes of economic growth, we need to look at institutions and policies

that affect the incentives to accumulate physical and human capital and improve technology.

Institutions and policies were favorable to economic growth in South Korea and Singapore,

but not in Nigeria. Understanding the fundamental causes of economic growth is largely about

understanding the impact of these institutions and policies on economic incentives and why,

for example, they have enhanced growth in South Korea and Singapore but not in Nigeria.

The intimate link between fundamental causes and institutions highlighted by this discussion

motivates Part VIII, which is devoted to the political economy of growth, that is, to the study

of how institutions affect growth and why they differ across countries.

An important caveat should be noted at this point. Discussions of geography, institutions,

and culture can sometimes be carried out without explicit reference to growth models or even to

growth empirics. After all, this is what many social scientists do outside the field of economics.

However, fundamental causes can only have a big impact on economic growth if they affect

parameters and policies that have a first-order influence on physical and human capital and

technology. Therefore an understanding of the mechanics of economic growth is essential for

evaluating whether candidate fundamental causes of economic growth could indeed play the

role that is sometimes ascribed to them. Growth empirics plays an equally important role in

distinguishing among competing fundamental causes of cross-country income differences. It

is only by formulating parsimonious models of economic growth and confronting them with

data that we can gain a better understanding of both the proximate and the fundamental causes

of economic growth.

1.8 The Agenda

The three major questions that have emerged from the brief discussion are:

1. Why are there such large differences in income per capita and worker productivity across

countries?

2. Why do some countries grow rapidly while other countries stagnate?

3. What sustains economic growth over long periods of time, and why did sustained growth

start 200 years or so ago?

3. One can turn this reasoning around and argue that Nigeria is poor because of a “natural resource curse,” that

is, precisely because it has abundant natural resources. But this argument is not entirely compelling, since there

are other countries, such as Botswana, with abundant natural resources that have grown rapidly over the past

50 years. More important, the only plausible channel through which abundance of natural resources may lead

to worse economic outcomes is related to institutional and political economy factors. Such factors take us to

the realm of institutional fundamental causes.
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For each question, a satisfactory answer requires a set of well-formulated models that

illustrate the mechanics of economic growth and cross-country income differences together

with an investigation of the fundamental causes of the different trajectories which these

nations have embarked upon. In other words, we need a combination of theoretical models

and empirical work.

The traditional growth models—in particular, the basic Solow and the neoclassical models—

provide a good starting point, and the emphasis they place on investment and human capital

seems consistent with the patterns shown in Figures 1.15 and 1.16. However, we will also

see that technological differences across countries (either because of their differential access

to technological opportunities or because of differences in the efficiency of production) are

equally important. Traditional models treat technology and market structure as given or at best

as evolving exogenously (rather like a black box). But if technology is so important, we ought

to understand why and how it progresses and why it differs across countries. This motivates

our detailed study of endogenous technological progress and technology adoption. Specifically,

we will try to understand how differences in technology may arise, persist, and contribute to

differences in income per capita. Models of technological change are also useful in thinking

about the sources of sustained growth of the world economy over the past 200 years and the

reasons behind the growth process that took off 200 years or so ago and has proceeded relatively

steadily ever since.

Some of the other patterns encountered in this chapter will inform us about the types

of models that have the greatest promise in explaining economic growth and cross-country

differences in income. For example, we have seen that cross-country income differences can

be accounted for only by understanding why some countries have grown rapidly over the past

200 years while others have not. Therefore we need models that can explain how some countries

can go through periods of sustained growth while others stagnate.

Nevertheless, we have also seen that the postwar world income distribution is relatively

stable (at most spreading out slightly from 1960 to 2000). This pattern has suggested to

many economists that we should focus on models that generate large permanent cross-country

differences in income per capita but not necessarily large permanent differences in growth

rates (at least not in the recent decades). This argument is based on the following reasoning:

with substantially different long-run growth rates (as in models of endogenous growth, where

countries that invest at different rates grow at permanently different rates), we should expect

significant divergence. We saw above that despite some widening between the top and the

bottom, the cross-country distribution of income across the world is relatively stable over the

postwar era.

Combining the postwar patterns with the origins of income differences over the past several

centuries suggests that we should look for models that can simultaneously account for long

periods of significant growth differences and for a distribution of world income that ultimately

becomes stationary, though with large differences across countries. The latter is particularly

challenging in view of the nature of the global economy today, which allows for the free flow

of technologies and large flows of money and commodities across borders. We therefore need

to understand how the poor countries fell behind and what prevents them today from adopting

and imitating the technologies and the organizations (and importing the capital) of richer

nations.

And as the discussion in the previous section suggests, all of these questions can be (and

perhaps should be) answered at two distinct but related levels (and in two corresponding steps).

The first step is to use theoretical models and data to understand the mechanics of economic

growth. This step sheds light on the proximate causes of growth and explains differences in

income per capita in terms of differences in physical capital, human capital, and technology,
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and these in turn will be related to other variables, such as preferences, technology, market

structure, openness to international trade, and economic policies.

The second step is to look at the fundamental causes underlying these proximate factors and

investigate why some societies are organized differently than others. Why do societies have

different market structures? Why do some societies adopt policies that encourage economic

growth while others put up barriers to technological change? These questions are central to a

study of economic growth and can only be answered by developing systematic models of the

political economy of development and looking at the historical process of economic growth to

generate data that can shed light on these fundamental causes.

Our next task is to systematically develop a series of models to understand the mechanics

of economic growth. I present a detailed exposition of the mathematical structure of a number

of dynamic general equilibrium models that are useful for thinking about economic growth

and related macroeconomic phenomena, and I emphasize the implications of these models for

the sources of differences in economic performance across societies. Only by understanding

these mechanics can we develop a useful framework for thinking about the causes of economic

growth and income disparities.

1.9 References and Literature

The empirical material presented in this chapter is largely standard, and parts of it can be

found in many books, though interpretations and emphases differ. Excellent introductions,

with slightly different emphases, are provided in Jones’s (1998, Chapter 1) and Weil’s (2005,

Chapter 1) undergraduate economic growth textbooks. Barro and Sala-i-Martin (2004) also

present a brief discussion of the stylized facts of economic growth, though their focus is on

postwar growth and conditional convergence rather than the very large cross-country income

differences and the long-run perspective stressed here. Excellent and very readable accounts of

the key questions of economic growth, with a similar perspective to the one here, are provided

in Helpman (2005) and in Aghion and Howitt’s new book (2008). Aghion and Howitt also

provide a very useful introduction to many of the same topics discussed in this book.

Much of the data used in this chapter come from Summers-Heston’s (Penn World) dataset

(latest version, Summers, Heston, and Aten, 2006). These tables are the result of a careful study

by Robert Summers and Alan Heston to construct internationally comparable price indices

and estimates of income per capita and consumption. PPP adjustment is made possible by

these data. Summers and Heston (1991) give a lucid discussion of the methodology for PPP

adjustment and its use in the Penn World tables. PPP adjustment enables the construction of

measures of income per capita that are comparable across countries. Without PPP adjustment,

differences in income per capita across countries can be computed using the current exchange

rate or some fundamental exchange rate. There are many problems with such exchange rate–

based measures, however. The most important one is that they do not allow for the marked

differences in relative prices and even overall price levels across countries. PPP adjustment

brings us much closer to differences in real income and real consumption. GDP, consumption,

and investment data from the Penn World tables are expressed in 1996 constant U.S. dollars.

Information on workers (economically active population), consumption, and investment are

also from this dataset. Life expectancy data are from the World Bank’s World Development

Indicators CD-ROM and refer to the average life expectancy of males and females at birth.

This dataset also contains a range of other useful information. Schooling data are from Barro

and Lee’s (2001) dataset, which contains internationally comparable information on years of

schooling. Throughout, cross-country figures use the World Bank labels to denote the identity
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of individual countries. A list of the labels can be found in http://unstats.un.org/unsd/methods/

m49/m49alpha.htm.

In all figures and regressions, growth rates are computed as geometric averages. In particular,

the geometric average growth rate of output per capita y between date t and t + T is

gt,t+T ≡

(

yt+T

yt

)1/T

− 1.

The geometric average growth rate is more appropriate to use in the context of income per

capita than is the arithmetic average, since the growth rate refers to proportional growth. It can

be easily verified from this formula that if yt+1 = (1 + g) yt for all t , then gt+T = g.

Historical data are from various works by Angus Maddison, in particular, Maddison (2001,

2003). While these data are not as reliable as the estimates from the Penn World tables, the

general patterns they show are typically consistent with evidence from a variety of different

sources. Nevertheless, there are points of contention. For example, in Figure 1.11 Maddison’s

estimates show a slow but relatively steady growth of income per capita in Western Europe

starting in 1000. This growth pattern is disputed by some historians and economic historians.

A relatively readable account, which strongly disagrees with this conclusion, is provided in

Pomeranz (2000), who argues that income per capita in Western Europe and the Yangtze Valley

in China were broadly comparable as late as 1800. This view also receives support from recent

research by Allen (2004), which documents that the levels of agricultural productivity in 1800

were comparable in Western Europe and China. Acemoglu, Johnson, and Robinson (2002,

2005b) use urbanization rates as a proxy for income per capita and obtain results that are

intermediate between those of Maddison and Pomeranz. The data in Acemoglu, Johnson, and

Robinson (2002) also confirm that there were very limited income differences across countries

as late as the 1500s and that the process of rapid economic growth started in the nineteenth

century (or perhaps in the late eighteenth century). Recent research by Broadberry and Gupta

(2006) also disputes Pomeranz’s arguments and gives more support to a pattern in which there

was already an income gap between Western Europe and China by the end of the eighteenth

century.

The term “takeoff” used in Section 1.4 is introduced in Walter Rostow’s famous book The

Stages of Economic Growth (1960) and has a broader connotation than the term “industrial

revolution,” which economic historians typically use to refer to the process that started in

Britain at the end of the eighteenth century (e.g., Ashton, 1969). Mokyr (1993) contains an

excellent discussion of the debate on whether the beginning of industrial growth was due to

a continuous or discontinuous change. Consistent with my emphasis here, Mokyr concludes

that this is secondary to the more important fact that the modern process of growth did start

around this time.

There is a large literature on the correlates of economic growth, starting with Barro (1991).

This work is surveyed in Barro and Sala-i-Martin (2004) and Barro (1997). Much of this

literature, however, interprets these correlations as causal effects, even when this interpretation

is not warranted (see the discussions in Chapters 3 and 4).

Note that Figures 1.15 and 1.16 show the relationship between average investment and

average schooling between 1960 and 2000 and economic growth over the same period. The

relationship between the growth of investment and economic growth over this time is similar,

but there is a much weaker relationship between growth of schooling and economic growth.

This lack of association between growth of schooling and growth of output may be for a number

of reasons. First, there is considerable measurement error in schooling estimates (see Krueger

and Lindahl, 2001). Second, as shown in some of the models discussed later, the main role of

human capital may be to facilitate technology adoption, and thus we may expect a stronger
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relationship between the level of schooling and economic growth than between the change

in schooling and economic growth (see Chapter 10). Finally, the relationship between the

level of schooling and economic growth may be partly spurious, in the sense that it may be

capturing the influence of some other omitted factors also correlated with the level of schooling;

if this is the case, these omitted factors may be removed when we look at changes. While we

cannot reach a firm conclusion on these alternative explanations, the strong correlation between

average schooling and economic growth documented in Figure 1.16 is interesting in itself.

The narrowing of differences in income per capita in the world economy when countries are

weighted by population is explored in Sala-i-Martin (2005). Deaton (2005) contains a critique

of Sala-i-Martin’s approach. The point that incomes must have been relatively equal around

1800 or before, because there is a lower bound on real incomes necessary for the survival

of an individual, was first made by Maddison (1991), and was later popularized by Pritchett

(1997). Maddison’s estimates of GDP per capita and Acemoglu, Johnson, and Robinson’s

(2002) estimates based on urbanization confirm this conclusion.

The estimates of the density of income per capita reported in this chapter are similar to

those used by Quah (1993, 1997) and Jones (1997). These estimates use a nonparametric

Gaussian kernel. The specific details of the kernel estimation do not change the general shape

of the densities. Quah was also the first to emphasize the stratification in the world income

distribution and the possible shift toward a bimodal distribution, which is visible in Figure

1.3. He dubbed this the “Twin Peaks” phenomenon (see also Durlauf and Quah, 1999). Barro

(1991) and Barro and Sala-i-Martin (1992, 2004) emphasize the presence and importance of

conditional convergence and argue against the relevance of the stratification pattern emphasized

by Quah and others. The estimate of conditional convergence of about 2% per year is from Barro

and Sala-i-Martin (1992). Caselli, Esquivel, and Lefort (1996) show that panel data regressions

lead to considerably higher rates of conditional convergence.

Marris (1982) and Baumol (1986) were the first economists to conduct cross-country studies

of convergence. However, the data at the time were of lower quality than the Summers-Heston

data and also were available for only a selected sample of countries. Barro’s (1991) and Barro

and Sala-i-Martin’s (1992) work using the Summers-Heston dataset has been instrumental in

generating renewed interest in cross-country growth regressions.

The data on GDP growth and black real wages in South Africa are from Wilson (1972).

Wages refer to real wages in gold mines. Feinstein (2005) provides an excellent economic

history of South Africa. The implications of the British industrial revolution for real wages and

living standards of workers are discussed in Mokyr (1993). Another example of rapid economic

growth with falling real wages is provided by the experience of the Mexican economy in the

early twentieth century (see Gomez-Galvarriato, 1998). There is also evidence that during

this period, the average height of the population might have been declining, which is often

associated with falling living standards (see López-Alonso and Porras Condey, 2004).

There is a major debate on the role of technology and capital accumulation in the growth

experiences of East Asian nations, particularly South Korea and Singapore. See Young (1991,

1995) for the argument that increases in physical capital and labor inputs explain almost all of

the rapid growth in these two countries. See Klenow and Rodriguez (1997) and Hsieh (2002)

for the opposite point of view.

The difference between proximate and fundamental causes is discussed further in later

chapters. This distinction is emphasized in a different context by Diamond (1997), though

it is also implicitly present in North and Thomas’s (1973) classic book. It is discussed in detail

in the context of long-run economic development and economic growth in Acemoglu, Johnson,

and Robinson (2005a). I revisit these issues in greater detail in Chapter 4.
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The Solow Growth Model

T
he previous chapter introduced a number of basic facts and posed the main questions

concerning the sources of economic growth over time and the causes of differences in

economic performance across countries. These questions are central not only to growth

theory but also to macroeconomics and the social sciences more generally. Our next task is

to develop a simple framework that can help us think about the proximate causes and the

mechanics of the process of economic growth and cross-country income differences. We will

use this framework both to study potential sources of economic growth and also to perform

simple comparative statics to gain an understanding of which country characteristics are

conducive to higher levels of income per capita and more rapid economic growth.

Our starting point is the so-called Solow-Swan model named after Robert (Bob) Solow and

Trevor Swan, or simply the Solow model, named after the more famous of the two economists.

These economists published two pathbreaking articles in the same year, 1956 (Solow, 1956;

Swan, 1956) introducing the Solow model. Bob Solow later developed many implications and

applications of this model and was awarded the Nobel prize in economics for his contributions.

This model has shaped the way we approach not only economic growth but also the entire field

of macroeconomics. Consequently, a by-product of our analysis of this chapter is a detailed

exposition of a workhorse model of macroeconomics.

The Solow model is remarkable in its simplicity. Looking at it today, one may fail to

appreciate how much of an intellectual breakthrough it was. Before the advent of the Solow

growth model, the most common approach to economic growth built on the model developed

by Roy Harrod and Evsey Domar (Harrod, 1939; Domar, 1946). The Harrod-Domar model

emphasized potential dysfunctional aspects of economic growth, for example, how economic

growth could go hand-in-hand with increasing unemployment (see Exercise 2.23 on this

model). The Solow model demonstrated why the Harrod-Domar model was not an attractive

place to start. At the center of the Solow growth model, distinguishing it from the Harrod-

Domar model, is the neoclassical aggregate production function. This function not only enables

the Solow model to make contact with microeconomics, but as we will see in the next chapter,

it also serves as a bridge between the model and the data.

An important feature of the Solow model, which is shared by many models presented

in this book, is that it is a simple and abstract representation of a complex economy. At

first, it may appear too simple or too abstract. After all, to do justice to the process of

growth or macroeconomic equilibrium, we have to consider households and individuals with

different tastes, abilities, incomes, and roles in society; various sectors; and multiple social

interactions. The Solow model cuts through these complications by constructing a simple one-

26
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good economy, with little reference to individual decisions. Therefore, the Solow model should

be thought of as a starting point and a springboard for richer models.

In this chapter, I present the basic Solow model. The closely related neoclassical growth

model is presented in Chapter 8.

2.1 The Economic Environment of the Basic Solow Model

Economic growth and development are dynamic processes and thus necessitate dynamic

models. Despite its simplicity, the Solow growth model is a dynamic general equilibrium model

(though, importantly, many key features of dynamic general equilibrium models emphasized

in Chapter 5, such as preferences and dynamic optimization, are missing in this model).

The Solow model can be formulated in either discrete or continuous time. I start with

the discrete-time version, because it is conceptually simpler and more commonly used in

macroeconomic applications. However, many growth models are formulated in continuous

time, and I then provide a detailed exposition of the continuous-time version of the Solow

model and show that it is often more convenient to work with.

2.1.1 Households and Production

Consider a closed economy, with a unique final good. The economy is in discrete time running

to an infinite horizon, so that time is indexed by t = 0, 1, 2, . . . . Time periods here may

correspond to days, weeks, or years. For now, we do not need to specify the time scale.

The economy is inhabited by a large number of households. Throughout the book I use

the terms households, individuals, and agents interchangeably. The Solow model makes rela-

tively few assumptions about households, because their optimization problem is not explicitly

modeled. This lack of optimization on the household side is the main difference between the

Solow and the neoclassical growth models. The latter is the Solow model plus dynamic con-

sumer (household) optimization. To fix ideas, you may want to assume that all households are

identical, so that the economy trivially admits a representative household—meaning that the

demand and labor supply side of the economy can be represented as if it resulted from the

behavior of a single household. The representative household assumption is discussed in detail

in Chapter 5.

What do we need to know about households in this economy? The answer is: not much.

We have not yet endowed households with preferences (utility functions). Instead, for now,

households are assumed to save a constant exogenous fraction s ∈ (0, 1) of their disposable

income—regardless of what else is happening in the economy. This assumption is the same as

that used in basic Keynesian models and the Harrod-Domar model mentioned above. It is also

at odds with reality. Individuals do not save a constant fraction of their incomes; if they did, then

an announcement by the government that there will be a large tax increase next year should

have no effect on their savings decisions, which seems both unreasonable and empirically

incorrect. Nevertheless, the exogenous constant saving rate is a convenient starting point, and

we will spend a lot of time in the rest of the book analyzing how consumers behave and make

intertemporal choices.

The other key agents in the economy are firms. Firms, like consumers, are highly hetero-

geneous in practice. Even within a narrowly defined sector of an economy, no two firms are

identical. But again for simplicity, let us start with an assumption similar to the representa-

tive household assumption, but now applied to firms: suppose that all firms in this economy

have access to the same production function for the final good, or that the economy admits a
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representative firm, with a representative (or aggregate) production function. The conditions

under which this representive firm assumption is reasonable are also discussed in Chapter 5.

The aggregate production function for the unique final good is written as

Y (t) = F(K(t), L(t), A(t)), (2.1)

where Y (t) is the total amount of production of the final good at time t , K(t) is the capital

stock, L(t) is total employment, and A(t) is technology at time t . Employment can be measured

in different ways. For example, we may want to think of L(t) as corresponding to hours of

employment or to number of employees. The capital stock K(t) corresponds to the quantity

of “machines” (or more specifically, equipment and structures) used in production, and it is

typically measured in terms of the value of the machines. There are also multiple ways of

thinking of capital (and equally many ways of specifying how capital comes into existence).

Since the objective here is to start with a simple workable model, I make the rather sharp

simplifying assumption that capital is the same as the final good of the economy. However,

instead of being consumed, capital is used in the production process of more goods. To take

a concrete example, think of the final good as “corn.” Corn can be used both for consumption

and as an input, as seed, for the production of more corn tomorrow. Capital then corresponds

to the amount of corn used as seed for further production.

Technology, on the other hand, has no natural unit, and A(t) is simply a shifter of the

production function (2.1). For mathematical convenience, I often represent A(t) in terms of a

number, but it is useful to bear in mind that, at the end of the day, it is a representation of a

more abstract concept. As noted in Chapter 1, we may often want to think of a broad notion

of technology, incorporating the effects of the organization of production and of markets on

the efficiency with which the factors of production are utilized. In the current model, A(t)

represents all these effects.

A major assumption of the Solow growth model (and of the neoclassical growth model we

will study in Chapter 8) is that technology is free: it is publicly available as a nonexcludable,

nonrival good. Recall that a good is nonrival if its consumption or use by others does not pre-

clude an individual’s consumption or use. It is nonexcludable, if it is impossible to prevent

another person from using or consuming it. Technology is a good candidate for a nonexclud-

able, nonrival good; once the society has some knowledge useful for increasing the efficiency

of production, this knowledge can be used by any firm without impinging on the use of it by

others. Moreover, it is typically difficult to prevent firms from using this knowledge (at least

once it is in the public domain and is not protected by patents). For example, once the society

knows how to make wheels, everybody can use that knowledge to make wheels without di-

minishing the ability of others to do the same (thus making the knowledge to produce wheels

nonrival). Moreover, unless somebody has a well-enforced patent on wheels, anybody can de-

cide to produce wheels (thus making the knowhow to produce wheels nonexcludable). The

implication of the assumptions that technology is nonrival and nonexcludable is that A(t) is

freely available to all potential firms in the economy and firms do not have to pay for making

use of this technology. Departing from models in which technology is freely available is a

major step toward understanding technological progress and will be our focus in Part IV.

As an aside, note that some authors use xt or Kt when working with discrete time and reserve

the notation x(t) or K(t) for continuous time. Since I go back and forth between continuous

and discrete time, I use the latter notation throughout. When there is no risk of confusion, I

drop the time arguments, but whenever there is the slightest risk of confusion, I err on the side

of caution and include the time arguments.

Let us next impose the following standard assumptions on the aggregate production

function.
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Assumption 1 (Continuity, Differentiability, Positive and Diminishing Marginal
Products, and Constant Returns to Scale) The production function F :R3

+
→R+ is

twice differentiable in K and L, and satisfies

FK(K, L, A) ≡
∂F (K, L, A)

∂K
> 0, FL(K, L, A) ≡

∂F (K, L, A)

∂L
> 0,

FKK(K, L, A) ≡
∂2F(K, L, A)

∂K2
< 0, FLL(K, L, A) ≡

∂2F(K, L, A)

∂L2
< 0.

Moreover, F exhibits constant returns to scale in K and L.

All of the components of Assumption 1 are important. First, the notation F :R3
+

→R+

implies that the production function takes nonnegative arguments (i.e., K, L ∈R+) and maps

to nonnegative levels of output (Y ∈R+). It is natural that the level of capital and the level

of employment should be positive. Since A has no natural units, it could have been negative.

But there is no loss of generality in restricting it to be positive. The second important aspect of

Assumption 1 is that F is a continuous function in its arguments and is also differentiable. There

are many interesting production functions that are not differentiable, and some interesting ones

that are not even continuous. But working with differentiable functions makes it possible to use

differential calculus, and the loss of some generality is a small price to pay for this convenience.

Assumption 1 also specifies that marginal products are positive (so that the level of production

increases with the amount of inputs); this restriction also rules out some potential production

functions and can be relaxed without much complication (see Exercise 2.8). More importantly,

Assumption 1 requires that the marginal products of both capital and labor are diminishing,

that is, FKK < 0 and FLL < 0, so that more capital, holding everything else constant, increases

output by less and less. And the same applies to labor. This property is sometimes also referred

to as “diminishing returns” to capital and labor. The degree of diminishing returns to capital

plays a very important role in many results of the basic growth model. In fact, the presence of

diminishing returns to capital distinguishes the Solow growth model from its antecedent, the

Harrod-Domar model (see Exercise 2.23).

The other important assumption is that of constant returns to scale. Recall that F exhibits

constant returns to scale in K and L if it is linearly homogeneous (homogeneous of degree 1)

in these two variables. More specifically:

Definition 2.1 Let K ∈N. The function g :RK+2 →R is homogeneous of degree m in

x ∈R and y ∈R if

g(λx, λy, z) = λmg(x, y, z) for all λ ∈R+ and z ∈RK .

It can be easily verified that linear homogeneity implies that the production function F is

concave, though not strictly so (see Exercise 2.2). Linearly homogeneous (constant returns to

scale) production functions are particularly useful because of the following theorem.

Theorem 2.1 (Euler’s Theorem) Suppose that g :RK+2 →R is differentiable in x ∈R

and y ∈R, with partial derivatives denoted by gx and gy, and is homogeneous of degree m in

x and y. Then

mg(x, y, z) = gx(x, y, z)x + gy(x, y, z)y for all x ∈R, y ∈R, and z ∈RK .

Moreover, gx(x, y, z) and gy(x, y, z) are themselves homogeneous of degree m − 1 in x and y.
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Proof. We have that g is differentiable and

λmg(x, y, z) = g(λx, λy, z). (2.2)

Differentiate both sides of (2.2) with respect to λ, which gives

mλm−1g(x, y, z) = gx(λx, λy, z)x + gy(λx, λy, z)y

for any λ. Setting λ = 1 yields the first result. To obtain the second result, differentiate both

sides of (2.2) with respect to x:

λgx(λx, λy, z) = λmgx(x, y, z).

Dividing both sides by λ establishes the desired result.

2.1.2 Endowments, Market Structure, and Market Clearing

The previous subsection has specified household behavior and the technology of production.

The next step is to specify endowments, that is, the amounts of labor and capital that the econ-

omy starts with and who owns these endowments. We will then be in a position to investigate

the allocation of resources in this economy. Resources (for a given set of households and pro-

duction technology) can be allocated in many different ways, depending on the institutional

structure of the society. Chapters 5–8 discuss how a social planner wishing to maximize a

weighted average of the utilities of households might allocate resources, while Part VIII fo-

cuses on the allocation of resources favoring individuals who are politically powerful. The

more familiar benchmark for the allocation of resources is to assume a specific set of market

institutions, in particular, competitive markets. In competitive markets, households and firms

act in a price-taking manner and pursue their own objectives, and prices clear markets. Com-

petitive markets are a natural benchmark, and I start by assuming that all goods and factor

markets are competitive. This is yet another assumption that is not totally innocuous. For ex-

ample, both labor and capital markets have imperfections, with certain important implications

for economic growth, and monopoly power in product markets plays a major role in Part IV.

But these implications can be best appreciated by starting out with the competitive benchmark.

Before investigating trading in competitive markets, let us also specify the ownership of

the endowments. Since competitive markets make sense only in the context of an economy

with (at least partial) private ownership of assets and the means of production, it is natural to

suppose that factors of production are owned by households. In particular, let us suppose that

households own all labor, which they supply inelastically. Inelastic supply means that there is

some endowment of labor in the economy, for example, equal to the population, L̄(t), and all

of it will be supplied regardless of its (rental) price—as long as this price is nonnegative. The

labor market clearing condition can then be expressed as:

L(t) = L̄(t) (2.3)

for all t , where L(t) denotes the demand for labor (and also the level of employment). More

generally, this equation should be written in complementary slackness form. In particular, let

the rental price of labor or the wage rate at time t be w(t), then the labor market clearing

condition takes the form

L(t) ≤ L̄(t), w(t) ≥ 0 and
(

L(t) − L̄(t)
)

w(t) = 0. (2.4)
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The complementary slackness formulation ensures that labor market clearing does not happen

at a negative wage—or that if labor demand happens to be low enough, employment could be

below L̄(t) at zero wage. However, this will not be an issue in most of the models studied in

this book, because Assumption 1 and competitive labor markets ensure that wages are strictly

positive (see Exercise 2.1). In view of this result, I use the simpler condition (2.3) throughout

and denote both labor supply and employment at time t by L(t).

The households also own the capital stock of the economy and rent it to firms. Let us denote

the rental price of capital at time t by R(t). The capital market clearing condition is similar

to (2.3) and requires the demand for capital by firms to be equal to the supply of capital by

households:

K(t) = K̄(t),

where K̄(t) is the supply of capital by households and K(t) is the demand by firms. Capital

market clearing is straightforward to ensure in the class of models analyzed in this book. In

particular, it is sufficient that the amount of capital K(t) used in production at time t (from

firms’ optimization behavior) be consistent with households’ endowments and saving behavior.

Let us take households’ initial holdings of capital, K(0) ≥ 0, as given (as part of the

description of the environment). For now how this initial capital stock is distributed among

the households is not important, since households’ optimization decisions are not modeled

explicitly and the economy is simply assumed to save a fraction s of its income. When we

turn to models with household optimization below, an important part of the description of the

environment will be to specify the preferences and the budget constraints of households.

At this point, I could also introduce the price of the final good at time t , say P(t). But there

is no need, since there is a choice of a numeraire commodity in this economy, whose price

will be normalized to 1. In particular, as discussed in greater detail in Chapter 5, Walras’s Law

implies that the price of one of the commodities, the numeraire, should be normalized to 1. In

fact, throughout I do something stronger and normalize the price of the final good to 1 in all

periods. Ordinarily, one cannot choose more than one numeraire—otherwise, one would be

fixing the relative price between the numeraires. But as explained in Chapter 5, we can build

on an insight by Kenneth Arrow (Arrow, 1964) that it is sufficient to price securities (assets)

that transfer one unit of consumption from one date (or state of the world) to another. In the

context of dynamic economies, this implies that we need to keep track of an interest rate across

periods, denoted by r(t), which determines intertemporal prices and enables us to normalize

the price of the final good to 1 within each period. Naturally we also need to keep track of the

wage rate w(t), which determines the price of labor relative to the final good at any date t .

This discussion highlights a central fact: all of the models in this book should be thought of

as general equilibrium economies, in which different commodities correspond to the same good

at different dates. Recall from basic general equilibrium theory that the same good at different

dates (or in different states or localities) is a different commodity. Therefore, in almost all of

the models in this book, there will be an infinite number of commodities, since time runs to

infinity. This raises a number of special issues, which are discussed in Chapter 5 and later.

Returning to the basic Solow model, the next assumption is that capital depreciates, meaning

that machines that are used in production lose some of their value because of wear and tear. In

terms of the corn example above, some of the corn that is used as seed is no longer available

for consumption or for use as seed in the following period. Let us assume that this depreciation

takes an exponential form, which is mathematically very tractable. Thus capital depreciates

(exponentially) at the rate δ ∈ (0, 1), so that out of 1 unit of capital this period, only 1 − δ is

left for next period. Though depreciation here stands for the wear and tear of the machinery, it

can also represent the replacement of old machines by new ones in more realistic models (see

Chapter 14).
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The loss of part of the capital stock affects the interest rate (rate of return on savings)

faced by households. Given the assumption of exponential depreciation at the rate δ and the

normalization of the price of the final good to 1, the interest rate faced by the households

is r(t) = R(t) − δ, where recall that R(t) is the rental price of capital at time t . A unit of

final good can be consumed now or used as capital and rented to firms. In the latter case, a

household receives R(t) units of good in the next period as the rental price for its savings, but

loses δ units of its capital holdings, since δ fraction of capital depreciates over time. Thus the

household has given up one unit of commodity dated t − 1and receives 1+ r(t) = R(t) + 1− δ

units of commodity dated t , so that r(t) = R(t) − δ. The relationship between r(t) and R(t)

explains the similarity between the symbols for the interest rate and the rental rate of capital.

The interest rate faced by households plays a central role in the dynamic optimization decisions

of households below. In the Solow model, this interest rate does not directly affect the allocation

of resources.

2.1.3 Firm Optimization and Equilibrium

We are now in a position to look at the optimization problem of firms and the competitive

equilibrium of this economy. Throughout the book I assume that the objective of firms is to

maximize profits. Given the assumption that there is an aggregate production function, it is

sufficient to consider the problem of a representative firm. Throughout, unless otherwise stated,

I also assume that capital markets are functioning, so firms can rent capital in spot markets. For

a given technology level A(t), and given factor prices R(t) and w(t), the profit maximization

problem of the representative firm at time t can be represented by the following static problem:

max
K≥0,L≥0

F(K, L, A(t)) − R(t)K − w(t)L. (2.5)

When there are irreversible investments or costs of adjustments, as discussed, for example,

in Section 7.8, the maximization problem of firms becomes dynamic. But in the absence of

these features, maximizing profits separately at each date t is equivalent to maximizing the net

present discounted value of profits. This feature simplifies the analysis considerably.

A couple of additional features are worth noting:

1. The maximization problem is set up in terms of aggregate variables, which, given the

representative firm, is without any loss of generality.

2. There is nothing multiplying the F term, since the price of the final good has been

normalized to 1. Thus the first term in (2.5) is the revenues of the representative firm

(or the revenues of all of the firms in the economy).

3. This way of writing the problem already imposes competitive factor markets, since the

firm is taking as given the rental prices of labor and capital, w(t) and R(t) (which are

in terms of the numeraire, the final good).

4. This problem is concave, since F is concave (see Exercise 2.2).

An important aspect is that, because F exhibits constant returns to scale (Assumption 1),

the maximization problem (2.5) does not have a well-defined solution (see Exercise 2.3); either

there does not exist any (K, L) that achieves the maximum value of this program (which is

infinity), or K = L = 0, or multiple values of (K, L) will achieve the maximum value of

this program (when this value happens to be 0). This problem is related to the fact that in

a world with constant returns to scale, the size of each individual firm is not determinate

(only aggregates are determined). The same problem arises here because (2.5) is written

without imposing the condition that factor markets should clear. A competitive equilibrium
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requires that all firms (and thus the representative firm) maximize profits and factor markets

clear. In particular, the demands for labor and capital must be equal to the supplies of these

factors at all times (unless the prices of these factors are equal to zero, which is ruled out by

Assumption 1). This observation implies that the representative firm should make zero profits,

since otherwise it would wish to hire arbitrarily large amounts of capital and labor exceeding

the supplies, which are fixed. It also implies that total demand for labor, L, must be equal to the

available supply of labor, L(t). Similarly, the total demand for capital, K , should equal the total

supply, K(t). If this were not the case and L < L(t), then there would be an excess supply of

labor and the wage would be equal to zero. But this is not consistent with firm maximization,

since given Assumption 1, the representative firm would then wish to hire an arbitrarily large

amount of labor, exceeding the supply. This argument, combined with the fact that F is

differentiable (Assumption 1), implies that given the supplies of capital and labor at time t ,

K(t) and L(t), factor prices must satisfy the following familiar conditions equating factor

prices to marginal products:1

w(t) = FL(K(t), L(t), A(t)), (2.6)

and

R(t) = FK(K(t), L(t), A(t)). (2.7)

Euler’s Theorem (Theorem 2.1) then verifies that at the prices (2.6) and (2.7), firms (or the

representative firm) make zero profits.

Proposition 2.1 Suppose Assumption 1 holds. Then, in the equilibrium of the Solow growth

model, firms make no profits, and in particular,

Y (t) = w(t)L(t) + R(t)K(t).

Proof. This result follows immediately from Theorem 2.1 for the case of constant returns to

scale (m = 1).

Since firms make no profits in equilibrium, the ownership of firms does not need to be

specified. All we need to know is that firms are profit-maximizing entities.

In addition to these standard assumptions on the production function, the following bound-

ary conditions, the Inada conditions,are often imposed in the analysis of economic growth and

macroeconomic equilibria.

Assumption 2 (Inada Conditions) F satisfies the Inada conditions

lim
K→0

FK(K, L, A) = ∞ and lim
K→∞

FK(K, L, A) = 0 for all L > 0 and all A,

lim
L→0

FL(K, L, A) = ∞ and lim
L→∞

FL(K, L, A) = 0 for all K > 0 and all A.

Moreover, F(0, L, A) = 0 for all L and A.

The role of these conditions—especially in ensuring the existence of interior equilibria—

will become clear later in this chapter. They imply that the first units of capital and labor

1. An alternative way to derive (2.6) and (2.7) is to consider the cost minimization problem of the representative

firm, which takes the form of minimizing rK + wL with respect to K and L, subject to the constraint that

F(K, L, A) = Y for some level of output Y . This problem has a unique solution for any given level of Y . Then

imposing market clearing, that is, Y = F(K, L, A) with K and L corresponding to the supplies of capital and

labor, yields (2.6) and (2.7).
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FIGURE 2.1 Production functions. (A) satisfies the Inada conditions in Assumption 2, while (B)

does not.

are highly productive and that when capital or labor are sufficiently abundant, their marginal

products are close to zero. The condition that F(0, L, A) = 0 for all L and A makes capital an

essential input. This aspect of the assumption can be relaxed without any major implications

for the results in this book. Figure 2.1 shows the production function F(K, L, A) as a function

of K , for given L and A, in two different cases; in panel A the Inada conditions are satisfied,

while in panel B they are not.

I refer to Assumptions 1 and 2, which can be thought of as the neoclassical technology

assumptions, throughout much of the book. For this reason, they are numbered independently

from the equations, theorems, and proposition in this chapter.

2.2 The Solow Model in Discrete Time

I next present the dynamics of economic growth in the discrete-time Solow model.

2.2.1 Fundamental Law of Motion of the Solow Model

Recall that K depreciates exponentially at the rate δ, so that the law of motion of the capital

stock is given by

K(t + 1) = (1 − δ) K(t) + I (t), (2.8)

where I (t) is investment at time t .

From national income accounting for a closed economy, the total amount of final good in

the economy must be either consumed or invested, thus

Y (t) = C(t) + I (t), (2.9)

where C(t) is consumption.2 Using (2.1), (2.8), and (2.9), any feasible dynamic allocation in

this economy must satisfy

K(t + 1) ≤ F(K(t), L(t), A(t)) + (1 − δ)K(t) − C(t)

2. In addition, we can introduce government spending G(t) on the right-hand side of (2.9). Government spending

does not play a major role in the Solow growth model, thus its introduction is relegated to Exercise 2.7.
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for t = 0, 1, . . . . The question is to determine the equilibrium dynamic allocation among the

set of feasible dynamic allocations. Here the behavioral rule that households save a constant

fraction of their income simplifies the structure of equilibrium considerably (this is a behavioral

rule, since it is not derived from the maximization of a well-defined utility function). One

implication of this assumption is that any welfare comparisons based on the Solow model have

to be taken with a grain of salt, since we do not know what the preferences of the households are.

Since the economy is closed (and there is no government spending), aggregate investment

is equal to savings:

S(t) = I (t) = Y (t) − C(t).

The assumption that households save a constant fraction s ∈ (0, 1) of their income can be

expressed as

S(t) = sY (t), (2.10)

which, in turn, implies that they consume the remaining 1− s fraction of their income, and thus

C(t) = (1 − s) Y (t). (2.11)

In terms of capital market clearing, (2.10) implies that the supply of capital for time t + 1

resulting from households’ behavior can be expressed as K(t + 1) = (1 − δ)K(t) + S(t) =

(1− δ)K(t) + sY (t). Setting supply and demand equal to each other and using (2.1) and (2.8)

yields the fundamental law of motion of the Solow growth model:

K(t + 1) = sF (K(t), L(t), A(t)) + (1 − δ)K(t). (2.12)

This is a nonlinear difference equation. The equilibrium of the Solow growth model is described

by (2.12) together with laws of motion for L(t) and A(t).

2.2.2 Definition of Equilibrium

The Solow model is a mixture of an old-style Keynesian model and a modern dynamic macro-

economic model. Households do not optimize when it comes to their savings or consumption

decisions. Instead, their behavior is captured by (2.10) and (2.11). Nevertheless, firms still

maximize profits, and factor markets clear. Thus it is useful to start defining equilibria in the

way that is customary in modern dynamic macro models.

Definition 2.2 In the basic Solow model for a given sequence of {L(t), A(t)}∞
t=0 and an

initial capital stock K(0), an equilibrium path is a sequence of capital stocks, output levels,

consumption levels, wages, and rental rates {K(t), Y (t), C(t), w(t), R(t)}∞
t=0 such that K(t)

satisfies (2.12), Y (t) is given by (2.1), C(t) is given by (2.11), and w(t) and R(t) are given by

(2.6) and (2.7), respectively.

The most important point to note about Definition 2.2 is that an equilibrium is defined as an

entire path of allocations and prices. An economic equilibrium does not refer to a static object;

it specifies the entire path of behavior of the economy. Note also that Definition 2.2 incorporates

the market clearing conditions, (2.6) and (2.7), into the definition of equilibrium. This practice
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is standard in macro and growth models. The alternative, which involves describing the

equilibrium in more abstract terms, is discussed in Chapter 8 in the context of the neoclassical

growth model (see, in particular, Definition 8.1).

2.2.3 Equilibrium without Population Growth and Technological Progress

It is useful to start with the following assumptions, which are relaxed later in this chapter:

1. There is no population growth; total population is constant at some level L > 0. More-

over, since households supply labor inelastically, this implies L(t) = L.

2. There is no technological progress, so that A(t) = A.

Let us define the capital-labor ratio of the economy as

k(t) ≡
K(t)

L
, (2.13)

which is a key object for the analysis. Now using the assumption of constant returns to scale,

output (income) per capita, y(t) ≡ Y (t)/L, can be expressed as

y(t) = F

(

K(t)

L
, 1, A

)

≡ f (k(t)). (2.14)

In other words, with constant returns to scale, output per capita is simply a function of the

capital-labor ratio. Note that f (k) here depends on A, so I could have written f (k, A). I do not

do this to simplify the notation and also because until Section 2.7, there will be no technological

progress. Thus for now A is constant and can be normalized to A = 1.3 The marginal product

and the rental price of capital are then given by the derivative of F with respect to its first

argument, which is f ′(k). The marginal product of labor and the wage rate are then obtained

from Theorem 2.1, so that

R(t) = f ′(k(t)) > 0 and

w(t) = f (k(t)) − k(t)f ′(k(t)) > 0. (2.15)

The fact that both factor prices are positive follows from Assumption 1, which ensures that the

first derivatives of F with respect to capital and labor are always positive.

Example 2.1 (The Cobb-Douglas Production Function) Let us consider the most com-

mon example of production function used in macroeconomics, the Cobb-Douglas production

function. I hasten to add the caveat that even though the Cobb-Douglas form is convenient and

widely used, it is also very special, and many interesting phenomena discussed later in this

book are ruled out by this production function. The Cobb-Douglas production function can be

written as

Y (t) = F(K(t), L(t), A(t))

= AK(t)αL(t)1−α, 0 < α < 1. (2.16)

3. Later, when technological change is taken to be labor-augmenting, the term A can also be taken out, and the

per capita production function can be written as y = Af (k), with a slightly different definition of k as effective

capital-labor ratio (see, e.g., (2.50) in Section 2.7).
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It can easily be verified that this production function satisfies Assumptions 1 and 2, including

the constant returns to scale feature imposed in Assumption 1. Dividing both sides by L(t), the

per capita production function in (2.14) becomes:

y(t) = Ak(t)α,

where y(t) again denotes output per worker and k(t) is capital-labor ratio as defined in (2.13).

The representation of factor prices as in (2.15) can also be verified. From the per capita

production function representation, in particular (2.15), the rental price of capital can be

expressed as

R(t) =
∂Ak(t)α

∂k(t)
,

= αAk(t)−(1−α).

Alternatively, in terms of the original production function (2.16), the rental price of capital in

(2.7) is given by

R(t) = αAK(t)α−1L(t)1−α

= αAk(t)−(1−α),

which is equal to the previous expression and thus verifies the form of the marginal product

given in (2.15). Similarly, from (2.15),

w(t) = Ak(t)α − αAk(t)−(1−α) × k(t)

= (1 − α)AK(t)αL(t)−α,

which verifies the alternative expression for the wage rate in (2.6).

Returning to the analysis with the general production function, the per capita representation

of the aggregate production function enables us to divide both sides of (2.12) by L to obtain

the following simple difference equation for the evolution of the capital-labor ratio:

k(t + 1) = sf (k(t)) + (1 − δ)k(t). (2.17)

Since this difference equation is derived from (2.12), it also can be referred to as the equilibrium

difference equation of the Solow model: it describes the equilibrium behavior of the key object

of the model, the capital-labor ratio. The other equilibrium quantities can all be obtained from

the capital-labor ratio k(t).

At this point, let us also define a steady-state equilibrium for this model.

Definition 2.3 A steady-state equilibrium without technological progress and population

growth is an equilibrium path in which k(t) = k∗ for all t .

In a steady-state equilibrium the capital-labor ratio remains constant. Since there is no

population growth, this implies that the level of the capital stock will also remain constant.

Mathematically, a steady-state equilibrium corresponds to a stationary point of the equilibrium

difference equation (2.17). Most of the models in this book admit a steady-state equilibrium.

This is also the case for this simple model.

The existence of a steady state can be seen by plotting the difference equation that governs

the equilibrium behavior of this economy, (2.17), which is done in Figure 2.2. The thick curve
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FIGURE 2.2 Determination of the steady-state capital-labor ratio in the Solow model without population

growth and technological change.

represents the right-hand side of (2.17) and the dashed line corresponds to the 45◦ line. Their

(positive) intersection gives the steady-state value of the capital-labor ratio k∗, which satisfies

f (k∗)

k∗
=

δ

s
. (2.18)

Notice that in Figure 2.2 there is another intersection between (2.17) and the 45
◦

line at k = 0.

This second intersection occurs because, from Assumption 2, capital is an essential input, and

thus f (0) = 0. Starting with k(0) = 0, there will then be no savings, and the economy will

remain at k = 0. Nevertheless, I ignore this intersection throughout for a number of reasons.

First, k = 0 is a steady-state equilibrium only when capital is an essential input and f (0) = 0.

But as noted above, this assumption can be relaxed without any implications for the rest of the

analysis, and when f (0) > 0, k = 0 is no longer a steady-state equilibrium. This is illustrated

in Figure 2.3, which draws (2.17) for the case where f (0) = ε for some ε > 0. Second, as we

will see below, this intersection, even when it exists, is an unstable point; thus the economy

would never travel toward this point starting with K(0) > 0 (or with k(0) > 0). Finally, and

most importantly, this intersection holds no economic interest for us.4

An alternative visual representation shows the steady state as the intersection between a

ray through the origin with slope δ (representing the function δk) and the function sf (k).

Figure 2.4, which illustrates this representation, is also useful for two other purposes. First,

it depicts the levels of consumption and investment in a single figure. The vertical distance

between the horizontal axis and the δk line at the steady-state equilibrium gives the amount of

4. Hakenes and Irmen (2006) show that even with f (0) = 0, the Inada conditions imply that in the continuous-

time version of the Solow model k = 0 may not be the only equilibrium and the economy may move away

from k = 0.
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FIGURE 2.3 Unique steady state in the basic Solow model when f (0) = ε > 0.

investment per capita at the steady-state equilibrium (equal to δk∗), while the vertical distance

between the function f (k) and the δk line at k∗ gives the level of consumption per capita.

Clearly, the sum of these two terms make up f (k∗). Second, Figure 2.4 also emphasizes that

the steady-state equilibrium in the Solow model essentially sets investment, sf (k), equal to

the amount of capital that needs to be replenished, δk. This interpretation is particularly useful

when population growth and technological change are incorporated.

This analysis therefore leads to the following proposition (with the convention that the

intersection at k = 0 is being ignored even though f (0) = 0).

Proposition 2.2 Consider the basic Solow growth model and suppose that Assumptions 1

and 2 hold. Then there exists a unique steady-state equilibrium where the capital-labor ratio

k∗ ∈ (0, ∞) satisfies (2.18), per capita output is given by

y∗ = f (k∗), (2.19)

and per capita consumption is given by

c∗ = (1 − s) f (k∗). (2.20)

Proof. The preceding argument establishes that any k∗ that satisfies (2.18) is a steady state.

To establish existence, note that from Assumption 2 (and from l’Hôpital’s Rule, see Theorem

A.21 in Appendix A), limk→0 f (k)/k = ∞ and limk→∞ f (k)/k = 0. Moreover, f (k)/k is

continuous from Assumption 1, so by the Intermediate Value Theorem (Theorem A.3) there

exists k∗ such that (2.18) is satisfied. To see uniqueness, differentiate f (k)/k with respect to

k, which gives

∂(f (k)/k)

∂k
=

f ′(k)k − f (k)

k2
= −

w

k2
< 0, (2.21)
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FIGURE 2.4 Investment and consumption in the steady-state equilibrium.

where the last equality in (2.21) uses (2.15). Since f (k)/k is everywhere (strictly) decreasing,

there can only exist a unique value k∗ that satisfies (2.18). Equations (2.19) and (2.20) then

follow by definition.

Through a series of examples, Figure 2.5 shows why Assumptions 1 and 2 cannot be

dispensed with for establishing the existence and uniqueness results in Proposition 2.2. In

the first two panels, the failure of Assumption 2 leads to a situation in which there is no steady-

state equilibrium with positive activity, while in the third panel, the failure of Assumption 1

leads to nonuniqueness of steady states.

So far the model is very parsimonious: it does not have many parameters and abstracts from

many features of the real world. An understanding of how cross-country differences in certain

parameters translate into differences in growth rates or output levels is essential for our focus.

This connection will be made in the next proposition. But before doing so, let us generalize

the production function in one simple way and assume that

f (k) = Af̃ (k),

where A > 0, so that A is a shift parameter, with greater values corresponding to greater

productivity of factors. This type of productivity is referred to as “Hicks-neutral” (see below).

For now, it is simply a convenient way of parameterizing productivity differences across

countries. Since f (k) satisfies the regularity conditions imposed above, so does f̃ (k).

Proposition 2.3 Suppose Assumptions 1 and 2 hold and f (k) = Af̃ (k). Denote the steady-

state level of the capital-labor ratio by k∗(A, s, δ) and the steady-state level of output by
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FIGURE 2.5 Examples of nonexistence and nonuniqueness of interior steady states when Assumptions 1

and 2 are not satisfied.

y∗(A, s, δ) when the underlying parameters are A, s, and δ. Then

∂k∗(A, s, δ)

∂A
> 0,

∂k∗(A, s, δ)

∂s
> 0, and

∂k∗(A, s, δ)

∂δ
< 0;

∂y∗(A, s, δ)

∂A
> 0,

∂y∗(A, s, δ)

∂s
> 0, and

∂y∗(A, s, δ)

∂δ
< 0.

Proof. The proof follows immediately by writing

f̃ (k∗)

k∗
=

δ

As
,

which holds for an open set of values of k∗, A, s, and δ. Now apply the Implicit Function

Theorem (Theorem A.25) to obtain the results. For example,

∂k∗

∂s
=

δ(k∗)2

s2w∗
> 0,

where w∗ = f (k∗) − k∗f ′(k∗) > 0. The other results follow similarly.
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Therefore countries with higher saving rates and better technologies will have higher capital-

labor ratios and will be richer. Those with greater (technological) depreciation will tend to have

lower capital-labor ratios and will be poorer. All of the results in Proposition 2.3 are intuitive,

and they provide us with a first glimpse of the potential determinants of the capital-labor ratios

and output levels across countries.

The same comparative statics with respect to A and δ also apply to c∗. However, it is

straightforward to see that c∗ is not monotone in the saving rate (e.g., think of the extreme

case where s = 1). In fact, there exists a unique saving rate, sgold, referred to as the “golden

rule” saving rate, which maximizes the steady-state level of consumption. Since we are treating

the saving rate as an exogenous parameter and have not specified the objective function of

households yet, we cannot say whether the golden rule saving rate is better than some other

saving rate. It is nevertheless interesting to characterize what this golden rule saving rate

corresponds to. To do this, let us first write the steady-state relationship between c∗ and s

and suppress the other parameters:

c∗(s) = (1 − s)f (k∗(s))

= f (k∗(s)) − δk∗(s),

where the second equality exploits the fact that in steady state, sf (k) = δk. Now differentiating

this second line with respect to s (again using the Implicit Function Theorem), we obtain

∂c∗(s)

∂s
= [f ′(k∗(s)) − δ]

∂k∗

∂s
. (2.22)

Let us define the golden rule saving rate sgold to be such that ∂c∗(sgold)/∂s = 0. The corre-

sponding steady-state golden rule capital stock is defined as k∗
gold. These quantities and the

relationship between consumption and the saving rate are plotted in Figure 2.6. The next prop-

osition shows that sgold and k∗
gold are uniquely defined.

Proposition 2.4 In the basic Solow growth model, the highest level of steady-state con-

sumption is reached for sgold, with the corresponding steady-state capital level k∗
gold such that

f ′(k∗
gold) = δ. (2.23)

Proof. By definition ∂c∗(sgold)/∂s = 0. From Proposition 2.3, ∂k∗/∂s > 0; thus (2.22) can

be equal to zero only when f ′(k∗(sgold)) = δ. Moreover, when f ′(k∗(sgold)) = δ, it can be

verified that ∂2c∗(sgold)/∂s2 < 0, so f ′(k∗(sgold)) = δ indeed corresponds to a local maximum.

That f ′(k∗(sgold)) = δ also yields the global maximum is a consequence of the following

observations: for all s ∈ [0, 1], we have ∂k∗/∂s > 0, and moreover, when s < sgold, f ′(k∗(s)) −

δ > 0 by the concavity of f , so ∂c∗(s)/∂s > 0 for all s < sgold. By the converse argument,

∂c∗(s)/∂s < 0 for all s > sgold. Therefore only sgold satisfies f ′(k∗(s)) = δ and gives the unique

global maximum of consumption per capita.

In other words, there exists a unique saving rate, sgold, and also a unique corresponding

capital-labor ratio, k∗
gold, given by (2.23), that maximize the level of steady-state consump-

tion. When the economy is below k∗
gold, a higher saving rate will increase consumption, whereas

when the economy is above k∗
gold, steady-state consumption can be raised by saving less. In the

latter case, lower savings translate into higher consumption, because the capital-labor ratio of

the economy is too high; households are investing too much and not consuming enough. This

is the essence of the phenomenon of dynamic inefficiency,discussed in greater detail in Chapter

9. For now, recall that there is no explicit utility function here, so statements about inefficiency
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FIGURE 2.6 The golden rule level of saving rate, which maximizes steady-state consumption.

must be considered with caution. In fact, the reason this type of dynamic inefficiency does not

generally apply when consumption-saving decisions are endogenized may already be apparent

to many of you.

2.3 Transitional Dynamics in the Discrete-Time Solow Model

Proposition 2.2 establishes the existence of a unique steady-state equilibrium (with positive

activity). Recall that an equilibrium path does not refer simply to the steady state but to the

entire path of capital stock, output, consumption, and factor prices. This is an important point

to bear in mind, especially since the term “equilibrium” is used differently in economics than

in other disciplines. Typically, in engineering and the physical sciences, an equilibrium refers

to a point of rest of a dynamical system, thus to what I have so far referred to as “the steady-

state equilibrium.” One may then be tempted to say that the system is in “disequilibrium” when

it is away from the steady state. However, in economics, the non-steady-state behavior of an

economy is also governed by market clearing and optimizing behavior of households and firms.

Most economies spend much of their time in non-steady-state situations. Thus we are typically

interested in the entire dynamic equilibrium path of the economy, not just in its steady state.

To determine what the equilibrium path of our simple economy looks like, we need to

study the transitional dynamics of the equilibrium difference equation (2.17) starting from an

arbitrary capital-labor ratio, k(0) > 0. Of special interest are the answers to the questions of

whether the economy will tend to this steady state starting from an arbitrary capital-labor ratio

and how it will behave along the transition path. Recall that the total amount of capital at the

beginning of the economy, K(0) > 0, is taken as a state variable, while for now, the supply

of labor L is fixed. Therefore at time t = 0, the economy starts with an arbitrary capital-labor

ratio k(0) = K(0)/L > 0 as its initial value and then follows the law of motion given by the
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difference equation (2.17). Thus the question is whether (2.17) will take us to the unique steady

state starting from an arbitrary initial capital-labor ratio.

Before answering this question, recall some definitions and key results from the theory

of dynamical systems. Appendix B provides more details and a number of further results.

Consider the nonlinear system of autonomous difference equations,

x(t + 1) = G(x(t)), (2.24)

where x(t) ∈Rn and G :Rn →R
n (where n ∈R). Let x

∗ be a fixed point of the mapping G(.),

that is,

x
∗ = G(x∗).

I refer to x
∗ as a “steady state” of the difference equation (2.24).5 The relevant notion of stability

is introduced in the next definition.

Definition 2.4 A steady state x
∗ is locally asymptotically stable if there exists an open set

B(x∗) containing x
∗ such that for any solution {x(t)}∞

t=0 to (2.24) with x(0) ∈ B(x∗), x(t) → x
∗.

Moreover, x
∗ is globally asymptotically stable if for all x(0) ∈ Rn, for any solution {x(t)}∞

t=0,

x(t) → x
∗.

The next theorem provides the main results on the stability properties of systems of linear

difference equations. The following theorems are special cases of the results presented in

Appendix B.

Theorem 2.2 (Stability for Systems of Linear Difference Equations) Consider the

following linear difference equation system:

x(t + 1) = Ax(t) + b, (2.25)

with initial value x(0), where x(t) ∈Rn for all t , A is an n × n matrix, and b is a n × 1 column

vector. Let x
∗ be the steady state of the difference equation given by Ax

∗ + b = x
∗. Suppose

that all of the eigenvalues of A are strictly inside the unit circle in the complex plane. Then

the steady state of the difference equation (2.25), x
∗, is globally (asymptotically) stable, in the

sense that starting from any x(0) ∈Rn, the unique solution {x(t)}∞
t=0 satisfies x(t) → x

∗.

Unfortunately, much less can be said about nonlinear systems, but the following is a standard

local stability result.

Theorem 2.3 (Local Stability for Systems of Nonlinear Difference Equations) Con-

sider the following nonlinear autonomous system:

x(t + 1) = G(x(t)), (2.26)

with initial value x(0), where G :Rn →R
n. Let x

∗ be a steady state of this system, that is,

G(x∗) = x
∗, and suppose that G is differentiable at x

∗. Define

A ≡DG(x∗),

5. Various other terms are used to describe x
∗, for example, “equilibrium point” or “critical point.” Since these

other terms have different meanings in economics, I refer to x
∗ as a steady state throughout.
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where DG denotes the matrix of partial derivatives (Jacobian) of G. Suppose that all of the

eigenvalues of A are strictly inside the unit circle. Then the steady state of the difference

equation (2.26), x
∗, is locally (asymptotically) stable, in the sense that there exists an open

neighborhood of x
∗, B(x∗) ⊂Rn, such that starting from any x(0) ∈ B(x∗), x(t) → x

∗.

An immediate corollary of Theorem 2.3 is the following useful result.

Corollary 2.1

1. Let x(t), a, b ∈ R. If |a| < 1, then the unique steady state of the linear difference

equation x(t + 1) = ax(t) + b is globally (asymptotically) stable, in the sense that

x(t) → x∗ = b/(1 − a).

2. Let g :R→R be differentiable in the neighborhood of the steady state x∗, defined by

g(x∗) = x∗, and suppose that
∣

∣g′(x∗)
∣

∣ < 1. Then the steady state x∗ of the nonlinear

difference equation x(t + 1) = g(x(t)) is locally (asymptotically) stable. Moreover, if g

is continuously differentiable and satisfies
∣

∣g′(x)
∣

∣ < 1 for all x ∈R, then x∗ is globally

(asymptotically) stable.

Proof. The first part follows immediately from Theorem 2.2. The local stability of g in the

second part follows from Theorem 2.3. Global stability follows since

|x(t + 1) − x∗| = |g(x(t)) − g(x∗)|

=

∣

∣

∣

∣

∣

∫ x(t)

x∗

g′(x)dx

∣

∣

∣

∣

∣

< |x(t) − x∗|,

where the second line follows from the Fundamental Theorem of Calculus (Theorem B.2 in

Appendix B), and the last inequality uses the hypothesis that
∣

∣g′(x)
∣

∣ < 1 for all x ∈R. This

implies that for any x(0) < x∗, {x(t)}∞
t=0 is an increasing sequence. Since

∣

∣g′(x)
∣

∣ < 1, there

cannot exist x′ = x∗ such that x′ = g(x′), and moreover {x(t)}∞
t=0 is bounded above by x∗. It

therefore converges to x∗. The argument for the case where x(0) > x∗ is identical.

We can now apply Corollary 2.1 to the equilibrium difference equation (2.17) of the Solow

model to establish the local stability of the steady-state equilibrium. Global stability does not

directly follow form Corollary 2.1 (since the equivalent of
∣

∣g′(x)
∣

∣ < 1 for all x is not true), but

a slightly different argument can be used to prove this property.

Proposition 2.5 Suppose that Assumptions 1 and 2 hold. Then the steady-state equilibrium

of the Solow growth model described by the difference equation (2.17) is globally asymptoti-

cally stable, and starting from any k(0) > 0, k(t) monotonically converges to k∗.

Proof. Let g(k) ≡ sf (k) + (1 − δ)k. First observe that g′(k) exists and is always strictly

positive, that is, g′(k) > 0 for all k. Next, from (2.17),

k(t + 1) = g(k(t)), (2.27)

with a unique steady state at k∗. From (2.18), the steady-state capital k∗ satisfies δk∗ =

sf (k∗), or

k∗ = g(k∗). (2.28)
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Now recall that f (.) is concave and differentiable from Assumption 1 and satisfies f (0) = 0

from Assumption 2. For any strictly concave differentiable function, we have (recall Fact A.23

in Appendix A):

f (k) > f (0) + kf ′(k) = kf ′(k). (2.29)

Since (2.29) implies that δ = sf (k∗)/k∗ > sf ′(k∗), we have g′(k∗) = sf ′(k∗) + 1 − δ < 1.

Therefore

g′(k∗) ∈ (0, 1).

Corollary 2.1 then establishes local asymptotic stability.

To prove global stability, note that for all k(t) ∈ (0, k∗),

k(t + 1) − k∗ = g(k(t)) − g(k∗)

= −

∫ k∗

k(t)

g′(k)dk,

< 0,

where the first line follows by subtracting (2.28) from (2.27), the second line again uses

the Fundamental Theorem of Calculus (Theorem B.2), and the third line follows from the

observation that g′(k) > 0 for all k. Next, (2.17) also implies

k(t + 1) − k(t)

k(t)
= s

f (k(t))

k(t)
− δ

> s
f (k∗)

k∗
− δ

= 0,

where the second line uses the fact that f (k)/k is decreasing in k (from (2.29)) and the last

line uses the definition of k∗. These two arguments together establish that for all k(t) ∈ (0, k∗),

k(t + 1) ∈ (k(t), k∗). Therefore {k(t)}∞
t=0 is monotonically increasing and is bounded above

by k∗. Moreover, since k∗ is the unique steady state (with k > 0), there exists no k′ ∈ (0, k∗)

such that k(t + 1) = k(t) = k′ for any t . Therefore {k(t)}∞
t=0 must monotonically converge to

k∗. An identical argument implies that for all k(t) > k∗, k(t + 1) ∈ (k∗, k(t)) and establishes

monotonic convergence starting from k(0) > k∗. This completes the proof of global stability.

This stability result can be seen diagrammatically in Figure 2.7. Starting from initial capital

stock k(0) > 0, which is below the steady-state level k∗, the economy grows toward k∗ and

experiences capital deepening—meaning that the capital-labor ratio increases. Together with

capital deepening comes growth of per capita income. If instead the economy were to start

with k′(0) > k∗, it would reach the steady state by decumulating capital and contracting (i.e.,

by experiencing negative growth).

The following proposition is an immediate corollary of Proposition 2.5.

Proposition 2.6 Suppose that Assumptions 1 and 2 hold, and k(0) < k∗. Then {w(t)}∞
t=0

is an increasing sequence, and {R(t)}∞
t=0 is a decreasing sequence. If k(0) > k∗, the opposite

results apply.

Proof. See Exercise 2.9.
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FIGURE 2.7 Transitional dynamics in the basic Solow model.

Recall that when the economy starts with too little capital relative to its labor supply,

the capital-labor ratio will increase. Thus the marginal product of capital will fall due to

diminishing returns to capital and the wage rate will increase. Conversely, if it starts with

too much capital, it will decumulate capital, and in the process the wage rate will decline and

the rate of return to capital will increase.

The analysis has established that the Solow growth model has a number of nice properties:

unique steady state, global (asymptotic) stability, and finally, simple and intuitive comparative

statics. Yet so far it has no growth. The steady state is the point at which there is no growth

in the capital-labor ratio, no more capital deepening, and no growth in output per capita.

Consequently, the basic Solow model (without technological progress) can only generate

economic growth along the transition path to the steady state (starting with k(0) < k∗). However

this growth is not sustained: it slows down over time and eventually comes to an end. Section

2.7 shows that the Solow model can incorporate economic growth by allowing exogenous

technological change. Before doing this, it is useful to look at the relationship between the

discrete- and continuous-time formulations.

2.4 The Solow Model in Continuous Time

2.4.1 From Difference to Differential Equations

Recall that the time periods t = 0, 1, . . . can refer to days, weeks, months, or years. In some

sense, the time unit is not important. This arbitrariness suggests that perhaps it may be more

convenient to look at dynamics by making the time unit as small as possible, that is, by going

to continuous time. While much of modern macroeconomics (outside of growth theory) uses
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discrete-time models, many growth models are formulated in continuous time. The continuous-

time setup has a number of advantages, since some pathological results of discrete-time models

disappear when using continuous time (see Exercise 2.21). Moreover, continuous-time models

have more flexibility in the analysis of dynamics and allow explicit-form solutions in a wider

set of circumstances. These considerations motivate the detailed study of both the discrete-

and continuous-time versions of the basic models in this book.

Let us start with a simple difference equation:

x(t + 1) − x(t) = g(x(t)). (2.30)

This equation states that between time t and t + 1, the absolute growth in x is given by

g(x(t)). Imagine that time is more finely divisible than that captured by our discrete indices,

t = 0, 1, . . . . In the limit, we can think of time as being as finely divisible as we would like,

so that t ∈R+. In that case, (2.30) gives us information about how the variable x changes

between two discrete points in time, t and t + 1. Between these time periods, we do not know

how x evolves. However, if t and t + 1 are not too far apart, the following approximation is

reasonable:

x(t + �t) − x(t) ≃ �t . g(x(t))

for any �t ∈ [0, 1]. When �t = 0, this equation is just an identity. When �t = 1, it gives (2.30).

In between it is a linear approximation. This approximation will be relatively accurate if the

distance between t and t + 1is not very large, so that g(x) ≃ g(x(t)) for all x ∈ [x(t), x(t + 1)]

(however, you should also convince yourself that this approximation could in fact be quite bad

if the function g is highly nonlinear, in which case its behavior changes significantly between

x(t) and x(t + 1)). Now divide both sides of this equation by �t , and take limits to obtain

lim
�t→0

x(t + �t) − x(t)

�t
= ẋ(t) ≃ g(x(t)), (2.31)

where, as throughout the book, I use the dot notation to denote time derivatives,

ẋ(t) ≡ dx(t)/dt . Equation (2.31) is a differential equation representing the same dynamics as

the difference equation (2.30) for the case in which the distance between t and t + 1 is small.

2.4.2 The Fundamental Equation of the Solow Model in Continuous Time

We can now repeat all of the analysis so far using the continuous-time representation. Nothing

has changed on the production side, so we continue to have (2.6) and (2.7) as the factor prices,

but now these refer to instantaneous rental rates. For example, w(t) is the flow of wages that

workers receive at instant t . Savings are again given by

S(t) = sY (t),

while consumption is still given by (2.11).

Let us also introduce population growth into this model and assume that the labor force

L(t) grows proportionally, that is,

L(t) = exp(nt)L(0). (2.32)

The purpose of doing so is that in many of the classical analyses of economic growth, population

growth plays an important role, so it is useful to see how it affects the equilibrium here. There

is still no technological progress.
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Recall that

k(t) ≡
K(t)

L(t)
,

which implies that

k̇(t)

k(t)
=

K̇(t)

K(t)
−

L̇(t)

L(t)
,

=
K̇(t)

K(t)
− n,

where I used the fact that, from (2.32), L̇(t)/L(t) = n. From the limiting argument leading to

equation (2.31) in the previous subsection, the law of motion of the capital stock is given by

K̇(t) = sF (K(t), L(t), A(t)) − δK(t).

Using the definition of k(t) as the capital-labor ratio and the constant returns to scale properties

of the production function, the fundamental law of motion of the Solow model in continuous

time is obtained as

k̇(t)

k(t)
= s

f (k(t))

k(t)
− (n + δ), (2.33)

where, following usual practice, I have transformed the left-hand side to the proportional

change in the capital-labor ratio by dividing both sides by k(t).6

Definition 2.5 In the basic Solow model in continuous time with population growth at

the rate n, no technological progress and an initial capital stock K(0), an equilibrium path

is given by paths (sequences) of capital stocks, labor, output levels, consumption levels,

wages, and rental rates [K(t), L(t), Y (t), C(t), w(t), R(t)]∞
t=0 such that L(t) satisfies (2.32),

k(t) ≡ K(t)/L(t) satisfies (2.33), Y (t) is given by (2.1), C(t) is given by (2.11), and w(t) and

R(t) are given by (2.6) and (2.7), respectively.

As before, a steady-state equilibrium involves k(t) remaining constant at some level k∗.

It is easy to verify that the equilibrium differential equation (2.33) has a unique steady state

at k∗, which is given by a slight modification of (2.18) to incorporate population growth:

f (k∗)

k∗
=

n + δ

s
. (2.34)

In other words, going from discrete to continuous time has not changed any of the basic

economic features of the model. Thus the steady state can again be plotted in a diagram similar

to Figure 2.1 except that it now also incorporates population growth. This is done in Figure 2.8,

which also highlights that the logic of the steady state is the same with population growth

as it was without population growth. The amount of investment, sf (k), is used to replenish

the capital-labor ratio, but now there are two reasons for replenishments. The capital stock

depreciates exponentially at the flow rate δ. In addition, the capital stock must also increase as

6. Throughout I adopt the notation [x(t)]∞t=0 to denote the continuous-time path of variable x(t). An alternative

notation often used in the literature is (x(t); t ≥ 0). I prefer the former both because it is slightly more compact

and also because it is more similar to the discrete-time notation for the time path of a variable, {x(t)}∞
t=0. When

referring to [x(t)]∞t=0, I use the terms “path,” “sequence,” and “function (of time t)” interchangeably.



50 . Chapter 2 The Solow Growth Model

0 k*

k(t )

Output

Consumption

Investment

f (k(t))

(• � n)k(t)

sf(k(t))

f(k*)

sf(k*)

FIGURE 2.8 Investment and consumption in the steady-state equilibrium with population growth.

population grows to maintain the capital-labor ratio at a constant level. The amount of capital

that needs to be replenished is therefore (n + δ)k.

Proposition 2.7 Consider the basic Solow growth model in continuous time and suppose

that Assumptions 1 and 2 hold. Then there exists a unique steady-state equilibrium where the

capital-labor ratio is equal to k∗ ∈ (0, ∞) and satisfies (2.34), per capita output is given by

y∗ = f (k∗),

and per capita consumption is given by

c∗ = (1 − s)f (k∗).

Proof. See Exercise 2.5.

Moreover, again defining f (k) = Af̃ (k), the following proposition holds.

Proposition 2.8 Suppose Assumptions 1 and 2 hold and f (k) = Af̃ (k). Denote the steady-

state equilibrium level of the capital-labor ratio by k∗(A, s, δ, n) and the steady-state level of

output by y∗(A, s, δ, n) when the underlying parameters are given by A, s, δ, and n. Then we

have

∂k∗(A,s,δ,n)
∂A

> 0,
∂k∗(A,s,δ,n)

∂s
> 0,

∂k∗(A,s,δ,n)
∂δ

< 0, and ∂k∗(A,s,δ,n)
∂n

< 0;

∂y∗(A,s,δ,n)
∂A

> 0,
∂y∗(A,s,δ,n)

∂s
> 0,

∂y∗(A,s,δ,n)
∂δ

< 0, and
∂y∗(A,s,δ,n)

∂n
< 0.

Proof. See Exercise 2.6.

The new result relative to the earlier comparative static proposition (Proposition 2.3) is that

now a higher population growth rate, n, also reduces the capital-labor ratio and output per
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capita. The reason for this is simple: a higher population growth rate means there is more labor

to use the existing amount of capital, which only accumulates slowly, and consequently the

equilibrium capital-labor ratio ends up lower. This result implies that countries with higher

population growth rates will have lower incomes per person (or per worker).

2.5 Transitional Dynamics in the Continuous-Time Solow Model

The analysis of transitional dynamics and stability with continuous time yields similar results

to those in Section 2.3, but the analysis is slightly simpler. Let us first recall the basic results

on the stability of systems of differential equations. Once again, further details are contained

in Appendix B.

Theorem 2.4 (Stability of Linear Differential Equations) Consider the following lin-

ear differential equation system:

ẋ(t) = Ax(t) + b (2.35)

with initial value x(0), where x(t) ∈ Rn for all t , A is an n × n matrix, and b is a n × 1

column vector. Let x∗ be the steady state of the system given by Ax∗ + b = 0. Suppose that all

eigenvalues of A have negative real parts. Then the steady state of the differential equation

(2.35) x∗ is globally asymptotically stable, in the sense that starting from any x(0) ∈ Rn,

x(t) → x∗.

Theorem 2.5 (Local Stability of Nonlinear Differential Equations) Consider the

following nonlinear autonomous differential equation:

ẋ(t) = G(x(t)) (2.36)

with initial value x(0), where G :Rn →R
n. Let x∗ be a steady state of this system, that is,

G(x∗) = 0, and suppose that G is differentiable at x∗. Define

A ≡ DG(x∗),

and suppose that all eigenvalues of A have negative real parts. Then the steady state of the

differential equation (2.36), x∗, is locally asymptotically stable, in the sense that there exists an

open neighborhood of x∗, B(x∗) ⊂Rn, such that starting from any x(0) ∈ B(x∗), x(t) → x∗.

Once again an immediate corollary is as follows.

Corollary 2.2

1. Let x(t) ∈R. Then the steady state of the linear differential equation ẋ(t) = ax(t) is

globally asymptotically stable (in the sense that x(t) → 0) if a < 0.

2. Let g :R→R be differentiable in the neighborhood of the steady state x∗ defined

by g(x∗) = 0 and suppose that g′(x∗) < 0. Then the steady state of the nonlinear

differential equation ẋ(t) = g(x(t)), x∗, is locally asymptotically stable.

3. Let g :R→R be continuously differentiable. Suppose that g(x∗) = 0 and that g(x) < 0

for all x > x∗and g(x) > 0 for all x < x∗. Then the steady state of the nonlinear dif-

ferential equation ẋ(t) = g(x(t)), x∗, is globally asymptotically stable, that is, starting

with any x(0), x(t) → x∗.

Proof. See Exercise 2.10.
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FIGURE 2.9 Dynamics of the capital-labor ratio in the basic Solow model.

Notice that the equivalent of part 3 of Corollary 2.2 is not true in discrete time. The

implications of this observation are illustrated in Exercise 2.21.

In view of these results, Proposition 2.5 has a straightforward generalization of the results

for discrete time.

Proposition 2.9 Suppose that Assumptions 1 and 2 hold. Then the basic Solow growth

model in continuous time with constant population growth and no technological change is

globally asymptotically stable and, starting from any k(0) > 0, k(t) monotonically converges

to k∗.

Proof. The proof of stability is now simpler and follows immediately from part 3 of Corol-

lary 2.2 by noting that when k < k∗, we have sf (k) − (n + δ)k > 0, and when k > k∗, we have

sf (k) − (n + δ)k < 0.

Figure 2.9 shows the analysis of stability diagrammatically. The figure plots the right-hand

side of (2.33) and makes it clear that when k < k∗, k̇ > 0, and when k > k∗, k̇ < 0, so that the

capital-labor ratio monotonically converges to the steady-state value k∗.

Example 2.2 (Dynamics with the Cobb-Douglas Production Function) Let us return

to the Cobb-Douglas production function introduced in Example 2.1:

F(K, L, A) = AKαL1−α, with 0 < α < 1.

As noted above, the Cobb-Douglas production function is special, mainly because it has an

elasticity of substitution between capital and labor equal to 1. For a homothetic production

function F(K, L), the elasticity of substitution is defined by

σ ≡ −

[

∂ log(FK/FL)

∂ log(K/L)

]−1

, (2.37)
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where FK and FL denote the marginal products of capital and labor. (F is homothetic when

FK/FL is only a function of K/L). For the Cobb-Douglas production function FK/FL =

αL/((1 − α)K), and thus σ = 1. This feature implies that when the production function is

Cobb-Douglas and factor markets are competitive, equilibrium factor shares will be constant

regardless of the capital-labor ratio. In particular, the share of capital in national income is

αK(t) =
R(t)K(t)

Y (t)

=
FK(K(t), L(t))K(t)

Y (t)

=
αAK(t)α−1L(t)1−αK(t)

AK(t)αL(t)1−α

= α.

Similarly, the share of labor is αL(t) = 1− α. Thus with an elasticity of substitution equal to 1,

as capital increases, its marginal product decreases proportionally, leaving the capital share

(the amount of capital times its marginal product) constant.

Recall that with the Cobb-Douglas technology, the per capita production function takes the

form f (k) = Akα, so the steady state is again given by (2.34) (with population growth at the

rate n) as

A(k∗)α−1 =
n + δ

s
,

or as

k∗ =

(

sA

n + δ

)
1

1−α

,

which is a simple expression for the steady-state capital-labor ratio. It follows that k∗ is

increasing in s and A and decreasing in n and δ (these results are naturally consistent with

those in Proposition 2.8). In addition, k∗ is increasing in α, because a higher α implies less

diminishing returns to capital, thus a higher capital-labor ratio is necessary to reduce the

average return to capital to a level consistent with the steady state as given in (2.34).

Transitional dynamics are also straightforward in this case. In particular,

k̇(t) = sAk(t)α − (n + δ)k(t)

with initial condition k(0) > 0. To solve this equation, let x(t) ≡ k(t)1−α, so the equilibrium

law of motion of the capital-labor ratio can be written in terms of x(t) as

ẋ(t) = (1 − α) sA − (1 − α)(n + δ)x(t),

which is a linear differential equation with a general solution

x(t) =
sA

n + δ
+

[

x(0) −
sA

n + δ

]

exp(−(1 − α)(n + δ)t)

(see Appendix B). Expressing this solution in terms of the capital-labor ratio yields

k(t) =

{

sA

n + δ
+

[

k(0)1−α −
sA

n + δ

]

exp (− (1 − α) (n + δ) t)

}
1

1−α

.
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This solution illustrates that starting from any k(0), the equilibrium k(t) → k∗ =

(sA/(n + δ))1/(1−α), and in fact, the rate of adjustment is related to (1 − α) (n + δ). More

specifically, the gap between k(0) and the steady-state value k∗ narrows at the exponential

rate (1 − α) (n + δ). This result is intuitive: a higher α implies less diminishing returns to cap-

ital, which slows down the rate at which the marginal and average products of capital decline

as capital accumulates, and this reduces the rate of adjustment to the steady state. Similarly,

a smaller δ means less depreciation and a smaller n means slower population growth, both

of which slow down the adjustment of capital per worker and thus the rate of transitional

dynamics.

Example 2.3 (The Constant Elasticity of Substitution Production Function) The

Cobb-Douglas production function, which features an elasticity of substitution equal to 1,

is a special case of the Constant Elasticity of Substitution (CES) production function, first

introduced by Arrow et al. (1961). This production function imposes a constant elastic-

ity, σ , not necessarily equal to 1. Consider a vector-valued index of technology A(t) =
(

AH (t), AK(t), AL(t)
)

. Then the CES production function can be written as

Y (t) = F(K(t), L(t), A(t))

≡ AH (t)

[

γ
(

AK(t)K(t)
)

σ−1
σ + (1 − γ )(AL(t)L(t))

σ−1
σ

]
σ

σ−1

, (2.38)

where AH (t) > 0, AK(t) > 0 and AL(t) > 0 are three different types of technological change

that are discussed further in Section 2.7; γ ∈ (0, 1) is a distribution parameter, which deter-

mines how important labor and capital services are in determining the production of the final

good; and σ ∈ [0, ∞] is the elasticity of substitution. To verify that σ is the constant elasticity

of substitution, let us use (2.37). The ratio of the marginal product of capital to the marginal

productive labor, FK/FL, is then given by

FK

FL

=
γAK(t)

σ−1
σ K(t)−

1
σ

(1 − γ ) AL(t)
σ−1
σ L(t)−

1
σ

,

so that the elasticity of substitution is indeed given by σ , that is,

σ = −

[

∂ log(FK/FL)

∂ log(K/L)

]−1

.

The CES production function is particularly useful because it is more general and flexible than

the Cobb-Douglas form while still being tractable. As σ → 1, the CES production function

(2.38) converges to the Cobb-Douglas function

Y (t) = AH (t)(AK(t))γ (AL(t))1−γ (K(t))γ (L(t))1−γ.

As σ → ∞, the CES production function becomes linear, that is,

Y (t) = γAH (t)AK(t)K(t) + (1 − γ ) AH (t)AL(t)L(t).

Finally, as σ → 0, the CES production function converges to the Leontief production function

with no substitution between factors:

Y (t) = AH (t) min
{

γAK(t)K(t); (1 − γ ) AL(t)L(t)
}

.
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The special feature of the Leontief production function is that if γAK(t)K(t) 	=

(1 − γ ) AL(t)L(t), either capital or labor will be partially idle in the sense that a small

reduction in capital or labor will have no effect on output or factor prices. Exercise 2.23 illus-

trates a number of the properties of the CES production function, while Exercise 2.16 provides

an alternative derivation of this production function along the lines of the original article by

Arrow et al. (1961). Notice also that the CES production function with σ > 1 violates Assump-

tion 1 (see Exercise 2.24), so in the context of aggregate production functions with capital and

labor, we may take σ ≤ 1 as the benchmark.

2.6 A First Look at Sustained Growth

Can the Solow model generate sustained growth without technological progress? The answer

is yes, but only if some of the assumptions imposed so far are relaxed. The Cobb-Douglas

example (Example 2.2) already showed that when α is close to 1, the adjustment of the capital-

labor ratio back to its steady-state level can be very slow. A very slow adjustment toward a

steady state has the flavor of sustained growth rather than the economy (quickly) settling down

to a steady state. In fact, the simplest model of sustained growth essentially takes α = 1in terms

of the Cobb-Douglas production function. To construct such a model, let us relax Assumptions

1 and 2 (which do not allow α = 1), and consider the so-called AK model, where

F(K(t), L(t), A(t)) = AK(t) (2.39)

and A > 0 is a constant. The results here apply with more general constant returns to scale

production functions that relax Assumption 2, for example, with

F(K(t), L(t), A(t)) = AK(t) + BL(t). (2.40)

Nevertheless, it is simpler to illustrate the main insights with (2.39), leaving the analysis of the

case when the production function is given by (2.40) to Exercise 2.22.

Let us continue to assume that population grows at a constant rate n as before (see (2.32)).

Then combining (2.32) with the production function (2.39), the fundamental law of motion of

the capital stock becomes

k̇(t)

k(t)
= sA − δ − n.

This equation shows that when the parameters satisfy the inequality sA − δ − n > 0, there

will be sustained growth in the capital-labor ratio and thus in output per capita. This result is

summarized in the next proposition.

Proposition 2.10 Consider the Solow growth model with the production function (2.39)

and suppose that sA − δ − n > 0. Then in equilibrium there is sustained growth of output per

capita at the rate sA − δ − n. In particular, starting with a capital-labor ratio k(0) > 0, the

economy has

k(t) = exp ((sA − δ − n) t) k(0)

and

y(t) = exp ((sA − δ − n) t) Ak(0).
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FIGURE 2.10 Sustained growth with the linear AK technology with sA − δ − n > 0.

This proposition not only establishes the possibility of sustained growth but also shows

that when the aggregate production function is given by (2.39), sustained growth is achieved

without transitional dynamics. The economy always grows at a constant rate sA − δ − n,

regardless of the initial level of capital-labor ratio. Figure 2.10 shows this equilibrium dia-

grammatically.

Does the AK model provide an appealing approach to explaining sustained growth? While

its simplicity is a plus, the model has a number of unattractive features. First, it is somewhat

of a knife-edge case, which does not satisfy Assumptions 1 and 2; in particular, it requires

the production function to be ultimately linear in the capital stock. Second and relatedly, this

feature implies that as time goes by the share of national income accruing to capital will increase

toward 1 (if it is not equal to 1 to start with). The next section shows that this tendency does not

seem to be borne out by the data. Finally and most importantly, a variety of evidence suggests

that technological progress is a major (perhaps the most significant) factor in understanding the

process of economic growth. A model of sustained growth without technological progress fails

to capture this essential aspect of economic growth. Motivated by these considerations, we next

turn to the task of introducing technological progress into the baseline Solow growth model.

2.7 Solow Model with Technological Progress

2.7.1 Balanced Growth

The models analyzed so far did not feature technological progress. I now introduce changes

in A(t) to capture improvements in the technological knowhow of the economy. There is

little doubt that today human societies know how to produce many more goods and can

do so more efficiently than in the past. The productive knowledge of human society has
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FIGURE 2.11 Capital and labor share in the U.S. GDP.

progressed tremendously over the past 200 years, and even more so over the past 1,000 or

10,000 years. This suggests that an attractive way of introducing economic growth in the

framework developed so far is to allow technological progress in the form of changes in A(t).

The key question is how to model the effects of changes in A(t) on the aggregate production

function. The standard approach is to impose discipline on the form of technological progress

(and its impact on the aggregate production function) by requiring that the resulting allocations

be consistent with balanced growth, as defined by the so-called Kaldor facts (Kaldor, 1963).

Kaldor noted that while output per capita increases, the capital-output ratio, the interest rate,

and the distribution of income between capital and labor remain roughly constant. Figure 2.11,

for example, shows the evolution of the shares of capital and labor in the U.S. national income.

Throughout the book, balanced growth refers to an allocation where output grows at a constant

rate and capital-output ratio, the interest rate, and factor shares remain constant. (Clearly, three

of these four features imply the fourth.)

Figure 2.11 shows that, despite fairly large fluctuations, there is no trend in factor shares.

Moreover, a range of evidence suggests that there is no apparent trend in interest rates over

long time horizons (see, e.g., Homer and Sylla, 1991). These facts and the relative constancy

of capital-output ratios until the 1970s make many economists prefer models with balanced

growth to those without. The share of capital in national income and the capital-output ratio

are not exactly constant. For example, since the 1970s both the share of capital in national

income and the capital-output ratio may have increased, depending on how one measures

them. Nevertheless, constant factor shares and a constant capital-output ratio provide a good

approximation to reality and a very useful starting point for our models.

Also for future reference, note that in Figure 2.11 the capital share in national income

is about 1/3, while the labor share is about 2/3. This estimate ignores the share of land;

land is not a major factor of production in modern economies (though this has not been true
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historically and is not true for the less-developed economies of today). Exercise 2.11 illustrates

how incorporating land into this framework changes the analysis. Note also that this pattern

of the factor distribution of income, combined with economists’ desire to work with simple

models, often makes them choose a Cobb-Douglas aggregate production function of the form

AK1/3L2/3 as an approximation to reality (especially since it ensures that factor shares are

constant by construction). However, Theorem 2.6 below shows that Cobb-Douglas technology

is not necessary for balanced growth, and as noted in Example 2.2, the Cobb-Douglas form is

both special and restrictive.

Another major advantage of models with balanced growth is that they are much easier to

analyze than those with nonbalanced growth. Analysis is facilitated because with balanced

growth, the equations describing the law of motion of the economy can be represented by

difference or differential equations with well-defined steady states in transformed variables

(thus, balanced growth will imply k̇ = 0, except that now the definition of k is different). This

enables us to apply the tools used in the analysis of stationary models to study economies

with sustained growth. It is nonetheless important to bear in mind that in reality, growth has

many nonbalanced features. For example, the share of different sectors changes systematically

over the growth process, with agriculture shrinking and manufacturing first increasing and

then shrinking. Ultimately, we would like to develop models that combine certain balanced

features with these types of structural transformations. I return to these issues in Part VII

of the book.

2.7.2 Types of Neutral Technological Progress

What types of restrictions does balanced growth place on our models? It turns out that the

answer to this question is “quite a few.” The production function F(K(t), L(t), A(t)) is

too general to achieve balanced growth, and only some very special types of production

functions are consistent with balanced growth. To develop this point, consider an aggregate

production function F̃ and let us define different types of neutral technological progress. A

first possibility is

F̃ (K(t), L(t), A(t)) = A(t)F (K(t), L(t))

for some constant returns to scale function F . This functional form implies that the technology

term A(t) is simply a multiplicative constant in front of another (quasi-) production function

F . This type of technological progress is referred to as “Hicks-neutral” after the famous British

economist John Hicks. Figure 2.12 illustrates this form of technological progress by plotting

the isoquants of the function F̃ (K(t), L(t), A(t)), which correspond to combinations of labor

and capital for a given technology A(t) such that the level of production is constant. Hicks-

neutral technological progress, in the first panel, corresponds to a relabeling of the isoquants

(without any change in their shape).

Another alternative is to have capital-augmenting or Solow-neutral technological progress

in the form

F̃ (K(t), L(t), A(t)) = F(A(t)K(t), L(t)),

which is also referred to as “capital-augmenting progress,” because a higher A(t) is equivalent

to the economy having more capital. This type of technological progress corresponds to the

isoquants shifting inward as if the capital axis were being shrunk (since a higher A now

corresponds to a greater level of effective capital). This type of progress is shown in panel B

of Figure 2.12 for a doubling of A(t).
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FIGURE 2.12 (A) Hicks-neutral, (B) Solow-neutral, and (C) Harrod-neutral shifts in isoquants.

Finally, we can have labor-augmenting or Harrod-neutral technological progress (panel C),

named after Roy Harrod (whom we already encountered in the context of the Harrod-Domar

model):

F̃ (K(t), L(t), A(t)) = F [K(t), A(t)L(t)].

This functional form implies that an increase in technology A(t) increases output as if the

economy had more labor and thus corresponds to an inward shift of the isoquant as if the labor

axis were being shrunk. The approximate form of the shifts in the isoquants are plotted in the

third panel of Figure 2.12, again for a doubling of A(t).

Of course in practice technological change can be a mixture of these, so we could have a

vector-valued index of technology A(t) =
(

AH (t), AK(t), AL(t)
)

and a production function

that looks like

F̃ (K(t), L(t), A(t)) = AH (t)F
[

AK(t)K(t), AL(t)L(t)
]

, (2.41)

which nests the CES production function introduced in Example 2.3. Nevertheless, even (2.41)

is a restriction on the form of technological progress, since in general changes in technology,

A(t), could modify the entire production function.

Although all of these forms of technological progress look equally plausible ex ante, we

will next see that balanced growth in the long run is only possible if all technological progress

is labor-augmenting or Harrod-neutral. This result is very surprising and troubling, since there

are no compelling reasons for why technological progress should take this form. I return to a

discussion of why long-run technological change might be Harrod-neutral in Chapter 15.

2.7.3 Uzawa’s Theorem

The discussion above suggests that the key elements of balanced growth are the constancy of

factor shares and the constancy of the capital-output ratio, K(t)/Y (t). The shares of capital

and labor in national income are

αK(t) ≡
R(t)K(t)

Y (t)
and αL(t) ≡

w(t)L(t)

Y (t)
.

By Assumption 1 and Theorem 2.1, αK(t) + αL(t) = 1.
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A version of the following theorem was first proved by the leading growth theorist, Hirofumi

Uzawa (1961). The statement and the proof here build on the argument developed in the re-

cent paper by Schlicht (2006). The theorem shows that constant growth of output, capital, and

consumption combined with constant returns to scale implies that the aggregate production

function must have a representation with Harrod-neutral (purely labor-augmenting) techno-

logical progress. For simplicity and without loss of any generality, I focus on continuous-time

models.

Theorem 2.6 (Uzawa’s Theorem I) Consider a growth model with aggregate production

function

Y (t) = F̃ (K(t), L(t), Ã(t)),

where F̃ :R2
+ × A → R+ and Ã(t) ∈ A represents technology at time t (where A is an

arbitrary set, e.g., a subset ofRN for some natural number N ). Suppose that F̃ exhibits constant

returns to scale in K and L. The aggregate resource constraint is

K̇(t) = Y (t) − C(t) − δK(t).

Suppose that there is a constant growth rate of population, L(t) = exp(nt)L(0), and that

there exists T < ∞ such that for all t ≥ T , Ẏ (t)/Y (t) = gY > 0, K̇(t)/K(t) = gK > 0, and

Ċ(t)/C(t) = gC > 0. Then

1. gY = gK = gC; and

2. for any t ≥ T , there exists a function F :R2
+ →R+ homogeneous of degree 1 in its two

arguments, such that the aggregate production function can be represented as

Y (t) = F(K(t), A(t)L(t)),

where A(t) ∈R+ and

Ȧ(t)

A(t)
= g = gY − n.

Proof. (Part 1) By hypothesis for t ≥ T , we have Y (t) = exp(gY (t − T ))Y (T ), K(t) =

exp(gK(t − T ))K(T ), and L(t) = exp (n(t − T )) L(T ). Since K̇(t) = gKK(t), the aggregate

resource constraint at time t implies

(gK + δ)K(t) = Y (t) − C(t).

Dividing both sides of this equation by exp
(

gK(t − T )
)

, we obtain

(gK + δ)K(T ) = exp((gY − gK)(t − T ))Y (T ) − exp((gC − gK)(t − T ))C(T )

for all t ≥ T . Differentiating the previous equation with respect to time yields

(gY − gK) exp((gY − gK)(t − T ))Y (T ) − (gC − gK) exp((gC − gK)(t − T ))C(T ) = 0

for all t ≥ T . This equation can hold for all t if any of the following four conditions is

true: (i) gY = gK = gC, (ii) gY = gC and Y (T ) = C(T ), (iii) if gY = gK and C(T ) = 0, or

(iv) gC = gK and Y (T ) = 0. The latter three possibilities contradict, respectively, that gK > 0,

that gC > 0 (which implies C(T ) > 0 and K(T ) > 0, and hence Y (T ) > C(T )), and that
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Y (T ) > 0. Therefore (i) must apply and gY = gK = gC, as claimed in the first part of the

theorem.

(Part 2) For any t ≥ T , the aggregate production function for time T can be written as

exp
(

−gY (t − T )
)

Y (t) = F̃
[

exp
(

−gK (t − T )
)

K(t), exp (−n(t − T )) L(t), Ã(T )
]

.

Multiplying both sides by exp
(

gY (t − T )
)

and using the constant returns to scale property of

F̃ yields

Y (t) = F̃
[

exp
(

(t − T )
(

gY − gK

))

K(t), exp
(

(t − T )(gY − n)
)

L(t), Ã(T )
]

.

From part 1, gY = gK and thus for any t ≥ T ,

Y (t) = F̃
[

K(t), exp
(

(t − T )
(

gY − n
))

L(t), Ã(T )
]

. (2.42)

Since (2.42) is true for all t ≥ T and F̃ is homogeneous of degree 1 in K and L, there exists a

function F :R2
+ →R+ that is homogeneous of degree 1 such that

Y (t) = F(K(t), exp((gY − n)t)L(t)).

Rewriting this as

Y (t) = F(K(t), A(t)L(t)),

with

Ȧ(t)

A(t)
= gY − n

establishes the second part of the theorem.

A remarkable feature of this theorem is that it was stated and proved without any reference to

equilibrium behavior. The theorem only exploits the fact that the production function exhibits

constant returns to scale in K and L and that the allocation [Y (t), K(t), C(t)]∞
t=0

features

output, capital, and consumption all growing at the same constant rate after time T . Notice,

however, that the theorem holds under the hypothesis that Y (t), K(t), and C(t) exhibit constant

growth rates after some (finite) time T . A stronger result would require the same conclusions

to hold as t → ∞. Exercise 2.14 contains a generalization of Theorem 2.6 in this direction,

but also shows why some additional conditions need to be imposed in this case.

Before providing an economic intuition for Theorem 2.6, let us state a simple corollary of

this theorem, which will be useful both in the discussions below and for the intuition.

Corollary 2.3 Under the assumptions of Theorem 2.6, for all t ≥ T technological progress

can be represented as Harrod neutral (purely labor-augmenting).

In light of Theorem 2.6 and this corollary, with a slight abuse of terminology, we can say that

“technological change must be asymptotically Harrod neutral.”

Let us now return to the intuition for Uzawa’s Theorem. This theorem supposes that there

is capital accumulation, that is, gK > 0. Part 1 implies that this is possible only if output and

capital grow at the same rate. Either this growth rate is equal to the rate of population growth,

n, in which case there is no technological change (the proposition applies with gY = 0) or

the economy exhibits growth of per capita income and the capital-labor ratio (gK = gY > 0).
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The latter case creates an asymmetry between capital and labor, in the sense that capital is

accumulating faster than labor. Constancy of growth then requires technological change to

make up for this asymmetry—that is, technology should take a labor-augmenting form.

This intuition does not provide a reason for why technology should take this labor-

augmenting (Harrod-neutral) form, however. The theorem and its corollary simply state that

if technology did not take this form, an (asymptotic) allocation with constant growth rates of

output, capital and consumption (and thus balanced growth) would not be possible. At some

level, this result is distressing, since it implies that balanced growth (in fact something weaker

than balanced growth) is only possible under a very stringent assumption. Chapter 15 shows

that when technology is endogenous the same intuition also implies that technology should be

endogenously more labor-augmenting than capital-augmenting.

Notice also that Theorem 2.6 and its corollary do not state that technological change has to

be labor-augmenting all the time. Instead, technological change ought to be labor-augmenting

after time T (along the balanced growth path). This is the pattern that certain classes of

endogenous technology models will generate (see again Chapter 15 for a discussion). More

importantly, contrary to common claims in textbooks and the literature, Theorem 2.6 does

not even state that capital-augmenting (Solow-neutral) technological change is impossible as

t → ∞. It states that such technological progress is not possible if there is balanced growth

after some date T . Exercise 2.17 provides a simple example where asymptotic balanced growth

(with the conditions in Theorem 2.6 being satisfied as t → ∞) is possible in the presence of

asymptotic capital-augmenting technological progress.

It should also be emphasized that Theorem 2.6 does not require that Y (t) =

F(K(t), A(t)L(t)), but only that it has a representation of the form Y (t) = F(K(t), A(t)L(t)).

For example, if the aggregate production function is Cobb-Douglas, that is,

Y (t) = (AK(t)K(t))α(AL(t)L(t))1−α,

then both AK(t) and AL(t) could grow at constant rates while maintaining balanced growth.

However, in this Cobb-Douglas example we can define A(t) = AK(t)α/(1−α)AL(t) and the

production function can be represented as

Y (t) = K(t)α (A(t)L(t))1−α,

so that technological change is represented as purely labor-augmenting, which is what Theorem

2.6 requires. Intuitively, the differences between labor-augmenting and capital-augmenting

(and Hicks-neutral) forms of technological progress matter when the elasticity of substitution

between capital and labor is not equal to 1. In the Cobb-Douglas case, as we have seen above,

this elasticity of substitution is equal to 1; thus Harrod-neutral, Solow-neutral, and Hicks-

neutral forms of technological progress are simple transforms of one another.

Theorem 2.6 does not specify how factor prices behave. As noted at the beginning of

this section, the Kaldor facts also require constant factor shares. Since capital and output

are growing at the same rate, the rental rate of capital must be constant. Does Theorem 2.6

(combined with competitive factor markets) imply constant factor shares? Unfortunately, the

answer is not necessarily. This is related to an implicit limitation in Theorem 2.6. The theorem

states that the original production function F̃ (K(t), L(t), Ã(t)) has a representation of the

form F(K(t), A(t)L(t)) along an asymptotic path with constant growth rates. This does not

guarantee that the derivatives of F̃ and F with respect to K and L agree. Exercise 2.19 provides

an example of production function F̃ that satisfies all of the conditions of Theorem 2.6 (and

thus admits a representation of the form F(K(t), A(t)L(t)) as t → ∞), but has derivatives that

do not agree with those of F . In fact, the exercise shows that, with competitive markets, this F̃
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leads to arbitrary behavior of factor prices as t → ∞. The next theorem, however, shows that

along a balanced growth path, where factor shares are also constant over time, the derivatives

of F̃ and F must agree, and vice versa.

Theorem 2.7 (Uzawa’s Theorem II) Suppose that all hypotheses in Theorem 2.6 are

satisfied, so that F̃ :R2
+ × A →R+ has a representation of the form F(K(t), A(t)L(t)) with

A(t) ∈R+ and Ȧ(t)/A(t) = g = gY − n (for t ≥ T ). In addition, suppose that factor markets

are competitive and that for all t ≥ T , the rental rate satisfies R(t) = R∗ (or equivalently,

αK(t) = α∗
K

). Then, denoting the partial derivatives of F̃ and F with respect to their first two

arguments by F̃K , F̃L, FK , and FL, we have

F̃K(K(t), L(t), Ã(t)) = FK(K(t), A(t)L(t)) and

F̃L(K(t), L(t), Ã(t)) = A(t)FL(K(t), A(t)L(t)).

(2.43)

Moreover, if (2.43) holds and factor markets are competitive, then R(t) = R∗ (and αK(t) = α∗
K

)

for all t ≥ T .

Proof. From Theorem 2.6, gY = gK = gC = g + n. Since R(t) = R∗ for all t ≥ T , this

also implies that the wage rate satisfies w(t) =
(

Y (t) − R∗K(t)
)

/L(t) = exp (g(t − T )) w∗

(where w∗ = w(T )). Therefore we have that for all t ≥ T ,

R∗ = F̃K(K(t), L(t), Ã(t))

exp (g(t − T )) w∗ = F̃L(K(t), L(t), Ã(t)).

(2.44)

With the same argument as in the proof of Theorem 2.6, we can also write

R∗ = F̃K(exp (−(g + n) (t − T )) K(t), exp (−n(t − T )) L(t), Ã(T )),

w∗ = F̃L(exp (−(g + n)(t − T )) K(t), exp (−n(t − T )) L(t), Ã(T )).

Using the fact that F̃K and F̃L are homogeneous of degree 0 in K and L (see Theorem 2.1),

the previous two equations can be rewritten as

R∗ = F̃K(K(t), exp (g(t − T )) L(t), Ã(T )),

w∗ = F̃L(K(t), exp (g(t − T )) L(t), Ã(T )).

Comparing these to (2.44), we can conclude that for all t ≥ T ,

F̃K(K(t), exp (g(t − T )) L(t), Ã(T )) = F̃K(K(t), L(t), Ã(t)),

exp (g(t − T )) F̃L(K(t), exp (g(t − T )) L(t), Ã(T )) = F̃L(K(t), L(t), Ã(t)).

This implies that there exist functions homogeneous of degree 0, F̂1, F̂2 :R2
+ →R+, such that

F̂1(K(t), A(t)L(t)) = F̃K(K(t), L(t), Ã(t)),

A(t)F̂2(K(t), A(t)L(t)) = F̃L(K(t), L(t), Ã(t)),
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with Ȧ(t)/A(t) = g. Define F̂ :R2
+ →R+ as

F̂ (K, AL) ≡ F̂1(K, AL)K + F̂2(K, AL)AL. (2.45)

From Theorem 2.1, F̂ (K(t), A(t)L(t)) = F̃ (K(t), L(t), Ã(t)), and thus F̂ is homogeneous of

degree 1 in its two arguments and provides a representation of F̃ along the path [K(t), L(t)]∞
t=0

.

Since F̂ is homogeneous of degree 1, (2.45) implies that its partial derivatives are given by F̂1

and F̂2 and thus agree with those of F̃ , establishing (2.43).

To prove the second part of the theorem, simply note that with competitive factor markets,

we have that for t ≥ T ,

αK(t) ≡
R(t)K(t)

Y (t)

=
K(t)

Y (t)

∂F̃ (K(t), L(t), Ã(t))

∂K(t)

= α∗
K

,

where the second line uses the definition of the rental rate of capital in a competitive market,

and the third line uses (2.43) together with the fact that F is homogeneous of degree 1.

Theorem 2.7 implies that any allocation with constant growth rates for output, capital, and

consumption must be a balanced growth path (where factor shares in national income are also

constant). It also implies that balanced growth can only be generated by an aggregate production

function that features Harrod-neutral technological change.

A further intuition for Theorem 2.6 comes from Theorem 2.7. Suppose the production

function takes the special form F(AK(t)K(t), AL(t)L(t)). Theorem 2.7 implies that factor

shares must be constant as t → ∞. Thus, given constant returns to scale, balanced growth

after some time T is possible only when total capital inputs, AK(t)K(t), and total labor inputs,

AL(t)L(t), grow at the same rate; otherwise, the share of either capital or labor will not be

constant. But if total labor and capital inputs grow at the same rate, then output Y (t) must also

grow at this rate (again because of constant returns to scale). The fact that the capital-output

ratio is constant in steady state then implies that K(t) must grow at the same rate as output

and thus at the same rate as AL(t)L(t). Therefore, balanced growth is only possible if AK(t)

is constant after date T .

2.7.4 The Solow Growth Model with Technological Progress: Continuous Time

I now present an analysis of the Solow growth model with technological progress in continuous

time. The discrete-time case can be analyzed analogously, and I omit the details to avoid

repetition. Theorem 2.6 implies that when the economy is experiencing balanced growth, the

production function must have a representation of the form

Y (t) = F(K(t), A(t)L(t)),

with purely labor-augmenting technological progress. Most macroeconomic and growth analy-

ses then assume that it takes this form throughout (for all t) and that there is technological

progress at the rate g > 0, that is,
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Ȧ(t)

A(t)
= g > 0. (2.46)

Let us also start with this assumption. Suppose also that population grows at the rate n as in

(2.32). Again using the constant saving rate, capital accumulates according to the differential

equation

K̇(t) = sF (K(t), A(t)L(t)) − δK(t). (2.47)

The simplest way of analyzing this economy is to express everything in terms of a nor-

malized variable. Since “effective” or efficiency units of labor are given by A(t)L(t), and

F exhibits constant returns to scale in its two arguments, I now define k(t) as the effective

capital-labor ratio (capital divided by efficiency units of labor) so that

k(t) ≡
K(t)

A(t)L(t)
. (2.48)

Although there is a slight danger that the use of the same symbol, k(t), for capital-labor

ratio earlier and effective capital-labor ratio now might cause some confusion, the important

parallel between the roles of capital-labor ratio in the Solow model without technological

progress and of the effective capital-labor ratio with labor-augmenting technological progress

justifies this notation.

Differentiating this expression with respect to time, we obtain

k̇(t)

k(t)
=

K̇(t)

K(t)
− g − n. (2.49)

The quantity of output per unit of effective labor can be written as

ŷ(t) ≡
Y (t)

A(t)L(t)

= F

(

K(t)

A(t)L(t)
, 1

)

≡ f (k(t)).

Income per capita is y(t) ≡ Y (t)/L(t), so that

y(t) = A(t)ŷ(t) (2.50)

= A(t)f (k(t)).

It should be clear that if ŷ(t) is constant, income per capita, y(t), will grow over time, since A(t)

is growing. This highlights that in this model, and more generally in models with technological

progress, we should not look for a steady state where income per capita is constant, but

for a balanced growth path (BGP), where income per capita grows at a constant rate, while

transformed variables, such as ŷ(t) or k(t) in (2.49), remain constant. Since these transformed

variables remain constant, BGPs can be thought of as steady states of a transformed model.

Motivated by this observation, in models with technological change throughout I use the terms

“steady state” and “BGP” interchangeably. We will see that consistent with the definition in

Section 2.7.1, this BGP allocation will also feature constant capital-output ratio, interest rate,

and factor shares in national income.
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Next, substituting for K̇(t) from (2.47) into (2.49),

k̇(t)

k(t)
=

sF (K(t), A(t)L(t))

K(t)
− (δ + g + n).

Using (2.48),

k̇(t)

k(t)
=

sf (k(t))

k(t)
− (δ + g + n), (2.51)

which is very similar to the law of motion of the capital-labor ratio in the model without

technological progress (2.33). The only difference is the presence of g, which reflects the fact

that now k is no longer the capital-labor ratio, but the effective capital-labor ratio. Thus for k

to remain constant in the BGP, the capital-labor ratio needs to increase at the rate g.

An equilibrium in this model is defined similarly to before. A steady state or a BGP is,

in turn, defined as an equilibrium in which the effective capital-labor ratio k(t) is constant.

Consequently the following proposition holds (proof omitted).

Proposition 2.11 Consider the basic Solow growth model in continuous time with Harrod-

neutral technological progress at the rate g and population growth at the rate n. Suppose that

Assumptions 1 and 2 hold, and define the effective capital-labor ratio as in (2.48). Then there

exists a unique BGP where the effective capital-labor ratio is equal to k∗ ∈ (0, ∞) given by

f (k∗)

k∗
=

δ + g + n

s
. (2.52)

Per capita output and consumption grow at the rate g.

Equation (2.52), which determines the BGP (steady-state) effective capital-labor ratio,

emphasizes that now total savings, sf (k), are used for replenishing the capital stock for three

distinct reasons. The first is again depreciation at the rate δ. The second is population growth

at the rate n (which reduces capital per worker). The third is Harrod-neutral technological

progress, which reduces effective capital-labor ratio at the rate g when the capital-labor ratio

is constant. Thus the replenishment of the effective capital-labor ratio requires total investment

to be equal to (δ + g + n) k, which is the intuitive explanation for (2.52).

The comparative static results are also similar to before, with the additional comparative

static with respect to the initial level of the labor-augmenting technology, A(0) (the level of

technology at all points in time, A(t), is completely determined by A(0) given the assumption

in (2.46)).

Proposition 2.12 Suppose Assumptions 1 and 2 hold and let A(0) be the initial level of

technology. Denote the BGP level of effective capital-labor ratio by k∗(A(0), s, δ, n, g) and

the level of output per capita by y∗(A(0), s, δ, n, g, t) (the latter is a function of time, since it

is growing over time). Then

∂k∗(A(0), s, δ, n, g)

∂A(0)
= 0,

∂k∗(A(0), s, δ, n, g)

∂s
> 0,

∂k∗(A(0), s, δ, n, g)

∂n
< 0, and

∂k∗(A(0), s, δ, n, g)

∂δ
< 0,
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and also

∂y∗(A(0), s, δ, n, g, t)

∂A(0)
> 0,

∂y∗(A(0), s, δ, n, g, t)

∂s
> 0,

∂y∗(A(0), s, δ, n, g, t)

∂n
< 0, and

∂y∗(A(0), s, δ, n, g, t)

∂δ
< 0,

for each t .

Proof. See Exercise 2.25.

Finally, the transitional dynamics of the economy with technological progress are similar

to the dynamics without technological change.

Proposition 2.13 Suppose that Assumptions 1 and 2 hold. Then the BGP of the Solow

growth model with Harrod-neutral technological progress and population growth in continu-

ous time is asymptotically stable; that is, starting from any k(0) > 0, the effective capital-labor

ratio converges to the BGP value k∗ (k(t) → k∗).

Proof. See Exercise 2.26.

Therefore, with Harrod-neutral technological change, the dynamics of the equilibrium

path and the comparative statics are very similar to those in the model without technological

progress. The major difference is that now the model generates growth in output per capita, so it

can be mapped to the data more successfully. However, the disadvantage is that growth is driven

entirely exogenously. The growth rate of the economy is exactly the same as the exogenous

growth rate of the technology stock. The model specifies neither where this technology stock

comes from nor how fast it grows.

2.8 Comparative Dynamics

This section briefly undertakes some simple comparative dynamics exercises. Comparative

dynamics are different from the comparative static results in Propositions 2.3, 2.8, or 2.12 in

that the focus is now on the entire path of adjustment of the economy following a shock or a

change in parameters. The basic Solow model is particularly well suited to such an analysis

because of its simplicity. These exercises are also useful because the basic Solow model and

its neoclassical cousin are often used for analysis of policy changes, medium-run shocks, and

business cycle dynamics, so an understanding of how the basic model responds to various

shocks is useful in a range of applications.

Recall that the law of motion of the effective capital-labor ratio in the continuous-time

Solow model is given by (2.51), that is, k̇(t)/k(t) = sf (k(t))/k(t) − (δ + g + n). The right-

hand side of this equation is plotted in Figure 2.13. The intersection with the horizontal axis

gives the unique BGP, with effective capital-labor ratio k∗. This figure is sufficient for the

analysis of comparative dynamics. Consider, for example, a one-time, unanticipated, perma-

nent increase in the saving rate from s to s′. This shifts the curve to the right as shown by the

dashed line, with a new intersection with the horizontal axis at k∗∗. The dashed arrows under

the horizontal axis show how the effective capital-labor ratio adjusts gradually to the new BGP

effective capital-labor ratio, k∗∗. Immediately after the increase in the saving rate is realized, the

capital stock and the effective capital-labor ratio remain unchanged (since they are state vari-

ables). After this point, k follows the dashed arrows and converges monotonically to k∗∗. The
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FIGURE 2.13 Dynamics following an increase in the saving rate from s to s′. The solid arrows show

the dynamics for the initial steady state, while the dashed arrows show the dynamics for the new steady

state.

comparative dynamics following a one-time, unanticipated, permanent decrease in δ or n are

identical.

The same diagrammatic analysis can be used for studying the effect of an unanticipated but

transitory change in parameters. For example, imagine that s changes in an unanticipated

manner at t = t ′, but this change will be reversed and the saving rate will return back to its

original value at some known future date t ′′ > t ′. In this case, starting at t ′, the economy follows

the dashed arrows until t ′. After t ′′, the original steady state of the differential equation applies

and together with this, the solid arrows above the horizontal axis become effective. Thus from

t ′′ onward, the economy gradually returns back to its original balanced growth equilibrium, k∗.

We will see that similar comparative dynamics can be carried out in the neoclassical growth

model as well, but the response of the economy to some of these changes will be more complex.

2.9 Taking Stock

What have we learned from the Solow model? At some level, a lot. We now have a simple

and tractable framework that allows us to study capital accumulation and the implications of

technological progress. As we will see in the next chapter, this framework is already quite

useful in helping us think about the data.

However, at another level, we have learned relatively little. The questions that Chapter 1

posed are related to why some countries are rich while others are poor, why some countries

grow while others stagnate, and why the world economy embarked upon the process of steady

growth over the past few centuries. The Solow model shows us that if there is no technological
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progress, and as long as we are not in the AK world ruled out by Assumption 2, there will be

no sustained growth. In this case, we can talk about cross-country output differences but not

about growth of countries or of the world economy.

The Solow model generates per capita output growth only by introducing exogenous tech-

nological progress. But in this case, everything is driven by technological progress, and tech-

nological progress itself is exogenous, just a black box, outside the model and outside the

influence of economic incentives. If technological progress is “where it’s at,” then we have to

study and understand which factors generate technological progress, what makes some firms

and societies invent better technologies, and what induces firms and societies to adopt and use

these superior technologies.

Even on the question of capital accumulation, the Solow model is not entirely satisfactory.

The rate of capital accumulation is determined by the saving rate, the depreciation rate, and

the rate of population growth. All these rates are taken as exogenous.

In this light, the Solow growth model is most useful as a framework for laying out the general

issues and questions. It emphasizes that to understand growth, we have to understand physical

capital accumulation (and human capital accumulation, which is discussed in the next chapter)

and perhaps most importantly, technological progress. All of these are black boxes in the Solow

growth model. Therefore, much of the rest of the book will be about digging deeper, trying to

uncover what lies in these black boxes. I start by introducing consumer optimization in Chapter

8, which enables a more systematic study of capital accumulation. Then I turn to models in

which human capital accumulation and technological progress are endogenous. A model in

which the rate of accumulation of factors of production and technology are endogenous gives us

a framework for posing and answering questions related to the fundamental causes of economic

growth.

Nevertheless, even in its bare-bones form, the Solow model is useful in helping us think

about the world and bringing useful perspectives, especially related to the proximate causes of

economic growth. This is the topic of the next chapter.

2.10 References and Literature

The model analyzed in this chapter was first developed in Solow (1956) and Swan (1956).

Solow (1970) gives a nice and accessible treatment, with historical references. Barro and Sala-

i-Martin’s (2004, Chapter 1) textbook presents a more up-to-date treatment of the basic Solow

model at the graduate level, while Jones (1998, Chapter 2) presents an excellent undergraduate

treatment.

The treatment in the chapter made frequent references to basic consumer and general

equilibrium theory. These are prerequisites for an adequate understanding of the theory of

economic growth. Some of the important results from dynamic general equilibrium theory are

discussed in Chapter 5. Mas-Colell, Whinston, and Green’s (1995) graduate microeconomics

textbook contains an excellent treatment of most of the necessary material, including producer

theory and an accessible presentation of the basic notions of general equilibrium theory,

including a discussion of Arrow securities and the definition of Arrow-Debreu commodities.

Properties of homogeneous functions and Euler’s Theorem can be found, for example, in

Simon and Blume (1994, Chapter 20). The reader should be familiar with the Implicit Function

Theorem and properties of concave and convex functions, which are used throughout the book.

A review is given in Appendix A.
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Appendix B provides an overview of solutions to differential and difference equations and

a discussion of stability. Theorems 2.2, 2.3, 2.4, and 2.5 follow from the results presented

there. In addition, the reader may want to consult Boyce and DiPrima (1977), Luenberger

(1979), or Simon and Blume (1994) for various results on difference and differential equations.

Knowledge of solutions to simple differential equations and stability properties of difference

and differential equations at the level of Appendix B is assumed in the text. In addition, the

material in Luenberger (1979) is particularly useful, since it contains a unified treatment of

difference and differential equations. Galor (2005) gives an introduction to difference equations

and discrete-time dynamical systems for economists.

The golden rule saving rate was introduced by Edmund Phelps (1966). It is called the

“golden rule” rate with reference to the biblical golden rule “do unto others as you would

have them do unto you” applied in an intergenerational setting—that is, presuming that those

living and consuming at each different date form a different generation. While the golden rule

saving rate is of historical interest and is useful for discussions of dynamic efficiency, it has

no intrinsic optimality property, since it is not derived from well-defined preferences. Optimal

savings are discussed in greater detail in Chapter 8.

The balanced growth facts were first noted by Kaldor (1963). Figure 2.11 uses data from

Piketty and Saez (2003). Homer and Sylla (1991) discuss the history of interest rates over

many centuries and across different societies; they show that there is no notable upward or

downward trend in interest rate. Nevertheless, not all aspects of the economic growth process

are balanced, and the nonbalanced nature of growth is discussed in detail in Part VII of the

book, which also contains references to changes in the sectoral composition of output in the

course of the growth process.

A simpler version of Theorem 2.6 was first proved by Uzawa (1961). There are various

different proofs in the literature, though many are not fully rigorous. The proof given here

is adapted from Schlicht (2006), which is also discussed in Jones and Scrimgeour (2006).

A similar proof also appears in Wan (1971). Barro and Sala-i-Martin (2004, Chapter 1) also

suggest a proof. Nevertheless, their argument is incomplete, since it assumes that technological

change must be a combination of Harrod- and Solow-neutral technological change, which is

rather restrictive and is not necessary for the proof. The theorem and the proof provided here

are therefore more general and complete. There are also a variety of misconceptions about the

implications of Theorem 2.6. Many textbooks claim that this theorem rules out (asymptotic)

capital-augmenting technological progress (unless the production function is Cobb-Douglas).

Exercise 2.17 shows that this claim is not true and balanced growth is possible even with

asymptotic capital-augmenting technological progress (with non–Cobb-Douglas production

functions). Theorem 2.6 holds when balanced growth applies after some finite time T or

under additional conditions, as discussed in Exercise 2.14. Moreover, it is also important

to emphasize, as I did in the text, that Theorem 2.6 only provides a representation for a

particular path of capital and labor. Consequently, this representation cannot always be used for

equilibrium analysis (or for pricing capital and labor), as shown by Exercise 2.19. Theorem 2.7

was provided as a way of overcoming this difficulty. I am not aware of other results analogous

to Theorem 2.7 in the literature.

As noted in the text, the CES production function was first introduced by Arrow et al.

(1961). This production function plays an important role in many applied macroeconomic and

economic growth models. The Inada conditions introduced in Assumption 2 are from Inada

(1963).

Finally, the interested reader should look at the paper by Hakenes and Irmen (2006) for

why Inada conditions can introduce an additional equilibrium path (other than the no-activity

equilibrium) at k = 0 in continuous time even when f (0) = 0. Here it suffices to say that
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whether this steady state exists is a matter of the order in which limits are taken. In any case, as

noted in the text, the steady state at k = 0 has no economic content and is ignored throughout

the book.

2.11 Exercises

2.1 Show that competitive labor markets and Assumption 1 imply that the wage rate must be strictly

positive and thus (2.4) implies (2.3).

2.2 Prove that Assumption 1 implies that F(A, K, L) is concave in K and L but not strictly so.

2.3 Show that when F exhibits constant returns to scale and factor markets are competitive, the

maximization problem in (2.5) either has no solution (the firm can make infinite profits), a unique

solution K = L = 0, or a continuum of solutions (i.e., any (K, L) with K/L = κ for some κ > 0

is a solution).

2.4 Consider the Solow growth model in continuous time with the following per capita production

function:

f (k) = k4 − 6k3 + 11k2 − 6k.

(a) Which parts of Assumptions 1 and 2 does the underlying production function F(K, L)

violate?

(b) Show that with this production function, there exist three steady-state equilibria.

(c) Prove that two of these steady-state equilibria are locally stable, while one of them is locally

unstable. Can any of these steady-state equilibria be globally stable?

2.5 Prove Proposition 2.7.

2.6 Prove Proposition 2.8.

2.7 Let us introduce government spending in the basic Solow model. Consider the basic model without

technological change and suppose that (2.9) takes the form

Y (t) = C(t) + I (t) + G(t),

with G(t) denoting government spending at time t . Imagine that government spending is given

by G(t) = σY (t).

(a) Discuss how the relationship between income and consumption should be changed. Is it

reasonable to assume that C(t) = sY (t)?

(b) Suppose that government spending partly comes out of private consumption, so that C(t) =

(s − λσ)Y (t), where λ ∈ [0, 1]. What is the effect of higher government spending (in the

form of higher σ ) on the equilibrium of the Solow model?

(c) Now suppose that a fraction φ of G(t) is invested in the capital stock, so that total investment

at time t is given by

I (t) = (1 − s − (1 − λ) σ + φσ) Y (t).

Show that if φ is sufficiently high, the steady-state level of capital-labor ratio will increase

as a result of higher government spending (corresponding to higher σ ). Is this reasonable?

How would you alternatively introduce public investments in this model?

2.8 Suppose that F(K, L, A) is concave in K and L (though not necessarily strictly so) and satisfies

Assumption 2. Prove Propositions 2.2 and 2.5. How do we need to modify Proposition 2.6?
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2.9 Prove Proposition 2.6.

2.10 Prove Corollary 2.2.

2.11 Consider a modified version of the continuous-time Solow growth model where the aggregate

production function is

F(K, L, Z) = LβKαZ1−α−β,

where Z is land, available in fixed inelastic supply. Assume that α + β < 1, capital depreciates

at the rate δ, and there is an exogenous saving rate of s.

(a) First suppose that there is no population growth. Find the steady-state capital-labor ratio in

the steady-state output level. Prove that the steady state is unique and globally stable.

(b) Now suppose that there is population growth at the rate n, that is, L̇/L = n. What happens to

the capital-labor ratio and output level as t → ∞? What happens to returns to land and the

wage rate as t → ∞?

(c) Would you expect the population growth rate n or the saving rate s to change over time in

this economy? If so, how?

2.12 Consider the continuous-time Solow model without technological progress and with constant rate

of population growth equal to n. Suppose that the production function satisfies Assumptions 1 and

2. Assume that capital is owned by capitalists and labor is supplied by a different set of agents,

the workers. Following a suggestion by Kaldor (1957), suppose that capitalists save a fraction sK
of their income, while workers consume all of their income.

(a) Define and characterize the steady-state equilibrium of this economy and study its stability.

(b) What is the relationship between the steady-state capital-labor ratio k∗ and the golden rule

capital stock k∗
gold

defined in Section 2.2.3?

2.13 Let us now make the opposite assumption of Exercise 2.12 and suppose that there is a constant

saving rate s ∈ (0, 1) out of labor income and no savings out of capital income. Suppose that

the aggregate production function satisfies Assumptions 1 and 2. Show that in this case multiple

steady-state equilibria are possible.

* 2.14 In this exercise, you are asked to generalize Theorem 2.6 to a situation in which, rather than

Ẏ (t)/Y (t) = gY > 0, K̇(t)/K(t) = gK > 0, and Ċ(t)/C(t) = gC > 0

for all t ≥ T with T < ∞, we have

Ẏ (t)/Y (t) → gY > 0, K̇(t)/K(t) → gK > 0, andĊ(t)/C(t) → gC > 0.

(a) Show, by constructing a counterexample, that Part 1 of Theorem 2.6 is no longer correct with-

out further conditions. [Hint: consider gc < gk = gy.] What conditions need to be imposed

to ensure that these limiting growth rates are equal to one another?

(b) Now suppose that Part 1 of Theorem 2.6 has been established (in particular, gY = gK). Show

that the equivalent of the steps in the proof of the theorem imply that for any T and t ≥ T ,

we have

exp

(

−

∫ t

T

gY (s)ds

)

Y (t)

= F̃

[

exp

(

−

∫ t

T

gK(s)ds

)

K(t), exp (−n(t − T )) L(t), Ã(T )

]

,
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where gY (t) ≡ Ẏ (t)/Y (t), and gK(t) and gC(t) are defined similarly. Then show that

Y (t) = F̃

[

exp

(∫ t

T

(

gY (s) − gK(s)
)

ds

)

K(t), exp

(∫ t

T

(

gY (s) − n
)

ds

)

L(t), Ã(T )

]

.

Next observe that for any εT > 0, there exists T < ∞, such that
∣

∣gY (t) − gY

∣

∣ < εT /2 and
∣

∣gK(t) − gY

∣

∣ < εT /2 (from the hypotheses that Ẏ (t)/Y (t) → gY > 0 and K̇(t)/K(t) →

gK > 0). Consider a sequence (or net; see Appendix A)
{

εT

}

→ 0, which naturally cor-

responds to T → ∞ in the above definition. Take t = ξT for some ξ > 1, and show that Part

2 of Theorem 2.6 holds if εT T → 0 (as T → ∞). Using this argument, show that if both

gY (t) and gK(t) converge to gY and gK at a rate strictly faster than 1/t , the asymptotic pro-

duction function has a representation of the form F(K(t), A(t)L(t)), but that this conclusion

does not hold if either gY (t) or gK(t) converges at a slower rate. [Hint: here an asymptotic

representation means that limt→∞ F̃ /F = 1.]

2.15 Recall the definition of the elasticity of substitution σ in (2.37). Suppose labor markets are

competitive and the wage rate is equal to w. Prove that if the aggregate production function

F(K, L, A) exhibits constant returns to scale in K and L, then

εy,w ≡
∂y/∂w

y/w
= σ,

where, as usual, y ≡ F(K, L, A)/L.

* 2.16 In this exercise you are asked to derive the CES production function (2.38) following the method

in the original article by Arrow et al. (1961). These authors noted that a good empirical approx-

imation to the relationship between income per capita and the wage rate was provided by an

equation of the form

y = αwσ ,

where y = f (k) is again output per capita and w is the wage rate. With competitive markets, recall

that w = f (k) − kf ′(k). Thus the above equation can be written as

y = α(y − ky′)σ,

where y = y(k) ≡ f (k) and y′ denotes f ′(k). This is a nonlinear first-order differential equation.

(a) Using separation of variables (see Appendix B), show that the solution to this equation

satisfies

y(k) =
(

α−1/σ + c0k
σ−1
σ

)
σ

σ−1
,

where c0 is a constant of integration.

(b) Explain how you would put more structure on α and c0 and derive the exact form of the CES

production function in (2.38).

2.17 Consider the Solow growth model with constant saving rate s and depreciation rate of capital

equal to δ. Assume that population is constant and the aggregate production function is given by

the constant returns to scale production function

F(AK(t)K(t), AL(t)L(t)),

where ȦL(t)/AL(t) = gL > 0 and ȦK(t)/AK(t) = gK > 0.

(a) Suppose that F is Cobb-Douglas. Determine the BGP growth rate and the adjustment of the

economy to the steady state.
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(b) Suppose that F is not Cobb-Douglas (even asymptotically). Prove that there cannot exist

T < ∞ such that the economy is on a BGP for all t ≥ T . Explain why.

* 2.18 Consider the environment in Exercise 2.17. Suppose that F takes a CES form as in (2.38) with

the elasticity of substitution between capital and labor σ < 1, gK > gL, and there is a constant

saving rate s. Show that as t → ∞, the economy converges to a BGP where the share of labor

in national income is equal to 1 and capital, output, and consumption all grow at the rate gL.

In light of this result, discuss the claim in the literature that capital-augmenting technological

change is inconsistent with balanced growth. Why is the claim in the literature incorrect? Relate

your answer to Exercise 2.14.

* 2.19 In the context of Theorem 2.6, consider the production function

F̃ (K(t), L(t), Ã(t)) = K(t)Ã(t)L(t)1−Ã(t),

where Ã(t) :R+ → (0, 1) is an arbitrary function of time, representing technology.

(a) Show that when K(t) = exp(nt) and L(t) = exp(nt) for n ≥ 0, the conditions of Theorem

2.6 are satisfied and F̃ has a representation of the form F(K(t), A(t)L(t)). Determine a class

of functions that provide such a representation.

(b) Show that the derivatives of F̃ and F are not equal.

(c) Suppose that factor markets are competitive. Show that while capital, output, and consump-

tion grow at a constant rate, the capital share in national income behaves in an arbitrary

fashion. [Hint: consider, for example, Ã(t) = (2 + sin(t))/4.]

2.20 Consider the Solow model with noncompetitive labor markets. In particular, suppose that there is

no population growth and no technological progress and output is given by F(K, L). The saving

rate is equal to s and the depreciation rate is given by δ.

(a) First suppose that there is a minimum wage w̄, such that workers are not allowed to be paid

less than w̄. If labor demand at this wage falls short of L, employment is equal to the amount

of labor demanded by firms, Ld (and the unemployed do not contribute to production and earn

zero). Assume that w̄ > f (k∗) − k∗f ′
(

k∗
)

, where k∗ is the steady-state capital-labor ratio

of the basic Solow model given by f (k∗)/k∗ = δ/s. Characterize the dynamic equilibrium

path of this economy starting with some amount of physical capital K(0) > 0.

(b) Next consider a different form of labor market imperfection, whereby workers receive a

fraction λ > 0 of output of their employer as their wage income. Characterize a dynamic

equilibrium path in this case. [Hint: recall that the saving rate is still equal to s.]

2.21 Consider the discrete-time Solow growth model with constant population growth at the rate n, no

technological change, and full depreciation (i.e., δ = 1). Assume that the saving rate is a function

of the capital-labor ratio and is thus given by s(k).

(a) Suppose that f (k) = Ak and s(k) = s0k
−1 − 1. Show that if A + δ − n = 2, then for any

k(0) ∈ (0, As0/(1 + n)), the economy immediately settles into an asymptotic cycle and

continuously fluctuates between k(0) and As0/(1 + n) − k(0). (Suppose that k(0) and the

parameters are given such that s(k) ∈ (0, 1) for both k = k(0) and k = As0/(1+ n) − k(0).)

(b) Now consider the more general continuous production function f (k) and saving function

s(k), such that there exist k1, k2 ∈R+ with k1 	= k2 and

k2 =
s(k1)f (k1) + (1 − δ) k1

1 + n
,

k1 =
s(k2)f (k2) + (1 − δ) k2

1 + n
.
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Show that when such
(

k1, k2

)

exist, there may also exist a stable steady state.

(c) Prove that such cycles are not possible in the continuous-time Solow growth model for any

(possibly non-neoclassical) continuous production function f (k) and continuous s(k). [Hint:

consider the equivalent of Figure 2.9.]

(d) What does the result in parts a–c imply for the approximations of discrete time by continuous

time suggested in Section 2.4?

(e) In light of your answer to part d, what do you think of the cycles in parts a and b?

(f ) Show that if f (k) is nondecreasing in k and s(k) = k, cycles as in parts a and b are not possible

in discrete time either.

2.22 Characterize the asymptotic equilibrium of the modified Solow/AK model mentioned in Sec-

tion 2.6, with a constant saving rate s, depreciation rate δ, no population growth, and an aggregate

production function of the form

F(K(t), L(t)) = AKK(t) + ALL(t).

2.23 Consider the basic Solow growth model with a constant saving rate s, constant population growth

at the rate n, and no technological change, and suppose that the aggregate production function

takes the CES form in (2.38).

(a) Suppose that σ > 1. Show that in this case equilibrium behavior can be similar to that in

Exercise 2.22 with sustained growth in the long run. Interpret this result.

(b) Now suppose that σ → 0, so that the production function becomes Leontief:

Y (t) = min
{

γAK(t)K(t); (1 − γ ) AL(t)L(t)
}

.

The model is then identical to the classical Harrod-Domar growth model developed by Roy

Harrod and Evsey Domar (Harrod, 1939; Domar, 1946). Show that in this case there is

typically no steady-state equilibrium with full employment and no idle capital. What happens

to factor prices in these cases? Explain why this case is pathological, giving at least two

reasons for why we may expect equilibria with idle capital or idle labor not to apply in

practice.

2.24 Show that the CES production function (2.38) violates Assumption 2 unless σ = 1.

2.25 Prove Proposition 2.12.

2.26 Prove Proposition 2.13.

2.27 In this exercise, we work through an alternative conception of technology, which will be useful in

the next chapter. Consider the basic Solow model in continuous time and suppose that A(t) = A,

so that there is no technological progress of the usual kind. However, assume that the relationship

between investment and capital accumulation is modified to

K̇(t) = q(t)I (t) − δK(t),

where
[

q(t)
]∞

t=0
is an exogenously given time-varying path (function). Intuitively, when q(t)

is high, the same investment expenditure translates into a greater increase in the capital stock.
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Therefore we can think of q(t) as the inverse of the relative price of machinery to output. When

q(t) is high, machinery is relatively cheaper. Gordon (1990) documented that the relative prices

of durable machinery have been declining relative to output throughout the postwar era. This

decline is quite plausible, especially given recent experience with the decline in the relative price

of computer hardware and software. Thus we may want to suppose that q̇(t) > 0. This exercise

asks you to work through a model with this feature based on Greenwood, Hercowitz, and Krusell

(1997).

(a) Suppose that q̇(t)/q(t) = γK > 0. Show that for a general production function, F(K, L),

there exists no BGP.

(b) Now suppose that the production function is Cobb-Douglas, F(K, L) = KαL1−α, and char-

acterize the unique BGP.

(c) Show that this steady-state equilibrium does not satisfy the Kaldor fact of constant K/Y . Is

this discrepancy a problem? [Hint: how is K measured in practice? How is it measured in

this model?]



3

The Solow Model

and the Data

I
n this chapter, we see how the Solow model or its simple extensions can be used to interpret

both economic growth over time and cross-country output differences. The focus is on

proximate causes of economic growth, that is, on such factors as investment or capital

accumulation highlighted by the basic Solow model, as well as technology and human capital

differences. What lies underneath these proximate causes is the topic of the next chapter.

There are multiple ways of using the basic Solow model to look at the data. I start with the

growth accounting framework, which is most commonly applied for decomposing the sources

of growth over time. After briefly discussing the theory of growth accounting and some of its

uses, I discuss applications of the Solow model to cross-country output and growth differences.

In this context, I also introduce the augmented Solow model with human capital and show how

various different regression-based approaches can be motivated from this framework. Finally, I

illustrate how the growth accounting framework can be modified to a development accounting

framework to form another bridge between the Solow model and the data. A constant theme that

emerges from many of these approaches concerns the importance of productivity differences

over time and across countries. The chapter ends with a brief discussion of various other

approaches to estimating cross-country productivity differences.

3.1 Growth Accounting

As discussed in the previous chapter, at the center of the Solow model is the aggregate

production function, (2.1), which I rewrite here in its general form:

Y (t) = F(K(t), L(t), A(t)). (3.1)

Another major contribution of Bob Solow to the study of economic growth was the observation

that this production function, combined with competitive factor markets, also gives us a

framework for accounting for the sources of economic growth. In particular, Solow (1957)

developed what has become one of the most common tools in macroeconomics, the growth

accounting framework.

For our purposes, it is sufficient to expose the simplest version of this framework. Con-

sider a continuous-time economy, and suppose that the production function (3.1) satisfies

77
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Assumptions 1 and 2 from Chapter 2. Differentiating with respect to time, dropping time de-

pendence, and denoting the partial derivatives of F with respect to its arguments by FA, FK ,

and FL, we obtain

Ẏ

Y
=

FAA

Y

Ȧ

A
+

FKK

Y

K̇

K
+

FLL

Y

L̇

L
. (3.2)

Now denote the growth rates of output, capital stock, and labor by g ≡ Ẏ /Y , gK ≡ K̇/K and

gL ≡ L̇/L, respectively, and also define

x ≡
FAA

Y

Ȧ

A

as the contribution of technology to growth. Defining εk ≡ FKK/Y and εl ≡ FLL/Y as the

elasticities of output with respect to capital and labor, respectively (see also equation (3.9)),

(3.2) implies

x = g − εkgK − εlgL.

This equation is no more than an identity. However, with competitive factor markets, it becomes

useful for estimating the role of technological progress and economic growth. In particular,

factor prices in competitive markets are given by w = FL and R = FK (equations (2.6) and

(2.7) from the previous chapter), so that the elasticities εk and εl correspond to the factor shares

αK ≡ RK/Y and αL ≡ wL/Y . Putting all these together, we have

x = g − αKgK − αLgL. (3.3)

Equation (3.3) is the fundamental growth accounting equation, which can be used to estimate

the contribution of technological progress to economic growth using data on factor shares,

output growth, labor force growth, and capital stock growth. The contribution from technolog-

ical progress, x, is typically referred to as “total factor productivity” (TFP) or sometimes as

“multi-factor productivity.”

In particular, denoting an estimate by a hat “^”, the estimate of TFP growth at time t is

x̂(t) = g(t) − αK(t)gK(t) − αL(t)gL(t). (3.4)

I put the hat only on x, but one may want to take into account that all terms on the right-hand

side are also estimates obtained with a range of assumptions from national accounts and other

data sources.

In continuous time, (3.4) is exact, because it is defined in terms of instantaneous changes

(derivatives). In practice, we look at changes over discrete time intervals, for example, over a

year (or sometimes with better data, over a quarter or a month). With discrete time intervals,

there is a potential problem in using (3.4); over the time horizon in question, factor shares can

change: should we use beginning-of-period or end-of-period values of αK and αL? It can be

shown that the use of either beginning-of-period or end-of-period values might lead to biased

estimates of the contribution of TFP to output growth, x̂. Such a bias is particularly likely when

the distance between the two time periods is large (see Exercise 3.1). The best way of avoiding

such biases is to use data that are as high-frequency as possible.

For now, taking the available data as given, let us look at how one could use the growth

accounting framework with data over discrete intervals. The most common way of dealing

with the problems pointed out above is to use factor shares calculated as the average of the
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beginning-of-period and end-of-period values. Therefore in discrete time, for a change between

times t and t + 1, the analogue of (3.4) becomes

x̂t+1,t = gt+1,t − ᾱK,t+1,tgK,t+1,t − ᾱL,t+1,tgL,t+1,t, (3.5)

where gt,t+1 is the growth rate of output between t and t + 1, other growth rates are defined

analogously, and

ᾱK,t+1,t ≡
αK(t) + αK(t + 1)

2
and ᾱL,t+1,t ≡

αL(t) + αL(t + 1)

2

are average factor shares between t and t + 1. Equation (3.5) would be a fairly good approx-

imation to (3.4) when the difference between t and t + 1 is small and the capital-labor ratio

does not change much during this time interval.

Solow’s (1957) article not only developed this growth accounting framework but also

applied it to U.S. data for a preliminary assessment of the sources of growth during the early

twentieth century. The question Bob Solow asked was: how much of the growth of the U.S.

economy can be attributed to increased labor and capital inputs and how much of it is due to

the residual, technological progress? Solow’s conclusion was quite striking: a large part of the

growth was due to technological progress. This has been a landmark finding, emphasizing the

importance of technological progress as the driver of economic growth not only in theory but

also in practice. It focused the attention of economists on sources of technology differences

over time and across nations, industries, and firms.

From early days, however, it was recognized that calculating the contribution of technolog-

ical progress to economic growth in this manner has a number of pitfalls. Moses Abramovitz

(1957) famously dubbed the x̂ term “the measure of our ignorance”—after all, it was the resid-

ual we could not explain and decided to call “technology.” In its extreme form, this criticism is

unfair, since x̂ does correspond to technology according to (3.4); thus the growth accounting

framework is an example of using theory to inform measurement. Yet at another level, the

criticism has validity. If we underestimate the growth rates of labor and capital inputs, gL and

gK , we will arrive at inflated estimates of x̂. And in fact there are good reasons for suspect-

ing that Solow’s estimates and even the higher quality estimates that came later may be mis-

measuring the growth of inputs. The most obvious reason for this error is that what matters is

not labor hours, but effective labor hours, so it is important—though difficult—to make adjust-

ments for changes in the human capital of workers. I discuss issues related to human capital

in Section 3.3 and in greater detail in Chapter 10. Similarly, measurement of capital inputs

is not straightforward. In the theoretical model, capital corresponds to the final good used as

input to produce more goods. But in practice, capital comprises equipment (machinery) as

well as structures (buildings). In measuring the amount of capital used in production one has

to make assumptions about how relative prices of different types of equipment change over

time. The typical approach, adopted for a long time in national accounts and also naturally

in applications of the growth accounting framework, is to use capital expenditures. However,

if the same machines are cheaper today than they were in the past (e.g., as has been the case

for computers), then this methodology would underestimate gK (recall Exercise 2.27 in the

previous chapter). Therefore, when applying (3.4), underestimates of gL and gK will nat-

urally inflate the estimates of the role of technology as a source of economic growth. Finally,

changes in relative prices and the quality of products may also lead to the mismeasurement of

the growth rate of output, g. If g is underestimated, then there will be a countervailing force

toward underestimating x̂.



80 . Chapter 3 The Solow Model and the Data

There is still an active debate on how to adjust for the changes in the quality of labor

and capital inputs to arrive at the best estimate of technology. Dale Jorgensen, for example,

has shown that the residual technology estimates can be reduced very substantially (perhaps

almost to zero) by making adjustments for changes in the quality of labor and capital (see, e.g.,

Jorgensen, Gollop, and Fraumeni, 1987; Jorgensen, 2005). These issues also become relevant

when we attempt to decompose the sources of cross-country output differences. Before doing

this, let us look at applications of the Solow model to data using regression analysis.

3.2 The Solow Model and Regression Analyses

Another popular approach of taking the Solow model to data is to use growth regressions, which

involve estimating regression models with country growth rates on the left-hand side. These

growth regressions have been used extensively following the work by Barro (1991). To see

how these regressions are motivated and what their shortcomings are, let us return to the basic

Solow model with constant population growth and labor-augmenting technological change

in continuous time. Recall that, in this model, the equilibrium is described by the following

equations:

y(t) = A(t)f (k(t)), (3.6)

and

k̇(t)

k(t)
=

sf (k(t))

k(t)
− (δ + g + n), (3.7)

where A(t) is the labor-augmenting (Harrod-neutral) technology term, k(t) ≡ K(t)/

(A(t)L(t)) is the effective capital-labor ratio, and f (.) is the per capita production function.

Equation (3.7) repeats (2.51) from the previous chapter. Differentiating (3.6) with respect to

time and dividing both sides by y(t) yields

ẏ(t)

y(t)
= g + εk(k(t))

k̇(t)

k(t)
, (3.8)

where

εk(k(t)) ≡
f ′(k(t))k(t)

f (k(t))
∈ (0, 1) (3.9)

is the elasticity of the f (.) function. The fact that it is between 0 and 1 follows from Assumption

1. For example, with the Cobb-Douglas technology from Example 2.1 in the previous chapter,

εk(k(t)) = α (i.e., it is a constant independent of k(t); see Example 3.1). However, generally,

this elasticity is a function of k(t).

Now let us consider a first-order Taylor expansion of (3.7) with respect to log k(t) around

the steady-state value k∗ (using Theorem A.22 in Appendix A and ∂y/∂ log x ≡ (∂y/∂x) . x).

This expansion implies that for k(t) in the neighborhood of k∗, we have

k̇(t)

k(t)
≈

(

sf (k∗)

k∗
− δ − g − n

)

+

(

f ′(k∗)k∗

f (k∗)
− 1

)

s
f (k∗)

k∗

(

log k(t) − log k∗
)

≈
(

εk(k
∗) − 1

)

(δ + g + n) (log k(t) − log k∗).
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The use of the symbol ≈ here is to emphasize that this is an approximation ignoring second-

order terms. In particular, the first line follows simply by differentiating k̇(t)/k(t) with respect

to log k(t) and evaluating the derivatives at k∗ (and ignoring second-order terms). The second

line uses the fact that the first term in the first line is equal to zero by the definition of the steady-

state value k∗ (recall that from (2.52) in the previous chapter, sf (k∗)/k∗ = δ + g + n) and the

definition of the elasticity of the f function, εk(k(t)). Now substituting this approximation into

(3.8), we have

ẏ(t)

y(t)
≈ g − εk(k

∗)(1 − εk(k
∗)) (δ + g + n) (log k(t) − log k∗).

Let us define y∗(t) ≡ A(t)f (k∗) as the steady-state level of output per capita, that is, the level

of per capita output that would apply if the effective capital-labor ratio were at its steady-state

value and technology were at its time t level. A first-order Taylor expansion of log y(t) with

respect to log k(t) around log k∗(t) then gives

log y(t) − log y∗(t) ≈ εk(k
∗)(log k(t) − log k∗).

Combining this with the previous equation yields the following convergence equation:

ẏ(t)

y(t)
≈ g − (1 − εk(k

∗))(δ + g + n)(log y(t) − log y∗(t)). (3.10)

Equation (3.10) makes it clear that, in the Solow model, there are two sources of growth in

output per capita: the first is g, the rate of technological progress, and the second is convergence.

The latter is a consequence of the impact of the gap between the current level of output per

capita and the steady-state level of output per capita on the rate of capital accumulation (recall

that 0 < εk(k
∗) < 1). Intuitively, the further below its steady-state capital-labor ratio a country

is, the faster it will grow. This pattern is already visible in Figure 2.7 in the previous chapter.

Another noteworthy feature is that the speed of convergence in (3.10), measured by the

term
(

1 − εk(k
∗)

)

(δ + g + n) multiplying the gap between log y(t) and log y∗(t), depends

on δ + g + n and on the elasticity of the production function, εk(k
∗). Both of these terms

capture intuitive effects. As discussed in the previous chapter, the term δ + g + n determines

the rate at which the effective capital-labor ratio needs to be replenished. The higher this rate

of replenishment the larger is the amount of investment in the economy (recall Figure 2.7 in the

previous chapter) and the greater is the scope for faster adjustment. On the other hand, when

εk(k
∗) is high, we are close to a linear—AK—production function, and as demonstrated in the

previous chapter, in this case convergence should be slow. In the extreme case where εk(k
∗) is

equal to 1, the economy takes the AK form, and there is no convergence.

Example 3.1 (Cobb-Douglas Production Function and Convergence)
Consider briefly the Cobb-Douglas production function from Example 2.1, where Y (t) =

A(t)K(t)αL(t)1−α. This equation implies that y(t) = A(t)k(t)α. Consequently, as noted above,

εk(k(t)) = α. Therefore (3.10) becomes

ẏ(t)

y(t)
≈ g − (1 − α)(δ + g + n)(log y(t) − log y∗(t)). (3.11)

This equation also enables us to calibrate the speed of convergence—meaning to obtain a

back-of-the-envelope estimate of the speed of convergence by using plausible values for the

parameters. Let us focus on relatively developed economies. In that case, plausible values

for these parameters might be g ≈ 0.02 for approximately 2% per year output per capita



82 . Chapter 3 The Solow Model and the Data

growth, n ≈ 0.01 for approximately 1% population growth, and δ ≈ 0.05 for about 5% per

year depreciation. Recall also from the previous chapter that the share of capital in national

income is about 1/3, so with the Cobb-Douglas production function we should have α ≈ 1/3.

Given these numbers, (3.11) suggests that the convergence coefficient in front of log y(t) −

log y∗(t) should be about 0.054 (≈ 0.67 × 0.08). This value corresponds to a very rapid rate of

convergence and would imply that the income gap between two similar countries that have the

same technology, the same depreciation rate, and the same rate of population growth should

narrow rather quickly. For example, it can be computed that with these numbers, the gap

of income between two similar countries should be halved in little more than 10 years (see

Exercise 3.4). This rapid convergence is clearly at odds with the patterns we saw in Chapter 1.

Using a discrete-time approximation, (3.10) yields the regression equation

gi,t,t−1 = b0 + b1 log yi,t−1 + εi,t, (3.12)

where gi,t,t−1 is the growth rate of country i between dates t − 1 and t , log yi,t−1 is the initial

(time t − 1) log output per capita of this country, and εi,t is a stochastic term capturing all

omitted influences. Regressions of this form have been estimated by, among others, Baumol

(1986), Barro (1991), and Barro and Sala-i-Martin (1992). If such an equation is estimated

in the sample of core OECD countries, b1 is indeed estimated to be negative; countries like

Ireland, Greece, Spain, and Portugal that were relatively poor at the end of World War II have

grown faster than the rest, as shown in Figure 1.14 in Chapter 1.

Yet Figure 1.13 in Chapter 1 shows that when we look at the whole world, there is no

evidence for a negative b1. Instead, this figure makes it clear that, if anything, b1 would be

positive. In other words, there is no evidence of worldwide convergence. However, as discussed

in that chapter, this notion of unconditional convergence may be too demanding. It requires

that there should be a tendency for the income gap between any two countries to decline,

regardless of the technological opportunities, investment behavior, policies, and institutions

of these countries. If they do differ with respect to these factors, the Solow model would not

predict that they should converge in income level. In particular, in that case the term y∗(t)

in (3.10) would be country specific, and the model would predict that each country should

converge to its own level of steady-state (BGP) income per capita. Thus in a world where

countries differ according to their characteristics, a more appropriate regression equation may

take the form

gi,t,t−1 = b0
i
+ b1 log yi,t−1 + εi,t, (3.13)

where the key difference is that now the constant term, b0
i
, is country specific. (In principle,

the slope term, measuring the speed of convergence, b1, should also be country specific, but

in empirical work, this term is generally taken to be constant, and I assume the same here to

simplify the discussion.) One may then model b0
i

as a function of country characteristics.

If the true equation is (3.13), in the sense that the Solow model applies but certain deter-

minants of economic growth differ across countries, (3.12) may not be a good fit to the data.

In that case, there is no guarantee that the estimates of b1 resulting from this equation will be

negative, even if there is convergence, as implied by the Solow model. In particular, it is natural

to expect that Cov
(

b0
i
, log yi,t−1

)

> 0 (where Cov refers to the population covariance), since

economies with certain growth-reducing characteristics are likely to have both low steady-

state output levels and low initial levels. Therefore when data are generated by (3.13) and we

use (3.12) for estimation, there will be an upward bias in the estimate of b1, making it more

difficult to detect negative b1 values.
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With this motivation, Barro (1991) and Barro and Sala-i-Martin (1992, 2004) favor the

notion of conditional convergence, which means that the convergence effects emphasized by

the Solow model should lead to negative estimates of b1 once b0
i

is allowed to vary across

countries. To implement this idea of conditional convergence empirically, they estimate models

where b0
i

is assumed to be a function of, among other things, the male schooling rate, the female

schooling rate, the fertility rate, the investment rate, the government-consumption ratio, the

inflation rate, changes in terms of trades, openness, and such institutional variables as rule of

law and democracy. The corresponding regression equation then takes the form

gi,t,t−1 = XT
i,t

β + b1 log yi,t−1 + εi,t, (3.14)

where Xi,t is a (column) vector including the variables mentioned above (as well as a constant),

with a vector of coefficients β (recall that XT denotes the transpose of X). In other words,

this specification supposes that b0
i

in (3.13) can be approximated by XT
i,t

β. Consistent with the

emphasis on conditional convergence, regressions of (3.14) tend to show a negative estimate of

b1, but the magnitude of this estimate is much smaller than that suggested by the computations

in Example 3.1.

Regressions similar to (3.14) have not only been used to support conditional convergence

but also to estimate the determinants of economic growth. In particular, it may appear natural

to presume that the estimates of the coefficient vector β will contain information about the

causal effects of various variables on economic growth. For example, the fact that the schooling

variables enter with positive coefficients in the estimates of regression (3.14) is interpreted as

evidence that schooling causes growth. The simplicity of the regression equations of the form

(3.14) and the fact that they create a bridge between theory and data have made them popular

over the past two decades.

Nevertheless, regressions of this form are problematic for several reasons. These include:

1. Most, if not all, of the variables in Xi,t , as well as log yi,t−1, are econometrically

endogenous in the sense that they are jointly determined with the rate of economic

growth between dates t − 1 and t . For example, the same factors that make a country

relatively poor in 1950, thus reducing log yi,t−1, should also affect its growth rate after

1950. Or the same factors that make a country invest little in physical and human capital

could have a direct effect on its growth rate (through other channels, e.g., its technology

or the efficiency with which the factors of production are being utilized). This tendency

creates an obvious source of bias (and lack of econometric consistency) in the regression

estimates of the coefficients. This bias makes it unlikely that the effects captured in the

coefficient vector β correspond to causal effects of these characteristics on the growth

potential of economies. One may argue that the convergence coefficient b1 is of interest

even if β does not have a causal interpretation. However, a basic result in econometrics is

that if Xi,t is econometrically endogenous, so that the parameter vector β is estimated

inconsistently, the estimate of the parameter b1 will also be inconsistent unless Xi,t

is independent from log yi,t−1.
1 This result makes the estimates of the convergence

coefficient, b1, difficult to interpret. In addition, transitory movements in income per

capita (e.g., due to business cycles) or measurement error will also imply that the right-

hand-side variables in (3.14) are econometrically endogenous and will typically create

a downward bias in the estimates of b1. Suppose, for example, that we only observe

estimates of output per capita ỹi,t = yi,t exp
(

ui,t

)

, where yi,t is the true output per capita

1. An example of the potential endogeneity of these variables is given in Section 3.4.
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and ui,t is a random and serially uncorrelated error term. When the variable log ỹi,t is

used in the regression, the error term ui,t−1 appears both on the left- and right-hand

sides of (3.14). In particular, note that

log ỹi,t − log ỹi,t−1 = log yi,t − log yi,t−1 + ui,t − ui,t−1.

Since the measured growth is

g̃i,t,t−1 ≈ log ỹi,t − log ỹi,t−1 = log yi,t − log yi,t−1 + ui,t − ui,t−1,

the measurement error ui,t−1 will be part of both the error term εi,t and the right-hand

side variable log ỹi,t−1 = log yi,t−1 + ui,t−1 in the regression equation

g̃i,t,t−1 = XT
i,t

β + b1 log ỹi,t−1 + εi,t .

This will naturally lead to a negative bias in the estimation of b1. Therefore we can end

up with a negative estimate of b1, even when there is no conditional convergence.

2. The economic interpretation of regression equations like (3.14) is not always straight-

forward. Many of the regressions used in the literature include the investment rate as

part of the vector Xi,t (and all of them include the schooling rate). However, in the

Solow model, differences in investment rates (and in the extended Solow model, differ-

ences in schooling rates) are the primary channel by which the potential determinants

included in the vector Xi,t (e.g., institutions, openness) will influence economic growth.

Therefore, once we condition on the investment and schooling rates, the coefficients on

the other variables in Xi,t no longer measure their (full) impact on economic growth.

Consequently estimates of (3.14) with investment-like variables on the right-hand side

are difficult to link to theory.

3. Finally, the motivating equation for the growth regression, (3.10), is derived for a

closed Solow economy. When we look at cross-country income differences or growth

experiences, the use of this equation imposes the assumption that each country is an

island. In other words, the world is being interpreted as a collection of noninteracting

closed economies. In practice, countries trade goods, exchange ideas, and borrow and

lend in international financial markets. These interactions imply that the behavior of

different countries will not be given by (3.10) but by a system of equations characterizing

the entire world equilibrium. Interpreting cross-country growth experiences by (3.10)

in a world with interacting economies can often lead to misleading results (see the

discussion in Chapters 18 and 19).

This discussion does not imply that growth regressions are uninformative. At some basic

level, these regressions (at least leaving aside the difficulties associated with the estimation of

b1) can be interpreted as providing information on salient correlations in the data. Knowing

what these correlations are is an important input into the process of formulating empirically

plausible theories.

In this context, a complementary, or perhaps a more natural, regression framework for

investigating the (conditional) correlations in the data is

log yi,t = α log yi,t−1 + XT
i,t

β + δi + µt + εi,t, (3.15)

where δi denotes a full set of country fixed effects and µt denotes a full set of year effects. This

regression framework differs from the growth regressions in a number of respects. First, the
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regression equation is specified in levels rather than with the growth rate on the left-hand side.

But this difference is mainly a rearrangement of (3.14)—since gi,t,t−1 ≈ log yi,t − log yi,t−1.

More importantly, by including the country fixed effects, this regression equation takes out

fixed country characteristics that might be simultaneously affecting economic growth (or the

level of income per capita) and the right-hand-side variables of interest. Therefore, panel data

regressions as in (3.15) may be more informative about the statistical relationship between a

range of factors and income per capita. However, it is important to emphasize that including

country fixed effects is not a panacea against all omitted variable biases and econometric

endogeneity problems. Simultaneity bias often results from time-varying influences, which

cannot be removed by including fixed effects. Moreover, to the extent that some of the variables

in the vector Xi,t are slowly varying themselves, the inclusion of country fixed effects will

make it difficult to uncover the statistical relationship between these variables and income

per capita and may increase potential biases due to measurement error in the right-hand-side

variables.

In the remainder of this chapter, I discuss how the structure of the Solow model can be

further exploited to look at the data. But first I present an augmented version of the Solow

model incorporating human capital, which is useful in these empirical exercises.

3.3 The Solow Model with Human Capital

Human capital is a term we use to represent the stock of skills, education, competencies, and

other productivity-enhancing characteristics embedded in labor. Put differently, human capital

represents the efficiency units of labor embedded in raw labor hours.

The term “human capital” originates from the observation that individuals will invest in their

skills, competencies, and earning capacities in the same way that firms invest in their physical

capital—to increase their productivity. The seminal work by Ted Schultz, Jacob Mincer, and

Gary Becker brought the notion of human capital to the forefront of economics. For now,

all we need to know is that labor hours supplied by different individuals do not contain the

same efficiency units; a highly trained carpenter can produce a chair in a few hours, while

an amateur would spend many more hours to perform the same task. Economists capture this

notion by thinking that the trained carpenter has greater human capital; that is, he has more

efficiency units of labor embedded in the labor hours he supplies. The theory of human capital

is vast and some of the important notions of this theory are discussed in Chapter 10. For now,

our objective is more modest: to investigate how including human capital makes the Solow

model a better fit to the data. The inclusion of human capital enables us to embed all three

of the main proximate sources of income differences: physical capital, human capital, and

technology.

For the purposes of this section, let us focus on continuous-time models and suppose that

the aggregate production function of the economy is given by a variant of (2.1):

Y = F(K, H, AL), (3.16)

where H denotes human capital. Notice that this production function is somewhat un-

usual, since it separates human capital H from labor L as potential factors of production. I

start with this form, because it is commonly used in the growth literature. The more micro-

founded models in Chapter 10 assume that human capital is embedded in workers. How human

capital is measured in the data is discussed below. Let us also modify Assumptions 1 and 2 as

follows.
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Assumption 1′ The production function F :R3
+ →R+ in (3.16) is twice differentiable in

K , H , and L and satisfies

∂F (K,H,AL)
∂K

> 0,
∂F (K,H,AL)

∂H
> 0,

∂F (K,H,AL)
∂L

> 0;

∂2F(K,H,AL)

∂K2 < 0,
∂2F(K,H,AL)

∂H 2 < 0,
∂2F(K,H,AL)

∂L2 < 0.

Moreover, F exhibits constant returns to scale in its three arguments.

Assumption 2′ F satisfies the Inada conditions:

lim
K→0

∂F (K, H, AL)

∂K
= ∞ and lim

K→∞

∂F (K, H, AL)

∂K
= 0 for all H > 0 and AL > 0,

lim
H→0

∂F (K, H, AL)

∂H
= ∞ and lim

H→∞

∂F (K, H, AL)

∂H
= 0 for all K > 0 and AL > 0,

lim
L→0

∂F (K, H, AL)

∂L
= ∞ and lim

L→∞

∂F (K, H, AL)

∂L
= 0 for all K, H, A > 0.

In addition, let us assume that investments in human capital take a similar form to invest-

ments in physical capital: households save a fraction sk of their income to invest in physical

capital and a fraction sh to invest in human capital. Human capital also depreciates in the same

way as physical capital, and we denote the depreciation rates of physical and human capital

by δk and δh, respectively.

There is again constant population growth and a constant rate of labor-augmenting tech-

nological progress, that is, L̇(t)/L(t) = n and Ȧ(t)/A(t) = g. Defining effective human and

physical capital ratios as

k(t) ≡
K(t)

A(t)L(t)
and h(t) ≡

H(t)

A(t)L(t)

and using the constant returns to scale feature in Assumption 1′, output per effective unit of

labor can be written as

ŷ(t) ≡
Y (t)

A(t)L(t)

= F

(

K(t)

A(t)L(t)
,

H(t)

A(t)L(t)
, 1

)

≡ f (k(t), h(t)).

Using the same steps as in Chapter 2, the laws of motion of k(t) and h(t) are

k̇(t) = skf (k(t), h(t)) − (δk + g + n)k(t),

ḣ(t) = shf (k(t), h(t)) − (δh + g + n)h(t).

A steady-state equilibrium is now defined by effective human and physical capital ratios,
(

k∗, h∗
)

, satisfying the following two equations:

skf (k∗, h∗) − (δk + g + n)k∗ = 0, (3.17)

and

shf (k∗, h∗) − (δh + g + n)h∗ = 0. (3.18)
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FIGURE 3.1 Dynamics of physical capital-labor and human capital-labor ratios in the Solow model

with human capital.

As in the basic Solow model, the focus is on steady-state equilibria with k∗ > 0 and h∗ > 0 (if

f (0, 0) = 0, then there exists a trivial steady state with k = h = 0, which I ignore for the same

reasons as in the previous chapter).

Let us first prove that this steady-state equilibrium is unique. To see this heuristically,

consider Figure 3.1, which is drawn in (k, h) space. The two curves represent (3.17) and

(3.18) (corresponding to k̇ = 0 and ḣ = 0). Both curves are upward sloping, so that higher

human capital is associated with higher physical capital in equilibrium. Moreover, the proof of

the next proposition shows that (3.18) is always shallower in (k, h) space, so the two upward-

sloping curves can only intersect once.

Proposition 3.1 Suppose Assumptions 1′ and 2′ are satisfied. Then in the augmented Solow

model with human capital there exists a unique steady-state equilibrium (k∗, h∗).

Proof. First consider the slope of the curve (3.17), corresponding to the k̇ = 0 locus, in (k, h)

space. Using the Implicit Function Theorem (Theorem A.25), we have

dh

dk

∣

∣

∣

∣

k̇=0

=

(

δk + g + n
)

− skfk(k
∗, h∗)

skfh(k
∗, h∗)

, (3.19)

where fk ≡ ∂f/∂k. Rewriting (3.17), we have skf (k∗, h∗)/k∗ − (δk + g + n) = 0. Now recall

that since f is strictly concave in k in view of Assumption 1′ and f (0, h∗) ≥ 0, we have

f (k∗, h∗) > fk(k
∗, h∗)k∗ + f (0, h∗)

> fk(k
∗, h∗)k∗.

Therefore
(

δk + g + n
)

− skfk(k
∗, h∗) > 0, and (3.19) is strictly positive.
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Similarly, defining fh ≡ ∂f/∂h and applying the Implicit Function Theorem to the ḣ = 0

locus (3.18) yields

dh

dk

∣

∣

∣

∣

ḣ=0

=
shfk

(

k∗, h∗
)

(

δh + g + n
)

− shfh (k∗, h∗)
. (3.20)

With the same argument as that used for (3.19), this expression is also strictly positive.

Next we prove that (3.19) is steeper than (3.20) when (3.17) and (3.18) hold, so that there

can be at most one intersection. First, observe that

dh

dk

∣

∣

∣

∣

ḣ=0

<
dh

dk

∣

∣

∣

∣

k̇=0



shfk

(

k∗, h∗
)

(

δh + g + n
)

− shfh (k∗, h∗)
<

(

δk + g + n
)

− skfk

(

k∗, h∗
)

skfh (k∗, h∗)



skshfkfh < skshfkfh +
(

δh + g + n
) (

δk + g + n
)

−
(

δh + g + n
)

skfk −
(

δk + g + n
)

shfh.

Now using (3.17) and (3.18) and substituting for
(

δk + g + n
)

= skf (k∗, h∗)/k∗ and
(

δh + g + n
)

= shf (k∗, h∗)/h∗, this is equivalent to

f (k∗, h∗) > fk(k
∗, h∗)k∗ + fh(k

∗, h∗)h∗,

which is satisfied by the fact that f (k∗, h∗) is a strictly concave function.

Finally, to establish existence, note that Assumption 2′ implies that

lim
h→0

f (k, h)/h = ∞, lim
k→0

f (k, h)/k = ∞, lim
h→∞

f (k, h)/h = 0,

and lim
k→∞

f (k, h)/k = 0,

so that the curves look as in Figure 3.1; that is, (3.17) is below (3.18) as k → 0 and h → 0,

but it is above (3.18) as k → ∞ and h → ∞. This implies that the two curves must intersect

at least once.

This proposition shows that a unique steady state exists when the Solow model is augmented

with human capital. The comparative statics are similar to those of the basic Solow model

(see Exercise 3.7). Most importantly, both greater sk and greater sh will translate into higher

normalized output per capita, ŷ∗.

Now turning to cross-country behavior, consider a set of countries experiencing the same

rate of labor-augmenting technological progress, g. Then those with a greater propensity to

invest in physical and human capital will be relatively richer. This is the type of prediction

that can be investigated empirically to see whether the augmented Solow model (with similar

technological possibilities across countries) provides a useful way of looking at cross-country

income differences. Before doing this, the next proposition verifies that the unique steady state

is globally stable.
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Proposition 3.2 Suppose Assumptions 1′ and 2′ are satisfied. Then the unique steady-state

equilibrium of the augmented Solow model with human capital, (k∗, h∗), is globally stable in

the sense that starting with any k(0) > 0 and h(0) > 0, we have (k(t), h(t)) → (k∗, h∗).

Proof. See Exercise 3.6.

Figure 3.1 gives the intuition for this result by showing that the law of motion of k and h

depends on whether the economy is above or below the two curves representing the loci for

k̇ = 0 and ḣ = 0, respectively, (3.17) and (3.18). To the right of the (3.17) curve, there is too

much physical capital relative to human capital and consequently k̇ < 0. To its left, the converse

holds, and k̇ > 0. Similarly, below the (3.18) curve, there is too little human capital relative to

the amount of labor and physical capital and thus ḣ > 0. Above it, ḣ < 0. Given these arrows,

the global stability of the dynamics follows.

Example 3.2 (Augmented Solow Model with Cobb-Douglas Production Func-
tions) Let us now work through a special case of the above model with a Cobb-Douglas

production function. In particular, suppose that the aggregate production function is

Y (t) = K(t)αH(t)β (A(t)L(t))1−α−β, (3.21)

where 0 < α < 1, 0 < β < 1, and α + β < 1. Output per effective unit of labor can then be

written as ŷ(t) = kα(t)hβ(t), with the same definition of ŷ(t), k(t), and h(t) as above. Using

the functional form in (3.21), (3.17) and (3.18) give the unique steady-state equilibrium as

k∗ =

((

sk

n + g + δk

)1−β(

sh

n + g + δh

)β)
1

1−α−β

, (3.22)

h∗ =

((

sk

n + g + δk

)α(

sh

n + g + δh

)1−α)
1

1−α−β

,

which shows that a higher saving rate in physical capital not only increases k∗ but also h∗.

The same applies for a higher saving rate in human capital. This reflects the fact that the

higher saving rate in physical capital, by increasing k∗, raises overall output and thus the

amount invested in schooling (since sh is constant). Given (3.22), output per effective unit of

labor in steady state is obtained as

ŷ∗ =

(

sk

n + g + δk

)
α

1−α−β
(

sh

n + g + δh

)

β

1−α−β

. (3.23)

Equation (3.23) shows that the relative contributions of the saving rates for physical and human

capital on output per capita depend on the shares of physical and human capital—the larger

is α, the more important is sk and the larger is β, the more important is sh.
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3.4 Solow Model and Cross-Country Income Differences:
Regression Analyses

3.4.1 A World of Augmented Solow Economies

An alternative to the growth regressions discussed in Section 3.2 is to exploit the steady-state

implications of the Solow model. This line of attack was pioneered by an important paper by

Mankiw, Romer, and Weil (1992; or MRW). These authors used the Cobb-Douglas model

discussed in Example 3.2 and envisaged a world consisting of j = 1, . . . , J countries, each

country isolated from the rest, thus following the laws of motion implied by the Solow model.

Thus we are again using the assumption that each country is an island. Though unattractive

for the reasons discussed above, much of the empirical growth literature starts from this

assumption. It is therefore a useful starting place for our discussion of whether the standard

Solow model provides a good account of the sources of cross-country differences in income

(per capita).

Following Example 3.2, let us assume that country j = 1, . . . , J has the following aggregate

production function:

Yj(t) = Kj(t)
αHj(t)

β(Aj(t)Lj(t))
1−α−β.

This production function nests the basic Solow model without human capital when β = 0. First,

assume that countries differ in terms of their saving rates, sk,j and sh,j ; population growth

rates, nj ; and technology growth rates, Ȧj(t)/Aj(t) = gj . As usual, define kj ≡ Kj/AjLj

and hj ≡ Hj/AjLj . Since our main interest here is cross-country income differences, rather

than studying the dynamics of a particular country over time, let us focus on a world in which

each country is in steady state (thus ignoring convergence dynamics, which was the focus in the

previous section). To the extent that countries are not too far from their steady state, there will be

little loss of insight from this assumption, though naturally this approach is not satisfactory for

countries experiencing large growth spurts or collapses, as in some of the examples discussed

in Chapter 1.

Given the steady-state assumption, the analogues of (3.22) apply here and imply that the

steady-state physical and human capital to effective labor ratios of country j ,
(

k∗
j
, h∗

j

)

, are given

by (3.22), so that using (3.23), the steady-state income per capita of country j is obtained as

y∗
j
(t) ≡

Y (t)

L(t)
= Aj(t)

(

sk,j

nj + gj + δk

)
α

1−α−β
(

sh,j

nj + gj + δh

)

β

1−α−β

. (3.24)

Here y∗
j
(t) stands for output per capita of country j along the BGP. An immediate implication

of (3.24) is that if gj values are not equal across countries, income per capita will diverge, since

the term Aj(t) will grow at different rates for different countries. As discussed in Chapter 1,

there is some evidence for this type of divergent behavior, but the world (per capita) income

distribution can also be approximated by a relatively stable distribution. This is an area of

current research, and there is an active debate on whether the world economy in the postwar

era should be modeled as having an expanding or a stable distribution of income per capita.

The former would be consistent with a specification in which gj differs across countries, while

the latter would require all countries to have the same rate of technological progress, g (recall

the discussion in Chapter 1). Mankiw, Romer, and Weil adopt the latter perspective and assume

that technological know-how in all countries grows at some common rate g.
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Common technology advances: Aj(t) = Āj exp (gt) .

Put differently, countries differ according to their technology level—in particular, according

to their initial level of technology, Āj—but they share the same common technology growth

rate, g. Using this assumption together with (3.24) and taking logs, we obtain the following

convenient log-linear equation for the BGP of income for country j = 1, . . . , J :

log y∗
j
(t) = log Āj + gt +

α

1 − α − β
log

(

sk,j

nj + g + δk

)

+
β

1 − α − β
log

(

sh,j

nj + g + δh

)

. (3.25)

Equation (3.25) is simple and attractive and can be estimated easily with cross-country data.

Estimates for sk,j , sh,j , and nj can be computed from the available data, and combined with

values for the constants δk, δh, and g, they can be used to construct measures of the two key

right-hand-side variables. Given these measures, (3.25) can be estimated by ordinary least

squares (by regressing income per capita on these measures) to uncover the values of α and β.

MRW take δk = δh = δ and δ + g = 0.05 as approximate depreciation rates for physical and

human capital and as the growth rate for the world economy. These numbers are somewhat

arbitrary, but their exact values are not important for the estimation. The literature typically

approximates sk,j with average investment rates (investments/GDP). Investment rates, average

population growth rates nj , and log output per capita are from the Summers-Heston dataset

discussed in Chapter 1. In addition, MRW use estimates of the fraction of the school-aged

population that is enrolled in secondary school as a measure of the investment rate in human

capital, sh,j . I return to a discussion of this variable below.

These assumptions are still not sufficient for estimating (3.25) consistently, because the

term log Āj is unobserved (at least to the econometrician) and thus will be captured by the

error term. Most reasonable models of economic growth would suggest that technological

differences, log Āj , should be correlated with investment rates in physical and human capital.

Thus an estimation of (3.25) would lead to the most standard form of omitted variable bias

and inconsistent estimates. Consistency would only follow under a stronger assumption than

the common technology advances assumption introduced above. Therefore, implicitly, MRW

make another crucial assumption.

Orthogonal technology: Āj = εjA, with εj orthogonal to all other variables.

Under the orthogonal technology assumption, log Āj , which is part of the error term, is

orthogonal to the key right-hand-side variables, and (3.25) can be estimated consistently.

3.4.2 Mankiw, Romer, and Weil Estimation Results

MRW first estimate (3.25) without the human capital term (i.e., imposing β = 0) for the cross-

sectional sample of non-oil-producing countries. In particular, their estimating equation in this

case is

log y∗
j

= constant +
α

1 − α
log(sk,j) −

α

1 − α
log(nj + g + δk) + εj .

This equation is obtained from (3.25) by setting β = 0 and specializing it to a single cross

section. In addition, the terms log
(

sk,j

)

and log
(

nj + g + δk

)

are separated to test the restric-

tion that their coefficients should be equal in absolute value and of opposite signs. Finally,
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TABLE 3.1

Estimates of the basic Solow model

MRW Updated data

1985 1985 2000

log(sk) 1.42 1.01 1.22

(.14) (.11) (.13)

log(n + g + δ) −1.97 −1.12 −1.31

(.56) (.55) (.36)

Adjusted R2 .59 .49 .49

Implied α .59 .50 .55

Number of observations 98 98 107

Note: Standard errors are in parentheses.

this equation also includes εj as an error term, capturing all omitted factors and influences on

income per capita.

Their results from this estimation exercise are replicated in column 1 of Table 3.1 using

the original MRW data (standard errors in parentheses). Their estimates suggest a coefficient

of about 1.4 for α/ (1 − α), which implies a value of α about 2/3. Since α is also the share

of capital in national income, it should be about 1/3 (recall Figure 2.11). Thus the regression

estimates without human capital appear to lead to overestimates of α. Columns 2 and 3 report

the same results with updated data. The fit of the model is slightly less good than was the case

with the MRW data, but the general pattern is similar. The implied values of α are also a little

smaller than the original estimates, but still substantially higher than the value of 1/3 one would

expect on the basis of the underlying model.

The most natural reason for the high implied values of the parameter α in Table 3.1 is that

εj is correlated with log(sk,j), either because the orthogonal technology assumption is not a

good approximation to reality or because there are also human capital differences correlated

with log(sk,j). MRW favor the second interpretation and estimate the augmented model:

log y∗
j

= constant +
α

1 − α − β
log(sk,j) −

α

1 − α − β
log(nj + g + δk) (3.26)

+
β

1 − α − β
log(sh,j) −

β

1 − α − β
log(nj + g + δh) + εj .

The original MRW estimates are given in column 1 of Table 3.2. Now the estimation is more

successful. Not only is the adjusted R2 quite high (about 78%), the implied value for α is

about 1/3. On the basis of this estimation result, MRW and others have interpreted the fit of

the augmented Solow model to the data as a success: with common technology, human and

physical capital investments appear to explain about three-quarters of the differences in cross-

country income per capita, and the implied parameter values are reasonable. Columns 2 and

3 of the table show the results with updated data. The implied values of α are similar, though

the adjusted R2 is somewhat lower.

To the extent that these regression results are reliable, they give a big boost to the augmented

Solow model. In particular, the estimate of adjusted R2 suggests that a significant fraction of
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TABLE 3.2

Estimates of the augmented Solow model

MRW Updated data

1985 1985 2000

log(sk) .69 .65 .96

(.13) (.11) (.13)

log(n + g + δ) −1.73 −1.02 −1.06

(.41) (.45) (.33)

log(sh) .66 .47 .70

(.07) (.07) (.13)

Adjusted R2 .78 .65 .60

Implied α .30 .31 .36

Implied β .28 .22 .26

Number of observations 98 98 107

Note: Standard errors are in parentheses.

the differences in income per capita across countries can be explained by differences in their

physical and human capital investment behavior. The immediate implication is that technology

(TFP) differences have a somewhat limited role. If this conclusion were appropriate, it would

imply that, as far as the proximate causes of prosperity are concerned, we could confine our

attention to physical and human capital and also assume that countries have access to more or

less the same world technology. The implications for the modeling of economic growth are of

course quite major.

3.4.3 Challenges to the Regression Analyses of Growth Models

There are two major (and related) problems with the regression approach and the conclusion

that the importance of technology differences is limited.

The first relates to the assumption that technology differences across countries are orthogo-

nal to all other variables. While the constant technology advances assumption may be defended,

the orthogonality assumption is too strong, almost untenable. When Āj varies across countries,

it should also be correlated with measures of sh
j and sk

j : countries that are more productive also

invest more in physical and human capital. This correlation is for two reasons. The first is a

version of the omitted variable bias problem: technology differences are also outcomes of in-

vestment decisions. Thus societies with high levels of Āj are those that have invested more in

technology for various reasons; it is then natural to expect the same reasons to induce greater

investment in physical and human capital as well. Second, even if we ignore omitted variable

bias, there is a reverse causality problem: complementarity between technology and physical

or human capital implies that countries with high Āj find it more beneficial to increase their

stock of human and physical capital. In terms of the regression (3.26), omitted variable bias

and reverse causality problems imply that the key right-hand-side variables are correlated with

the error term, εj . Consequently, ordinary least squares regressions of (3.26) lead to upwardly

biased estimates of α and β. In addition, the estimate of R2, which is a measure of how much
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of the cross-country variability in income per capita can be explained by physical and human

capital, will also be biased upward.

The second problem with the regression analyses relates to the magnitudes of the estimates

of α and β in (3.26). The regression framework above is attractive in part because we can gauge

whether the estimate of α is plausible. We should do the same for the estimate of β. However,

such an exercise reveals that the coefficient on the investment rate in human capital, sh
j

, appears

too large relative to microeconometric evidence.

Recall first that MRW use the fraction of the working-age population enrolled in secondary

school. This variable ranges from 0.4% to more than 12% in the sample of countries used for

this regression. Their estimates therefore imply that, holding all other variables constant, a

country with approximately 12% school enrollment should have income per capita of about 9

times that of a country with sh
j

= 0.4. More explicitly, the predicted log difference in incomes

between these two countries is

β

1 − α − β
(log 12 − log (0.4)) = 0.70 × (log 12 − log (0.4)) ≈ 2.38.

Thus, holding all other factors constant, a country with school enrollment of more than

12% should be about exp(2.38) ≈ 10.8 times richer than a country with a level of schooling

investment of about 0.4.

In practice, the difference in average years of schooling between any two countries in the

MRW sample is less than 12. Chapter 10 shows that there are good economic reasons to expect

additional years of schooling to increase earnings proportionally, for example, as in Mincer

regressions of the form

log wi = XT
i
γ + φSi + ui, (3.27)

where wi denotes the wage earnings of individual i, Xi is a set of demographic controls, Si

is years of schooling, and ui is an error term. The estimate of the coefficient φ is the rate

of returns to education, measuring the proportional increase in earnings resulting from one

more year of schooling. The microeconometrics literature suggests that (3.27) provides a good

approximation to the data and estimates φ to be between 0.06 and 0.10, implying that a worker

with one more year of schooling earns about 6–10% more than a comparable worker with

one less year of schooling. If labor markets are competitive, or at the very least, if wages are,

on average, proportional to productivity, (3.27) also implies that one more year of schooling

increases worker productivity by about 6–10%.

Can we deduce from this information how much richer a country with 12 more years of

average schooling should be? The answer is yes, but with two caveats. First, we need to assume

that the micro-level relationship as captured by (3.27) applies identically to all countries. Let

us, for now, ignore other potential determinants of wages and write the earnings of individual

i as wi = φ̃(Si), where Si denotes the individual’s level of schooling. The first key assumption

is that this φ̃ function is identical across countries and can be approximated by an exponential

function of the form φ̃(Si) ≈ exp(φSi) so that we obtain (3.27). Why this assumption may be

reasonable is further discussed in Chapter 10.

Second, we need to assume that there are no human capital externalities—meaning that

the human capital of a worker does not directly increase the productivity of other workers.

There are reasons why human capital externalities may exist, and some economists believe

that they are important. The evidence discussed in Chapter 10, however, suggests that human

capital externalities—except those working through innovation—are unlikely to be large. Thus

it is reasonable to start without them. The key result, which will enable us to go from the
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microeconometric wage regressions to cross-country differences is that with constant returns to

scale, perfectly competitive markets, and no human capital externalities, differences in worker

productivity directly translate into differences in income per capita. To see this, suppose that

each firm f in country j has access to the production function

yfj = Kα
f
(AjHf )1−α,

where Aj is the productivity of all firms in the country, Kf is the capital stock, and Hf denotes

the efficiency units of human capital employed by firm f (thus this production function takes

the more usual form in which human capital is embedded in workers rather than the form

in (3.16)). Here the Cobb-Douglas production function is chosen for simplicity and does not

affect the argument. Suppose also that firms in this country face a cost of capital equal to Rj .

With perfectly competitive factor markets, profit maximization implies that the cost of capital

must equal its marginal product,

Rj = α

(

Kf

AjHf

)−(1−α)

. (3.28)

Therefore all firms ought to function at the same physical to human capital ratio, and conse-

quently all workers, regardless of their level of schooling, ought to work at the same physical to

human capital ratio. Another direct implication of competitive labor markets is that in country

j , wages per unit of human capital are equal to

wj = (1 − α) αα/(1−α)AjR
−α/(1−α)

j .

Consequently a worker with human capital hi receives a wage income of wjhi. Once again,

this is a more general result: with aggregate constant returns to scale production technology,

wage earnings are linear in the effective human capital of the worker, so that a worker with

twice as much effective human capital as another should earn twice as much (see Exercise 3.9).

Substituting for capital from (3.28), the total income in country j is

Yj = (1 − α) αα/(1−α)R
−α/(1−α)

j AjHj ,

where Hj is the total efficiency units of labor in country j . This equation implies that holding

Rj and Aj constant, a doubling of human capital will translate into a doubling of total income.

The MRW regression that controls for the investment rate can be thought of as holding Rj

constant (see Exercise 3.10 on how Rj is constant when the capital-output ratio is constant).

Thus doubling the human capital (i.e., doubling the efficiency units of labor) should have the

same effect on the earnings of an individual as the effect of doubling the aggregate human

capital has on total income.

This analysis implies that the estimated rates of return to schooling can be used to calculate

differences in the stock of human capital across countries. So in the absence of human capital

externalities, a country with 12 more years of average schooling should have a stock of human

capital somewhere between exp (0.10 × 12) ≈ 3.3 and exp (0.06 × 12) ≈ 2.05 times the stock

of human capital of a country with fewer years of schooling. So holding other factors constant,

this country should be about 2–3 times as rich as a country with zero years of average schooling.

This difference is much less than the almost 11-fold difference implied by the MRW analysis.

This discussion suggests that the estimate for β that is implied by the MRW regressions is too

high relative to the microeconometric evidence, and thus is likely to be upwardly biased. The
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cause of this overestimation is, in turn, most likely related to the possible correlation between

the error term εj and the key right-hand side regressors in (3.26). Consequently, regression

analyses based on (3.26) appear unlikely to provide us with an accurate picture of the extent

of cross-country productivity differences and of the proximate causes of income differences.

3.5 Calibrating Productivity Differences

What other approach can we use to gauge the importance of physical and human capital

and technology differences? An alternative is to calibrate the total factor productivity (TFP)

differences across countries rather than estimating them using a regression framework. These

TFP estimates are then interpreted as a measure of the contribution of technology to cross-

country income differences. The calibration approach was proposed and used by Klenow and

Rodriguez (1997) and Hall and Jones (1999). Here I follow Hall and Jones’s approach, which

is slightly simpler. The advantage of the calibration approach is that the omitted variable bias

underlying the estimates of MRW will be less important (since micro-level evidence is used to

anchor the contribution of human capital to economic growth). The disadvantage is that certain

assumptions on functional forms have to be taken much more seriously, and we must explicitly

assume that there are no human capital externalities.

3.5.1 Basics

Suppose that each country j has access to the Cobb-Douglas aggregate production function

Yj = Kα
j
(AjHj)

1−α, (3.29)

where Hj is the stock of human capital of country j , capturing the amount of efficiency units of

labor available to this country, Kj is its stock of physical capital, and Aj is labor-augmenting

technology. Since our focus is on cross-country comparisons, time arguments are omitted.

Suppose that each worker in country j has Sj years of schooling. Then, using the Mincer

equation (3.27) from the previous section, ignoring the other covariates, and taking exponents,

Hj can be estimated as Hj = exp(φSj)Lj , where Lj is employment in country j and φ is the

rate on returns to schooling estimated from (3.27). This approach may not lead to accurate

estimates of the stock of human capital of a country, however. First, it does not take into

account differences in other “human capital” factors, such as training or experience (which are

discussed in greater detail in Chapter 10). Second, countries may differ not only in the years of

schooling of their labor forces, but in the quality of schooling and the amount of post-schooling

human capital. Third, the rate of return to schooling may vary systematically across countries

(e.g., it may be lower in countries with a greater abundance of human capital). It is possible to

deal with each of these problems to some extent by constructing better estimates of the stocks

of human capital.

Following Hall and Jones, let us make a partial correction for the last factor. Assume that the

rate of return to schooling does not vary across countries but is potentially different for different

years of schooling. For example, one year of primary schooling may be more valuable than one

year of graduate school (e.g., because learning how to read might increase productivity more

than a solid understanding of growth theory). In particular, let the rate of return to acquiring the

Sth year of schooling be φ(S). The above equation would be the special case where φ(S) = φ
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for all S. Given this assumption the estimate of the stock of human capital can be constructed as

Hj =
∑

S

exp{φ(S)S}Lj(S),

where Lj(S) now refers to the total employment of workers with S years of schooling in

country j .

A series for Kj(t) can be constructed from the Summers-Heston dataset using investment

data and the perpetual inventory method. In particular, recall that, with exponential deprecia-

tion, the stock of physical capital evolves according to

Kj(t + 1) = (1 − δ) Kj(t) + Ij(t),

where Ij(t) is the level of investment in country j at time t . The perpetual inventory method

involves using information on the depreciation rate, δ, and investments, Ij(t), to estimate Kj(t).

Let us assume, following Hall and Jones, that δ = 0.06. With a complete series for Ij(t), this

equation can be used to calculate the stock of physical capital at any point in time. However,

the Summers-Heston dataset does not contain investment information before the 1960s. The

equation can still be used by assuming that each country’s investment was growing at the same

rate before the sample to compute the initial capital stock. Using this assumption, Hall and

Jones calculate the physical capital stock for each country in the year 1985. I do the same here

for 1980 and 2000. Finally, with the same arguments as before, I choose a value of 1/3 for α.

Given series for Hj and Kj and a value for α, we can construct “predicted” incomes at a

point in time using

Ŷj = K
1/3

j (AUSHj)
2/3

for each country j , where AUS is the labor-augmenting technology level of the United States,

computed so that this equation fits the United States perfectly: YUS = K
1/3

US

(

AUSHUS

)2/3
.

Throughout, time indices are dropped. Once a series for Ŷj has been constructed, it can be

compared to the actual output series. The gap between the two series represents the contribution

of technology. Alternatively, we could explicitly back out country-specific technology terms

(relative to the United States) as

Aj

AUS

=

(

Yj

YUS

)3/2
(

KUS

Kj

)1/2 (

HUS

Hj

)

.

Figures 3.2 and 3.3 show the results of these exercises for 1980 and 2000. The following

features are noteworthy:

1. Differences in physical and human capital still matter a great deal: the predicted and

actual incomes are highly correlated. Thus the regression analysis was not entirely

misleading in emphasizing the importance of physical and human capital.

2. However, in contrast to the regression analysis, this exercise shows that there are signifi-

cant technology (productivity) differences. There are often large gaps between predicted

and actual incomes, showing the importance of technology differences across countries.

This gap can be seen most easily in Figure 3.2, where practically all observations are

above the 45◦ line, which implies that the Solow model is overpredicting the income

level of countries that are poorer than the United States.
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FIGURE 3.2 Predicted and actual log GDP per worker across countries, 1980 and 2000.

3. The same conclusion follows from Figure 3.3, which plots the estimates of the tech-

nology differences, Aj/AUS, against log GDP per capita. These differences are often

substantial.

4. Also interesting is the pattern indicating that the empirical fit of the Solow growth model

seems to deteriorate over time. In Figure 3.2, the observations are further above the 45◦

line in 2000 than in 1980, and in Figure 3.3, the relative technology differences become

larger over time. Why the fit of the simple Solow growth model is better in 1980 than

in 2000 is an interesting and largely unanswered question.

3.5.2 Challenges

In the same way as the regression analysis was based on a number of stringent assumptions

(in particular, the assumption that technology differences across countries were orthogonal

to other factors), the calibration approach also relies on certain important assumptions. The

above exposition highlighted several of them. In addition to the standard assumption that factor

markets are competitive, the calibration exercise had to assume no human capital externalities,

impose a Cobb-Douglas production function, and make a range of approximations to measure

cross-country differences in the stocks of physical and human capital.
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FIGURE 3.3 Calibrated technology levels relative to U.S. technology (from the Solow growth model

with human capital) versus log GDP per worker, 1980 and 2000.

Let us focus on the assumptions about functional form. Could we relax the assumption

that the production function is Cobb-Douglas? The answer is partly yes. The exercise here is

similar to growth accounting, which does not need to make strong functional form assumptions

(and this similarity to growth accounting is the reason this exercise is sometimes referred to as

“development accounting” or “levels accounting”). In particular, recall (3.5), which showed

how TFP estimates can be obtained from a general constant returns to scale production function

(under competitive labor markets) by using average factor shares. Now instead imagine that

the production function of all countries is given by F(Kj , Hj , Aj) and that countries differ

according to their physical and human capital as well as technology—but not according to F .

Suppose also that we have data on Kj and Hj and on the share of capital in national income

for each country. Then a natural adaptation of (3.5) can be used across countries rather than

over time. In particular, let us rank countries in descending order according to their physical

capital to human capital ratios, Kj/Hj (use Exercise 3.1 to see why this is the right way to

rank countries rather than doing so randomly). Then we have

x̂j,j+1 = gj,j+1 − ᾱK,j,j+1gK,j,j+1 − ᾱL,j,j+1gH,j,j+1, (3.30)

where gj,j+1 is the proportional difference in output between countries j and j + 1, gK,j,j+1

is the proportional difference in capital stock between these countries, and gH,j,j+1 is the
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proportional difference in human capital stocks. In addition, ᾱK,j,j+1 and ᾱLj,j+1 are the

average capital and labor shares between the two countries; x̂j,j+1 in (3.30) is then the estimate

of the proportional TFP difference between the two countries.

Using this method and taking one of the countries (e.g., the United States) as the base, we

can calculate relative technology differences across countries. This levels accounting exercise

faces two major challenges, however. One is data related and the other is theoretical. First, data

on capital and labor shares across countries are not available for most countries. This paucity

of data makes the use of equation (3.30) far from straightforward. Consequently, almost all

calibration or levels accounting exercises that estimate technology (productivity) differences

use the Cobb-Douglas approach of the previous subsection (i.e., a constant value of αK equal

to 1/3).

Second, even if data on capital and labor shares were available, the differences in factor

proportions (e.g., differences in Kj/Hj ) across countries are large. An equation like (3.30) is a

good approximation for small changes. As illustrated in Exercise 3.1, when factor proportion

differences between observations are large, significant biases are possible.

To sum up, the approach of calibrating productivity differences across countries is a useful

alternative to cross-country regression analysis but has to rely on a range of stringent assump-

tions on the form of the production function and can lead to biased estimates of technology

differences. The biases come about both because these functional form assumptions may not be

a good approximation to the data and because of mismeasurement of differences in the quality

and quantity of physical and human capital across countries.

3.6 Estimating Productivity Differences

In the previous section, productivity (technology) differences are obtained as residuals from a

calibration exercise, so we have to trust the functional form assumptions used in this strategy.

But if we are willing to trust the functional forms, we can also estimate these differences

econometrically rather than rely on calibration. The great advantage of econometrics relative

to calibration is that not only do we obtain estimates of the objects of interest, but we also have

standard errors, which show how much these estimates can be trusted. In this section, I briefly

discuss two different approaches to estimating productivity differences.

3.6.1 A Naı̈ve Approach

The first possibility is to take a production function of the form (3.29) as given and try to

estimate it using cross-country data. In particular, taking logs:

log Yj = α log Kj + (1 − α) log Hj + α log Aj . (3.31)

Given series for Yj , Kj , and Hj , (3.31) can be estimated with ordinary least squares with

the restriction that the coefficients on log Kj and log Hj sum to 1, and the residuals can

be interpreted as estimates of technology differences. Unfortunately, this approach is not

particularly attractive, since the potential correlation between log Aj and log Kj or log Hj

implies that the estimates of α need not be unbiased even when constant returns to scale is

imposed. Moreover, when constant returns is not imposed, the restriction that these coefficients

sum to 1 will be rejected. Thus this regression approach runs into the same difficulties as the

MRW approach discussed in Section 3.4.
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Thus even if we are willing to presume that we know the functional form of the aggregate

production function, it is difficult to directly estimate productivity differences. So how can we

do better than this naı̈ve approach? The answer involves making more use of economic theory.

Estimating an equation of the form (3.31) does not make use of the fact that we are looking at

the equilibrium of an economic system. A more sophisticated approach would use more of the

restrictions imposed by equilibrium behavior (and would bring in additional relevant data). I

next illustrate this approach using a specific attempt based on international trade theory. The

reader who is not familiar with trade theory may want to skip this subsection.

3.6.2 Learning from International Trade*

Models of growth and international trade are studied in Chapter 19. Even without a detailed

discussion of international trade theory, we can use data from international trade flows and

some simple principles of international trade theory to obtain an alternate way of estimating

productivity differences across countries.

Let us follow an important paper by Trefler (1993), which uses an augmented version

of the standard Heckscher-Ohlin approach to international trade. The standard Heckscher-

Ohlin approach assumes that countries differ according to their factor proportions (e.g., some

countries have much more physical capital relative to their labor supply than others). In a closed

economy, this disparity leads to differences in relative factor costs and in the relative prices of

products using these factors in different intensities. International trade provides a way of taking

advantage of these relative price differences. The most stylized form of the theory assumes no

costs of shipping goods and no policy impediments to trade, so that international trade takes

place costlessly between countries.

Trefler starts from the standard Heckscher-Ohlin model of international trade but allows

for factor-specific productivity differences, so that capital in country j has productivity Ak
j
;

thus a stock of capital Kj in this country is equivalent to an effective supply of capital Ak
j
Kj .

Similarly for labor (human capital), country j has productivity Ah
j
. In addition, Trefler assumes

that all countries have the same homothetic preferences and there are sufficient differences

in factor intensity across goods to ensure international trade between countries to arbitrage

relative differences in factor cost (or in the jargon of international trade, countries are said to

be in the “cone of diversification”). The latter assumption is important: when all countries have

the same productivities both in physical and human capital, it leads to the celebrated factor

price equalization result—all factor prices would be equal in all countries, because the world

economy is sufficiently integrated. When there are productivity differences across countries,

this assumption instead leads to conditional factor price equalization, meaning that factor

prices are equalized once their different effective productivities are taken into consideration.

Under these assumptions, a standard equation in international trade links the net factor

exports of each country to the abundance of that factor in the country relative to the world as a

whole. The term “net factor exports” needs some explanation. It does not refer to actual trade in

factors (e.g., migration of people, capital flows). Instead trading goods is a way of trading the

factors that are embodied in that particular good. For example, a country that exports cars made

with capital and imports corn made with labor is implicitly exporting capital and importing

labor. More specifically, the net export of capital by country j , XK
j

, is calculated by considering

the total exports of country j and computing how much capital is necessary to produce these

exports and then subtracting the amount of capital necessary to produce its total imports. For

our purposes, how factor contents are calculated is not important (it suffices to say that as with

all things empirical, the devil is in the details and these calculations are far from straightforward
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and require a range of assumptions). Then the absence of trading frictions across countries and

identical homothetic preferences imply that

XK
j

= Ak
j
Kj − γ C

j

J
∑

i=1

Ak
i
Ki and XH

j
= Ah

j
Hj − γ C

j

J
∑

i=1

Ah
i
Hi, (3.32)

where γ C
j

is the share of country j in world consumption (the value of this country’s consump-

tion divided by world consumption), and J is the total number of countries in the world. These

equations simply restate the conclusion in the previous paragraph that a country will be a net

exporter of capital if its effective supply of capital, Ak
j
Kj , exceeds a fraction, here γ C

j
, of the

world’s effective supply of capital,
∑J

i=1 Ak
i
Ki.

Consumption shares are easy to calculate. Then, given estimates for XK
j

and XH
j

, the above

system of 2 × J equations can be solved for the same number of unknowns, the Ak
i

and Ah
i

values for J countries. This solution gives estimates for factor-specific productivity differences

across countries that are generated from an entirely different source of variation than those

exploited before. In fact, this exercise provides us with a separate labor-augmenting (or human

capital-augmenting) term and a capital-augmenting productivity term for each country.

How do we know that these numbers provide a good approximation to cross-country

factor productivity differences? This problem is the same one we encountered in the previous

section in judging whether the calibrated productivity (technology) differences were reliable.

Fortunately, international trade theory gives us one more set of equations to check whether

these numbers are reliable. As noted above, under the assumption that the world economy is

sufficiently integrated, there is conditional factor price equalization. Thus for any two countries

j and j ′, we have

Rj

Ak
j

=
Rj ′

Ak
j ′

and
wj

Ah
j

=
wj ′

Ah
j ′

, (3.33)

where Rj is the rental rate of capital in country j and wj is the observed wage rate (which

includes the compensation to human capital) in country j . The second equation in (3.33), for

example, states that if workers in a particular country have, on average, half the efficiency units

of those in the United States, their earnings should be roughly half those of American workers.

Using data on factor prices, we can therefore construct an alternative series for Ak
j

and Ah
j
.

It turns out that the series for Ak
j

and Ah
j

implied by (3.32) and (3.33) are very similar, so there

appears to be some validity to this approach. This validation gives us some confidence that

there is relevant information in the numbers that Trefler obtains.

Figure 3.4 shows Trefler’s original estimates. The numbers in this figure imply that there are

very large differences in labor productivity and substantial, though much smaller, differences

in capital productivity. For example, labor in Pakistan is 1/25th as productive as labor in the

United States. In contrast, capital productivity differences are much more limited than labor

productivity differences; capital in Pakistan is only half as productive as capital in the United

States. This finding is not only intriguing in itself but is also quite consistent with models of

directed technological change in Chapter 15 that may explain why technological change is

labor-augmenting in the long run.

It is also informative to compare the productivity difference estimates from Trefler’s ap-

proach to those from the previous section. Figures 3.5 and 3.6 undertake this comparison. The

first plots the labor productivity difference estimates from the Trefler approach against the cal-

ibrated overall productivity differences from the Cobb-Douglas specification in the previous
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FIGURE 3.4 Comparison of labor-productivity and capital-productivity differences across countries.
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FIGURE 3.5 Comparison of the labor productivity estimates from the Trefler approach with the

calibrated productivity differences from the Hall-Jones approach.
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FIGURE 3.6 Comparison of the capital productivity estimates from the Trefler approach with the

calibrated productivity differences from the Hall-Jones approach.

section. The similarity between the two series is remarkable, suggesting that both approaches

are capturing some features of reality and that in fact there are significant productivity (technol-

ogy) differences across countries. Interestingly, however, Figure 3.6 shows that the relationship

between the calibrated productivity differences and the capital productivity differences is con-

siderably weaker than for labor productivity.

Despite its apparent success, it is important to emphasize that Trefler’s approach also relies

on stringent assumptions. The four major assumptions are:

1. No international trading costs;

2. Identical production functions except for factor-augmenting technology differences;

3. Identical homothetic preferences; and

4. Sufficiently integrated world economy, leading to conditional factor price equalization.

All four of these assumptions are rejected in the data in one form or another. There are clearly

international trading costs, including freight costs, tariff costs, and other trading restrictions.

Productivity differences in practice are more complex than the simple factor-augmenting form

assumed by Trefler. There is a very well-documented home bias in consumption, violating the

assumption of identical homothetic preferences. Finally, most trade economists believe that

conditional factor price equalization is not a good description of factor price differences across

countries. In view of these concerns, the results from the Trefler exercise have to be interpreted

with caution. Nevertheless, this approach is important both in showing how different sources
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of data and additional theory can be used to estimate cross-country technology differences

and in providing a cross-validation for the calibration and estimation results discussed in

Section 3.5.

3.7 Taking Stock

What have we learned? The major point of this chapter has not been the development of new

theory. Instead it has been to see whether we could use the Solow model to obtain a more

informed interpretation of cross-country differences and to use data to gauge the strengths and

shortcomings of the Solow growth model.

At the end of this brief journey, the message is somewhat mixed. On the positive side, despite

its simplicity, the Solow model has enough substance that we can take it to data in various

different forms, including TFP accounting, regression analysis, and calibration. Moreover,

each of these different methods gives us some idea about the sources of economic growth over

time and of income differences across countries.

On the negative side, however, no single approach is entirely convincing. Each relies on a

range of stringent auxiliary assumptions. Consequently, no firm conclusions can be drawn. The

simplest applications of the Solow accounting framework suggest that technology is the main

source of economic growth over time. However, this conclusion is disputed by those who point

out that adjustments to the quality of physical and human capital substantially reduce or perhaps

even totally eliminate residual TFP growth. The same debate recurs in the context of cross-

country income differences; while some believe that accounting for differences in physical and

human capital across countries leaves little need for technology differences, others show that,

with reasonable models, most of the cross-country differences are due to technology.

While complete agreement is not possible, it is safe to say that the consensus in the literature

today favors the interpretation that cross-country differences in income per capita cannot be

understood solely on the basis of differences in physical and human capital; in other words,

there are technology differences across countries, and these technology differences are likely

to be at the heart of cross-country income and growth differences.

Hence an important potential lesson from this data detour is that technological progress is

not only important in generating economic growth in the basic Solow model but also likely to

be a major factor in cross-country differences in prosperity. A detailed study of technological

progress and technology adoption decisions of households and firms is therefore necessary

as part of the study of economic growth. This conclusion motivates the detailed analysis of

technological progress and technology adoption later in the book. It is also useful to emphasize

once again that differences in TFP are not necessarily due to technology in the narrow sense.

If two countries have access to the same technology but make use of the available techniques

in different ways with different degrees of efficiency, or if they are subject to different degrees

of market or organizational failures, these differences will show up as TFP differences. One

indication that TFP differences arising from market or organizational failures are important

comes from episodes of severe crises. When countries have large drops in their income, due

to civil wars, political instability, financial crises, or other reasons, these drops are almost

always associated with corresponding declines in TFP (along with little change in capital

stocks and much smaller changes in labor inputs). Naturally, these drops in TFP are not caused

by technological regress but result from the breakdown of the market or increases in other

sources of inefficiency. Therefore technology differences should always be construed rather

broadly, and we should pay special attention to cross-country differences in the efficiency of

production. By implication, to understand TFP differences across countries, we must study not
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only differences in the techniques that they use but also the way they organize markets and firms

and how they provide incentives to different agents in the economy. This insight again shapes

our agenda for the rest of the book, especially paving the way for investigating endogenous

technological change in Part IV and differences in technology and productive efficiency across

countries in Parts VI and VII.

There is one more sense in which what we have learned in this chapter is limited. What

the Solow model makes us focus on—physical capital, human capital, and technology—are

proximate causes of economic growth in cross-country differences. It is important to know

which of these proximate causes are important and how they affect economic performance,

both to have a better understanding of the mechanics of economic growth and also to know

which classes of models to focus on. But at some level (and exaggerating somewhat) to say

that a country is poor because it has insufficient physical capital, human capital, and inefficient

technology is like saying that a person is poor because he or she does not have money. There are,

in turn, other reasons some countries are more abundant in physical capital, human capital, and

technology, in the same way as there are factors that cause one person to have more money than

another. In Chapter 1, I referred to these as the fundamental causes of differences in prosperity,

contrasting them with the proximate causes. A satisfactory understanding of economic growth

and differences in prosperity across countries requires both an analysis of proximate causes

and of fundamental causes of economic growth. The former is essential for the study of the

mechanics of economic growth and to develop the appropriate formal models incorporating

these insights. The latter is important for understanding why some societies make choices that

lead them to low physical capital, low human capital, and inefficient technology and thus to

relative poverty. This is the issue I turn to in the next chapter.

3.8 References and Literature

The growth accounting framework is introduced and applied in Solow (1957). Jorgensen, Gol-

lop, and Fraumeni (1987) give a comprehensive development of this framework, emphasizing

that competitive markets are necessary and essentially sufficient for this approach to work. They

also highlight the measurement difficulties and emphasize that underestimates of improve-

ments in the quality of physical and human capital lead to overestimates of the contribution of

technology to economic growth. Jorgensen (2005) contains a more recent survey.

Regression analysis based on the Solow model has a long history. More recent contributions

include Baumol (1986), Barro (1991), and Barro and Sala-i-Martin (1992). Barro (1991) has

done more than anybody else to popularize growth regressions, which have become a very

commonly used technique over the past two decades. See Durlauf (1996); Durlauf, Johnson

and Temple (2005); and Quah (1993) for various critiques of growth regressions, especially

focusing on issues of convergence. Wooldridge (2002) contains an excellent discussion of

issues of omitted variable bias and the different approaches that can be used (see, e.g., Chapters

4, 5, and 8–11 in Wooldridge’s book). You should read more about the economic limitations of

growth regressions and the econometric problems facing such regressions before embarking

upon your own empirical analyses.

The augmented Solow model with human capital is a generalization of the model presented

in Mankiw, Romer, and Weil (1992). As noted in the text, treating human capital as a separate

factor of production is somewhat unusual and difficult to micro-found. Different ways of

introducing human capital in the basic growth model are discussed in Chapter 10.

Mankiw, Romer, and Weil (1992) also provide the first regression estimates of the Solow

and the augmented Solow models. A detailed critique of Mankiw, Romer, and Weil is provided

in Klenow and Rodriguez (1997). Hall and Jones (1999) and Klenow and Rodriguez (1997)
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provide the first calibrated estimates of productivity (technology) differences across countries.

Caselli (2005) gives an excellent overview of this literature, with a detailed discussion of

how one might correct for differences in the quality of physical and human capital across

countries. He reaches the conclusion that such corrections will not change the basic conclusions

of Klenow and Rodriguez and Hall and Jones that cross-country technology differences are

important.

Subsection 3.6.2 draws on Trefler (1993). Trefler does not emphasize the productivity

estimates implied by this approach, focusing more on the method as a way of testing the

Heckscher-Ohlin model. Nevertheless these productivity estimates are an important input

for growth economists. Trefler’s approach has been criticized for various reasons, which are

secondary for our focus here. The interested reader should look at Gabaix (2000) and Davis

and Weinstein (2001).

3.9 Exercises

3.1 Suppose that output is given by the neoclassical production function Y (t) = F(K(t), L(t), A(t))

satisfying Assumptions 1 and 2, and that we observe output, capital, and labor at two dates t and

t + T . Suppose that we estimate TFP growth between these two dates using the equation

x̂(t, t + T ) = g(t, t + T ) − αK(t)gK(t, t + T ) − αL(t)gL(t, t + T ),

where g(t, t + T ) denotes output growth between dates t and t + T , and other growth terms

are defined similarly, while αK(t) and αL(t) denote the factor shares at the beginning date. Let

x(t, t + T ) be the true TFP growth between these two dates. Show that there exist functions F

such that x̂(t, t + T )/x(t, t + T ) can be arbitrarily large or small. Next show the same result

when the TFP estimate is constructed using the end-date factor shares:

x̂(t, t + T ) = g(t, t + T ) − αK(t + T )gK(t, t + T ) − αL(t + T )gL(t, t + T ).

Explain the importance of differences in factor proportions (capital-labor ratio) between the

beginning and end dates in these results.

3.2 Consider the economy with labor market imperfections as in the second part of Exercise 2.20

from the previous chapter, where workers were paid a fraction λ > 0 of output. Show that in this

economy the fundamental growth accounting equation leads to biased estimates of TFP.

3.3 For the Cobb-Douglas production function from Example 3.1, Y (t) = A(t)K(t)aL(t)1−α, derive

an exact analogue of (3.10) and show how the rate of convergence, that is, the coefficient in front

of
(

log y(t) − log y∗(t)
)

, changes as a function of log y(t).

3.4 Consider once again the production function in Example 3.1. Suppose that two countries, 1 and

2, have exactly the same technology and the same parameters α, n, δ, and g, thus the same y∗(t).

Suppose that they start with y1(0) = 2y2(0) at time t = 0. Using the parameter values in Example

3.1, calculate how long it would take for the income gap between the two countries to decline to

10%.

3.5 Consider a collection of Solow economies, each with different levels of δ, s, and n. Show that

an equivalent of the conditional convergence regression equation (3.13) can be derived from an

analogue of (3.10) in this case.

3.6 Prove Proposition 3.2.

3.7 In the augmented Solow model (see Propositions 3.1 and 3.2) determine the impact of increases

in sk, sh, and n on h∗ and k∗.

3.8 Consider a world economy consisting of countries represented by the augmented Solow growth

model with the production functions given by (3.16). Derive the equivalent of the fundamental
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growth accounting equation in this case and explain how one might use available data to estimate

TFP growth using this equation.

3.9 Consider the basic Solow model with no population growth and no technological progress and a

production function of the form F(K, H), where H denotes the efficiency units of labor (human

capital) given by H =
∑

i∈N
hi, where N is the set of all individuals in the population, and hi is

the human capital of individual i. Assume that H is fixed. Suppose there are no human capital

externalities and factor markets are competitive.

(a) Calculate the steady-state equilibrium of this economy.

(b) Prove that if 10% higher h at the individual level is associated with a% higher earnings, then

a 10% increase in the country’s stock of human capital H will lead to a% increase in steady-

state output. Compare this result to the immediate impact of an unanticipated 10% increase

in H (i.e., consider the impact of a 10% increase in H with the stock of capital unchanged).

3.10 Consider a constant returns to scale production function for country j , Yj = F(Kj , AjHj), where

Kj is physical capital, Hj denotes the efficiency units of labor, and Aj is labor-augmenting

technology. Prove that if Kj/Yj = Kj ′/Yj ′ in two different countries j and j ′, then the rental

rates of capital in the two countries, Rj and Rj ′ will also be equal.

3.11 Imagine you have a cross section of countries, j = 1, . . . , J , and for each country, at a single

point in time, you observe labor Lj , capital Kj , total output Yj , and the share of capital in national

income, αK
j

. Assume that all countries have access to a production technology of the form

F(Kj , Lj , Aj),

where A is technology. Assume that F exhibits constant returns to scale in K and L, and all

markets are competitive.

(a) Explain how you would estimate relative differences in technology (productivity) across

countries due to the term A without making any further assumptions. Write down the

equations that are involved in estimating the contribution of A to cross-country income

differences explicitly.

(b) Suppose that the exercise in part (a) leads to large differences in productivity due to the A

term. How would you interpret this? Does it imply that countries have access to different

production possibility sets?

(c) Now suppose that the true production function is F(K, H, A), where H denotes efficiency

units of labor. What other types of data would you need to estimate the contribution of

technology (productivity) across countries to output differences?

(d) Show that if H is calculated as in Section 3.5, but there are significant quality-of-schooling

differences and no differences in A, this strategy will lead to significant differences in the

estimates of A.
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Fundamental

Determinants of

Differences in

Economic Performance

4.1 Proximate versus Fundamental Causes

“The factors we have listed (innovation, economies of scale, education, capital accu-

mulation, etc.) are not causes of growth; they are growth.” (North and Thomas, 1973,

p. 2, italics in original)

The previous chapter illustrated how the Solow growth model can be used to understand

cross-country income differences and the process of economic growth. In the context of the

Solow growth model, the process of economic growth is driven by technological progress.

Cross-country income differences, on the other hand, are due to a combination of technology

differences and differences in physical capital per worker and in human capital per worker.

While this approach provides us with a good starting point and delineates potential sources

of economic growth and cross-country income differences, these sources are only proximate

causes of economic growth and economic success. Let us focus on cross-country income dif-

ferences, for example. As soon as we attempt to explain these differences with technology,

physical capital, and human capital differences, an obvious question presents itself: if technol-

ogy, physical capital, and human capital are so important in understanding differences in the

wealth of nations and if they can account for 5-fold, 10-fold, 20-fold, or even 30-fold differ-

ences in income per capita across countries, then why is it that some societies do not improve

their technologies, invest in physical capital, and accumulate human capital as much as others?

It appears therefore that any explanation that simply relies on technology, physical capital,

and human capital differences across countries is, at some level, incomplete. There must be

other, deeper reasons that we will refer to as “fundamental causes” of economic growth. It is

these reasons that are preventing many countries from investing enough in technology, physical

capital, and human capital.

109
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An investigation of fundamental causes of economic growth is important for at least two

reasons. First, any theory that focuses on the intervening variables (proximate causes) alone,

without understanding the underlying driving forces, would be incomplete. Thus growth theory

will not fulfill its full promise until it comes to grips with these fundamental causes. Second,

if part of our study of economic growth is motivated by improving the growth performance of

certain nations and the living standards of their citizens, understanding fundamental causes is

central to this objective, since attempting to increase growth merely by focusing on proximate

causes would be tantamount to dealing with symptoms of diseases without understanding what

the diseases themselves are. While such attacks on symptoms can sometimes be useful, they

are no substitute for a fuller understanding of the causes of the disease, which may allow

a more satisfactory treatment. In the same way, we may hope that an understanding of the

fundamental causes of economic growth could one day offer more satisfactory solutions to the

major questions of social sciences concerning why some countries are poor and some are rich

and how we can ensure that more nations grow faster.

What could these fundamental causes be? Can we make progress in understanding them?

And, perhaps most relevant for this book, is growth theory useful in such an endeavor?

In this chapter, I develop some answers to these questions. Let us start with the last two

questions. The argument in this book is that a good understanding of the mechanics of economic

growth and thus the construction of detailed models of the growth process are essential for a

successful investigation of the fundamental causes of economic growth. This understanding is

crucial for at least two reasons; first, we can only pose useful questions about the fundamental

causes of economic growth by understanding what the major proximate causes are and how

they impact economic outcomes. Second, only models that provide a good approximation to

reality and are successful in qualitatively and quantitatively matching the major features of the

growth process can inform us about whether the potential fundamental causes that are proposed

could indeed play a significant role in generating the huge differences observed in income per

capita across countries. Our analysis of the mechanics of economic growth will often enable

us to discard or refine certain proposed fundamental causes. As to the question of whether we

can make progress, the vast economic growth literature is evidence that progress is being made

and more progress is certainly achievable. In some sense, it is part of the objective of this book

to convince you that the answer to this question is yes.

Returning to the first question, there are innumerable fundamental causes of economic

growth that various economists, historians, and social scientists have proposed over the ages.

Clearly, listing and cataloging them is neither informative nor useful. Instead, I classify the

major candidate fundamental causes of economic growth into four categories of hypotheses.

While such a classification undoubtedly fails to do justice to some of the nuances of the

literature, it is satisfactory for our purposes of highlighting the main factors affecting cross-

country income differences and economic growth. These are:

1. The luck hypothesis,

2. The geography hypothesis,

3. The culture hypothesis, and

4. The institutions hypothesis.

By “luck,” I refer to the set of fundamental causes that explain divergent paths of economic

performance among countries that are otherwise identical, either because some small uncer-

tainty or heterogeneity between them has led to different choices with far-ranging consequences

or because of different selection among multiple equilibria. Multiple equilibria correspond to

different equilibrium configurations arising for the same underlying economic environment.
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When models exhibit multiple equilibria, we are often unable to make specific predictions as

to which of these equilibria will be selected by different countries, and it is possible for two

otherwise identical countries to end up in different equilibria with quite distinct implications for

economic growth and living standards. Luck and multiple equilibria can manifest themselves

through any of the proximate causes discussed so far (and through some additional mechanisms

discussed later in the book). For example, multiple equilibria can exist in technology adoption

or in models that focus on investments in human and physical capital. Therefore explanations

based on luck or multiple equilibria are often theoretically well grounded. Whether they are

empirically plausible is another matter.

By “geography,” I refer to all factors that are imposed on individuals as part of the physical,

geographic, and ecological environment in which they live. Geography can affect economic

growth through a variety of proximate causes. Geographic factors that can influence the growth

process include soil quality, which can affect agricultural productivity; natural resources,

which directly contribute to the wealth of a nation and may facilitate industrialization by

providing certain key resources, such as coal and iron ore, during critical times; climate,

which may affect productivity and attitudes directly; topography, which can affect the costs

of transportation and communication; and disease environment, which can affect individual

health, productivity and incentives to accumulate physical and human capital. For example,

in terms of the aggregate production function of the Solow model, poor soil quality, lack of

natural resources, or an inhospitable climate may correspond to a low level of A, that is, to

a type of inefficient technology. Many philosophers and social scientists have suggested that

climate also affects preferences in a fundamental way, so perhaps individuals living in certain

climates have a preference for earlier rather than later consumption, thus reducing their saving

rates of both physical and human capital. Finally, differences in the disease burden across areas

may affect the productivity of individuals and their willingness to accumulate human capital.

Thus geography-based explanations can easily be incorporated into both the simple Solow

model and the more sophisticated models discussed later in the book.

By “culture,” I refer to beliefs, values, and preferences that influence individual economic

behavior. Differences in religious beliefs across societies are among the clearest examples of

cultural differences that may affect economic behavior. Differences in preferences, for exam-

ple, regarding how important wealth is relative to other status-generating activities and how

patient individuals should be, might be as important as—or even more important than—luck,

geography, and institutions in affecting economic performance. Broadly speaking, culture can

affect economic outcomes through two major channels. First, it can influence the willingness of

individuals to engage in different activities or to tradeoff consumption today versus consump-

tion tomorrow. Via this channel, culture influences societies’ occupational choices, market

structure, saving rates, and individuals’ willingness to accumulate physical and human capital.

Second, culture may also affect the degree of cooperation and of trust in society, which are

important foundations for productivity-enhancing activities.

By “institutions,” I refer to rules, regulations, laws, and policies that affect economic

incentives and thus the incentives to invest in technology, physical capital, and human capital.

It is a truism of economic analysis that individuals only take actions that are rewarded.

Institutions, which shape these rewards, must therefore be important in affecting all three of

the proximate causes of economic growth. What distinguishes institutions from geography,

luck, and culture is that they are social choices. Although laws and regulations are not directly

chosen by individuals, and some institutional arrangements may be historically persistent, in

the end the laws, policies, and regulations under which a society lives are the choices of the

members of that society. If the members of the society collectively decide to change them,

they can do so. This possibility implies that if institutions are a major fundamental cause of
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economic growth and cross-country differences in economic performance, they can potentially

be reformed to achieve better outcomes. Such reforms may not be easy; they may encounter

stiff opposition, and often we may not exactly know which reforms will work. But they are

still within the realm of the possible, and further research might clarify how such reforms will

affect economic incentives and how they can be implemented.

There is a clear connection between institutions and culture. Both affect individual behavior,

and both are important determinants of incentives. Nevertheless, a crucial difference between

the theories in these two categories justifies their separation. Institutions are directly under the

control of the members of the society, in the sense that by changing the distribution of resources,

constitutions, laws, and policies, individuals can collectively influence the institutions under

which they live. In contrast, culture refers to a set of beliefs that have evolved over time and are

outside the direct control of individuals.1 Even though institutions might be hard to change in

practice, culture is much harder to influence, and any advice to a society that it should change

its culture is almost vacuous.

It is also important to emphasize that institutions themselves, even if they are a fundamental

cause of differences in economic growth and income across countries, are endogenous. They

are equilibrium choices made either by the society at large or by some powerful groups in

society. One can then argue that luck, geography, or culture should be more important, because

they may be “more exogenous” in the sense that they are not equilibrium choices in the same

way as institutions are, and institutions vary across societies largely because of geographic,

cultural, or random factors. While at some philosophical level this argument is correct, it is not

a particularly useful observation. It neither obviates the need to understand the direct effects of

luck, geography, culture, and institutions (and these direct effects have been the focus of much

of the debate in this area) nor does it imply that understanding the specific role of institutions

and economic development is secondary in any sense. After all, if we can understand what the

effects of institutions are and which specific types of institutions matter, institutional reform can

lead to major changes in economic behavior (even if part of the original variation in institutions

was due to geography, luck, or culture).

In the rest of this chapter, I explain the reasoning motivating these different hypotheses and

provide a brief overview of the empirical evidence pertaining to various fundamental causes

of economic growth. The theoretical underpinnings and implications of the institutions view

are further developed in Part VIII of the book. At this point, the reader should be warned that

I am not an objective outside observer in this debate, but a strong proponent of the institutions

hypothesis. Therefore, not surprisingly, this chapter concludes that the institutional differences

are at the root of the important proximate causes that I have listed. Nevertheless, the same

evidence can be interpreted in different ways, and the reader should feel free to draw his or her

own conclusions.

Before delving into a discussion of the fundamental causes, one other topic deserves a brief

discussion. This is where I start in the next section.

4.2 Economies of Scale, Population, Technology, and World Growth

As emphasized in Chapter 1, cross-country income differences result from the differential

growth experiences of countries over the past two centuries. This makes it important for us to

understand the process of economic growth. Equally remarkable is the fact that world economic

growth is, by and large, a phenomenon of the past 200 years or so. Thus other major questions

1. A major and important exception to this lack of control is the effect of education on the beliefs and values

of individuals.
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concern why economic growth started so recently and why there was little economic growth

before. The growth literature has provided a variety of interesting answers to these questions.

Much of the literature focuses on the role of economies of scale and population. The argument

goes as follows: in the presence of economies of scale (or increasing returns to scale), the

population needs to have reached a certain critical level so that technological progress can

gather speed. Alternatively, some natural (steady) progress of technology that may have been

going on in the background needs to reach a critical threshold for the process of growth to begin.

These scenarios are quite plausible. World population has indeed increased tremendously over

the past million years, and the world’s inhabitants today have access to a pool of knowledge and

technology unimaginable to our ancestors. Could these long-run developments of the world

economy also account for cross-country differences? Is the increase in world population a good

explanation for the takeoff of the world economy?

Let us focus on population to give a preliminary answer to these questions. The sim-

plest way of thinking of the relationship between population and technological change is the

Simon-Kremer model (named after the demographer Julian Simon and the economist Michael

Kremer). This model is implicitly one of the entire world economy, since there are no cross-

country differences. Imagine that there is a small probability that each individual will discover

a new idea that will contribute to the knowledge pool of the society. Crucially, these random

discoveries are independent across individuals, so that a larger pool of individuals implies the

discovery of more new ideas, increasing aggregate productivity. Let output be determined sim-

ply by technology (this condition can be generalized so that technology and capital determine

output as in the Solow model, but this does not affect the point I make here):

Y (t) = L(t)α (A(t)Z)1−α,

where α ∈ (0, 1), Y (t) is world output, A(t) is the world stock of technology, L(t) is world

population, and Z is some other fixed factor of production (e.g., land). I normalize Z = 1

without loss of any generality. Time is continuous, and ideas are discovered at the rate λ so

that the knowledge pool of the society evolves according to the differential equation

Ȧ(t) = λL(t), (4.1)

with A(0) > 0 taken as given. Population, in turn, is a function of output, for example because

of the Malthusian channels discussed in Chapter 21. For instance, suppose that population

increases linearly in output:

L(t) = φY(t). (4.2)

Combining these three equations, we obtain (see Exercise 4.1)

Ȧ(t) = λφ
1

1−α A(t). (4.3)

The solution to this differential equation involves

A(t) = exp
(

λφ1/(1−α)t
)

A(0). (4.4)

Equation (4.4) shows how a model of economies of scale (increasing returns) in population

can generate a steady increase in technology. It is also straightforward to verify that

Y (t) = φ
α

1−α A(t),
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so that aggregate income also grows at the constant level λφ1/(1−α). Such a model would

generate steady growth but no acceleration. Simon and Kremer, instead, assume that there are

stronger externalities to population than in (4.1). They impose the following equation governing

the accumulation of ideas:

Ȧ(t)

A(t)
= λL(t).

This implies that the law of motion of technology is given by (see Exercise 4.2)

A(t) =
1

A(0)−1 − λφ1/(1−α)t
. (4.5)

In contrast to (4.4), this equation implies an accelerating output level. Starting from a low

level of A(0) (or L(0)), this model would generate a long period of low output, followed by

an acceleration or takeoff, reminiescent to the modern economic growth experience discussed

in Chapter 1. Therefore a model with significant economies of scale is capable of generating

the pattern of takeoff we see in the data.

While such a story, which has been proposed by many economists, may have some appeal

for accounting for world growth, it is important to emphasize that it has little to say about

cross-country income differences or why modern economic growth started in some countries

(Western Europe) and not others (Asia, South America, Africa). In fact, if we take Western

Europe and Asia as the relevant economic units, the European population has consistently been

less than that of Asia over the past 2,000 years (see, e.g., Figure 21.1); thus it is unlikely that

simple economies of scale in population are responsible for the economic takeoff in Western

Europe while Asia stagnated.

This discussion therefore suggests that models based on economies of scale of one sort or

another do not provide us with fundamental causes of cross-country income differences. At

best, they are theories of growth of the world taken as a whole. Moreover, once we recognize

that the modern economic growth process has been uneven, meaning that it took place in some

parts of the world and not others, the appeal of such theories diminishes further. If economies

of scale were responsible for modern economic growth, this phenomenon should also be able

to explain when and where this process of economic growth started. Existing models based on

economies of scale do not. In this sense, they are unlikely to provide the fundamental causes of

modern economic growth. Then are these types of economies of scale and increasing returns to

population unimportant? Certainly not. They may well be part of the proximate causes of the

growth process (e.g., the part lying in the black box of technology). But this discussion suggests

that these models need to be augmented by other fundamental causes to explain why, when, and

where the takeoff occurred. This further motivates the investigation of the fundamental causes.

4.3 The Four Fundamental Causes

4.3.1 Luck and Multiple Equilibria

Chapter 21 presents a number of models in which multiple equilibria or multiple steady states

can arise because of coordination failures in the product market or imperfections in credit

markets. These models suggest that an economy, with given parameter values, can exhibit

significantly different types of equilibrium behavior, some with higher levels of income or

perhaps sustained growth, while other equilibria involve poverty and stagnation. To give a
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flavor of these models, consider the following simple game of investment played by a large

number of agents in the society:

Everybody else

High Low

investment investment

High investment yH , yH yL − ε, yL

Individual
Low investment yL, yL − ε′ yL, yL

Let us focus on symmetric equilibria. The first column indicates that all agents (except

the individual in question) have chosen high investment, while the second corresponds to low

investment by all agents. The first row, on the other hand, corresponds to high investment by the

individual in question, and the second row is for low investment. In each cell, the first number

refers to the income of the individual in question, while the second number is the payoff to

each of the other agents in the economy. Suppose that yH > yL and ε, ε′ > 0. This payoff

matrix then implies that high investment is more profitable when others are also undertaking

high investment. For example, this may be because of technological complementarities or

aggregate demand externalities (see Chapter 21).

It is then clear that there are two (pure-strategy) symmetric equilibria in this game. In

one equilibrium, the individual expects all other agents to choose high investment, and he

does so himself. Since the same calculus applies to each agent, each agent will also ex-

pect high investment by all others and will choose high investment himself. This establishes

that high investment by all agents is an equilibrium. Similarly, when the individual expects all

others to choose low investment, it is a best response for him to choose low investment, so

that there also exists an equilibrium with low investment. Thus, this simple game exhibits two

symmetric (pure-strategy) equilibria.

Two features are worth noting. First, depending on the extent of complementarities and other

economic interactions, yH can be quite large relative to yL, so there may be significant income

differences in the allocations implied by the two different equilibria. Thus if we believe that

such a game is a good approximation to reality and different countries can end up in different

equilibria, the economic interactions here could help explain large differences in income per

capita. Second, the two equilibria in this game are also Pareto-ranked—all individuals are

better off in the equilibrium in which everybody chooses high investment (see Chapter 5 on

the Pareto criterion). Both of these features are shared by the Big Push models discussed in

Chapter 21.

In addition to models of multiple equilibria, stochastic models, in which the realization of

certain random variables determines when a particular economy transitions from low- to high-

productivity technologies and starts the process of takeoff, might also be relevant in this context

(see Section 17.6).

Both models of multiple equilibria and those in which stochastic variables determine the

long-run growth properties of the economy are attractive as descriptions of certain aspects of the

development process. They are also informative about the mechanics of economic development

in an interesting class of models. But do they inform us about the fundamental causes of

economic growth? Can we say that the United States is rich today while Nigeria is poor because

the former has been lucky in its equilibrium selection while the latter has been unlucky? Can

we pinpoint their divergent development paths to some small stochastic events 200, 300, or

400 years ago? The answer seems to be no.
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U.S. economic growth is the cumulative result of a variety of processes, ranging from

innovations and free entrepreneurial activity to significant investments in human capital and

rapid capital accumulation. It is difficult to reduce these processes to a simple lucky break or the

selection of the right equilibrium. Even 400 years ago, conditions were significantly different

in the United States and in Nigeria, and this led to different opportunities, institutional paths,

and incentives. It is the combination of the historical experiences of countries and different

economic incentives that underlies their different processes of economic growth.

Equally important, models based on luck or multiple equilibria can explain why there might

be a 20-year or perhaps a 50-year divergence between two otherwise identical economies. But

how are we to explain a 500-year divergence? It certainly does not seem plausible to imagine

that Nigeria, today, can suddenly switch equilibria and quickly achieve the level of income per

capita in the United States.2 Most models of multiple equilibria are unsatisfactory in another

sense. As in the simple example discussed above, most models of multiple equilibria involve

the presence of Pareto-ranked equilibria. This implies that one equilibrium gives higher utility

or welfare to all agents than another. While such Pareto-ranked equilibria are a feature of

parsimonious models, which do not specify many relevant dimensions of heterogeneity that

are important in practice, it is not clear whether they are useful in thinking about why some

countries are rich and others are poor. If indeed it were possible for Nigerians to change their

behavior and for all individuals in the nation to become better off (say, by switching from

low to high investment in terms of the game above), it is very difficult to believe that for

200 years they have not been able to coordinate on such a better action. Most readers are

aware that Nigerian history is shaped by religious and ethnic conflict and by a civil war that

ravaged the nation, and that the country is still adversely affected by the extreme corruption

of politicians, bureaucrats, and soldiers who have enriched themselves at the expense of the

population at large. That an easy Pareto-improving change exists against this historical and

social background seems improbable, to say the least.

To be fair, not all models of multiple equilibria allow easy transitions from a Pareto-inferior

equilibrium to a superior one. In the literature, a useful distinction can be made between models

of multiple equilibria (in which different equilibria can be reached if individuals change their

beliefs and behaviors simultaneously) versus models of multiple steady states with history

dependence (in which once a particular path of equilibrium is embarked upon, it becomes

much harder—perhaps impossible—to transition to the other steady-state equilibrium; see

Chapter 21). Models with multiple steady states are more attractive for understanding persistent

differences in economic performance across countries than models with multiple equilibria.

Nevertheless, unless some other significant source of conflict of interest or distortions are

incorporated, it seems unlikely that the difference between the United States and Nigeria

can be explained by using models in which the two countries have identical parameters but

have made different choices and stuck with them. The mechanics of how a particular steady-

state equilibrium can be maintained would be the most important element of such a theory,

and other fundamental causes of economic growth, including institutions, policies, or perhaps

culture, must play a role in explaining this type of persistence. Put differently, in today’s world

of free information, technology, and capital flows, if Nigeria had the same parameters, the

same opportunities, and the same institutions as the United States, there should exist some

2. Naturally, one can argue that reforms or major changes in the growth trajectory are always outcomes of a

switch from one equilibrium to another. But such an explanation would not have much empirical content, unless

it is based on a well-formulated model of equilibrium selection and can make predictions about when we might

expect such switches.
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arrangement such that these new technologies could be imported and everybody could be made

better off.

Another challenge to models of multiple steady states concerns the ubiquity of growth

miracles, such as South Korea and Singapore, which we discussed in Chapter 1. If cross-

country income differences are due to multiple steady states, from which escape is totally or

nearly impossible, then how can we explain countries that embark upon a very rapid growth

process? The example of China may be even most telling here. While China stagnated under

communism until Mao’s death, the changes in economic institutions and policies that took

place thereafter have led to very rapid economic growth. If China were in a low-growth steady

state before Mao’s death, then we need to explain how it escaped from this steady state after

1978 and why it did not do so before. Inevitably this line of reasoning brings us to the role of

other fundamental causes, such as institutions, policies, and culture.

A different, and perhaps more promising, argument about the importance of luck can be

made by emphasizing the role of leaders. Perhaps it was Mao who held back China, and his

death and the identity, beliefs, and policies of his successors were at the root of its subsequent

growth. Perhaps the identity of the leader of a country can thus be viewed as a stochastic

event, shaping economic performance. This point of view probably has a lot of merit. Recent

empirical work by Jones and Olken (2005) shows that leaders seem to influence the economic

performance of nations. Thus luck could play a major role in cross-country income and growth

differences by determining whether growth-enhancing or growth-retarding leaders are selected.

Nevertheless, such an explanation is closer to the institutional approaches than the pure luck

category. First, leaders often influence the economic performance of their societies by the

policies they set and the institutions they develop. Second, the selection and behavior of leaders

and the policies that they pursue are part of the institutional explanations. Third, Jones and

Olken’s research points to an important interaction between the effect of leaders and a society’s

institutions. Leaders seem to matter for economic growth only in countries where institutions

are nondemocratic or weak (in the sense of not placing constraints on politicians or elites). In

democracies and in societies where other institutions appear to place checks on the behavior

of politicians and leaders, the identity of the leaders seems to play almost no role in economic

performance.

Given these considerations, I tentatively conclude that models emphasizing luck and mul-

tiple equilibria are useful for our study of the mechanics of economic development, but they

are unlikely to provide us with the fundamental causes of why world economic growth started

200 years ago and why some countries are rich while others are poor today.

4.3.2 Geography

While the approaches in the last subsection emphasize the importance of luck and multiple

equilibria among otherwise identical societies, an alternative is to emphasize the deep hetero-

geneity across societies. The geography hypothesis is, first and foremost, about the fact that

not all areas of the world are created equal. “Nature,” that is, the physical, ecological, and

geographical environment of nations, plays a major role in their economic experiences. As

pointed out above, geographic factors can play this role by determining both the preferences

and the opportunity set of individual economic agents in different societies. There are at least

three main versions of the geography hypothesis, each emphasizing a different mechanism for

how geography affects prosperity.

The first and earliest version of the geography hypothesis goes back to Montesquieu

([1748], 1989). Montesquieu, who was a brilliant French philosopher and an avid supporter
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of republican forms of government, was also convinced that climate was among the main

determinants of the fate of nations. He believed that climate, in particular heat, shaped human

attitudes and effort, and through this channel, affected both economic and social outcomes. He

wrote in his classic book The Spirit of the Laws (1989, p. 234):

The heat of the climate can be so excessive that the body there will be absolutely

without strength. So, prostration will pass even to the spirit; no curiosity, no noble

enterprise, no generous sentiment; inclinations will all be passive there; laziness there

will be happiness.

People are . . . more vigorous in cold climates. The inhabitants of warm countries

are like old men, timorous; the people in cold countries are like young men, brave.

Today some of the pronouncements in these passages appear somewhat naı̈ve and perhaps

bordering on “political incorrectness.” They still have many proponents, however. Even though

Montesquieu’s eloquence makes him stand out among those who formulated this perspective,

he was neither the first nor the last to emphasize such geographic fundamental causes of

economic growth. Among economists a more revered figure is one of the founders of our

discipline, Alfred Marshall. Almost a century and a half after Montesquieu, Marshall (1890,

p. 195) wrote:

[V]igor depends partly on race qualities: but these, so far as they can be explained at

all, seem to be chiefly due to climate.

While the first version of the geography hypothesis appears naı̈ve and raw to many of us,

its second version, which emphasizes the impact of geography on the technologies available

to a society, especially in agriculture, is more palatable and has many more supporters. This

view is developed by an early Nobel Prize winner in economics, Gunnar Myrdal (1968, vol. 3,

p. 2121), who wrote:

[S]erious study of the problems of underdevelopment . . . should take into account

the climate and its impacts on soil, vegetation, animals, humans and physical assets—

in short, on living conditions in economic development.

More recently, Jared Diamond, in his widely popular Guns, Germs and Steel, espouses this

view and argues that geographical differences between the Americas and Europe (or more

appropriately, Eurasia) have determined the timing and nature of settled agriculture and, by

means of this channel, shaped whether societies have been able to develop complex organi-

zations and advanced civilian and military technologies (1997, e.g., p. 358). The economist

Jeffrey Sachs (2001, p. 2) has been a recent and forceful proponent of the importance of

geography in agricultural productivity, stating that

By the start of the era of modern economic growth, if not much earlier, temperate-zone

technologies were more productive than tropical-zone technologies.

There are also reasons for questioning this second, and more widely-held, view of geo-

graphic determinism. Most of the technological differences emphasized by these authors refer

to agriculture. But as Chapter 1 emphasized, the origins of differential economic growth across

countries goes back to the age of industrialization. Modern economic growth came with indus-

try, and it is the countries that have failed to industrialize that are poor today. Low agricultural

productivity, if anything, should create a comparative advantage in industry and encourage

those countries with “unfavorable geography” to start investing in industry before others did.

One might argue that reaching a certain level of agricultural productivity is a prerequisite for

industrialization. While this suggestion is plausible (or at least possible), many of the societies

that later failed to industrialize had already achieved a certain level of agricultural productivity
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and in fact were often ahead of those who later industrialized very rapidly (see Section 4.4).

Thus a simple link between unfavorable agricultural conditions and the failure to take off seems

to be absent.3

The third variant of the geography hypothesis, which has become particularly popular over

the past decade, links poverty in many areas of the world to their disease burden, emphasizing

that “the burden of infectious disease is . . . higher in the tropics than in the temperate zones”

(Sachs, 2000, p. 32). Bloom and Sachs (1998) and Gallup and Sachs (2001, p. 91) claim that the

prevalence of malaria alone reduces the annual growth rate of sub-Saharan African economies

by as much as 2.6% a year. Such a magnitude implies that had malaria been eradicated in 1950,

income per capita in sub-Saharan Africa would have been double what it is today. If we add

to this the effect of other diseases, we would obtain even larger effects.

This third version of the geography hypothesis may be much more plausible than the first

two, especially since the microeconomics literature shows that unhealthy individuals are less

productive and perhaps less able to learn and thus accumulate human capital. I discuss both

the general geography hypothesis and this specific version of it in greater detail in the next two

sections. But an important caveat needs to be mentioned. The fact that the burden of disease

is heavier in poor nations today is as much a consequence as a cause of poverty. European

nations in the eighteenth and even nineteenth centuries were plagued by many diseases. It was

the process of economic development that enabled them to eradicate these diseases and create

healthier living environments. The fact that many poor countries have unhealthy environments

is, at least in part, a consequence of their failure to develop economically.

4.3.3 Institutions

An alternative fundamental cause of differences in economic growth and income per capita

is institutions. One problem with the institutions hypothesis is that it is somewhat difficult to

define what “institutions” are. In daily usage, the word “institutions” refers to many different

things, and the academic literature is sometimes not clear about its definition.

The economic historian Douglass North was awarded the Nobel Prize in economics largely

because of his work emphasizing the importance of institutions in the historical development

process. North (1990, p. 3) offers the following definition:

Institutions are the rules of the game in a society or, more formally, are the humanly

devised constraints that shape human interaction.

He goes on to emphasize the key implications of institutions:

In consequence [institutions] structure incentives in human exchange, whether polit-

ical, social, or economic.

This definition encapsulates the three important elements that make up institutions. First,

they are humanly devised; that is, in contrast to geography, which is outside human control,

institutions refer to man-made factors. Institutions are about the effect of societies’ own choices

on their own economic fates. Second, institutions place constraints on individual behavior.

These constraints do not need to be unassailable: any law can be broken, any regulation can

be ignored. Nevertheless policies, regulations, and laws that punish certain types of behavior

3. Ex post, one can in fact tell the opposite story: perhaps the poor nations of today had agriculturally superior

land and this created a comparative advantage against industry. This is not an entirely convincing explanation

either, since as discussed in Chapter 20, most less-developed economies today have lower agricultural as well

as lower industrial productivity than the relatively advanced nations.
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while rewarding others will naturally have an effect on behavior. And this brings us to the third

important element in the definition. The constraints placed on individuals by institutions shape

human interaction and affect incentives. In some deep sense, institutions, much more than the

other candidate fundamental causes, are about the importance of incentives.

The reader may have already noted that the above definition makes the concept of institutions

rather broad. In fact, this is precisely the sense in which I use the concept throughout this book;

institutions refer to a broad cluster of arrangements that influence various economic interactions

among individuals. These include economic, political, and social relations among households,

individuals, and firms. The importance of political institutions, which determine the process

of collective decision making in society, cannot be overstated and is the topic of analysis in

Part VIII of this book.

A more natural starting point for the study of the fundamental causes of income differences

across countries is in economic institutions, which comprise such things as the structure of

property rights, the presence and (well or ill) functioning of markets, and the contractual op-

portunities available to individuals and firms. Economic institutions are important because they

influence the structure of economic incentives in society. Without property rights, individuals

do not have the incentive to invest in physical or human capital or adopt more efficient technolo-

gies. Economic institutions are also important because they ensure the allocation of resources

to their most efficient uses and determine who obtains profits, revenues, and residual rights of

control. When markets are missing or ignored (as was the case in many former socialist soci-

eties, for example), gains from trade go unexploited and resources are misallocated. Economic

theory therefore suggests that societies with economic institutions that facilitate and encour-

age factor accumulation, innovation, and the efficient allocation of resources should prosper

relative to societies that do not have such institutions.

The hypothesis that differences in economic institutions are a fundamental cause of differ-

ent patterns of economic growth is intimately linked to the models I develop in this book. All

economic models start with a specification of economic institutions, for example, the struc-

ture of markets, the set of feasible contracts and transactions, and allocations of endowments

and ownership rights to individuals. Moreover, in all of these models, individuals respond to

incentives. It is the economic institutions, determined broadly by the way in which individ-

uals organize their societies, that shape these incentives. Some ways of organizing societies

encourage people to innovate, take risks, save for the future, find better ways of doing things,

learn and educate themselves, solve problems of collective action, and provide public goods.

Others do not. Our theoretical models pinpoint what specific policy and institutional variables

are important in retarding or encouraging economic growth.

Part VIII of the book develops theoretical approaches to the analysis of what constitutes

“good economic institutions” that encourage physical and human capital accumulation and the

development and adoption of better technologies (though good economic institutions do change

with environment and time). It should already be intuitive to the reader that economic institu-

tions that tax productivity-enhancing activities will not encourage economic growth. Economic

institutions that ban innovation will not lead to technological improvements. Therefore en-

forcement of some basic property rights and some amount of free enterprise are indispens-

able. But other aspects of economic institutions matter as well. Human capital, for example, is

important both for increasing productivity and for technology adoption. However, for a broad

cross section of society to be able to accumulate human capital, some degree of equality of

opportunity is necessary. Economic institutions that only protect the rights of a rich elite or the

privileged will not achieve such equality of opportunity and will often create other distortions,

potentially retarding economic growth. Chapter 14 emphasizes that the process of Schum-

peterian creative destruction, in which new firms improve over and destroy incumbents, is
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an essential element of economic growth. Schumpeterian creative destruction requires a level

playing field, so that incumbents are unable to block technological progress. Economic growth

based on creative destruction therefore also requires economic institutions that guarantee some

degree of equality of opportunity in the society.

Another question may have already occurred to the reader: why should any society have

economic and political institutions that retard economic growth? Would it not be better for

all parties to maximize the size of the national pie (level of GDP, consumption, or economic

growth)? There are two possible answers to this question. The first takes us back to multiple

equilibria. It may be that the members of the society cannot coordinate on the “right” (e.g.,

growth-enhancing) institutions. This answer is not satisfactory for the same reasons as other

broad explanations based on multiple equilibria are unsatisfactory: if there exists an equilibrium

institutional improvement that will make all members of a society richer and better off, it seems

unlikely that the society will be unable to coordinate on this improvement for extended periods

of time.

The second answer recognizes that there are inherent conflicts of interest within the society.

There are no reforms, changes, or advances that would make everybody better off; as in the

Schumpeterian creative destruction stories, each reform, change, or advance creates winners

and losers. Part VIII shows that institutional explanations are intimately linked with conflicts

of interest in society. Put simply, the distribution of resources cannot be separated from

the aggregate economic performance of the economy—or perhaps in a more familiar form,

efficiency and distribution cannot be decoupled. Institutions that fail to maximize the growth

potential of an economy may nonetheless create benefits for some segments of the society,

who then form a constituency in favor of these institutions. Thus to understand the sources of

institutional variation we have to study the winners and losers of different institutional reforms

and why, even when the institutional change in question may increase the size of the national

pie, winners are unable to buy off or compensate losers, and why they are not powerful enough

to overwhelm the potential losers. Such a study will not only help explain why some societies

choose or end up with institutions that do not encourage economic growth, but it will also

enable us to make predictions about institutional change. After all, the fact that institutions

can and do change is a major difference between the institutions hypothesis and the geography

and culture hypotheses. Questions about equilibrium institutions and endogenous institutional

change are central for the institutions hypothesis but must be postponed until Part VIII. Here,

note that the endogeneity of institutions has another important implication: the endogeneity

of institutions makes empirical work on assessing the role of institutions more challenging,

because it implies that the standard simultaneity biases in econometrics will be present when

we look at the effect of institutions on economic outcomes.4

In this chapter I focus on the empirical evidence in favor of and against the various

hypotheses. I argue that this evidence by and large suggests that institutional differences

that societies choose and end up with are a primary determinant of their economic fortunes.

The discussion below provides a summary of recent empirical work to bolster this case.

Nevertheless, it is important to emphasize that luck, geography, and culture are also potentially

important, and the four fundamental causes are complementary. The evidence suggests that

institutions are the most important one among these four causes, but it does not deny the

potential role of other factors, such as cultural influences.

4. Note also that although geography is “exogenous” in the sense that, with some notable exceptions (e.g.,

climate change, global warming) it is not much influenced by economic decisions, this does not make it

econometrically exogenous. Geographic characteristics may still be (and in fact likely are) correlated with

other factors that influence economic growth.
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4.3.4 Culture

The final fundamental explanation for economic growth emphasizes the idea that different

societies (or perhaps different races or ethnic groups) have distinct cultures because of different

shared experiences or different religions. Culture is viewed by some social scientists as a

key determinant of the values, preferences, and beliefs of individuals and societies and, the

argument goes, these differences play a key role in shaping economic performance.

At some level, culture can be thought of as influencing equilibrium outcomes for a given

set of institutions. Recall that in the presence of multiple equilibria, there is a central question

of equilibrium selection. For example, in the simple game discussed in Section 4.3.1, culture

may be one of the factors determining whether individuals coordinate on the high- or the low-

investment equilibrium. “Good” cultures can be thought of as ways of coordinating on better

(Pareto-superior) equilibria. Naturally, the arguments discussed above—that an entire society

being stuck in an equilibrium in which all individuals are worse off than in an alternative

equilibrium is implausible—would militate against the importance of this particular role of

culture. Alternatively, different cultures generate different sets of beliefs about how people

behave, and these distinctions can alter the set of equilibria for a given specification of

institutions (e.g., some beliefs allow punishment strategies to be used whereas others do not).

The most famous link between culture and economic development is that proposed by Max

Weber (1930, p. 11), who argued that the origins of industrialization in Western Europe could

be traced to a cultural factor—the Protestant reformation and particularly the rise of Calvinism.

Interestingly, Weber provided a clear summary of his views as a comment on Montesquieu’s

arguments:

Montesquieu says of the English that they “had progressed the farthest of all peoples

of the world in three important things: in piety, in commerce, and in freedom.” Is it

not possible that their commercial superiority and their adaptation to free political

institutions are connected in some way with that record of piety which Montesquieu

ascribes to them?

Weber argued that English piety, in particular, Protestantism, was an important driver

of capitalist development. Protestantism led to a set of beliefs that emphasized hard work,

thrift, and saving. It also interpreted economic success as consistent with, even as signaling,

being chosen by God. Weber contrasted these characteristics of Protestantism with those of

other religions, such as Catholicism, which, Weber argued, did not promote capitalism. More

recently, similar ideas have been applied to emphasize different implications of other religions.

Many historians and scholars have argued that the rise of capitalism, the process of economic

growth, and industrialization are intimately linked to cultural and religious beliefs. Similar

ideas have been proposed as explanations for why Latin American countries are relatively poor

(because of their Iberian culture), while their North American neighbors are more prosperous

(because of their Anglo-Saxon culture).

A related argument, originating in anthropology, argues that societies may become “dys-

functional” because their cultural values and their system of beliefs do not encourage co-

operation. An original and insightful version of this argument is developed in Banfield’s (1958)

analysis of poverty in southern Italy. His ideas were later popularized by Putnam (1993), who

suggested the notion of social capital, as a stand-in for cultural attitudes that lead to cooper-

ation and other “good outcomes.” Many versions of these ideas are presented in one form or

another in the economics literature as well.

Two challenges confront theories of economic growth based on culture. The first is the

difficulty of measuring culture. While there has been some progress in measuring certain

cultural characteristics with self-reported beliefs and attitudes in social surveys, simply stating
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that the north of Italy is rich because it has good social capital, while the south is poor because

it has poor social capital runs the risk of circularity. The second difficulty confronting cultural

explanations is accounting for growth miracles, such as those of South Korea and Singapore.

As mentioned above, if some Asian cultural values are responsible for the successful growth

experiences of these countries, it becomes difficult to explain why these Asian values did

not lead to growth before. Why do these values not spur economic growth in North Korea?

If Asian values are important for Chinese growth today, why did they not lead to a better

economic performance under Mao’s dictatorship? Both of these challenges are, in principle,

surmountable. One may be able to develop models of culture, with better mapping to data, and

also with an associated theory of how culture may change rapidly under certain circumstances.

While possible in principle, such theories have not been developed. Moreover, the evidence

presented in the next section suggests that cultural effects are not the major force behind

the large differences in economic growth experienced by many countries over the past few

centuries. In this light, culture may be best viewed as a complement to institutional factors, for

example, acting as one of the forces responsible for institutional persistence.

4.4 The Effect of Institutions on Economic Growth

I now argue that there is convincing empirical support for the hypothesis that differences in

economic institutions, more than luck, geography, or culture, cause differences in incomes

per capita. Let us start by looking at the simplest correlation between a measure of economic

institutions and income per capita.

Figure 4.1 shows the cross-country correlation between the log of GDP per capita in 1995

and a broad measure of property rights, protection against expropriation risk, averaged over

the period 1985 to 1995. The data on this measure of economic institutions come from Political

Risk Services, a private company that assesses the expropriation risk that foreign investments

face in different countries. These data are not perfect. They reflect the subjective assessments

of some analysts about how secure property rights are. Nevertheless, they are useful for our

purposes. First, they emphasize the security of property rights, which is an essential aspect

of economic institutions, especially in regard to their effect on economic incentives. Second,

these measures are purchased by businessmen contemplating investment in these countries,

thus they reflect the market assessment of security of property rights.

Figure 4.1 shows that countries with more secure property rights—thus better economic

institutions—have higher average incomes. One should not interpret the correlation in this

figure as depicting a causal relationship—that is, as establishing that secure property rights

cause prosperity. First, the correlation might reflect reverse causation; it may be that only

countries that are sufficiently wealthy can afford to enforce property rights. Second and more

importantly, there might be a problem of omitted variable bias. It could be something else,

for example, geography or culture, that explains both why countries are poor and why they

have insecure property rights. Thus if omitted factors determine institutions and incomes, we

would spuriously infer the existence of a causal relationship between economic institutions

and incomes when in fact no such relationship exists. This is the standard identification prob-

lem in econometrics resulting from simultaneity or omitted variable biases. Finally, security

of property rights—or other proxy measures of economic institutions—are themselves equi-

librium outcomes, presumably resulting from the underlying political institutions and political

conflict. While this last point is important, a satisfactory discussion of institutional equilibria

necessitates the modeling of political economy interactions and must wait until Part VIII.

To further illustrate these potential identification problems, suppose that climate or geogra-

phy matter for economic performance. In fact, a simple scatterplot shows a positive association
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FIGURE 4.1 Relationship between economic institutions, as measured by average expropriation risk

between 1985 and 1995, and GDP per capita.

between latitude (the absolute value of distance from the equator) and income per capita, which

is consistent with the views of Montesquieu and other proponents of the geography hypothe-

sis. Interestingly, Montesquieu not only claimed that warm climate makes people lazy and thus

unproductive, but he also asserted that it made them unfit to be governed by democracy. Thus,

according to Montesquieu, despotism is the “equilibrium” political system in warm climates.

Therefore a potential explanation for the patterns in Figure 4.1 is that there is an omitted factor,

geography, which explains both economic institutions and economic performance. Ignoring

this potential third factor would lead to mistaken conclusions.

Even if Montesquieu’s claim appears both unrealistic and condescending to our modern

sensibilities, the general point should be taken seriously: the correlations depicted in Figure 4.1,

and for that matter the correlations in Figure 4.2, do not necessarily reflect causal relationships.

As noted in the context of the effect of religion or social capital on economic performance,

these types of scatterplots, correlations, or their multidimensional version in ordinary least

squares regressions, cannot establish causality. Doubt about the effect of omitted variables

will almost always remain, even for careful regression analyses.

How can we overcome the challenge of establishing a causal relationship between (eco-

nomic) institutions and economic outcomes? The answer to this question is to specify econo-

metric approaches based on plausible identifying restrictions. This can be done by estimating

structural econometric models or using more reduced-form approaches, based on instrumental

variable strategies. We do not currently know enough about the evolution of economic institu-

tions and their impact on economic outcomes to be able to specify and estimate fully structural

econometric models. Thus as a first step, we can look at more reduced-form evidence that might

still be informative about the causal relationship between institutions and economic growth.
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FIGURE 4.2 Relationship between latitude (distance of capital from the equator) and income per capita

in 1995.

One way of doing so is to learn from history, in particular from the natural experiments—

unusual historical events during which, while other fundamental causes of economic growth

are held constant, institutions change because of potentially exogenous reasons. I now discuss

lessons from two such natural experiments.

4.4.1 The Korean Experiment

Until the end of World War II, Korea was under Japanese occupation. Korean independence

came shortly after the war. The major fear of the United States during this time was the takeover

of the entire Korean peninsula either by the Soviet Union or by communist forces under the

control of the former guerrilla fighter, Kim Il Sung. U.S. authorities therefore supported the

influential nationalist leader Syngman Rhee, who was in favor of separation rather than a united

communist Korea. Elections in the South were held in May 1948, amid a widespread boycott

by Koreans opposed to separation. The newly elected representatives proceeded to draft a new

constitution and established the Republic of Korea to the south of the 38th parallel. The North

became the Democratic People’s Republic of Korea, under the control of Kim Il Sung.

These two independent countries organized themselves in radically different ways and

adopted completely different sets of (economic and political) institutions. The North followed

the model of Soviet communism and the Chinese Revolution in abolishing private property in

land and capital. Economic decisions were not mediated by the market but by the communist

state. The South instead maintained a system of private property and capitalist economic

institutions.
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Before these institutional changes, North and South Korea shared the same history and

cultural roots. In fact, Korea exhibited an unparalleled degree of ethnic, linguistic, cultural,

geographic, and economic homogeneity. There are few geographic distinctions between the

North and South, and both share the same disease environment. Moreover, before the separation

the North and the South were at the same level of development. If anything, there was slightly

more industrialization in the North. Maddison (2001) estimates that at the time of separation,

North and South Korea had approximately the same income per capita.

We can therefore think of the splitting of the Koreas 60 years ago as a “natural experiment”

that can be used to identify the causal influence of institutions on prosperity. Korea was split

into two, with the two halves organized in radically different ways, while geography, culture,

and many other potential determinants of economic prosperity were held constant. Thus any

differences in economic performance can plausibly be attributed to differences in institutions.

In the 60 years following the split, the two Koreas have experienced dramatically diverging

paths of economic development. By the late 1960s South Korea was transformed into one

of the Asian “miracle” economies, experiencing one of the most rapid surges of economic

prosperity in history. Meanwhile, North Korea stagnated. By 2000 the level of income per

capita in South Korea was $16,100, while in North Korea it was only $1,000. There is only

one plausible explanation for the radically different economic experiences of the two Koreas

after 1950: their different institutions led to divergent economic outcomes. In this context, it is

noteworthy that the two Koreas not only shared the same geography but also the same culture,

so that neither geographic nor cultural differences could have much to do with the divergent

paths of the two Koreas. Of course one can say that South Korea was lucky while the North

was unlucky (even though this difference was not due to any kind of multiple equilibria but

was a result of the imposition of different institutions). Nevertheless, the perspective of luck

is unlikely to be particularly useful in this context, since what is remarkable is the persistence

of the dysfunctional North Korean institutions. Despite convincing evidence that the North

Korean system has been generating poverty and famine, the leaders of the Communist Party

in North Korea have opted to use all the means available to them to maintain their regime.

However convincing on its own terms, the evidence from this natural experiment is not

sufficient for the purposes of establishing the importance of economic institutions as the

primary factor shaping cross-country differences in economic prosperity. First, this is only one

case, and in controlled experiments in the natural sciences, a relatively large sample is essential.

Second, here we have an example of an extreme case, the difference between a market-oriented

economy and an extreme communist one. Few social scientists today would deny that a lengthy

period of totalitarian centrally planned rule has significant economic costs. And yet many

might argue that differences in economic institutions among capitalist economies or among

democracies are not the major factor leading to differences in their economic trajectories. To

establish the major role of economic institutions in the prosperity and poverty of nations we

need to look at a larger-scale “natural experiment” in institutional divergence.

4.4.2 The Colonial Experiment: The Reversal of Fortune

The colonization of much of the world by Europeans provides such a large-scale natural

experiment. Beginning in the early fifteenth century and especially after 1492, Europeans

conquered many other nations. The colonization experience transformed the institutions in

many diverse lands conquered or controlled by Europeans. Most importantly, Europeans

imposed different sets of institutions in various parts of their global empire, as exemplified most

sharply by the contrast of the institutional structure that developed in the northeastern United

States, based on smallholder private property and democracy, versus the institutions in the
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FIGURE 4.3 Urbanization and income, 1995.

Caribbean plantation economies, based on repression and slavery. As a result, while geography

was held constant, Europeans initiated significant changes in the economic institutions of

different societies.

The impact of European colonialism on economic institutions is perhaps most dramatically

conveyed by a single fact—historical evidence shows that there has been a remarkable reversal

of fortune in economic prosperity within former European colonies. Societies like the Mughals

in India and the Aztecs and Incas in the Americas were among the richest civilizations in 1500;

yet the nation-states that now exist in their boundaries are among the poorer nations of today.

In contrast, countries occupying the territories of the less-developed civilizations of North

America, New Zealand, and Australia are now much richer than those in the lands of the

Mughals, Aztecs, and Incas.

The reversal of fortune is not confined to such comparisons. To document the reversal more

broadly, we need a proxy for prosperity 500 years ago. Fortunately, urbanization rates and

population density can serve the role of such proxies. Only societies with a certain level of

productivity in agriculture and a relatively developed system of transport and commerce can

sustain large urban centers and a dense population. Figure 4.3 shows the relationship between

income per capita and urbanization (fraction of the population living in urban centers with more

than 5,000 inhabitants) in 1995 and demonstrates that even today, long after industrialization,

there is a significant relationship between urbanization and prosperity.

Naturally, high rates of urbanization do not mean that the majority of the population lived

in prosperity. In fact, before the twentieth century urban areas were often centers of poverty

and ill health. Nevertheless, urbanization is a good proxy for average prosperity and closely

corresponds to the GDP per capita measures we are using to look at prosperity today. Another
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FIGURE 4.4 Reversal of fortune: urbanization in 1500 versus income per capita in 1995 among the

former European colonies.

variable that is useful for measuring pre-industrial prosperity is the density of the population,

which is closely related to urbanization.

Figures 4.4 and 4.5 show the relationship between income per capita today and urbanization

rates and (log) population density in 1500 for the sample of (former) European colonies. I focus

on 1500 since it is before European colonization had an effect on any of these societies. A strong

negative relationship, indicating a reversal in the rankings in terms of economic prosperity

between 1500 and today, is clear in both figures. In fact, the figures show that in 1500 the

temperate areas were generally less prosperous than the tropical ones, but this pattern was also

reversed by the twentieth century.

There is something extraordinary and unusual about this reversal. A wealth of evidence

shows that after the initial spread of agriculture, there was remarkable persistence in urbaniza-

tion and population density for all countries, including those that were subsequently colonized

by Europeans. Extending the data on urbanization to earlier periods shows that both among

former European colonies and noncolonies, urbanization rates and prosperity persisted for 500

years or longer. Though there are prominent examples of the decline and fall of empires, such

as ancient Egypt, Athens, Rome, Carthage, and Venice, the overall pattern was one of per-

sistence. Reversal was also not the general pattern in the world after 1500. When we look at

Europe as a whole or at the entire world excluding the former European colonies, there is no

evidence of a similar reversal between 1500 and 1995.

There is therefore no reason to think that the pattern in Figures 4.4 and 4.5 is some sort

of natural reversion to the mean. Instead, the reversal of fortune among the former European

colonies reflects something unusual, something related to the intervention that these countries

experienced. The major intervention, of course, was related to the change in institutions. Not
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FIGURE 4.5 Reversal of fortune: population density in 1500 versus income per capita in 1995 among

the former European colonies.

only did the Europeans impose a different order in almost all countries they conquered, there

were also tremendous differences among the types of institutions they imposed in the different

colonies.5 These institutional differences among the former colonies are likely at the root of

the reversal in economic fortunes. This conclusion is bolstered further when we look at the

timing and the nature of the reversal. Acemoglu, Johnson, and Robinson (2002) show that the

reversal took place largely in the nineteenth century and appears to be closely connected to

industrialization.

These patterns are clearly inconsistent with the simplest and most common version of the

geography hypothesis. In 1500, the countries in the tropics were relatively prosperous; today

it is the reverse. Thus it is implausible to base a theory of relative prosperity on the intrinsic

poverty of the tropics, climate, disease environments, or other fixed characteristics.

Nevertheless, following Diamond (1997), one could propose what Acemoglu, Johnson,

and Robinson (2002) call a “sophisticated geography hypothesis,” that geography matters

but in a time-varying manner. For example, Europeans created latitude-specific technologies,

such as heavy metal ploughs, that only worked in temperate latitudes and not with tropical

soils. Thus when Europe conquered most of the world after 1492, they introduced specific

technologies that functioned in some places (the United States, Argentina, Australia) but not

5. In some instances, including those in Central America and India, the colonial institutions were built on

the precolonial institutions. In these cases, a major determinant of early institutions was whether Europeans

maintained and further developed existing hierarchical institutions, such as those in the Aztec, Inca, or the

Mughal empires, or whether they introduced or imposed political and economic institutions encouraging broad-

based participation and investment.
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others (Peru, Mexico, West Africa). However, the timing of the reversal, which was largely

in the late eighteenth and nineteenth centuries, is inconsistent with the most plausible types

of sophisticated geography hypotheses. Europeans did bring new technologies, but the timing

of the reversal implies that the crucial technologies were industrial, not agricultural, and it is

difficult to see why industrial technologies should not function in the tropics (and in fact, they

have functioned quite successfully in tropical Singapore and Hong Kong).

Similar considerations weigh against the culture hypothesis. Although culture changes

slowly, the colonial experiment was sufficiently radical to have caused major modifications

in the cultures of many countries that fell under European rule. In addition, the destruction

of many indigenous populations and immigration from Europe are likely to have created new

cultures or at least modified existing ones in major ways. Nevertheless, the culture hypothesis

does not provide a natural explanation for the reversal and has nothing to say about the timing

of the reversal. Moreover, as discussed below, econometric models that control for the effect

of institutions on income do not show a major effect of religion or culture on prosperity.

The importance of luck is also limited. The different institutions imposed by the Europeans

were not random. They were instead very much related to the conditions they encountered in

the colonies. In other words, the types of institutions that were imposed and developed in the

former colonies were endogenous (equilibrium) outcomes that we need to study.

4.4.3 The Reversal and the Institutions Hypothesis

Is the reversal of fortune consistent with a dominant role for economic institutions in compar-

ative development? The answer is yes. In fact, once we recognize the variation in economic

institutions created by colonization, we see that the reversal of fortune is what the institutions

hypothesis predicts.

The evidence in Acemoglu, Johnson, and Robinson (2002) shows a close connection be-

tween initial population density, urbanization, and the creation of good economic institutions.

In particular, the evidence points out that, other things being equal, the higher the initial pop-

ulation density or the greater the initial urbanization, the worse were subsequent institutions,

including both institutions right after independence and also institutions today. Figures 4.6

and 4.7 illustrate these relationships using the same measure of current economic institutions

as in Figure 4.1, protection against expropriation risk today. They document that the rela-

tively densely settled and highly urbanized colonies ended up with worse institutions, while

sparsely settled and nonurbanized areas received an influx of European migrants and devel-

oped institutions protecting the property rights of a broad cross section of society. European

colonialism therefore led to an institutional reversal, in the sense that the previously richer and

more densely settled places ended up with “worse” institutions. The institutional reversal does

not mean that institutions had been better in the previously more densely settled areas. It only

implies a tendency for the relatively poorer and less densely settled areas to end up with more

growth-enhancing institutions than previously rich and more densely settled areas had.

As discussed in footnote 5 above, it is possible that the Europeans did not actively introduce

institutions discouraging economic progress in many of these places but inherited them from

previous indigenous civilizations. The structure of the Mughal, Aztec, and Inca empires were

already very hierarchical, with power concentrated in the hands of narrowly based ruling elites.

These empires were structured to extract resources from the majority of the population for the

benefit of a minority. Often Europeans simply took over these existing institutions. What is

important in any case is that in densely settled and relatively developed places it was in the

interests of the Europeans to have institutions facilitating the extraction of resources, without

any respect for the property rights of the majority of the populace. In contrast, in the sparsely
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FIGURE 4.6 The institutional reversal: urbanization in 1500 and economic institutions today among

the former European colonies.
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FIGURE 4.7 The institutional reversal: population density in 1500 and economic institutions today

among the former European colonies.
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settled areas it was in their interests to develop institutions protecting property rights. These

incentives led to an institutional reversal.

The institutional reversal, combined with the institutions hypothesis, predicts the reversal

of fortune: relatively rich places ended up with relatively worse economic institutions. And

if these institutions are important, we should see these countries become relatively poor over

time.

Moreover, the institutions hypothesis is consistent with the timing of the reversal. Recall

that the institutions hypothesis links incentives to invest in physical and human capital and in

technology to economic institutions and argues that economic prosperity results from these

investments. Therefore we expect economic institutions to play a more important role in

shaping economic outcomes when there are major new investment opportunities—thus creating

a greater need for new entrepreneurs and for the process of creative destruction. The opportunity

to industrialize was the major investment opportunity of the nineteenth century. As documented

in Chapter 1, countries that are rich today, among both the former European colonies and other

countries, are those that industrialized successfully during this critical period. The timing of

the reversal, in the late eighteenth and nineteenth centuries, is consistent with this perspective.

The explanation for the reversal that emerges from the discussion so far is one in which

the economic institutions in various colonies were shaped by Europeans to serve their own

(economic) interests. Moreover, because conditions and endowments differed among colonies,

Europeans created disparate economic institutions, which, in many cases, still persist and

continue to shape economic performance. Why did Europeans introduce better institutions in

previously poor and unsettled areas than in previously rich and densely settled areas? Without

going into details, a number of obvious ideas that have emerged from the research in this area

can be mentioned.

Europeans were more likely to introduce or maintain economic institutions facilitating the

extraction of resources in areas where they stood to benefit from this extraction. This typically

meant areas controlled by a small group of Europeans as well as areas offering resources to be

extracted. These resources included gold and silver; valuable agricultural commodities, such

as sugar; but most importantly, what is perhaps the most valuable commodity of all, human

labor. In places with a large indigenous population, Europeans could exploit the population

in various ways, using taxes, tributes, or employment as forced labor in mines or plantations.

This type of colonization was incompatible with institutions providing economic or civil rights

to the majority of the population. Consequently, a more developed civilization and a denser

population structure made it more profitable for the Europeans to introduce worse economic

institutions.

In contrast, in places with little to extract, and in sparsely settled places where the Euro-

peans themselves became the majority of the population, it was in their interests to introduce

economic institutions protecting their own property rights.

4.4.4 Settlements, Mortality, and Development

The initial conditions of the colonies emphasized so far—indigenous population density and

urbanization—are not the only factors that affected the Europeans’ colonization strategy. In

addition, the disease environments differed markedly among the colonies, with obvious conse-

quences on the attractiveness of European settlement. As noted above, when Europeans settled,

they established institutions that they themselves had to live under, so whether Europeans

could settle had a major effect on the subsequent path of institutional development. In other

words, the disease environment 200 or more years ago, especially the prevalence of malaria

and yellow fever (which crucially affected European mortality), likely influenced the paths
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of institutional and economic development in the former European colonies. If, in addition,

the disease environment of colonial times affects economic outcomes today only through its

effect on institutions, then this historical disease environment can be used as an exogenous

source of variation in current institutions. From an econometric point of view, this disease

environment then corresponds to a valid instrument to estimate the causal effect of economic

institutions on prosperity. Although mortality rates of potential European settlers could be cor-

related with indigenous mortality, which may affect income today, in practice local populations

had developed much greater immunity to malaria and yellow fever. Acemoglu, Johnson, and

Robinson (2001) present a variety of evidence suggesting that the major effect of European

settler mortality is through institutions.

In particular, Acemoglu, Johnson, and Robinson’s argument can be summarized as follows:

(Potential) settler

mortality
⇒ Settlements ⇒

Early

institutions
⇒

Current

institutions
⇒

Current

performance

That is, the European colonization strategy was influenced by the feasibility of settlements.

Europeans were more likely to develop institutions providing property rights protection and

basic political rights to the majority of the population in places where they themselves would

settle (and become this majority), and they were unlikely to settle in lands where they faced

very high mortality rates. Because the colonial state and institutions persisted to some degree,

former European colonies that had disease environments more favorable to Europeans are also

more likely to have better institutions today.

Based on this reasoning, Acemoglu, Johnson, and Robinson (2001) use the mortality rates

expected by the first European settlers in the colonies as an instrument for current institutions in

a sample of former European colonies. Their estimates of instrumental variables show a large

and robust effect of institutions on economic growth and income per capita. Figures 4.8 and 4.9

provide an overview of the evidence. Figure 4.8 shows the cross-sectional relationship between

income per capita and the measure of economic institutions depicted in Figure 4.1, protection

against expropriation risk. It shows a strong relationship between the historical mortality risk

faced by Europeans and the current extent to which property rights are enforced. A bivariate

regression yields an R2 of 0.26. It also shows that there were very large differences in European

mortality. Countries such as Australia, New Zealand, and the United States were very healthy,

and existing evidence suggests that life expectancy in Australia and New Zealand was in fact

greater than in Britain. In contrast, Europeans faced extremely high mortality rates in Africa

and parts of Central America and Southeast Asia. These differential mortality rates were largely

due to tropical diseases, such as malaria and yellow fever, and at the time it was not understood

how these diseases arose or how they could be prevented or cured.

Figures 4.8 and 4.9 already show that if the exclusion restriction—that the mortality rates

of potential European settlers should have no effect on current economic outcomes other than

through institutions—is valid, then there is a large impact of economic institutions on economic

performance. This effect is documented in detail in Acemoglu, Johnson, and Robinson (2001),

who present a range of robustness checks confirming this result. Their estimates suggest that

most of the gap between rich and poor countries today is due to differences in economic

institutions. For example, the evidence suggests that more than 75% of the income gap between

relatively rich and relatively poor countries can be explained by differences in their economic

institutions (as proxied by the security of property rights). Equally important, the evidence

indicates that once the effect of institutions is estimated by this methodology, there appears to

be no effect of geographic variables: latitude, whether a country is landlocked, and the current

disease environment appear to have little effect on current economic outcomes. This evidence
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FIGURE 4.8 Relationship between mortality of potential European settlers and current economic

institutions.

again suggests that institutional differences across countries are a major determinant of their

economic fortunes, while geographic differences are much less important.

These results also provide an interpretation for why Figure 4.2 showed a significant correla-

tion between latitude and income per capita. This correlation is accounted for by the association

between latitude and the determinants of European colonization strategies. Europeans did not

have immunity to tropical diseases during the colonial period, and thus settler colonies tended,

other things being equal, to be established in temperate latitudes. Thus the historical creation

of economic institutions was correlated with latitude. Without considering the role of eco-

nomic institutions, one would find a spurious relationship between latitude and income per

capita. However, once the influence of economic institutions is controlled for, this relationship

disappears, and there appears to be no causal effect of geography on prosperity today.6

4.4.5 Culture, Colonial Identity, and Economic Development

One might think that culture played an important role in the colonial experience, since Euro-

peans not only brought new institutions, but also their own cultures. European culture might

have affected the economic development of former European colonies through three different

channels. First, as already mentioned, the cultures of former European colonies are likely to

have been affected by the identity of the colonizing powers. For example, the British may have

6. However, this conclusion does not imply that geography did not play an important role in the process of

economic development before 1500.
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FIGURE 4.9 Relationship between mortality of potential European settlers and GDP per capita, 1995.

implanted a “superior” Anglo-Saxon culture into colonies such as Australia and the United

States relative to the Iberian inheritance in Latin America. Second, European colonists may

have brought a culture, work ethic, or set of beliefs that were conducive to prosperity in the

lands that they conquered. Finally, Europeans also brought different religions with potentially

different implications for prosperity.

Yet the econometric evidence in Acemoglu, Johnson, and Robinson (2001) is not consistent

with any of these views. Similar to the evidence related to geographical variables, the econo-

metric strategy discussed above suggests that, once the effect of economic institutions is taken

into account, the identity of the colonial power, the contemporary fraction of Europeans in the

population, and the proportions of the populations of various religions do not appear to have a

direct effect on economic growth and income per capita.

These econometric results are supported by historical examples. Although no Spanish

colony has been as successful economically as the United States, many former British colonies,

such as those in Africa, India and Bangladesh, are poor today. It is also clear that the British

in no way simply re-created British institutions in their colonies. For example, by 1619 the

North American colony of Virginia had a representative assembly with universal male suffrage,

something that did not arrive in Britain itself until 1919. Another telling example is that of

Providence Island in the Caribbean. While the Puritan values are often credited with the arrival

of democracy and equality of opportunity in the northeastern United States, the Puritan colony

in Providence Island quickly became just like any other Caribbean slave colony despite its

Puritanical inheritance.

Similarly, even though the seventeenth-century Dutch had perhaps the best domestic eco-

nomic institutions in the world, their colonies in Southeast Asia ended up with institutions



136 . Chapter 4 Fundamental Determinants of Differences in Economic Performance

designed for the extraction of resources, providing little economic or civil rights to the in-

digenous population. These colonies consequently experienced slow growth relative to other

countries.

Overall, the evidence does not appear to be consistent with a major role of geography,

religion, or culture transmitted by the identity of the colonizer or the presence of Europeans.

Instead, differences in economic institutions appear to be the robust causal factor underlying

the differences in income per capita across countries. Institutions therefore appear to be the

most important fundamental cause of income differences and long-run growth.

4.5 What Types of Institutions?

As already noted, the notion of institutions used in this chapter and in much of the literature

is rather broad. It encompasses different types of social arrangements, laws, regulations,

enforcement of property rights, and so on. One may, perhaps rightly, complain that we are

learning relatively little by emphasizing the importance of such a broad cluster of institutions.

It is therefore important to try to understand what types of institutions are most important for

our purpose. Such a study will not only be useful in our empirical analysis of fundamental

causes, but can provide us with a better sense of what types of models to develop to link

fundamental causes to growth mechanics and to ultimate economic outcomes.

There is relatively little work on unbundling the broad cluster of institutions to understand

what specific types of institutions might be important for economic outcomes. Much of this

type of work remains to be done. Here it is useful to briefly mention some recent existing

research attempting to distinguish the impact of contracting institutions from the influence of

property rights institutions. One of the important roles of institutions is to facilitate contracting

between lenders and borrowers or between different firms. Such contracting is only possible

if laws, courts, and regulations uphold contracts in an appropriate way. Let us refer to insti-

tutional arrangements of this sort that support private contracts as “contracting institutions.”

The other cluster of institutions emphasized above relates to those constraining government

and elite expropriation. Let us refer to these as “property rights institution” (because they po-

tentially protect the property rights of a broad cross section of society). Although in many

situations contracting and property rights institutions are intimately linked, they are nonethe-

less conceptually different. While contracting institutions regulate horizontal relationships in

society between regular citizens, property rights institutions are about vertical relationships,

that is, the protection of citizens against the power of elites, politicians, and privileged groups.

These two sets of institutions are potentially distinct and can thus have distinct effects.

Acemoglu and Johnson (2005) investigate the relative roles of these two sets of institutions.

Their strategy is again to make use of the natural experiments of colonial history. What helps

this particular unbundling exercise is that in the sample of former European colonies, the legal

system imposed by colonial powers appears to have a strong effect on contracting institutions

but little influence on the available measures of property rights institutions. At the same time,

both mortality rates for potential European settlers and population density in 1500 have a large

effect on current property rights institutions and no impact on contracting institutions. Using

these different sources of variation in the sample of former European colonies, it is possible to

estimate the separate effects of contracting and property rights institutions.

The empirical evidence estimating the different sources of variation in colonial history

finds that property rights institutions are more important for current economic outcomes than

are contracting institutions. Countries with greater constraints on politicians and elites and

more protection against expropriation by these powerful groups appear to have substantially

higher long-run growth rates and higher levels of current income. They also have significantly
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greater investment levels and generate more credit for the private sector. In contrast, the role

of contracting institutions is more limited. Once the effects of property rights institutions are

controlled for, contracting institutions seem to have no impact on income per capita, the ratio

of investment to GDP, and the ratio of private credit to GDP. Contracting institutions appear

to have some effect on stock market development, however.

These results suggest that contracting institutions affect the form of financial intermediation

but have less impact on economic growth and investment. It seems that economies can function

in the face of weak contracting institutions without disastrous consequences, but not in the

presence of a significant risk of expropriation from the government or other powerful groups.

A possible interpretation is that private contracts or other reputation-based mechanisms can, at

least in part, alleviate problems originating from weak contracting institutions. For example,

when it is more difficult for lenders to collect on their loans, interest rates increase, banks that

can monitor effectively play a more important role, or reputation-based credit relationships

may emerge. In contrast, property rights institutions relate to the relationship between the state

and its citizens. When there are no checks on the state, politicians, and elites, private citizens

do not have the security of property rights necessary for investment.

Nevertheless, in interpreting the evidence in Acemoglu and Johnson (2005), one should

also bear in mind that the sources of variation in income per capita and investment rates

identifying the different effects of contracting and property rights institutions relate to the

large differences discussed in Chapter 1. It is possible that contracting institutions have modest

effects that are hard to detect when looking at countries with 30-fold differences in income per

capita. Therefore, this evidence should be interpreted as suggesting that contracting institutions

are less important in generating the large differences in economic development compared to

property rights institutions, not necessarily as suggesting that contracting institutions do not

matter for economic outcomes.

4.6 Disease and Development

The evidence presented in Section 4.4 already militates against a major role for geographic

factors in economic development. One version of the geography hypothesis deserves further

analysis, however. A variety of evidence suggests that unhealthy individuals are less productive

and often less successful in acquiring human capital. Could the differences in the disease

environments across countries have an important effect on economic development? Could the

burden of disease be a major factor in explaining the very large income differences across

countries? A recent paper by David Weil (2007), for example, argues that the framework

used in the previous chapter, with physical capital, human capital, and technology, should

be augmented by including health capital. In other words, the aggregate production function

may take the form F(K, H, Q, A), where H denotes efficiency units of labor (human capital

as conventionally measured), while Q is health capital. Weil suggests a methodology for

measuring the contribution of health capital to productivity from microestimates and argues

that differences in health capital emerge as an important factor in accounting for cross-country

differences in income levels.

The idea that the low productivity of less-developed nations is partly due to the unhealthy

state of their workforces has obvious appeal. Existing econometric evidence shows that it has

some empirical validity as well. But does it imply that geographic factors are an important

fundamental cause of economic growth? Not necessarily. As already mentioned, the burden of

disease is endogenous. Today’s unhealthy nations are unhealthy precisely because they are poor

and are unable to invest in health care, clean water, and other health-improving technologies.

After all, much of Europe was unhealthy and suffering from short life expectancy only 200
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FIGURE 4.10 Evolution of life expectancy at birth among initially poor, initially middle-income, and

initially rich countries, 1940–2000.

years ago. This changed with economic growth. In this sense, even if health capital is a useful

concept and does contribute to accounting for cross-country income differences, it may itself

be a proximate cause that is affected by other factors.

A recent paper by Acemoglu and Johnson (2007) directly investigates the impact of changes

in disease burdens on economic development. They exploit the large improvements in life

expectancy, particularly among the relatively poor countries, that took place starting in the

1940s. These health improvements were the direct consequence of significant international

health interventions, more effective public health measures, and the introduction of new

chemicals and drugs. More important for the purposes of understanding the effect of disease on

economic growth, these health improvements were by and large exogenous from the viewpoint

of individual nations. Moreover, their impact on specific countries also varied, depending on

whether the country in question was affected by the specific diseases for which the cures and

drugs had become internationally available. The impact of these health improvements was

major, in fact so significant that it may deserve to be called the “international epidemiological

transition,” since it led to an unprecedented improvement in life expectancy in a large number

of countries. Figure 4.10 shows this unprecedented convergence in life expectancy by plotting

life expectancy in countries that were initially (circa 1940) poor, middle income, and rich. It

illustrates that while in the 1930s life expectancy was low in many poor and middle-income

countries, this transition brought their levels of life expectancy close to those prevailing in richer

parts of the world. As a consequence of these developments, health conditions in many parts of

the less-developed world today, though still in dire need of improvement, are significantly better

than the corresponding health conditions were in the West at the same stage of development.

The international epidemiological transition allows a promising empirical strategy to iso-

late potentially exogenous changes in health conditions. The effects of the international epi-
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FIGURE 4.11 Evolution of GDP per capita among initially poor, initially middle-income, and initially

rich countries, 1940–2000.

demiological transition on a country’s life expectancy were related to the extent to which its

population was initially (circa 1940) affected by various specific diseases, for example, tuber-

culosis, malaria, and pneumonia, and to the timing of the various health interventions. This

reasoning suggests that potentially exogenous variation in the health conditions of the country

can be measured by calculating a measure of predicted mortality, driven by the interaction of

baseline cross-country disease prevalence with global intervention dates for specific diseases.

Acemoglu and Johnson (2007) show that such measures of predicted mortality have a large

and robust effect on changes in life expectancy starting in 1940 but have no effect on changes

in life expectancy prior to this date (that is, before the key interventions). This observation

suggests that the large increases in life expectancy experienced by many countries after 1940

were in fact related to the global health interventions.

Not surprisingly, Acemoglu and Johnson (2007) find that predicted mortality and the

changes in life expectancy that it causes have a fairly large effect on population; a 1% increase

in life expectancy is related to an approximately 1.3–1.8% increase in population. However,

somewhat more surprisingly, they also find no evidence of a positive effect on GDP per capita.

Figure 4.11 provides an aggregated version of this evidence. It shows no convergence in income

per capita among initially poor, initially middle-income, and initially rich countries.

Why did the very significant increases in life expectancy and health not cause improvements

in GDP per capita? The most natural answer to this question comes from neoclassical growth

theory (presented in the previous two chapters and in Chapter 8). The first-order effect of

increased life expectancy is to increase population, which initially reduces capital-labor and

land-labor ratios, depressing income per capita. This initial decline is later compensated for

by higher output as more people enter the labor force. However, there is no reason to expect a

large significant increase in income per capita, especially when many of the affected countries
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are heavily vested in agriculture and experience a decline in land-labor ratios as a result of the

rise in population. Consequently small beneficial effects of health on productivity may not be

sufficient to offset or reverse the negative effects of population pressure on income per capita

over periods as long as 50 years or more.

4.7 Political Economy of Institutions: First Thoughts

The evidence presented in this chapter suggests that institutions are a major—perhaps the

most significant—fundamental cause of economic growth. We must therefore think about why

institutions and policies differ across countries to understand why some countries are poor and

others are rich. I also argue in the Epilogue that understanding institutional changes holds clues

about why the process of world economic growth started 200 years or so ago.

However an explanation of differences in income across countries and over time in terms

of institutional differences is also incomplete. If, as this chapter has documented, some in-

stitutions are conducive to rapid economic growth and others to stagnation, why would any

society collectively choose institutions that condemn them to stagnation? The answer to this

question relates to the nature of collective choices in societies. Institutions and policies, like

other collective choices, are not taken for the good of the society at large, but are a result of

political equilibria. To understand such political equilibria, we need to understand the con-

flicting interests of different individuals and groups in societies and analyze how they are

mediated by different political institutions. Thus a proper understanding of how institutions

affect economic outcomes and why institutions differ across countries (and why they some-

times change and pave the way for growth miracles) requires models of political economy,

which explicitly study how the conflicting interests of different individuals are aggregated

into collective choices. Models of political economy also specify why certain individuals

and groups may be opposed to economic growth or prefer institutions that eschew growth

opportunities.

The discussion in this chapter therefore justifies the inclusion of a study of political economy

as part of any detailed investigation of economic growth. Much of the study of economic growth

has to be about the structure of models, so that we understand the mechanics of economic

growth and the proximate causes of income differences. But part of this broad study must also

confront the fundamental causes of economic growth, which relate to policies, institutions, and

other factors that lead to different investment, accumulation, and innovation decisions.

4.8 Taking Stock

This chapter has emphasized the differences between the proximate causes of economic

growth, related to physical capital accumulation, human capital, and technology, and the

fundamental causes, which influence the incentives to invest in these factors of production.

I have argued that many of the questions motivating our study of economic growth must lead

us to an investigation of the fundamental causes. But an understanding of fundamental causes is

most useful when we can link them to the parameters of fully developed models of economic

growth to see how they affect the mechanics of growth and what types of predictions they

generate.

The institutions hypothesis, which seems to receive support from the evidence presented

in this chapter, calls for a careful theoretical investigation. The institutions view makes sense

only when there are groups in society that favor institutions that do not necessarily enhance
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the growth potential of the economy. Such groups do so because they do not directly or

indirectly benefit from the process of economic growth. Thus it is important to develop

a good understanding of the distributional implications of economic growth (e.g., how it

affects relative prices and relative incomes, how it may destroy the rents of incumbents).

This theoretical understanding of the implications of the growth process then needs to be

combined with political economy models of collective decision making to investigate the

circumstances under which groups opposed to economic growth can be powerful enough to

maintain institutions that are inimical to growth.

In this chapter, my objective has been more limited (since many of the more interesting

growth models are developed later in the book), and I have focused on the broad outlines of a

number of alternative fundamental causes of economic growth and on a first look at the long-

run empirical evidence relevant to these hypotheses. I argued that approaches emphasizing

institutional differences (and differences in policies, laws, and regulations) across societies

are most promising for understanding both the current growth experiences of countries and

the historical process of economic growth. I also emphasized the importance of studying the

political economy of institutions as a way of understanding why institutions differ across

societies and lead to divergent economic paths.

4.9 References and Literature

The early part of this chapter builds on Acemoglu, Johnson, and Robinson (2005a), who discuss

the distinction between proximate and fundamental causes and the various different approaches

to the fundamental causes of economic growth. North and Thomas (1973) appear to be the first

to implicitly criticize growth theory for focusing solely on proximate causes and ignoring the

fundamental causes of economic growth. Diamond (1997) also draws a distinction between

proximate and fundamental explanations.

The model presented in Section 4.2 draws on Simon (1977) and the more recent work by

Michael Kremer (1993). Kremer (1993) argues for the importance of economies of scale and

increasing returns to population based on the acceleration in the growth rate of world popu-

lation. Another important argument relating population to technological change is proposed

by Ester Boserup (1965) and is based on the idea that increases in population create scarcity,

inducing societies to increase their productivity. Other models that build economies of scale to

population and discuss the transition of the world economy from little or no growth to one of

rapid economic growth include Galor and Weil (2000), Galor and Moav (2002), and Hansen

and Prescott (2002). Some of these papers also try to reconcile the role of population in gener-

ating technological progress with the later demographic transition. Galor (2005) provides an

excellent summary of this literature and an extensive discussion. McEvedy and Jones (1978)

provide a concise history of world population and relatively reliable information going back

to 10,000 B.C. Their data indicate that, as claimed in the text, the total population in Asia has

been consistently greater than in Western Europe over this time period.

The geography hypothesis has many proponents. In addition to Montesquieu, Niccolò

Machiavelli was an early proponent of the importance of climate and geographic character-

istics. Marshall (1890) and Myrdal (1968) are among the economists who have most clearly

articulated various versions of the geography hypothesis. It has more recently been popularized

by Sachs (2001) and Bloom and Sachs (1998). Diamond (1997) offers a more sophisticated

version of the geography hypothesis, in which the availability of different types of crops and

animals, as well as the axes of communication within continents, influence the timing of set-

tled agriculture and thus the possibility of developing complex societies. Diamond’s thesis is
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therefore based on geographic differences but also relies on institutional factors as intervening

variables.

Scholars emphasizing the importance of various types of institutions in economic devel-

opment include John Locke, Adam Smith, John Stuart Mill, Arthur Lewis, Douglass North,

and Robert Thomas. The recent economics literature includes many models highlighting the

importance of property rights, for example, Skaperdas (1992), Tornell and Velasco (1992),

Acemoglu (1995), Grossman and Kim (1995), Hirshleifer (2001), and Dixit (2004). Other

models emphasize the importance of policies within a given institutional framework. Well-

known examples of this approach include Saint-Paul and Verdier (1993), Alesina and Rodrik

(1994), Persson and Tabellini (1994), Krusell and Rı́os-Rull (1999), and Bourguignon and

Verdier (2000). There is a much smaller literature on endogenous institutions and the effect

of these institutions on economic outcomes. Surveys of this work can be found in Acemoglu

(2007b) and Acemoglu and Robinson (2006a). The literature on the effect of economic in-

stitutions on economic growth is summarized and discussed in greater detail in Acemoglu,

Johnson, and Robinson (2005a), which also provides an overview of the empirical literature

on the topic. I return to many of these issues in Part VIII.

The importance of religion for economic development is most forcefully argued in Max

Weber’s work, for example Weber (1930, 1958). Many other scholars since then have picked

up on this idea and have argued about the importance of religion. Prominent examples include

the various papers in Harrison and Huntington (2000) and Landes (1998). Landes, for example,

tries to explain the rise of the West based on cultural and religious variables. This evidence is

criticized in Acemoglu, Johnson, and Robinson (2005a). Barro and McCleary (2003) provide

evidence of a positive correlation between the prevalence of religious beliefs and economic

growth. One has to be careful in interpreting this evidence as showing a causal effect of religion

on economic growth, since religious beliefs are endogenous both to economic outcomes and

to other fundamental causes of income differences.

The emphasis on the importance of cultural factors or social capital goes back to Banfield

(1958) and has recently been popularized by Putnam (1993). The essence of these interpreta-

tions appears to be related to the role of culture or social capital in ensuring the selection of

better equilibria. Similar ideas are also advanced in Greif (1994). Many scholars, including

Véliz (1994); North, Summerhill, and Weingast (2000); and Wiarda (2001), emphasize the

importance of cultural factors in explaining the economic backwardness of Latin American

countries. Knack and Keefer (1997) and Durlauf and Fafchamps (2005) document positive

correlations between measures of social capital and various economic outcomes. None of this

work establishes a causal effect of social capital because of the potential endogeneity of so-

cial capital and culture. A number of recent papers attempt to overcome these difficulties, for

example, Guiso, Sapienza, and Zingales (2004) and Tabellini (2007). The discussion of the

Puritan colony in the Providence Island is based on Kupperman (1993).

The literature on the effect of economic institutions and policies on economic growth is vast.

Most growth regressions include some controls for institutions or policies and find them to be

significant (see, e.g., those reported in Barro and Sala-i-Martin, 2004). One of the first papers to

examine the cross-country correlation between property rights measures and economic growth

is Knack and Keefer (1995). This literature does not establish a causal effect of institutions

on economic performance because of major simultaneity and endogeneity concerns. Mauro

(1995) and Hall and Jones (1999) present the first instrumental-variable estimates on the effect

of institutions (or corruption) on long-run economic development.

The evidence reported here, which exploits differences in colonial experience to create an

instrumental variables strategy, is based on Acemoglu, Johnson, and Robinson (2001, 2002).

The urbanization and population density data used here are from Acemoglu, Johnson, and

Robinson (2002), who compiled these data based on work by McEvedy and Jones (1978);
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Chandler (1987); Bairoch (1988); Bairoch, Batou, and Chèvre (1988); and Eggimann (1999).

Further details and econometric results are presented in Acemoglu, Johnson, and Robinson

(2002). The data on mortality rates of potential settlers are from Acemoglu, Johnson, and

Robinson (2001), who compiled the data based on work by Gutierrez (1986) and Curtin

(1989, 1998). That paper also provides a large number of robustness checks, documenting

the influence of economic institutions on economic growth and showing that other factors,

including religion and geography, have little effect on long-run economic development once

the effect of institutions is controlled for.

The discussion of the role of leaders on growth draws on Jones and Olken (2005). The

details of the Korean experiment and historical references are provided in Acemoglu (2003c)

and Acemoglu, Johnson, and Robinson (2005a). The discussion of distinguishing the effects

of different types of institutions draws on Acemoglu and Johnson (2005).

The discussion of the effect of disease on development is based on Weil (2007) and

especially on Acemoglu and Johnson (2007), which used the econometric strategy described

in the text. Figures 4.10 and 4.11 are from Acemoglu and Johnson (2007). In these figures,

initially poor countries are those that are poorer than Spain in 1940 and include Bangladesh,

Brazil, China, Ecuador, El Salvador, Honduras, India, Indonesia, Korea, Malaysia, Myanmar,

Nicaragua, Pakistan, the Philippines, Sri Lanka, and Thailand. Initially rich countries are those

that are richer than Argentina in 1940 and include Belgium, Netherlands, Sweden, Denmark,

Canada, Germany, Australia, New Zealand, Switzerland, the United Kingdom, and the United

States. Young (2005) investigates the effect of the HIV epidemic in South Africa and reaches a

conclusion similar to that reported here, though his analysis relies on a calibration of the Solow

growth model rather than on econometric estimation.

4.10 Exercises

4.1 Derive (4.3) and (4.4).

4.2 Derive equation (4.5). Explain how and why the behavior implied for technology by this equation

differs from (4.4). Do you find the assumptions leading to (4.4) or to (4.5) more plausible?

4.3 (a) Show that the models leading to both (4.4) and (4.5) imply a constant income per capita over

time.

(b) Modify (4.2) to be

L(t) = φY(t)β

for some β ∈ (0, 1). Justify this equation and derive the law of motion for technology and

income per capita under the two scenarios considered in Section 4.2. Are the implications of

this model more reasonable than those considered in the text?





PART II

TOWARD

NEOCLASSICAL

GROWTH

This part of the book is a preparation for what is to come. In some sense, Part II can be viewed

as the preliminaries for the rest of the book. The ultimate purpose is to enrich the basic Solow

model by introducing well-defined household preferences and optimization, and in the process

clarify the relationship between growth theory and general equilibrium theory. This will enable

us to open the black box of savings and capital accumulation, turning these into forward-

looking investment decisions. It will also permit us to make welfare statements about whether

the rate of growth of an economy is too slow, too fast, or just right from a welfare-maximizing

(Pareto optimality) viewpoint. The tools introduced in this part of the book are also essential

for our study of technology as another forward-looking investment by firms, researchers, and

individuals. However, much of this effort will have to wait for Parts III and IV of the book.

The three chapters in this part present the material necessary to appreciate subsequent

chapters in the book. The next chapter makes more explicit the relationship between models of

economic growth and general equilibrium theory. It also highlights some of the assumptions

implicit in growth models. The two subsequent chapters develop the mathematical tools for

dynamic optimization in discrete and continuous time. To avoid making these chapters purely

about mathematics, I use a variety of economic models of some relevance to growth theory

as examples and also present some results on equilibrium and optimal growth. Nevertheless,

the material in the next three chapters is significantly more mathematical than anything else

in the book (except the Appendixes at the end). The reader therefore may wish to first consult

the Appendixes and/or skip some of the proofs presented in the next three chapters in a first

reading.





5

Foundations of

Neoclassical Growth

T
he Solow growth model is predicated on a constant saving rate. It would be more in-

formative to specify the preference orderings of households (individuals), as in stan-

dard general equilibrium theory, and derive their decisions from these preferences. This

specification would enable us both to have a better understanding of the factors that affect

savings decisions and also to discuss the optimality of equilibria—in other words, to pose and

answer questions related to whether the (competitive) equilibria of growth models can be im-

proved. The notion of improvement here is based on the standard concept of Pareto optimality,

which asks whether some households can be made better off without others being made worse

off. Naturally, we can only talk of households being “better off” if we have some information

about well-defined preference orderings.

5.1 Preliminaries

To prepare for this analysis, let us consider an economy consisting of a unit measure of

infinitely-lived households. By a “unit measure of households” I mean an uncountable number

of households with total measure normalized to 1; for example, the set of households H

could be represented by the unit interval [0, 1]. This abstraction is adopted for simplicity,

to emphasize that each household is infinitesimal and has no effect on aggregates. Nothing in

this book hinges on this assumption. If the reader instead finds it more convenient to think of

the set of households, H, as a countable set, for example, H =N, this can be done without

any loss of generality. The advantage of having a unit measure of households is that averages

and aggregates are the same, enabling us to economize on notation. It would be even simpler

to have H as a finite set of the form {1, 2, . . . , M}. While this form would be sufficient in

many contexts, overlapping generations models in Chapter 9 require the set of households to

be infinite.

Households in this economy may be truly “infinitely lived,” or alternatively they may

consist of overlapping generations with full (or partial) altruism linking generations within

the household. Throughout I equate households with individuals and thus ignore all possible

sources of conflict or different preferences within the household. In other words, I assume that

households have well-defined preference orderings.

147
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As in basic general equilibrium theory, let us suppose that preference orderings can be

represented by utility functions. In particular, suppose that there is a unique consumption good,

and each household h has an instantaneous utility function given by

uh(ch(t)),

where ch(t) is the consumption of household h, and uh :R+→R is increasing and concave.

I take the domain of the utility function to be R+ rather than R, so that negative levels of

consumption are not allowed. Even though some well-known economic models allow negative

consumption, this is not easy to interpret in general equilibrium or in growth theory. Thus this

restriction is sensible in most models.

The instantaneous utility function captures the utility that an individual (or household)

derives from consumption at time t . It is therefore not the same as a utility function specifying

a complete preference ordering over all commodities—here all commodities corresponding to

consumption levels at all dates. For this reason, the instantaneous utility function is sometimes

also referred to as the “felicity function.”

There are two major assumptions in writing an instantaneous utility function. First, it sup-

poses that the household does not derive any utility from the consumption of other households,

so consumption externalities are ruled out. Second, in writing the instantaneous utility func-

tion, I have already imposed the condition that overall utility is time-separable and stationary;

that is, instantaneous utility at time t is independent of the consumption levels at past or future

dates and is represented by the same utility function uh at all dates. This second feature is

important in enabling us to develop tractable models of dynamic optimization.

Finally, let us introduce a third assumption and suppose that households discount the future

exponentially—or proportionally. In discrete time and ignoring uncertainty, this assumption

implies that household preferences or utility (starting at time t = 0) can be represented as

Uh
(

ch(1), ch(2), . . . , ch(T )
)

≡

T
∑

t=0

(βh)tuh(ch(t)), (5.1)

where βh ∈ (0, 1) is the discount factor of household h, and the horizon T could be finite or

equal to infinity (so that T = ∞ is allowed). Here Uh denotes the utility function of household

h defined over the entire stream of consumption levels, while uh is still the instantaneous

utility function. The distinction between these two concepts is important to bear in mind.

The functional form of the utility function Uh incorporates exponential discounting and time

separability. It implies that the weight given to tomorrow’s utility uh is a fraction βh of

today’s utility, and the weight given to the utility the day after tomorrow is a fraction (βh)2

of today’s utility, and so on. Exponential discounting and time separability are convenient

because they naturally ensure time-consistent behavior.

A solution {x(t)}T
t=0 (possibly with T = ∞) to a dynamic optimization problem is time-

consistent if the following is true: when {x(t)}T
t=0 is a solution starting at time t = 0, {x(t)}T

t=t ′

is a solution to the continuation dynamic optimization problem starting from time t = t ′ > 0.

If a problem is not time-consistent, it is time-inconsistent. Time-consistent problems are much

more straightforward to work with and satisfy all the standard axioms of rational decision

making. Although time-inconsistent preferences may be useful in the modeling of certain

behaviors, such as problems of addiction or self-control, time-consistent preferences are ideal

for the focus in this book, since they are tractable, relatively flexible, and provide a good

approximation to reality in the context of aggregative models. It is also worth noting that

many classes of preferences that do not feature exponential and time-separable discounting
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nonetheless lead to time-consistent behavior. Exercise 5.1 discusses issues of time-consistency

further and shows how nonexponential discounting may lead to time-inconsistent behavior,

while Exercise 5.2 introduces some common non-time-separable preferences that lead to time-

consistent behavior.

There is a natural analogue to (5.1) in continuous time, again incorporating exponential

discounting, which is introduced and discussed below and further in Chapter 7.

Equation (5.1) ignores uncertainty in the sense that it assumes the sequence of consumption

levels for household h, {ch(t)}T
t=0, is known with certainty. If this sequence were uncertain, we

would need to look at expected utility maximization. Most growth models do not necessitate

an analysis of behavior under uncertainty, but a stochastic version of the neoclassical growth

model is the workhorse of much of the rest of modern macroeconomics and will be presented

in Chapter 17. For now, it suffices to say that in the presence of uncertainty, uh(.) should be

interpreted as a Bernoulli utility function, defined over risky acts, so that the preferences of

household h at time t = 0 can be represented by the following (von Neumann-Morgenstern)

expected utility function Uh:

Uh ≡ Eh
0

T
∑

t=0

(βh)tuh(ch(t)),

where Eh
0 is the expectation operator with respect to the information set available to household

h at time t = 0. In this expression, I did not explicitly write the argument of the expected utility

function Uh, since this argument is now more involved; it no longer corresponds to a given

sequence of consumption levels but to a probability distribution over consumption sequences.

At this point, there is no need to introduce the notation for these distributions (see Chapter 16).

The formulation so far indexes the individual utility function uh(.) and the discount factor

βh by “h” to emphasize that these preference parameters are potentially different across

households. Households could also differ according to their income paths. For example, each

household could have effective labor endowments of {eh(t)}T
t=0 and thus a sequence of labor

income of {eh(t)w(t)}T
t=0, where w(t) is the equilibrium wage rate per unit of effective labor.

Unfortunately, at this level of generality, this problem is not tractable. Even though we can

establish the existence of equilibrium under some regularity conditions, it would be impossible

to go beyond that. Proving the existence of equilibrium in this class of models is of some

interest, but our focus is on developing workable models of economic growth that generate

insights into the process of growth over time and cross-country income differences. I therefore

follow the standard approach in macroeconomics and assume the existence of a representative

household.

5.2 The Representative Household

An economy admits a representative household when the preference (demand) side of the econ-

omy can be represented as if there were a single household making the aggregate consumption

and saving decisions (and also the labor supply decisions when these are endogenized) sub-

ject to an aggregate budget constraint. The major convenience of the representative household

assumption is that rather than modeling the preference side of the economy as resulting from

equilibrium interactions of many heterogeneous households, it allows us to model it as a so-

lution to a single maximization problem. Note that this description is purely positive—it asks

the question of whether the aggregate behavior can be represented as if it were generated by



150 . Chapter 5 Foundations of Neoclassical Growth

a single household. A stronger notion, the normative representative household, would also al-

low us to use the representative household’s utility function for welfare comparisons and is

introduced later in this section.

Let us start with the simplest case that leads to the existence of a representative household.

For concreteness, suppose that all households are infinitely-lived and identical; that is, each

household has the same discount factor β, the same sequence of effective labor endowments

{e(t)}∞
t=0, and the same instantaneous utility function

u(ch(t)),

where u :R+→R is increasing and concave, and ch(t) is the consumption of household h.

Therefore there really is a representative household in this case. Consequently, again ignoring

uncertainty, the demand side of the economy can be represented as the solution to the following

maximization problem starting at time t = 0:

max

∞
∑

t=0

β tu(c(t)), (5.2)

where β ∈ (0, 1) is the common discount factor of all the households, and c(t) is the consump-

tion level of the representative household.

The economy described so far admits a representative household rather trivially; all house-

holds are identical. In this case, the representative household’s preferences, (5.2), can be used

not only for positive analysis (e.g., to determine the level of savings) but also for normative

analysis, such as evaluating the optimality of equilibria.

The assumption that the economy is inhabited by a set of identical households is not

very appealing. Instead, we would like to know when an economy with heterogeneity can be

modeled as if aggregate consumption levels were generated by the optimization decision of a

representative household. To illustrate the potential difficulties that the “as if” perspective might

encounter, let us consider a simple exchange economy with a finite number of commodities

and state an important theorem from general equilibrium theory. Recall that in an exchange

economy, the equilibrium can be characterized in terms of excess demand functions for

different commodities (or more generally, in terms of excess demand correspondences; see

Appendix A). Let the equilibrium of the economy be represented by the aggregate excess

demand function x(p) when the vector of prices is p. The demand side of an economy admits

a representative household if x(p) can be obtained as a solution to the maximization problem

of a single household. The next theorem shows that this is not possible in general.

Theorem 5.1 (Debreu-Mantel-Sonnenschein Theorem) Let ε > 0 and N ∈N. Con-

sider a set of prices Pε = {p∈RN
+

: pj/pj ′ ≥ ε for all j and j ′} and any continuous function

x : Pε →R
N
+

that satisfies Walras’s Law and is homogeneous of degree 0. Then there exists an

exchange economy with N commodities and H < ∞ households, where the aggregate excess

demand is given by x(p) over the set Pε.

Proof. See Debreu (1974) or Mas-Colell, Whinston, and Green (1995, Proposition 17.E.3).

Therefore the fact that excess demands result from aggregating the optimizing behavior of

households places few restrictions on the form of these demands. In particular, recall from

basic microeconomics that individual (excess) demands satisfy the weak axiom of revealed

preference and have Slutsky matrices that are symmetric and negative semidefinite. These

properties do not necessarily hold for the aggregate excess demand function x(p). Thus without
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imposing further structure, it is impossible to derive x(p) from the maximization behavior

of a single household. Theorem 5.1 therefore raises a severe warning against the use of the

representative household assumption.

Nevertheless, this result is an outcome of strong income effects, which can create unintuitive

results even in basic consumer theory (recall, e.g., Giffen goods). Special but approximately

realistic preference functions, as well as restrictions on the distribution of income across

households, enable us to rule out arbitrary aggregate excess demand functions. To show that

the representative household assumption is not as hopeless as Theorem 5.1 suggests, I now

present a special but relevant case in which aggregation of individual preferences is possible and

enables the modeling of the economy as if the demand side were generated by a representative

household.

To prepare for this theorem, consider an economy with a finite number N of commodities

and recall that an indirect utility function for household h, vh(p, wh), specifies the household’s

(ordinal) utility as a function of the price vector p = (p1, . . . , pN) and the household’s income

wh. Naturally, any indirect utility function vh(p, wh) has to be homogeneous of degree 0 in p

and w.

Theorem 5.2 (Gorman’s Aggregation Theorem) Consider an economy with N < ∞

commodities and a set H of households. Suppose that the preferences of each household h ∈ H

can be represented by an indirect utility function of the form

vh
(

p, wh
)

= ah(p) + b(p)wh (5.3)

and that each household h ∈ H has a positive demand for each commodity. Then these

preferences can be aggregated and represented by those of a representative household, with

indirect utility

v(p, w) = a(p) + b(p)w,

where a(p) ≡
∫

h∈H
ah(p)dh, and w ≡

∫

h∈H
whdh is aggregate income.

Proof. See Exercise 5.3.

This theorem implies that when preferences can be represented by the special linear indirect

utility functions (5.3), aggregate behavior can indeed be represented as if it resulted from the

maximization of a single household. This class of preferences are referred to as “Gorman

preferences” after W. M. (Terence) Gorman, who was among the first economists studying

issues of aggregation and proposed the special class of preferences used in Theorem 5.2.

These preferences are convenient because they lead to linear Engel curves. Recall that Engel

curves represent the relationship between expenditure on a particular commodity and income

(for given prices). Gorman preferences imply that the Engel curve of each household (for each

commodity) is linear and has the same slope as the Engel curve of the other households for the

same commodity. In particular, assuming that ah(p) and b(p) are differentiable, Roy’s Identity

implies that household h’s demand for commodity j is given by

xh
j

(

p, wh
)

= −
1

b(p)

∂ah(p)

∂pj

−
1

b(p)

∂b(p)

∂pj

wh.

Therefore a linear relationship exists between demand and income (or between expenditure

and income) for each household, and the slope of this relationship is independent of the

household’s identity. This property is in fact indispensable for the existence of a representative

household and for Theorem 5.2, unless we wish to impose restrictions on the distribution of



152 . Chapter 5 Foundations of Neoclassical Growth

income. In particular, let us say that an economy admits a strong representative household if

redistribution of income or endowments across households does not affect the demand side.

The strong representative household applies when preferences take the Gorman form as shown

by Theorem 5.2. Moreover, it is straightforward to see that, since without the Gorman form the

Engel curves of some households have different slopes, there exists a specific scheme of income

redistribution across households that would affect the aggregate demand for different goods.

This reasoning establishes the following converse to Theorem 5.2: Gorman preferences (with

the same b(p) for all households) are necessary for the economy to admit a strong representative

household.1

Notice that instead of the summation, Theorem 5.2 is stated with the integral over the set

H to allow for the possibility that the set of households may be a continuum. The integral

should be thought of as the Lebesgue integral, so that when H is a finite or countable set,
∫

h∈H
whdh is indeed equivalent to the summation

∑

h∈H
wh.2 Although Theorem 5.2 is stated

for an economy with a finite number of commodities, this limitation is only for simplicity,

and the results in this theorem hold in economies with an infinite number or a continuum of

commodities.

Finally, note that Theorem 5.2 does not require that the indirect utility must take the form of

(5.3). Instead, they must have a representation of the Gorman form. Recall that in the absence

of uncertainty, monotone transformations of the utility or the indirect function have no effect

on behavior, so all that is required in models without uncertainty is that there exist a monotone

transformation of the indirect utility function that takes the form given in (5.3).

Many commonly used preferences in macroeconomics are special cases of Gorman prefer-

ences, as illustrated in the next example.

Example 5.1 (CES Preferences) A very common class of preferences used in industrial

organization and macroeconomics are the CES preferences, also referred to as “Dixit-Stiglitz

preferences” after the two economists who first used these preferences. Suppose that each

household h ∈ H has total income wh and preferences defined over j = 1, . . . , N goods

given by

Uh
(

xh
1 , . . . , xh

N

)

=

[ N
∑

j=1

(

xh
j

− ξh
j

)
σ−1
σ

]
σ

σ−1

, (5.4)

where σ ∈ (0, ∞) and ξh
j

∈ [−ξ̄ , ξ̄ ] is a household-specific term, which parameterizes whether

the particular good is a necessity for the household. For example, ξh
j

> 0 may mean that

household h needs to consume at least a certain amount of good j to survive. The utility

function (5.4) is referred to as a CES function for the following reason: if we define the level

1. Naturally, we can obtain a broader class of preferences for which aggregate behavior can be represented as

if it resulted from the maximization problem of a single representative household once attention is restricted to

specific distributions of income (wealth) across households. The most extreme version of this restriction would

be to impose the existence of a representative household by assuming that all households have identical utility

functions and endowments.

2. Throughout the book I avoid the use of measure theory when I can, but I refer to the Lebesgue integral a

number of times. It is a generalization of the standard Riemann integral. The few references to Lebesgue integrals

simply signal that we should think of integration in a slightly more general context, so that the integrals could

represent expectations or averages even with discrete random variables and discrete distributions (or mixtures

of continuous and discrete distributions). References to some introductory treatments of measure theory and

the Lebesgue integral are provided at the end of Chapter 16.
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of consumption of each good as x̂h
j

= xh
j

− ξh
j

, then the elasticity of substitution between any

two x̂h
j

and x̂h
j ′ (with j �= j ′) is equal to σ .

Each consumer faces a vector of prices p=(p1, . . . , pN), and we assume that for all h,

N
∑

j=1

pj ξ̄ < wh,

so that each household h ∈ H can afford a bundle such that x̂h
j ≥ 0 for all j . In Exercise 5.6

you are asked to derive the optimal consumption levels for each household and show that their

indirect utility function is given by

vh(p,wh) =

[

−
∑N

j=1 pjξ
h
j

+ wh
]

[
∑N

j=1 p1−σ
j

]
1

1−σ

, (5.5)

which satisfies the Gorman form (and is also homogeneous of degree 0 in p and w). Therefore

this economy admits a representative household with an indirect utility function given by

v(p,w) =

[

−
∑N

j=1 pjξj + w
]

[
∑N

j=1 p1−σ
j

]
1

1−σ

,

where w ≡
∫

h∈H
whdh is the aggregate income level in the economy, and ξj ≡

∫

h∈H
ξh
j dh. It

can be verified that the utility function leading to this indirect utility function is

U(x1, . . . , xN) =

[ N
∑

j=1

(xj − ξj)
σ−1
σ

]
σ

σ−1

. (5.6)

We will see in Chapter 8 that preferences closely related to the CES preferences presented here

play a special role not only in aggregation, but also in ensuring balanced growth.

Most—but importantly, not all—macro models assume more than the existence of a repre-

sentative household. First, many models implicitly assume the existence of a strong representa-

tive household, thus abstracting from the distribution of income and wealth among households

and its implications for aggregate behavior. Second, most approaches also impose the existence

of a normative representative household: not only does there exist a representative household

whose maximization problem generates the relevant aggregate demands but also the utility

function of this household can be used for welfare analysis.3 More specifically, recall that an

allocation is Pareto optimal (Pareto efficient) if no household can be made strictly better off

without some other household being made worse off (see Definition 5.2 below). Equivalently,

a Pareto optimal allocation is a solution to the maximization of a weighted average of the util-

ities of the households in the economy subject to the resource and technology constraints (and

typically, different weights give different Pareto optimal allocations).

3. To emphasize the pitfalls of imposing this restriction without ensuring that the economy admits a normative

representative household, I can do no better than directly quote Deaton and Muellbauer (1980, p. 163): “It

is extremely dangerous to deduce microeconomic behavior on the basis of macroeconomic observations,

particularly if such deductions are then used to make judgments about economic welfare.”
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When the economy admits a normative representative household, then we can model the

demand side in a simple manner and use this modeling to make statements about whether

a particular allocation is Pareto optimal and how it can be improved. The existence of a

normative representative household is significantly stronger than the existence of a (positive)

representative household. Nevertheless, the Gorman preferences in Theorem 5.2 not only imply

the existence of a strong representative household (and thus aggregation of individual demands

regardless of the exact distribution of income), but they also generally imply the existence of

a normative representative household. The next theorem states a simple form of this result.

Theorem 5.3 (Existence of a Normative Representative Household) Consider an

economy with a finite number N < ∞ of commodities, a set H of households, and a convex

aggregate production possibilities set Y . Suppose that the preferences of each household h ∈ H

can be represented by Gorman form vh(p, wh) = ah(p) + b(p)wh, where p = (p1, . . . , pN)

is the price vector, and that each household h ∈ H has a positive demand for each commodity.

1. Then any feasible allocation that maximizes the utility of the representative household,

v(p, w) =
∑

h∈H
ah(p) + b(p)w, with w ≡

∑

h∈H
wh, is Pareto optimal.

2. Moreover, if ah(p) = ah for all p and all h ∈ H, then any Pareto optimal allocation

maximizes the utility of the representative household.

Proof. Let Y represent the aggregate production possibilities set inclusive of endowments,

and let Yj(p) denote the set of profit-maximizing levels of net supply of commodity j when

the price vector is p. Since Y is convex, the planner can equivalently choose p and an element

in Yj(p) for each j rather than directly choosing y ∈ Y (see Theorems 5.4 and 5.7 below).

Then a Pareto optimal allocation can be represented as

max
{yj }

N
j=1

,p,{wh}h∈H

∑

h∈H

αhvh
(

p, wh
)

= max
{yj }

N
j=1

,p,{wh}h∈H

∑

h∈H

αh
(

ah(p) + b(p)wh
)

(5.7)

subject to

−
1

b(p)

(

∑

h∈H

∂ah(p)

∂pj

+
∂b(p)

∂pj

w

)

= yj ∈ Yj(p) for j = 1, . . . , N,

∑

h∈H

wh = w ≡

N
∑

j=1

pjyj ,

N
∑

j=1

pjωj = w,

pj ≥ 0 for all j,

where {αh}h∈H are nonnegative Pareto weights with
∑

h∈H
αh = 1. The first set of constraints

uses Roy’s Identity to express the total demand for good j and set it equal to the supply of good

j , which is given by some yj in Yj(p). The second equation defines total income as the value

of net supplies. The third equation makes sure that total income in the economy is equal to the

value of the endowments. The fourth set of constraints requires that all prices be nonnegative.

Now compare the maximization problem (5.7) to the following problem:

max
{yj }

N
j=1

,p,{wh}h∈H

∑

h∈H

ah(p) + b(p)w (5.8)
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subject to the same set of constraints. The only difference between the two problems is that in

the latter, each household has been assigned the same weight. Let w ∈R|H| (note that here, w

is a number, whereas w =(w1, . . . , w|H|) is a vector).

Let (p∗, w∗) be a solution to (5.8) with wh = w∗/ |H| for all h ∈ H so that all households

have the same income (together with an associated vector of net supplies {yj}
N
j=1). By definition

it is feasible and also a solution to (5.7) with αh = α, and therefore it is Pareto optimal, which

establishes the first part of the theorem.

To establish the second part, suppose that ah(p) = ah for all p and all h ∈ H. To obtain a

contradiction, suppose that some feasible (p∗∗
α

, w∗∗
α

), with associated net supplies {yj}
N
j=1 is a

solution to (5.7) for some weights {αh}h∈H, and suppose that it is not a solution to (5.8). Let

αM = max
h∈H

αh

and

H
M =

{

h ∈ H | αh = αM
}

be the set of households given the maximum Pareto weight. Let (p∗, w∗) be a solution to (5.8)

such that

wh∗ = 0 for all h �∈ H
M, (5.9)

and w∗ =
∑

h∈HM wh∗. Note that such a solution exists, since the objective function and

the constraint set in the second problem depend only on the vector (w1, . . . , w|H|) through

w =
∑

h∈H
wh.

Since by definition (p∗∗
α

, w∗∗
α

) is in the constraint set of (5.8) and is not a solution,

∑

h∈H

ah + b(p∗)w∗ >
∑

h∈H

ah + b(p∗∗
α

)w∗∗
α

b(p∗)w∗ > b(p∗∗
α

)w∗∗
α

. (5.10)

The hypothesis that (p∗∗
α

, w∗∗
α

) is a solution to (5.7) implies that

∑

h∈H

αhah +
∑

h∈H

αhb(p∗∗
α

)wh∗∗
α

≥
∑

h∈H

αhah +
∑

h∈H

αhb(p∗)wh∗

∑

h∈H

αhb(p∗∗
α

)wh∗∗
α

≥
∑

h∈H

αhb(p∗)wh∗, (5.11)

where wh∗ and wh∗∗
α

denote the hth components of the vectors w∗ and w∗∗
α

.

Note also that any solution (p∗∗,w∗∗) to (5.7) satisfies wh∗∗ = 0 for any h �∈ H
M . In view

of this and the choice of (p∗,w∗) in (5.9), equation (5.11) implies

αMb(p∗∗
α

)
∑

h∈H

wh∗∗
α

≥ αMb(p∗)
∑

h∈H

wh∗

b(p∗∗
α

)w∗∗
α

≥ b(p∗)w∗,

which contradicts (5.10) and establishes that, under the stated assumptions, any Pareto optimal

allocation maximizes the utility of the representative household.
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5.3 Infinite Planning Horizon

Another important aspect of the standard preferences used in growth theory and macroeconom-

ics concerns the planning horizon of individuals. Although some growth models are formulated

with finitely-lived households (see, e.g., Chapter 9), most growth and macro models assume

that households have an infinite planning horizon as in (5.2) or (5.16) below. A natural question

is whether this is a good approximation to reality. After all, most individuals we know are not

infinitely lived.

There are two reasonable microfoundations for this assumption. The first comes from the

“Poisson death model” or the perpetual youth model, which is discussed in greater detail in

Chapter 9. The general idea is that, while individuals are finitely lived, they are not aware of

when they will die. Even somebody who is 100 years old cannot consume all his assets, since

there is a fair chance that he will live for another 5 or 10 years. At the simplest level, we can

consider a discrete-time model and assume that each individual faces a constant probability of

death equal to ν > 0. This is a strong simplifying assumption, since the likelihood of survival

to the next age in reality is not a constant, but a function of the age of the individual (a feature

best captured by actuarial life tables, which are of great importance to the insurance industry).

Nevertheless it is a good starting point, since it is relatively tractable and also implies that

individuals have an expected lifespan of 1/ν < ∞ periods, which can be used to get a sense of

what the value of ν should be.

Suppose also that each individual has a standard instantaneous utility function u :R+ →R,

and a true or pure discount factor β̂, meaning that β̂ is the discount factor that the individual

would apply between consumption today and tomorrow if he or she were sure to live between

the two dates. Moreover, let us normalize u(0) = 0 to be the utility after death. Now consider

an individual who plans to have a consumption sequence {c(t)}∞
t=0 (conditional on living).

Clearly, after the individual dies, future consumption plans do not matter. Standard arguments

imply that this individual would have expected utility at time t = 0 given by

U0(c(0), c(1), . . .) = u(c(0)) + β̂(1 − ν)u(c(1)) + β̂νu(0)

+ β̂2(1 − ν)2u(c(2)) + β̂2(1 − ν)νu(0) + . . .

=

∞
∑

t=0

(β̂(1 − ν))tu(c(t))

≡

∞
∑

t=0

β tu(c(t)), (5.12)

where the second line collects terms and uses u(0) = 0, and the final line defines β ≡ β̂(1− ν)

as the effective discount factor of the individual. With this formulation, the model with

finite lives and random deaths leads to an individual maximization problem identical to

that in the model with infinitely-lived households (though the reasonable values of β in

this case would differ; see also Exercise 5.7 for a similar derivation in continuous time).

While until now agents faced no uncertainty, the possibility of death implies that there is a

nontrivial (in fact quite important!) uncertainty in individuals’ lives. As a result, instead of the

standard ordinal utility theory, we have to use the expected utility theory as developed by von

Neumann and Morgenstern. In particular, (5.12) is already the expected utility of the individual,
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since probabilities have been substituted in and there is no need to include explicit expecta-

tions.4

A second justification for the infinite planning horizon comes from intergenerational altru-

ism or the “bequest” motive. At the simplest level, imagine an individual who lives for one

period and has a single offspring (who will also live for a single period and will beget a single

offspring, and so on). Suppose that this individual not only derives utility from his consumption

but also from the bequest he leaves to his offspring. For example, we could posit

U(c(t), b(t)) = u(c(t)) + Ub(b(t)),

where c(t) is his consumption and b(t) denotes the bequest left to his offspring. Suppose also

that the individual has total income y(t), so that his budget constraint is

c(t) + b(t) ≤ y(t).

The function Ub(.) contains information about how much the individual values the bequest

left to his offspring. In general, there may be various reasons why individuals leave bequests

(including accidental bequests that will be left by an individual facing random death probability,

as in the example discussed in the previous paragraph). Nevertheless, a natural benchmark

might be one in which the individual is purely altruistic, so that he cares about the utility of

his offspring (with some discount factor).5 Let the discount factor between generations be β.

Also assume that the offspring will have an income of w without the bequest. Then the utility

of the individual can be written as

u(c(t)) + βV (b(t) + w),

where V (.) can now be interpreted as the continuation value, equal to the utility that the

offspring will obtain from receiving a bequest of b(t) (together with his own income of w).

Naturally, the value of the individual at time t can in turn be written as

V (y(t)) = max
c(t)+b(t)≤y(t)

{u(c(t)) + βV (b(t) + w)},

which defines the current value of the individual starting with income y(t) and takes into

account what the continuation value will be. The next chapter shows that this equation is the

canonical form of a dynamic programming representation of an infinite-horizon maximization

problem. In particular, under some mild technical assumptions, this dynamic programming

representation is equivalent to maximizing

∞
∑

s=0

βsu(ct+s)

at time t . Intuitively, even though an individual lives for one period, he cares about the utility of

his offspring, and realizes that in turn his offspring cares about the utility of his own offspring,

and so on. Thus each individual internalizes the utility of all future members of the “dynasty.”

4. Throughout, except in the stochastic growth analysis in Chapters 16 and 17, I directly specify the expected

utility function of households rather than explicitly introducing expectations.

5. The alternative to purely altruistic preferences are those in which a parent receives utility from specific

types of bequests or from a subcomponent of the utility of his offspring. Models with such impure altruism are

sometimes quite convenient and are discussed in Chapters 9 and 21.
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This argument establishes that fully altruistic behavior within a dynasty (so-called dynastic

preferences) also leads to a situation in which decision makers act as if they have an infinite

planning horizon.

5.4 The Representative Firm

The previous section discussed how an economy admits a representative household only under

special circumstances. The other assumption commonly used in growth models, and already

introduced in Chapter 2, is the representative firm assumption. In particular, recall from Chapter

2 that the entire production side of the economy was represented by an aggregate production

possibilities set, which can be thought of as the production possibilities set or the production

function of a representative firm. One may think that this representation also requires quite

stringent assumptions on the production structure of the economy. This is not the case, however.

While not all economies admit a representative household, the standard assumptions adopted

in general equilibrium theory or dynamic general equilibrium analysis (in particular, the

assumptions of no production externalities and competitive markets) are sufficient to ensure

that the formulation with a representative firm is without loss of generality.

This result is stated in the next theorem. To prepare for this result, let us introduce the

following notation: for two vectors of the same dimension, p and y, p . y denotes their inner

product (i.e., if p = (p1, . . . , pN) and y = (y1, . . . , yN), then p . y =
∑N

j=1 pjyj ). In addition,

let F be the set of firms in the economy and

Y ≡

{

∑

f ∈F

yf : yf ∈ Y f for each f ∈ F

}

. (5.13)

denote the aggregate production possibilities set of the economy.

Theorem 5.4 (Representative Firm Theorem) Consider a competitive production econ-

omy with N ∈N ∪ {+∞} commodities and a countable set F of firms, each with a production

possibilities set Y f ⊂RN . Let p ∈RN
+ be the price vector in this economy and denote the set of

profit-maximizing net supplies of firm f ∈ F by Ŷ f (p) ⊂ Y f (so that for any ŷf ∈ Ŷ f (p), we

have p . ŷf ≥ p . yf for all yf ∈ Y f ). Then there exists a representative firm with production

possibilities set Y ⊂RN and a set of profit-maximizing net supplies Ŷ (p) such that for any

p ∈RN
+ , ŷ ∈ Ŷ (p) if and only if ŷ =

∑

f ∈F
ŷf for some ŷf ∈ Ŷ f (p) for each f ∈ F.

Proof. Let Y be the aggregate production possibilities set defined in (5.13). To prove the

“if” part of the theorem, fix p ∈RN
+ and construct ŷ =

∑

f ∈F
ŷf for some ŷf ∈ Ŷ f (p) for

each f ∈ F. Suppose, to obtain a contradiction, that ŷ �∈ Ŷ (p), so that there exists y′ such that

p . y′ > p . ŷ. By definition of the set Y , this implies that there exists {yf }f ∈F with yf ∈ Y f

such that

p .

(

∑

f ∈F

yf

)

> p .

(

∑

f ∈F

ŷf

)

∑

f ∈F

p . yf >
∑

f ∈F

p . ŷf ,
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so that there exists at least one f ′ ∈ F such that

p . yf ′
> p . ŷf ′

,

which contradicts the hypothesis that ŷf ∈ Ŷ f (p) for each f ∈ F and completes this part of

the proof.

To prove the “only if” part of the theorem, let ŷ ∈ Ŷ (p) be a profit-maximizing choice for

the representative firm. Then, since Ŷ (p) ⊂ Y , we have

ŷ =
∑

f ∈F

yf

for some yf ∈ Y f for each f ∈ F. Let ŷf ∈ Ŷ f (p). Then

∑

f ∈F

p . yf ≤
∑

f ∈F

p . ŷf ,

which implies that

p . ŷ ≤ p .
∑

f ∈F

ŷf . (5.14)

Since by hypothesis,
∑

f ∈F
ŷf ∈ Y and ŷ ∈ Ŷ (p), we have

p . ŷ ≥ p .
∑

f ∈F

ŷf .

Therefore inequality (5.14) must hold with equality, which implies yf ∈ Ŷ f (p) for each f ∈ F.

This completes the proof of the theorem.

Theorem 5.4 implies that when there are no externalities and all factors are priced competi-

tively, focusing on the aggregate production possibilities set of the economy—or equivalently

on the representative firm—is without any loss of generality (naturally, assuming that the

representative firm acts taking prices as given). Why is there such a difference between the

representative household and representative firm assumptions? The answer is related to in-

come effects. The reason why the representative household assumption is restrictive is that

changes in prices create income effects, which affect different households differently. A rep-

resentative household exists only when these income effects can be ignored, which is what

the Gorman preferences guarantee. Since there are no income effects in producer theory, the

representative firm assumption can be made without loss of generality.

Naturally, the fact that the production side of an economy can be modeled via a represen-

tative firm does not mean that heterogeneity among firms is uninteresting or unimportant. On

the contrary, productivity differences across firms and firms’ attempts to increase their produc-

tivity relative to others are central phenomena in this study of economic growth. Theorem 5.4

simply says that, when there is price-taking behavior, the production side of the economy can

be equivalently represented by a single representative firm or an aggregate production possibil-

ities set. I return to the issue of firm heterogeneity in the context of monopolistic competition

in Part IV.
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5.5 Problem Formulation

Let us now consider a discrete-time infinite-horizon economy and suppose that the economy

admits a representative household. In particular, once again ignoring uncertainty, the utility of

the representative household (starting at time t = 0) is given by

∞
∑

t=0

β tu(c(t)), (5.15)

where β ∈ (0, 1) is again the discount factor.

In continuous time, the utility function (5.15) of the representative household becomes

∫ ∞

0

exp(−ρt)u(c(t))dt, (5.16)

where ρ > 0 is now the discount rate of the household.

Where does the exponential form of the discounting in (5.16) come from? Discounting in

the discrete-time case was already referred to as “exponential,” so the link should be apparent.

More explicitly, let us calculate the value of $1 after time T . Divide the interval [0, T ] into

T/
t equally sized subintervals. Let the interest rate in each subinterval be equal to r
t . It

is important that the quantity r is multiplied by 
t , otherwise as we vary 
t , we would be

changing the interest rate per unit of time. Using the standard compound interest rate formula,

the value of $1 in T periods at this interest rate is given by

v(T | 
t) = (1 + r
t)T/
t .

Next, let us approach the continuous time limit by letting 
t → 0 to obtain

v(T ) = lim

t→0

v(T | 
t) = lim

t→0

(1 + r
t)T/
t = lim

t→0

[

exp
(

log (1 + r
t)T/
t
)]

,

where the last equality uses the fact that exp(log x) = x for any x > 0. Thus

v(T ) = exp
[

lim

t→0

log(1 + r
t)T/
t
]

= exp

[

lim

t→0

T


t
log(1 + r
t)

]

.

The last term in square brackets has a limit of the form 0/0 (or of the form ∞ × 0). To evaluate

this limit, write it as

lim

t→0

log(1 + r
t)


t/T
= lim


t→0

r/(1 + r
t)

1/T
= rT,

where the first equality follows from l’Hôpital’s Rule (Theorem A.21 in Appendix A).

Therefore

v(T ) = exp(rT ).

Conversely, $1 in T periods from now is worth exp(−rT ) today. The same reasoning applies

to discounting utility, so the utility of consuming c(t) in period t evaluated at time t = 0 is

exp(−ρt)u(c(t)), where ρ denotes the (subjective) discount rate. Equivalently, one could also
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go from exponential discounting in continuous time to discrete-time discounting. In particular,

given a discount rate ρ > 0, the discount factor that applies during a time interval of length 
t

is β
t = exp(−ρ
t).

5.6 Welfare Theorems

We are ultimately interested in equilibrium growth. But there is a close connection between

Pareto optima and competitive equilibria. These connections could not be exploited in the

preceding chapters, because household (individual) preferences were not specified. I now in-

troduce the First and Second Welfare Theorems and develop the relevant connections between

the theory of economic growth and dynamic general equilibrium models.

Let us start with models that have a finite number of households, so that in terms of the

notation in Sections 5.1 and 5.2 the set H is finite. Throughout I allow an infinite number of

commodities, since growth models almost always feature an infinite number of time periods

and thus an infinite number of commodities. The results stated in this section have analogues

for economies with a continuum of commodities (corresponding to dynamic economies in

continuous time), but for the sake of brevity and to reduce technical details, I focus on

economies with a countable number of commodities.

Let the commodities be indexed by j ∈N, xh≡{xh
j
}∞
j=0 be the consumption bundle of

household h, and ωh≡{ωh
j
}∞
j=0 be its endowment bundle. In addition, let us assume that feasible

xh values must belong to some consumption set Xh ⊂ R∞
+ . The most relevant interpretation

for us is that there is an infinite number of dates, say indexed by t , and at each date t =

0, 1, . . . , each household consumes a finite-dimensional vector of products, so that x̃h
t

=

{x̃h
1,t, . . . , x̃h

N,t
} ∈ X̃h

t
⊂ R

N
+ for some N ∈N, and xh = {x̃h

t
}∞
t=0. The consumption sets are

introduced to ensure that households do not have negative consumption levels and are thus

subsets of R∞
+ (this restriction can be relaxed by allowing some components of the vector,

e.g., those corresponding to different types of labor supply, to be negative; this extension is

straightforward, and I do not do it here to conserve notation).

Let X ≡
∏

h∈H
Xh be the Cartesian product of these consumption sets, which can be thought

of as the aggregate consumption set of the economy. I also use the notation x ≡{xh}h∈H and

ω ≡ {ωh}h∈H to describe the entire set of consumption allocations and endowments in the

economy. Feasibility of a consumption allocation requires that x ∈ X.

Each household in H has a well-defined preference ordering over consumption bundles.

Suppose again that for each household h ∈ H, preferences can be represented by a real-valued

utility function Uh : Xh →R. The domain of this function is Xh ⊂R∞
+ . I also assume that Uh

is nondecreasing in each of its arguments for each h ∈ H. Let U ≡{Uh}h∈H be the set of utility

functions.

Let us next describe the production side. Suppose that there is a finite number of firms

represented by the set F and that each firm f ∈ F is characterized by a production set Y f ,

which specifies levels of output firm f can produce from specified levels of inputs. In other

words, yf ≡{y
f

j }∞
j=0 is a feasible production plan for firm f if yf ∈ Y f . For example, if there

were only two commodities, labor and a final good, Y f would include pairs (−l, z) such that

with labor input l (hence the negative sign), the firm can produce at most z. As is usual in general

equilibrium theory, let us take each Y f to be a cone, so that if yf ∈ Y f , then λyf ∈ Y f for any

λ ∈R+. This implies two important features: first, 0 ∈ Y f for each f ∈ F (where 0 denotes the

infinite sequence whose elements consist of 0); and second, each Y f exhibits constant returns
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to scale. If there are diminishing returns to scale because of the presence of some scarce factors,

such as entrepreneurial talent, this is added as an additional factor of production, and Y f is

still interpreted as a cone. Let Y ≡
∏

f ∈F
Y f represent the aggregate production set in this

economy, and let y ≡{yf }f ∈F be such that yf ∈ Y f for all f , or equivalently, y ∈ Y.6

The final object that needs to be described is the ownership structure of firms. In particular,

if firms make profits, these profits should be distributed to some agents in the economy. We

capture this distribution by assuming that there exists a sequence of profit shares represented

by θ ≡ {θh
f
}f ∈F,h∈H such that θh

f
≥ 0 for all f and h, and

∑

h∈H
θh
f

= 1 for all f ∈ F. The

number θh
f

is the share of profits of firm f that will accrue to household h.

An economy E is described by preferences, endowments, production sets, consumption sets,

and allocation of shares, that is, E ≡ (H, F, U, ω, Y, X, θ). An allocation in this economy is

(x, y) such that x and y are feasible: x ∈ X, y ∈ Y, and

∑

h∈H

xh
j

≤
∑

h∈H

ωh
j

+
∑

f ∈F

y
f

j

for all j ∈N. The last requirement implies that the total consumption of each commodity

cannot be more than the sum of its total endowment and net production. Once an economy E is

specified, we can discuss how resources are (or should be) allocated in it. For example, we can

think of dictatorial allocations, which would be chosen by a single individual (according to

his or her preferences). Alternatively, we can think of the choices of a social planner wishing

to maximize the weighted sum of the utilities of the households in the economy (which, as

noted above, are closely connected to Pareto optimal allocations). Our main interest, however,

is with competitive equilibria, which correspond to allocations resulting from a specific set

of institutions combined with household maximizing behavior. These institutions are those

of competitive markets, where, because of the existence of a large number of participants,

households and firms take prices as given, and these prices are determined to clear markets.

The additional, implicit, assumption is that of complete markets, which means that there

exists a separate market for each commodity. In particular, this assumption implicitly rules out

externalities, since externalities result from the nonmarket impact of one agent’s actions on the

utility or productivity of another agent. Though clearly an abstraction from reality, competitive

equilibria are a good approximation to behavior in a range of circumstances, motivating the

practice of using such equilibria as the benchmark in much of economic analysis.

The key component of a competitive equilibrium is the price system. A price system is

a sequence p≡{pj}
∞
j=0 such that pj ≥ 0 for all j , with one of the commodities chosen as

the numeraire and its price normalized to 1. Recall that p . z is again the inner product of

sequences p and z (where, e.g., z = xh or yf ), so that p . z ≡
∑∞

j=0 pjzj .7 Then a competitive

equilibrium—where externalities are absent, all commodities are traded competitively, all firms

maximize profits, all households maximize their utility given their budget sets, and all markets

clear—can be defined as follows.

Definition 5.1 A competitive equilibrium for economy E ≡ (H, F, U, ω, Y, X, θ) is given

by an allocation (x∗ = {xh∗}h∈H, y∗ = {yf ∗}f ∈F) and a price system p∗ such that

6. In some dynamic models, it is also useful to explicitly insist that the aggregate production possibilities set

Y should allow for the transformation of date t goods into date t + 1 capital. However, this stipulation is not

typically necessary in the models studied in this book.

7. You may note that such an inner product may not always exist in infinite-dimensional spaces. This issue will

be explicitly dealt with in the proofs of Theorems 5.6 and 5.7 below.
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1. The allocation (x∗, y∗) is feasible, that is, xh∗ ∈ Xh for all h ∈ H, yf ∗ ∈ Y f for all

f ∈ F, and

∑

h∈H

xh∗
j

≤
∑

h∈H

ωh
j

+
∑

f ∈F

y
f ∗
j

for all j ∈N.

2. For every firm f ∈ F, yf ∗ maximizes profits:

p∗ . yf ∗ ≥ p∗ . yf for all yf ∈ Y f .

3. For every household h ∈ H, xh∗ maximizes utility:

Uh(xh∗) ≥ Uh(xh) for all x such that xh ∈ Xh and p∗ . xh ≤ p∗ .

(

ωh +
∑

f ∈F

θh
f
yf

)

.

A major focus of general equilibrium theory is to establish the existence of a competitive

equilibrium under reasonable assumptions. When there is a finite number of commodities

and standard convexity assumptions are made on preferences and production sets, this is

straightforward (in particular, the proof of existence involves simple applications of Theorems

A.16, A.17, and A.18 in Appendix A). When an infinite number of commodities exists, as in

infinite-horizon growth models, proving the existence of a competitive equilibrium is somewhat

more difficult and requires more sophisticated arguments. Here I present the First and Second

Welfare Theorems, which concern the efficiency properties of competitive equilibria, when

they exist, and the decentralization of efficient (Pareto optimal) allocations as competitive

equilibria. These results are more important than existence theorems for the focus in this book,

both because in most growth models we will be able to characterize competitive equilibrium

explicitly and also because the Second Welfare Theorem indirectly establishes the existence

of a competitive equilibrium. Let us first recall the standard definition of Pareto optimality.

Definition 5.2 A feasible allocation (x, y) for economy E ≡ (H, F, U, ω, Y, X, θ) is Pareto

optimal if there exists no other feasible allocation (x̂, ŷ) such that x̂h ∈ Xh for all h ∈ H,

ŷf ∈ Y f for all f ∈ F,

∑

h∈H

x̂h
j

≤
∑

h∈H

ωh
j

+
∑

f ∈F

ŷ
f

j for all j ∈N,

and

Uh
(

x̂h
)

≥ Uh
(

xh
)

for all h ∈ H

with at least one strict inequality in the preceding relationship.

Our next result is the celebrated First Welfare Theorem for competitive economies. Before

presenting this result, we need the following definition.

Definition 5.3 Household h ∈ H is locally nonsatiated if, at each xh ∈ Xh, Uh(xh) is strictly

increasing in at least one of its arguments and Uh(xh) < ∞.

The latter requirement in this definition is already implied by the fact that Uh : Xh →R,

but it is included for additional emphasis, since it is important for the proof and also because if

in fact Uh(xh) = ∞, we could not meaningfully talk of Uh(xh) being strictly increasing. Also

note that local nonsatiation at a price vector p implies that p . xh < ∞ (see Exercise 5.5).
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Theorem 5.5 (First Welfare Theorem I) Suppose that (x∗, y∗, p∗) is a competitive equi-

librium of economy E ≡ (H, F, U, ω, Y, X, θ) with H finite. Assume that all households are

locally nonsatiated. Then (x∗, y∗) is Pareto optimal.

Proof. Suppose that (x∗, y∗, p∗) is a competitive equilibrium. To obtain a contradiction,

suppose that there exists a feasible (x̂, ŷ) such that Uh(x̂h) ≥ Uh(xh∗) for all h ∈ H and

Uh(x̂h) > Uh(xh∗) for all h ∈ H
′, where H

′ is a nonempty subset of H.

Since (x∗, y∗, p∗) is a competitive equilibrium, it must be the case that for all h ∈ H,

p∗.x̂h ≥ p∗ . xh∗ (5.17)

= p∗ .

(

ωh +
∑

f ∈F

θh
f
yf ∗

)

and for all h ∈ H
′,

p∗.x̂h > p∗ .

(

ωh +
∑

f ∈F

θh
f
yf ∗

)

. (5.18)

Inequality (5.18) follows immediately because xh∗ is the utility-maximizing choice for

household h; thus if x̂h is strictly preferred, then it cannot be in the budget set. Inequality

(5.17) follows with a similar reasoning. Suppose that it did not hold. Then, by the hypothesis

of local nonsatiation, Uh must be strictly increasing in at least one of its arguments, let us say

the j ′th component of x. Then construct x̂h(ε) such that x̂h
j
(ε) = x̂h

j and x̂h
j ′(ε) = x̂h

j ′ + ε for

ε > 0. For ε sufficiently small, x̂h(ε) is in household h’s budget set and yields strictly greater

utility than the original consumption bundle x̂h, contradicting the hypothesis that household h

is maximizing utility. Also note that local nonsatiation implies that Uh(xh) < ∞, and thus the

right-hand sides of (5.17) and (5.18) are finite (and in particular, p∗ . xh∗ < ∞ for all h ∈ H).

Now summing (5.17) over H\H′ and (5.18) over H
′ and combining the two, we have

p∗.
∑

h∈H

x̂h > p∗ .
∑

h∈H

(

ωh +
∑

f ∈F

θh
f
yf ∗

)

(5.19)

= p∗ .

(

∑

h∈H

ωh +
∑

f ∈F

yf ∗

)

,

where the second line uses the fact that the sums are finite, so that the order of summation

can be exchanged, and that by the definition of the shares
∑

h∈H
θh
f

= 1 for all f ∈ F. Finally,

since y∗ is profit maximizing at prices p∗, we have

p∗ .
∑

f ∈F

yf ∗ ≥ p∗ .
∑

f ∈F

yf for any
{

yf
}

f ∈F
with yf ∈ Y f for all f ∈ F. (5.20)

However, by feasibility of x̂h (Condition 1 of Definition 5.1),

∑

h∈H

x̂h
j

≤
∑

h∈H

ωh
j

+
∑

f ∈F

ŷ
f

j for all j ,
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and therefore, by taking the inner products of both sides with p∗, and exploiting (5.20) and the

fact that p∗ ≥ 0, we conclude

p∗ .
∑

h∈H

x̂h
j

≤ p∗ .

(

∑

h∈H

ωh
j

+
∑

f ∈F

ŷ
f

j

)

≤ p∗ .

(

∑

h∈H

ωh
j

+
∑

f ∈F

y
f ∗
j

)

,

which contradicts (5.19), establishing that any competitive equilibrium allocation (x∗, y∗) is

Pareto optimal.

The proof of the First Welfare Theorem is both intuitive and simple. The proof is based

on two simple ideas. First, if another allocation Pareto dominates the competitive equilibrium

prices, then it must be nonaffordable in the competitive equilibrium for at least one household.

Second, profit maximization implies that any competitive equilibrium already maximizes the

set of affordable allocations. The proof is also simple, since it only uses the summation of the

values of commodities at a given price vector. In particular, it makes no convexity assumption.

However, the proof also highlights the importance of the feature that the relevant sums exist

and are finite. Otherwise, the last step would lead to the conclusion that “∞ < ∞,” which

may or may not be a contradiction. The fact that these sums exist, in turn, follows from

two assumptions: finiteness of the number of individuals and nonsatiation. However, as noted

before, working with economies that have only a finite number of households (even if there is

an infinite number of commodities) is not always sufficient for our purposes. For this reason,

the next theorem provides a version of the First Welfare Theorem with an infinite number of

households. For simplicity, here I take H to be a countably infinite set (e.g., H =N). The

next theorem generalizes the First Welfare Theorem to this case. It makes use of an additional

assumption to take care of infinite sums.

Theorem 5.6 (First Welfare Theorem II) Suppose that (x∗, y∗, p∗) is a competitive

equilibrium of the economy E ≡ (H, F, U, ω, Y, X, θ) with H countably infinite. Assume that

all households are locally nonsatiated and

p∗ . ω∗ ≡
∑

h∈H

∞
∑

j=0

p∗
j
ωh

j
< ∞.

Then (x∗, y∗, p∗) is Pareto optimal.

Proof. The proof is the same as that of Theorem 5.5 with a major difference. Local non-

satiation does not guarantee that the summations are finite in (5.19), since the summations

are over an infinite number of households. In particular, (5.17) and (5.18) from the proof of

Theorem 5.5 still apply, and we have p∗ . xh∗ < ∞ for each h ∈ H. Moreover, by profit max-

imization, p∗ .
∑

f ∈F
yf ∗ < ∞. Now summing (5.17) over H\H′ and (5.18) over H

′ yields

(5.19), provided that

p∗ . ω∗ ≡
∑

h∈H

∞
∑

j=0

p∗
j
ωh

j
< ∞.

Then the remaining relations in the proof of Theorem 5.5 apply and yield a contradiction,

establishing the desired result.
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Theorem 5.6 is particularly useful in the analysis of overlapping generations models in

Chapter 9. The assumption that
∑

h∈H

∑∞
j=0 p∗

j
ωh

j < ∞ is not very restrictive; for example,

in dynamic models, discounting ensures that this condition is generally satisfied. The reader

may also note that when we apply Theorem 5.5 to a infinite-horizon economy with infinitely-

lived agents, this condition is satisfied automatically (since, otherwise, local nonsatiation would

be violated). However there also exist reasonable and important economic models, such as the

overlapping generations models, that can lead to equilibria where
∑

h∈H

∑∞
j=0 p∗

j
ωh

j
= ∞.

Let us next turn to the Second Welfare Theorem, which is the converse of the First Welfare

Theorem. It answers the question of whether a Pareto optimal allocation can be decentralized

as a competitive equilibrium. The Second Welfare Theorem requires a number of additional

assumptions on preferences and technology, such as the convexity of consumption and pro-

duction sets and of preferences. When the set of commodities is infinite, this theorem also

requires several technical assumptions (the equivalents of which are trivially satisfied when

the number of commodities is finite). Convexity assumptions are necessary because the Sec-

ond Welfare Theorem implicitly contains an argument for the existence of equilibrium, which

runs into problems in the presence of nonconvexities. Before stating this theorem, recall that

the consumption set of each household h ∈ H is Xh ⊂ R
∞
+ , so a typical element of Xh is

xh = (xh
0 , xh

1 , xh
2 , . . .), where xh

t
can be interpreted as the (finite-dimensional) vector of con-

sumption of individual h at time t , that is, xh
t

= (xh
1,t, xh

2,t
, . . . , xn

N,t
). Similarly, a typical

element of the production set of firm f ∈ F, Y f , is of the form yf = (y
f

0 , y
f

1 , y
f

2 , . . .).

Let us also define xh[T ] = (xh
0 , xh

1 , xh
2 , . . . , xh

T
, 0, 0, . . .) and yf [T ] = (y

f

0 , y
f

1 , y
f

2 , . . . ,

y
f

T
, 0, 0, . . .). In other words, these are truncated sequences that involve zero consump-

tion or zero production after some date T . It can be verified that limT →∞ xh[T ] = xh and

limT →∞ yf [T ] = yf in the product topology (see Section A.4 in Appendix A). Finally, since

in this case each xh (or yf ) is an N -dimensional vector, with a slight abuse of notation, I use

p . xh for an appropriately defined inner product, for example,

p . xh =

∞
∑

t=0

N
∑

j=1

pj,tx
h
j,t

.

Theorem 5.7 (Second Welfare Theorem) Consider a Pareto optimal allocation (x∗, y∗)

in an economy with endowment vector ω, production sets {Y f }f ∈F, consumption sets {Xh}h∈H,

and utility functions {Uh(.)}h∈H. Suppose that all production and consumption sets are convex,

all production sets are cones, and all utility functions are continuous and quasi-concave

and satisfy local nonsatiation. Moreover, suppose also that (i) there exists χ < ∞ such that
∑

h∈H
xh

j,t
< χ for all j and t; (ii) 0 ∈ Xh for each h; (iii) for any h and xh, x̄h ∈ Xh such

that Uh(xh) > Uh(x̄h), there exists T̄ (possibly as a function of h, xh, and x̄h) such that

Uh(xh[T ]) > Uh(x̄h) for all T ≥ T̄ ; and (iv) for any f and yf ∈ Y f , there exists T̃ such

that yf [T ] ∈ Y f for all T ≥ T̃ . Then there exist a price vector p∗ and endowment and share

allocations (ω∗, θ
∗) such that in economy E ≡ (H, F, U, ω

∗, Y, X, θ
∗):

1. the endowment allocation ω
∗ satisfies ω =

∑

h∈H
ωh∗;

2. for all f ∈ F,

p∗ . yf ∗ ≥ p∗ . yf for any yf ∈ Y f ; and

3. for all h ∈ H,

if Uh(xh) > Uh(xh∗) for some xh ∈ Xh then p∗ . xh ≥ p∗ . wh∗,
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where

wh∗ ≡ ωh∗ +
∑

f ∈F

θh∗
f

yf ∗.

Moreover, if p∗ . wh∗ > 0 for each h ∈ H, then economy E has a competitive equilibrium

(x∗, y∗,p∗).

The proof of this theorem involves the application of the Geometric Hahn-Banach Theorem

(Theorem A.27). It is somewhat long and involved. For this reason, its proof is provided in

the next (starred) section. Here notice that if, instead of an infinite-dimensional economy,

we were dealing with an economy with a finite commodity space, say with N commodities,

then parts ii–iv of the hypothesis in the theorem, would be satisfied automatically by taking

T̄ = T̃ = N . In fact, this condition is not imposed in the statement of the Second Welfare

Theorem in economies with a finite number of commodities. Its role in dynamic economies

is that changes in allocations that are very far in the future should not have a large effect

on utility. This condition is naturally satisfied in infinite-horizon economies with discounted

utility and separable production structure. Intuitively, if a sequence of consumption levels xh

is strictly preferred to the sequence x̄h, then setting the elements of xh and x̄h to 0 in the very

far (and thus heavily discounted) future should not change this conclusion (since discounting

implies that xh could not be strictly preferred to x̄h because of higher consumption under xh

in the arbitrarily far future). Similarly, if some production vector yf is feasible, the separable

production structure implies that yf [T ], which involves zero production after some date T ,

must also be feasible. Exercise 5.13 demonstrates these claims more formally. One difficulty

in applying this theorem is that Uh may not be defined when the vector xh involves zeros (e.g.,

when instantaneous utility of consumption is given by log c). Exercise 5.14 shows that the

theorem can be generalized to the case in which there exists a sufficiently small positive scalar

ε > 0 and a sequence ε with each element equal to ε such that Xh (for all h ∈ H) is restricted

to xh ≥ ε.

The conditions for the Second Welfare Theorem are more difficult to satisfy than those

for the First Welfare Theorem because of the convexity requirements. In many ways, it is

also the more important of the two theorems. While the First Welfare Theorem is celebrated

as a formalization of Adam Smith’s invisible hand, the Second Welfare Theorem establishes

the stronger result that any Pareto optimal allocation can be decentralized as a competitive

equilibrium. An immediate corollary of this property is an existence result; since the Pareto

optimal allocation can be decentralized as a competitive equilibrium, a competitive equilibrium

must exist (at least for the endowments leading to Pareto optimal allocations).

The Second Welfare Theorem motivates many macroeconomists to look for the set of Pareto

optimal allocations instead of explicitly characterizing competitive equilibria. This approach

is especially useful in dynamic models, in which competitive equilibria can sometimes be

quite difficult to characterize or even to specify, while the characterization of Pareto optimal

allocations is typically more straightforward.

The real power of the Second Welfare Theorem in dynamic macro models comes when

it is combined with a normative representative household. Recall that Theorem 5.3 shows an

equivalence between Pareto optimal allocations and optimal allocations for the representa-

tive household. In certain models, including many—but not all—growth models studied in

this book, the combination of a normative representative household and the Second Welfare

Theorem enables us to characterize the optimal growth path that maximizes the utility of the

representative household and assert that this path corresponds to a competitive equilibrium.



168 . Chapter 5 Foundations of Neoclassical Growth

5.7 Proof of the Second Welfare Theorem (Theorem 5.7) *

In this section, I provide a proof of the Second Welfare Theorem. The most important part of

the theorem is proved using the Geometric Hahn-Banach Theorem (Theorem A.27).

Proof of Theorem 5.7. First, I establish that there exist a price vector p∗ and an endowment

and share allocation (ω∗, θ
∗) that satisfy conditions 1–3 of Theorem 5.7. This proof has two

parts.

(Part 1) This part follows from the Geometric Hahn-Banach Theorem (Theorem A.27).

Define the “more preferred” sets for each h ∈ H as

P h =
{

xh ∈ Xh:Uh
(

xh
)

> Uh
(

xh∗
)

}

.

Clearly, each P h is convex. Let P =
∑

h∈H
P h and Y ′ =

∑

f ∈F
Y f + {ω}, where recall that

ω =
∑

h∈H
ωh∗, so that Y ′ is the sum of the production sets shifted by the endowment vector.

Both P and Y ′ are convex (since each P h and each Y f is convex). Let the sequences of produc-

tion plans for each firm be elements of the vector space ℓN
∞, which includes infinite sequences

of vectors of the form yf = (y
f

0 , y
f

1 , . . .), with each y
f

j
∈RN

+ . Since each production set is

a cone, Y ′ =
∑

f ∈F
Y f + {ω} has an interior point (the argument is identical to that of Exer-

cise A.31 in Appendix A). Moreover, let x∗ =
∑

h∈H
xh∗ (and similarly x =

∑

h∈H
xh). By

feasibility and local nonsatiation, x∗ =
∑

f ∈F
yf ∗ + ω. Then x∗ ∈ Y ′ and also x∗ ∈ P (where

recall that P is the closure of P ).

Next observe that P ∩ Y ′ = ∅. Otherwise, there would exist ỹ ∈ Y ′, which is also in P . The

existence of such a ỹ would imply that, if distributed appropriately across the households, ỹ

would make all households equally well off and at least one of them would be strictly better

off (e.g., by the definition of the set P , there would exist {x̃h}h∈H such that
∑

h∈H
x̃h = ỹ,

x̃h ∈ Xh, and Uh(x̃h) ≥ Uh(xh∗) for all h ∈ H with at least one strict inequality). This would

contradict the hypothesis that (x∗, y∗) is a Pareto optimum.

Since Y ′ has an interior point, P and Y ′ are convex, and P ∩ Y ′ = ∅, Theorem A.27 implies

that there exists a nonzero continuous linear functional φ such that

φ(y) ≤ φ(x∗) ≤ φ(x) for all y ∈ Y ′ and all x ∈ P . (5.21)

(Part 2) I next show that the linear functional φ can be interpreted as a price vector, in

particular, that it has an inner product representation. Consider the functional

φ̄(x) = lim
T →∞

φ(x[T ]), (5.22)

where recall that for xh = (xh
0 , xh

1 , xh
2 , . . .), xh[T ]= (xh

0 , xh
1 , xh

2 , . . . , xh
T , 0, 0, . . .). The main

step of this part of the theorem involves showing that φ̄ is a well-defined continuous linear

functional, also separating Y ′ and P as in (5.21). In what follows, let ‖x‖ be the sup norm of

x (short for ‖.‖∞) and let ‖φ‖ be the norm of the linear operator φ (see Appendix A).

First, let us define xh
t
≡ (0, 0, . . . , xh

t
, 0, . . . , ). That is, xh

t
is the same as the sequence xh

with zeros everywhere except its t th element. Next, note that by the linearity of φ,

φ(x[T ]) =

T
∑

t=0

φ(xt).
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Clearly, if limT →∞

∑T
t=0

∣

∣φ(xt)
∣

∣ exists and is well defined, then
∑T

t=0 φ(xt) would be

absolutely convergent and thus limT →∞ φ(x[T ]) would exist (see Fact A.7). To show this,

let us also define zφ ≡ (z
φ

0 , z
φ

1 , . . .), where

zφ
t

≡

{

xt if φ(xt) ≥ 0,

−xt if φ(xt) < 0.

Then by definition,

T
∑

t=0

∣

∣φ(xt)
∣

∣ = φ(zφ[T ])

≤ ‖φ‖
∥

∥

∥
zφ[T ]

∥

∥

∥

= ‖φ‖ ‖x[T ]‖

≤ ‖φ‖ ‖x‖ ,

where the first line uses the definition of zφ, the second line uses the fact that φ is a linear

functional, the third line exploits the fact that the norm ‖.‖ does not depend on whether the

elements are negative or positive, and the final line uses ‖x‖ ≥ ‖x[T ]‖. This string of relation-

ships implies that the sequence
{
∑T

t=0

∣

∣φ(xt)
∣

∣

}∞

T =1
, which naturally dominates the sequence

{φ (x[T ])}∞
T =1, is bounded (by ‖φ‖ ‖x‖ < ‖φ‖ χ < ∞, since ‖x‖ < χ by hypothesis). This

establishes that {φ (x[T ])}∞
T =1 converges and thus φ̄(x) in (5.22) is well defined. The last in-

equality above also implies that φ̄(x) ≤ ‖φ‖ ‖x‖, so φ̄ is a bounded, and thus continuous, linear

functional (see Theorem A.26).

Next, for t ∈ N, define φ̄t : Xt→R as φ̄t : xt �→ φ(xt) (where recall that x =

(x0, x1, . . . , xt, . . .), xt = (0, 0, . . . , xt, 0, . . .), and Xt ⊂ RN
+ , with xt ∈ Xt). Clearly, φ̄t

is a linear functional (since φ is linear) and moreover, since the domain of φ̄t is a subset of a

Euclidean space, it has an inner product representation, and in particular, there exists p∗
t
∈RN

such that

φ̄t(xt) = p∗
t

. xt for all xt ∈RN .

This representation also implies that

φ̄(x) = lim
T →∞

φ(x[T ]) = lim
T →∞

T
∑

t=0

φ̄t(xt) = lim
T →∞

T
∑

t=0

p∗
t

. xt,

so that φ̄ is a continuous linear functional with an inner product representation.

To complete this part of the proof, we need to show that φ̄(x) =
∑∞

j=0 φ̄(xj) can be used

instead of φ as the continuous linear functional in (5.21). We will first establish the following

four steps:

(a) φ(x∗) ≤ φ̄(x) for all x ∈ P,

(b) φ(x∗) ≥ φ̄(y′) for all y′ ∈ Y ′,

(c) φ̄(x∗) ≤ φ(x∗),

(d) φ(x∗) ≤ φ̄(x∗).
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The desired result follows by combining these four steps. To prove each of these steps, we will

make use of the hypotheses that 0 ∈ Xh for each h ∈ H, and moreover that (i) for any h ∈ H

and xh, x̄h ∈ Xh with Uh(xh) > Uh(x̄h), there exists T̄ h such that Uh(xh[T ]) > Uh(x̄h) for

all T ≥ T̄ h, and (ii) for any f ∈ F and yf ∈ Y f , there exists T̃ such that yf [T ] ∈ Y f for all

T ≥ T̃ .

In particular, take x ∈ P and recall that x =
∑

h∈H
xh, with xh ∈ P h. Let T h(T ) ≡

max{T̄ h, T̃ , T }, and drop the dependence on T to simplify notation. Since each xh has the

property that Uh(xh) > Uh(xh∗) for each h ∈ H, we have that Uh(xh[T h]) > Uh(xh∗) for each

h ∈ H. Moreover, since
∑

h∈H
xh[T h] is in P , we also have

φ(x∗) ≤ φ

(

∑

h∈H

xh
[

T h
]

)

,

(where again recall that x∗ =
∑

h∈H
xh∗). Since φ is linear, we also have

φ

(

∑

h∈H

xh
[

T h
]

)

=
∑

h∈H

φ
(

xh
[

T h
])

.

By definition limT →∞ φ(xh[T h]) = φ̄(xh) (where recall that T h = T h(T )). Since each φ̄(xh)

is well defined and φ is linear, this implies that as T → ∞, φ
(
∑

h∈H
xh[T h]

)

→ φ̄(x) and

establishes step (a).

Next, take y′ ∈ Y ′. By hypothesis, y′[T ] ∈ Y ′ for T sufficiently large. Then

φ(x∗) ≥ φ(y′[T ]) = φ̄(y′[T ]) for T sufficiently large.

Taking the limit as T → ∞ establishes step (b).

Now, take y′ ∈ Int Y ′ and construct the sequence {y′
n
} with y′

n
= (1 − 1/n)x∗ + y′/n.

Clearly, y′
n
∈ Y ′ for each n and again by hypothesis, y′

n
[T ] ∈ Y ′ for T sufficiently large. Thus

with the same argument as in the previous paragraph, φ(x∗) ≥ φ̄(y′
n
[T ]) for each n (and for T

sufficiently large). Taking the limit as T → ∞ and then n → ∞, we obtain step (c).

Finally, let x∗
n

= (1 + 1/n)x∗. By local nonsatiation x∗
n

∈ P for each n. This implies that

x∗
n
[T ] ∈ P for T sufficiently large and therefore

φ(x∗
n
[T ]) = φ̄(x∗

n
[T ]) ≥ φ(x∗)

for each n and for T sufficiently large. Taking the limit as T → ∞ and then n → ∞, we obtain

step (d).

Combining steps (a)–(d) establishes that φ̄(x) can be used as the continuous linear functional

separating P and Y ′. As shown above, φ̄(x) has an inner product representation of the form

φ̄(x) =
∑∞

t=0 φt(xt) = p∗ . x. Moreover, since each Uh is nondecreasing in its arguments, we

have that p∗ ≥ 0. Thus, p∗ can be interpreted as a price vector (functional).

Parts 1 and 2 have therefore established that there exists a price vector p∗ such that

conditions 1–3 in the theorem hold. Then, condition 1 of Definition 5.1 is satisfied by feasibility.

Condition 2 in the theorem is sufficient to establish that all firms maximize profits at the price

vector p∗ (condition 2 of Definition 5.1). To show that all households maximize utility at

the price vector p∗ (condition 3 of Definition 5.1), use the hypothesis that p∗ . wh∗ > 0 for

each h ∈ H. We know from condition 3 of the theorem that if xh ∈ Xh involves Uh(xh) >

Uh(xh∗), then p∗ . xh ≥ p∗ . wh∗. It is then straightforward to show that there cannot exist

such an xh that is strictly preferred to xh∗ and satisfies p∗ . xh ≤ p∗ . wh∗. In particular, let
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ε = (0, 0, . . . , , ε, 0, . . .), with ε corresponding to some xh
j,t > 0 (such a strictly positive xh

j,t

exists, since p∗ . xh ≥ p∗ . wh∗ > 0). Then for ε > 0 and small enough,

xh − ε ∈ Xh, Uh
(

xh − ε
)

> Uh
(

xh∗
)

, and p∗ .
(

xh − ε
)

< p∗ . wh∗,

thus violating condition 3 of the theorem. This establishes that for all xh ∈ Xh with p∗ . xh ≤

p∗ . wh∗, we have Uh(xh) ≤ Uh(xh∗), and thus condition 3 of Definition 5.1 holds and

all households maximize utility at the price vector p∗. Thus (x∗, y∗, p∗) is a competitive

equilibrium.

5.8 Sequential Trading

A final issue that is useful to discuss at this point relates to sequential trading. Standard

general equilibrium models, in particular, the Arrow-Debreu equilibrium notion, assume that

all commodities are traded at a given point in time—and once and for all. In the context of a

dynamic model, where some of the different commodities correspond to the same product at

different times, this assumption implies that trading takes place at the initial date, and there

are no further trades in the future. This is not a good approximation to reality, and as we have

already seen in the context of the Solow growth model in Chapter 2, growth models typically

assume that firms hire capital and labor at each t , and households make their consumption

decisions for time t at time t . Does the presence of this type of sequential trading make any

difference to the insights of general equilibrium analysis? If so, then the applicability of the

lessons from general equilibrium theory to dynamic macroeconomic models would be limited.

Fortunately, in the presence of complete markets, sequential trading gives the same result as

trading at a single point in time.

More explicitly, in the Arrow-Debreu equilibrium of a dynamic general equilibrium model

at time t = 0, households agree on all future trades (including trades of goods that are not yet

produced). Sequential trading, on the other hand, corresponds to separate markets opening at

each t and households trading labor, capital, and consumption goods in each such market at

each period. Clearly, both for mathematical convenience and descriptive realism, we would

like to think of macroeconomic models as involving sequential trading, with separate markets

at each date.

The key result concerning the comparison of models with trading at a single point in time

and those with sequential trading is due to Kenneth Arrow (1964). Arrow’s focus was on trading

across states of nature. However, his results also imply that with complete markets trading at

a single point in time and sequential trading are equivalent. The easiest way of seeing this

equivalence is to consider the Arrow securities already discussed in Chapter 2. (Basic) Arrow

securities provide an economical means of transferring resources across different dates and

different states of nature. Instead of completing all trades at a single point in time, say at time

t = 0, households can trade Arrow securities and then use these securities to purchase goods

at different dates or after different states of nature have been revealed. While Arrow securities

are most useful when there is uncertainty as well as a temporal dimension, for our purposes it

is sufficient to focus on the transfer of resources across different dates.

The reason sequential trading with Arrow securities achieves the same result as trading at

a single point in time is simple: by the definition of a competitive equilibrium, households

correctly anticipate all prices that they will be facing at different dates (and in different states

of nature) and purchase sufficient Arrow securities to cover the expenses that they will incur

once the time to trade comes. In other words, instead of buying claims at time t = 0 for xh
j,t ′
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units of commodity j = 1, . . . , N at date t ′ > 0 at prices (p1,t ′, . . . , pN,t ′), it is sufficient for

household h to have an income of
∑N

j=1 pj,t ′x
h
j,t ′

and know that it can purchase as many units

of each commodity as it wishes at time t ′ at the price vector (p1,t ′, . . . , pN,t ′).

This result can be stated in a slightly more formal manner. Let us consider a dynamic

exchange economy running across periods t = 0, 1, . . . , T , possibly with T = ∞ (with the

convention that when T = ∞, all summations are assumed to take finite values). Nothing here

depends on the assumption that we are focusing on an exchange economy, but suppressing

production simplifies notation. Imagine that there are N goods at each date, denoted by

(x1,t, . . . , xN,t), and let the consumption of good j by household h at time t be denoted by xh
j,t

.

Suppose that these goods are perishable, so that they are indeed consumed at time t . Denote the

set of households by H and suppose that each household h ∈ H has a vector of endowments

(ωh
1,t, . . . , ωh

N,t) at time t and preferences given by the time-separable function of the form

T
∑

t=0

(

βh
)t

uh
(

xh
1,t, . . . , xh

N,t

)

,

for some βh ∈ (0, 1). These preferences imply that there are no externalities and preferences

are time-consistent. I also assume that all markets are open and competitive.

Let an Arrow-Debreu equilibrium be given by (p∗, x∗), where x∗ is the complete list of

consumption vectors of each household h ∈ H, that is,

x∗ =
(

x1,0, . . . xN,0, . . . , x1,T , . . . xN,T

)

,

with xj,t = {xh
j,t}h∈H for each j and t , and p∗ is the vector of complete prices

p∗ =
(

p∗
1,0, . . . , p∗

N,0, . . . , p∗
1,T , . . . , p∗

N,T

)

,

with one of the prices, say p∗
1,0, chosen as the numeraire, so that p∗

1,0 = 1. In the Arrow-Debreu

equilibrium, each household h ∈ H purchases and sells claims on each of the commodities only

at t = 0 and thus simply chooses an allocation that satisfies the budget constraint

T
∑

t=0

N
∑

j=1

p∗
j,t

xh
j,t

≤

T
∑

t=0

N
∑

j=1

p∗
j,t

ωh
j,t

.

Market clearing then requires

∑

h∈H

xh
j,t

≤
∑

h∈H

ωh
j,t

for each j = 1, . . . , N and t = 0, 1, . . . , T .

In the equilibrium with sequential trading, markets for goods dated t open at time t . In

addition, there are T bonds—Arrow securities—that are in zero net supply and can be traded

among the households at time t = 0.8 The bond indexed by t pays 1 unit of one of the goods,

say good j = 1 at time t . Let the prices of bonds be denoted by (q1, . . . , qT ), again expressed

in units of good j = 1 (at time t = 0). Thus a household can purchase a unit of bond t at time

8. Note that the Arrow securities do not correspond to technologies for transforming goods dated t into goods

dated t ′ > t . Instead they are simply units of account specifying what the income levels of different households

are at different dates.
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0 by paying qt units of good 1, and in return, it will receive 1 unit of good 1 at time t (or

conversely can sell short 1 unit of such a bond) The purchase of bond t by household h is

denoted by bh
t

∈R, and since each bond is in zero net supply, market clearing requires that

∑

h∈H

bh
t

= 0 for each t = 0, 1, . . . , T .

Notice that this specification assumes that there are only T bonds (Arrow securities). More

generally, we could have introduced additional bonds, for example, bonds traded at time t > 0

for delivery of good 1 at time t ′ > t . This restriction to only T bonds is without loss of any

generality (see Exercise 5.10).

Sequential trading corresponds to each individual using their endowment plus (or minus)

the proceeds from the corresponding bonds at each date t . Since there is a market for goods at

each t , it turns out to be convenient (and possible) to choose a separate numeraire for each date

t . Let us again suppose that this numeraire is good 1, so that p∗∗
1,t = 1 for all t . Therefore the

budget constraint of household h ∈ H at time t , given the equilibrium price vector for goods

and bonds, (p∗∗, q∗∗), can be written as

N
∑

j=1

p∗∗
j,t

xh
j,t

≤

N
∑

j=1

p∗∗
j,t

ωh
j,t

+ bh
t

(5.23)

for t = 0, 1, . . . , T , together with
∑T

t=0 q∗∗
t

bh
t

≤ 0 and the normalization q∗∗
0 = 1. Let an

equilibrium of the sequential trading economy be denoted by (p∗∗, q∗∗, x∗∗, b∗∗), where once

again p∗∗ and x∗∗ denote the entire lists of prices and quantities of consumption by each

household, and q∗∗ and b∗∗ denote the vectors of bond prices and bond purchases by each

household. Given this specification, the following theorem can be established.

Theorem 5.8 (Sequential Trading) For the above-described economy, if (p∗, x∗) is an

Arrow-Debreu equilibrium, then there exists a sequential trading equilibrium

(p∗∗, q∗∗, x∗∗,b∗∗), such that x∗= x∗∗, p∗∗
j,t

= p∗
j,t

/p∗
1,t for all j and t , and q∗∗

t
= p∗

1,t for

all t > 0. Conversely, if (p∗∗, q∗∗, x∗∗, b∗∗) is a sequential trading equilibrium, then there

exists an Arrow-Debreu equilibrium (p∗, x∗) with x∗= x∗∗, p∗
j,t

= p∗∗
j,t

p∗
1,t for all j and t , and

p∗
1,t = q∗∗

t
for all t > 0.

Proof. See Exercise 5.9.

This theorem implies that all the results concerning Arrow-Debreu equilibria apply to

economies with sequential trading. In most of the models studied in this book the focus is

on economies with sequential trading and (except in the context of models with explicit finan-

cial markets and with possible credit market imperfections) we assume that there exist Arrow

securities to transfer resources across dates. These securities might be riskless bonds in zero net

supply, or in models without uncertainty, this role is typically played by the capital stock. We

also follow the approach leading to Theorem 5.8 and normalize the price of one good at each

date to 1. Thus in economies with a single consumption good, like the Solow or the neoclassical

growth models, the price of the consumption good in each date is normalized to 1, and the inter-

est rates directly give the intertemporal relative prices. This is the justification for focusing on

interest rates as the key relative prices in macroeconomic (economic growth) models. It should

also be emphasized that the presence of Arrow securities to transfer resources across dates also

implies that capital (financial) markets are perfect, and in particular, that there are no credit

constraints. When such constraints exist, we need to be much more explicit about whether and

how each household can transfer resources across different dates (see, e.g., Chapter 21).
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One final point implicit in the argument leading to Theorem 5.8 should be highlighted. The

equivalence of the Arrow-Debreu equilibria and sequential trading equilibria is predicated

on the requirement that the budget constraints facing households are the same under both

formulations. Though this stipulation seems obvious, it is not always trivial to ensure that

households face exactly the same budget constraints in sequential trading equilibria as in the

Arrow-Debreu equilibria. This issue is discussed further at the beginning of Chapter 8, when

we introduce the neoclassical growth model.

5.9 Optimal Growth

Motivated by the discussion at the end of Section 5.6, let us start with an economy charac-

terized by an aggregate production function, and a normative representative household (recall

Theorem 5.3). The optimal growth problem in this context refers to characterizing the alloca-

tion of resources that maximizes the utility of the representative household. For example, if

the economy consists of a number of identical households, then this problem corresponds to

the Pareto optimal allocation giving the same (Pareto) weight to all households (recall Def-

inition 5.2).9 Therefore the optimal growth problem in discrete time with no uncertainty, no

population growth, and no technological progress can be written as follows:

max
{c(t),k(t)}∞

t=0

∞
∑

t=0

β tu(c(t)), (5.24)

subject to

k(t + 1) = f (k(t)) + (1 − δ)k(t) − c(t), (5.25)

with k(t) ≥ 0 and given k(0) > 0. Here u :R+ → R is the instantaneous utility function

of the representative household. The objective function represents the discounted sum of

instantaneous utilities. The constraint (5.25) is also straightforward to understand: total output

per capita produced with capital-labor ratio k(t), f (k(t)), together with a fraction 1 − δ of

the capital that is undepreciated make up the total resources of the economy at date t . Out of

these resources, c(t) is spent as consumption per capita and the rest becomes next period’s

capital-labor ratio, k(t + 1).

The optimal growth problem requires that the social planner chooses an entire sequence

of consumption levels and capital stocks, subject only to the resource constraint (5.25). There

are no additional equilibrium constraints. The initial level of capital stock k(0) > 0 has been

specified as one boundary condition. But in contrast to the basic Solow model, the solution

to this problem involves two, not one, dynamic (difference or differential) equations and thus

necessitates two boundary conditions. The additional boundary condition does take the form

of an initial condition but comes from the optimality of a dynamic plan in the form of a

transversality condition. The relevant transversality conditions for this class of problems will

be discussed in the next two chapters.

9. One can also imagine allocations in which ex ante identical households receive different weights and utility

levels. Throughout, whenever the economy admits a normative representative household, I follow the standard

practice of focusing on optima with equal Pareto weights.
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This maximization problem can be solved in a number of ways, for example, by setting up

an infinite-dimensional Lagrangian. But the most convenient and common way of approaching

it is by using dynamic programming, which we will study in the next chapter.

An important question for us is whether the solution to the optimal growth problem can

be decentralized as a competitive equilibrium; that is, whether the Second Welfare Theorem

(Theorem 5.7) can be applied to this environment. The answer to this question is yes. In fact,

one of the main motivations for developing Theorem 5.7 in this chapter has been its use in

discounted growth problems, such as the baseline neoclassical growth model presented in this

section. The details of how this theorem can be applied to the optimal growth problem are

developed in Exercises 5.12–5.14.

It is also useful to note that even if we wished to bypass the Second Welfare Theorem

and directly solve for competitive equilibria, we would have to solve a problem similar to

the maximization of (5.24) subject to (5.25). In particular, to characterize the equilibrium, we

would need to start with the maximizing behavior of households. Since the economy admits a

representative household, we need only look at the maximization problem of this household.

Assuming that the representative household has 1 unit of labor supplied inelastically and

denoting its assets at time t by a(t), this problem can be written as

max
{c(t),a(t)}∞

t=0

∞
∑

t=0

β tu(c(t))

subject to some given a(0) > 0 and

a(t + 1) = (1 + r(t))a(t) − c(t) + w(t), (5.26)

where r(t) is the net rate of return on assets (so that 1 + r(t) is the gross rate of return) and

w(t) is the equilibrium wage rate (and thus the wage earnings of the representative house-

hold). Market clearing then requires that a(t) = k(t). The constraint (5.26) is the flow budget

constraint, meaning that it links tomorrow’s assets to today’s. Here we need an additional con-

dition to ensure that the flow budget constraint eventually converges (so that a(t) should not

go to negative infinity). This can be ensured by imposing a lifetime budget constraint. Since a

flow budget constraint in the form of (5.26) is both more intuitive and often more convenient

to work with, we will not work with the lifetime budget constraint but instead augment the

flow budget constraint with a limiting condition, which is introduced and discussed in the next

three chapters.

The formulation of the optimal growth problem in continuous time is very similar and takes

the form

max
[c(t),k(t)]∞

t=0

∫ ∞

0

exp(−ρt)u(c(t))dt (5.27)

subject to

k̇(t) = f (k(t)) − c(t) − δk(t), (5.28)

with k(t) ≥ 0 and given k(0) > 0. The objective function (5.27) is the direct continuous-time

analogue of (5.24), and (5.28) gives the resource constraint of the economy, similar to (5.25)

in discrete time. Once again this problem lacks one boundary condition, which is supplied by

the transversality condition. The most convenient way of characterizing the solution to this

problem is by optimal control theory, which is developed in Chapter 7.
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5.10 Taking Stock

This chapter introduced the preliminaries necessary for an in-depth study of equilibrium and

optimal growth theory. At some level it can be thought of as an “odds-and-ends” chapter,

introducing the reader to the notions of representative household, dynamic optimization,

welfare theorems, and optimal growth. However, the material here is more than odds and ends,

since a good understanding of the general equilibrium foundations of economic growth and

the welfare theorems is necessary for what is to come in Part III and later.

The most important messages from this chapter are as follows. First, the set of models in

this book are examples of more general dynamic general equilibrium models. It is therefore

important to understand which features of the growth models are general (in the sense that

they do not depend on the specific simplifying assumptions) and which results depend on the

further simplifying assumptions. In this respect, the First and the Second Welfare Theorems

are essential. They show that, provided that all product and factor markets are competitive

and that there are no externalities in production or consumption (and under some relatively

mild technical assumptions), dynamic competitive equilibria are Pareto optimal and any Pareto

optimal allocation can be decentralized as a dynamic competitive equilibrium. These results are

especially relevant in Part III, where the focus is on competitive economies. Importantly, these

results do not directly apply in our analysis of technological change, where product markets are

monopolistic, or in our study of economic development, where various market imperfections

play an important role.

Second, the most general class of dynamic general equilibrium models are not tractable

enough for us to derive sharp results about the process of economic growth. For this reason,

we often adopt a range of simplifying assumptions. The most important of these is the repre-

sentative household assumption, which enables us to model the demand side of the economy

as if it were generated by the optimizing behavior of a single household. We saw how this

assumption is generally not satisfied but also how a certain class of preferences (the Gorman

preferences) enable us to model economies as if they admitted a representative household, even

with arbitrary distributions of wealth and income.

In addition, this chapter introduced the first formulation of the optimal growth problems in

discrete and in continuous time. These are used as examples in the next two chapters.

5.11 References and Literature

This chapter covered a great deal of ground and often many details were omitted for brevity.

Many readers will be familiar with some of the material in this chapter. Deaton and Muellbauer

(1980), Hildenbrand and Kirman (1988), and Mas-Colell, Whinston, and Green (1995) pro-

vide excellent discussions of the issues related to aggregation and the representative household

assumption. Some of the original contributions on this topic are contained in Gorman (1953,

1959, 1976, 1980) and Pollak (1971). These and many other relevant results on separability

and aggregation appear in the works of W. M. (Terence) Gorman. Deaton and Muellbauer

(1980) provide an excellent discussion of Gorman’s work and the implications of Gorman

preferences. Caselli and Ventura (2000) use Gorman preferences in the context of a model

of capital accumulation with heterogeneous agents. Mas-Colell, Whinston, and Green also

discuss the concepts of positive and normative representative households. The concept of nor-

mative representative household in Theorem 5.3 is motivated by the use of the representative

household assumption in dynamic macroeconomic models (which focus on the maximiza-

tion of the utility of a representative household to characterize all Pareto optimal allocations
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and competitive equilibria). This concept is stronger than the one in Mas-Colell, Whin-

ston, and Green, who define a normative representative household for a given social welfare

function.

The Debreu-Mantel-Sonnenschein Theorem (Theorem 5.1) was originally proved by Son-

nenschein (1972) and then extended by Debreu (1974) and Mantel (1976). Both Mas-Colell,

Whinston, and Green (1995) and Hildenbrand and Kirman (1988) present this theorem and

sketch its proof. Both Deaton and Muellbauer (1980) and Hildenbrand and Kirman (1988)

also show how such aggregation is possible under weaker assumptions on utility functions

together with certain restrictions on the distribution of income (or endowments).

Some basic concepts from microeconomic theory were assumed in this chapter, and the

reader can find a thorough exposition of these in Mas-Colell, Whinston, and Green (1995).

These include Roy’s Identity, used following Theorem 5.2 and then again in Theorem 5.3,

and Walras’s Law, the concept of a numeraire, and expected utility theory of von Neumann

and Morgenstern, used throughout the analysis. The reader is also referred to Chapter 16 of

Mas-Colell, Whinston, and Green and to Bewley (2007) for clear expositions of the different

representation of Pareto optima (including the result that every Pareto optimal allocation is a

solution to the maximization of the weighted average of utilities of households in the economy).

The Representative Firm Theorem (Theorem 5.4) presented here is quite straightforward,

but I am not aware of any discussion of this theorem in the literature (or at least in the

macroeconomics literature). It is important to distinguish the subject matter of this theorem

from the Cambridge controversy in early growth theory, which revolved around the issue of

whether different types of capital goods could be aggregated into a single capital index (see,

e.g., Wan, 1971). The Representative Firm Theorem says nothing about this issue.

The best reference for the analysis of the existence of competitive equilibria and the welfare

theorems with a finite number of households and a finite number of commodities is still

Debreu’s (1959) Theory of Value. This short book introduces all mathematical tools necessary

for general equilibrium theory and gives a very clean exposition. Equally lucid and more

modern are the treatments of the same topics in Mas-Colell, Whinston, and Green (1995) and

Bewley (2007). The reader may also wish to consult Mas-Colell, Whinston, and Green (their

Chapter 16) for a proof of the Second Welfare Theorem with a finite number of commodities

(Theorem 5.7 in this chapter is more general, because it covers the case of an infinite number

of commodities). Both of these books also have an excellent discussion of the necessary

restrictions on preferences to allow preferences to be represented by utility functions. Mas-

Colell, Whinston, and Green (their Chapter 19) also gives a very clear discussion of the role of

Arrow securities and the relationship between trading at a single point in time and sequential

trading. The classic reference on Arrow securities is Arrow (1964).

Neither Debreu (1959) nor Mas-Colell, Whinston, and Green (1995) discuss infinite-

dimensional economies. The seminal reference for infinite-dimensional welfare theorems is

Debreu (1954). Bewley (2007) contains a number of useful results on infinite-dimensional

economies. Stokey, Lucas, and Prescott (1989, their Chapter 15) present existence and welfare

theorems for economies with a finite number of households and countably infinite number of

commodities. The mathematical prerequisites for their treatment are greater than what has been

assumed here, but their treatment is both thorough and straightforward, once the reader makes

the investment in the necessary mathematical techniques. The most accessible references

for the Hahn-Banach Theorem, which is necessary for a proof of Theorem 5.7 in infinite-

dimensional spaces, are Luenberger (1969), Kolmogorov and Fomin (1970), and Kreyszig

(1978). Luenberger (1969) is also an excellent source for all the mathematical techniques used

in Stokey, Lucas, and Prescott (1989) and also contains much material useful for appreciating

continuous-time optimization.
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On the distinction between the coefficient of relative risk aversion and the intertemporal

elasticity of substitution discussed in Exercise 5.2, see Kreps (1988), Epstein and Zin (1989),

and Becker and Boyd (1997).

5.12 Exercises

5.1 Recall that a solution {x(t)}T
t=0 to a dynamic optimization problem is time-consistent if the

following is true: if {x(t)}T
t=0 is a solution starting at time t = 0, then {x(t)}T

t=t ′
is a solution

to the continuation dynamic optimization problem starting from time t = t ′ > 0.

(a) Consider the following optimization problem

max
{x(t)}T

t=0

T
∑

t=0

β tu(x(t))

subject to

x(t) ∈ [0, x̄], and

G(x(0), . . . , x(T )) ≤ 0.

Although you do not need to, you may assume that G is continuous and convex, and u is

continuous and concave. Prove that any solution {x∗(t)}T
t=0 to this problem is time-consistent.

(b) Consider the optimization problem

max
{x(t)}T

t=0

u(x(0)) + δ

T
∑

t=1

β tu(x(t))

subject to

x(t) ∈ [0, x̄],

G(x(0), . . . , x(T )) ≤ 0.

Suppose that the objective function at time t = 1 becomes u(x(1)) + δ
∑T

t=2 β t−1u(x(t)).

Interpret this objective function (sometimes referred to as “hyperbolic discounting”).

(c) Let {x∗(t)}T
t=0 be a solution to the maximization problem in part b. Assume that the individual

chooses x∗(0) at t = 0 and then is allowed to reoptimize at t = 1, that is, she can now solve

the problem

max
{x(t)}T

t=1

u(x(1)) + δ

T
∑

t=2

β t−1u(x(t))

subject to

x(t) ∈ [0, x̄], and

G(x∗(0), . . . , x(T )) ≤ 0.

Prove that the solution from t = 1 onward, {x∗∗(t)}T
t=1, is not necessarily the same as

{x∗(t)}T
t=1.

(d) Explain which standard axioms of preferences in basic general equilibrium theory are violated

by the preferences in parts b and c of this exercise.
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5.2 This exercise asks you to work through an example that illustrates the difference between the

coefficient of relative risk aversion and the intertemporal elasticity of substitution. Consider a

household with the following non-time-separable preferences over consumption levels at two

dates:

V (c1, c2) = E

⎡

⎢

⎣

(

c1−θ
1 − 1

1 − θ

)
α−1
α

+ β

(

c1−θ
2 − 1

1 − θ

)
α−1
α

⎤

⎥

⎦

α
α−1

,

where E is the expectations operator. The budget constraint of the household is

c1 +
1

1 + r
c2 ≤ W,

where r is the interest rate and W is its total wealth, which may be stochastic.

(a) First suppose that W is nonstochastic and equal to W0 > 0. Characterize the utility maximiz-

ing choice of c1 and c2.

(b) Now suppose that W is distributed over the support [W, W ] with some distribution function

G(W), where 0 < W < W < ∞. Characterize the utility maximizing choice of c1 (made

before the realization of W ). Define the coefficient of relative risk aversion and the inter-

temporal elasticity of substitution in this case. Explain why these two measures are not

necessarily the same.

5.3 Prove Theorem 5.2.

* 5.4 Generalize Theorem 5.3 to an economy with a continuum of commodities.

5.5 Show that if a household chooses a consumption bundle xh at price vector p and is locally non-

satiated, then p . xh < ∞.

5.6 (a) Derive the utility-maximizing demands for households in Example 5.1 and show that the

resulting indirect utility function for each household is given by (5.5).

(b) Show that maximization of (5.6) leads to the indirect utility function corresponding to the

representative household.

(c) Now suppose that Uh(xh
1 , . . . , xh

N) =
∑N

j=1(x
h
j − ξh

j )
σ−1
σ . Repeat the same computations

as in parts a and b and verify that the resulting indirect utility function is homogeneous of

degree 0 in p and y but does not satisfy the Gorman form. Show, however, that a monotone

transformation of the indirect utility function satisfies the Gorman form. Is this sufficient to

ensure that the economy admits a representative household?

5.7 Construct a continuous-time version of the model with finite lives and random deaths (recall (5.12)

in the text). In particular suppose that an individual faces a constant (Poisson) flow rate of death

equal to ν > 0 and has a true discount factor equal to ρ. Show that this individual behaves as if

she were infinitely lived with an effective discount factor of ρ + ν.

5.8 (a) Will dynastic preferences, such as those discussed in Section 5.2, lead to infinite-horizon

maximization if the instantaneous utility functions of future generations are different (ut(.)

potentially different for each generation t)?

(b) How would the results be different if an individual cares about the continuation utility of his

offspring with discount factor β, but also cares about the continuation utility of the offspring

of his offspring with a smaller discount factor δ?

5.9 Prove Theorem 5.8.
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5.10 Consider the sequential trading model discussed in Section 5.8 and suppose now that households

can trade bonds at time t that deliver one unit of good t at time t ′. Denote the price of such bonds

by qt,t ′.

(a) Rewrite the budget constraint of household h at time t , (5.23), including these bonds.

(b) Prove an equivalent of Theorem 5.8 in this environment with the extended set of bonds.

5.11 Consider a two-period economy consisting of two types of households. NA households have the

utility function

u(ch
1) + βAu(ch

2),

where ch
1 and ch

2 denote the consumption of household h in the two periods. The remaining NB

households have the utility function

u(ch
1) + βBu(ch

2),

with βB < βA. The two groups have, respectively, incomes wA and wB at date 1 and can save

this income to the second date at some exogenously given gross interest rate R > 0. Show

that for general u(.), this economy does not admit a strong representative household, that is, a

representative household without restricting the distribution of incomes. [Hint: show that different

distributions of income will lead to different demands.]

5.12 Consider an economy consisting of H households each with a utility function at time t = 0

given by

∞
∑

t=0

β tu(ch(t)),

with β ∈ (0, 1), where ch(t) denotes the consumption of household h at time t . Suppose that

u(0) = 0. The economy starts with an endowment of y > 0 units of the final good and has access to

no production technology. This endowment can be saved without depreciating or gaining interest

rate between periods.

(a) What are the Arrow-Debreu commodities in this economy?

(b) Characterize the set of Pareto optimal allocations of this economy.

(c) Prove that the Second Welfare Theorem (Theorem 5.7) can be applied to this economy.

(d) Consider an allocation of y units to the households, {yh}H
h=1, such that

∑H
h=1 yh = y. Given

this allocation, find the unique competitive equilibrium price vector and the corresponding

consumption allocations.

(e) Are all competitive equilibria Pareto optimal?

(f ) Derive a redistribution scheme for decentralizing the entire set of Pareto optimal allocations.

5.13 (a) Suppose that utility of household h given by

U(xh(0), xh(1), . . .) =

∞
∑

t=0

β tvh(xh(t))

where xh(t) ∈ X ⊂RN
+ , vh : X →R is continuous, X is compact, and β < 1. Show that the

hypothesis that for any xh, x̄h ∈ Xh with Uh(xh) > Uh(x̄h), there exists T̄ (as a function of

xh and x̄h) such that Uh(xh[T ]) > Uh(x̄h) for all T ≥ T̄ in Theorem 5.7 (hypothesis iii) is

satisfied.
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(b) Suppose that the production structure is given by a neoclassical production function, where

the production vector at time t is only a function of inputs at time t and capital stock chosen

at time t − 1, that higher capital stock contributes to greater production, and there is free

disposal. Show that the second hypothesis in Theorem 5.7, which states that for each yf ∈ Y f ,

there exists T̃ such that yf [T ] ∈ Y f for all T ≥ T̃ , is satisfied.

* 5.14 (a) Show that Theorem 5.7 does not cover the one-good neoclassical growth model with instan-

taneous preferences given by u(c) = (c1−θ − 1)/(1 − θ) with θ ≥ 1.

(b) For ε > 0, construct the sequence ε with each element equal to ε. Reformulate and prove a

version of Theorem 5.7 such that that Xh (for all h ∈ H) is restricted to have elements xh ≥ ε

for ε > 0 sufficiently small. [Hint: redefine xh[T ] to have ε rather than 0 after the T th element

and reformulate the hypothesis of the theorem accordingly.]

(c) Show that this modified version of Theorem 5.7 covers the economy in part a of this exercise.



6
Infinite-Horizon
Optimization and
Dynamic Programming

This chapter provides a brief introduction to infinite-horizon optimization in discrete time

under certainty. The main purpose of the chapter is to introduce the reader to infinite-horizon

optimization techniques and dynamic programming. These techniques are used in the rest

of the book. Since dynamic programming has become an important tool in many areas of

economics and especially in macroeconomics, a great deal of the emphasis is placed on

dynamic programming methods.

The material in this chapter is presented in four parts. The first part (Sections 6.1–6.3)

introduces the problem and provides a number of results necessary for applications of station-

ary dynamic programming techniques in infinite-dimensional optimization problems. Since

understanding how these results are derived is often useful in various applications, the second

part, in particular Sections 6.4 and 6.5, provides additional tools necessary for a more detailed

analysis of dynamic programming and the proofs of the main theorems. The material in these

two sections is not necessary for the rest of the book, and those readers who wish to acquire

only a working knowledge of dynamic programming techniques can skip them. The third part

then provides several results for nonstationary optimization problems (Section 6.7). Finally,

the fourth part of the chapter (Sections 6.6, 6.8, and 6.9) provides a more detailed discussion of

how dynamic programming techniques can be used in applications and also presents a number

of results on optimal growth using these tools.

Throughout this chapter, the focus is on discounted maximization problems under certainty,

similar to the maximization problems introduced in the previous chapter. Dynamic optimiza-

tion problems under uncertainty are discussed in Chapter 16.

6.1 Discrete-Time Infinite-Horizon Optimization

The canonical discrete-time infinite-horizon optimization program can be written as

sup
{x(t),y(t)}∞

t=0

∞
∑

t=0

β tŨ (t, x(t), y(t))

182
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subject to

y(t) ∈ G̃(t, x(t)) for all t ≥ 0,

x(t + 1) = f̃ (t, x(t), y(t)) for all t ≥ 0,

x(0) given.

Here β ∈ [0, 1) is the discount factor, t = 0, 1, . . . denotes time, and x(t) ∈ X ⊂RKx and

y(t) ∈ Y ⊂RKy for some Kx, Ky ≥ 1. We can think of x(t) as the state variables (state vector)

of the problem, while y(t) denotes the control variables (control vector) at time t . The real-

valued function

Ũ :Z+ × X × Y →R

is the instantaneous payoff function of this problem (Z+ denotes the nonnegative integers),

while
∞
∑

t=0

β tŨ (t, x(t), y(t)) is the overall objective function. The problem formulation has

already imposed the condition that the objective function is a discounted sum of instantaneous

payoffs. G̃(t, x) is a set-valued mapping or a correspondence (see Appendix A), also written as

G̃ :Z+ × X →→ Y.

Thus the first constraint specifies what values of the control vector y(t) are allowed, given

the value x(t) at time t . In addition, f̃ :Z+ × X × Y → X specifies the evolution of the state

vector as a function of last period’s state and control vectors. While this formulation is useful

in highlighting the distinction between state and control variables, it is often more convenient

to work with a transformation to eliminate y(t) and write the optimization problem as

Problem 6.1

V ∗(0, x(0)) = sup
{x(t)}∞

t=0

∞
∑

t=0

β tU(t, x(t), x(t + 1))

subject to

x(t + 1) ∈ G(t, x(t)) for all t ≥ 0,

x(0) given.

Here x(t) ∈ X ⊂RK (K = Kx in terms of the notation above), and now x(t) corresponds

to the state vector, while x(t + 1) plays the role of the control vector at time t . In addition,

U :Z+ × X × X →R is the instantaneous payoff function with arguments x(t) and x(t + 1),

as well as time t (instead of having arguments x(t) and y(t)), and G :Z+ × X →→ X specifies

the constraint correspondence. Finally, I have also defined the value function V ∗ :Z+ × X →

R, which specifies the supremum (highest possible value) that the objective function can reach

or approach (starting with some x(t) at time t).

In the problem formulation, I used “sup,” to denote the supremum of the problem (rather

than “max” for the maximum), since there is no guarantee that the maximal value is attained by

any feasible plan. However, in all cases studied in this book the maximal value is attained, so

the reader may wish to substitute “max” for “sup.” When the maximal value is attained by some

sequence {x∗(t + 1)}∞
t=0 ∈ X∞, I refer to this sequence as a solution or as an optimal
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plan.1 Here X∞ is the countable infinite product of the set X, so that an element of X∞ is

a sequence with each member in X (also note that X∞ ⊂ ℓ∞, where ℓ∞ is the vector space of

infinite sequences that are bounded with the sup norm ‖.‖∞, which I denote throughout by the

simpler notation ‖.‖; see Appendix A). Of particular importance in this chapter is the func-

tion V ∗(t, x), which can be thought of as the value function, meaning the value of pursuing

the optimal strategy starting with initial state x at time t . Our objective is to characterize the

optimal plan {x∗(t + 1)}∞
t=0 and the value function V ∗(0, x(0)).

A more general formulation would involve an undiscounted objective function, written as

sup
{x(t)}∞

t=0

U(x(0), x(1), . . .).

This added generality is not particularly useful for most problems in economic growth, and the

discounted time-separable objective function ensures time consistency of the optimal plan, as

discussed in the previous chapter (recall, in particular, Exercise 5.1).

Problem 6.1 is somewhat abstract. However, it has the advantage of being tractable and

general enough to nest many interesting economic applications. The following example shows

how the canonical optimal growth problem can be put into this form.

Example 6.1 Recall the optimal growth problem (5.24) and (5.25) introduced in Section 5.9:

max
{k(t),c(t)}∞

t=0

∞
∑

t=0

β tu(c(t)),

subject to

k(t + 1) = f (k(t)) + (1 − δ)k(t) − c(t),

with k(t) ≥ 0 and given k(0) > 0, and u :R+ → R. This problem maps into the general

formulation here with one-dimensional state and control variables. In particular, let x(t) =

k(t) and x(t + 1) = k(t + 1). Then use the constraint to write

c(t) = f (k(t)) − k(t + 1) + (1 − δ)k(t)

and substitute this into the objective function to obtain

max
{k(t)}∞

t=0

∞
∑

t=0

β tu(f (k(t)) − k(t + 1) + (1 − δ)k(t)),

subject to k(t) ≥ 0. Now it can be verified that this problem is a special case of Problem 6.1

with U(t, k(t), k(t + 1)) = u(f (k(t)) − k(t + 1) + (1 − δ)k(t)) and with the constraint cor-

respondence G(t, k(t)) given by k(t + 1) ∈ [0, f (k(t)) + (1 − δ)k(t)] (since c(t) ≥ 0).

A notable feature emphasized by Example 6.1 is that once the optimal growth problem is

formulated in the language of Problem 6.1, U and G do not explicitly depend on time. This

feature is fairly common. Many interesting problems in economics can be formulated in such

a stationary form. A stationary problem involves an objective function that is a discounted sum

1. I also sometimes use the term “solution” to denote the function V ∗ defined in Problems 6.1 or 6.2 (or V in

Problem 6.3), but the context will make it clear whether the term “solution” refers to the optimal plan or the

functions V ∗ or V .
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and U and G functions that do not explicitly depend on time. In the next section, I start with

the study of stationary dynamic optimization problems, returning to the more general case of

Problem 6.1 in Section 6.7.

6.2 Stationary Dynamic Programming

Let us consider the stationary form of Problem 6.1.

Problem 6.2

V ∗(x(0)) = sup
{x(t)}∞

t=0

∞
∑

t=0

β tU(x(t), x(t + 1))

subject to

x(t + 1) ∈ G(x(t)) for all t ≥ 0,

x(0) given.

Here again β ∈ [0, 1), and now the constraint correspondence and the instantaneous payoff

functions take the form G : X →→ X and U : X × X → R respectively. Since this problem is

stationary, I also write the value function without the time argument as V ∗(x(0)).

Problem 6.2, like Problem 6.1, corresponds to the sequence problem; it involves choosing

an infinite sequence {x(t)}∞
t=0 ∈ X∞. Sequence problems sometimes have nice features, but

their solutions are often difficult to characterize both analytically and numerically.

The basic idea of dynamic programming is to turn the sequence problem into a functional

equation; that is, to transform the problem into one of finding a function rather than a sequence.

The relevant functional equation can be written as follows.

Problem 6.3

V (x) = sup
y∈G(x)

{U(x, y) + βV (y}), for all x ∈ X. (6.1)

Here V :X →R. Throughout, I use the notation V to refer to the function defined in Problem

6.3 and V ∗ for the function defined in Problem 6.2.

Intuitively, in Problem 6.3 instead of explicitly choosing the sequence {x(t)}∞
t=0, in (6.1), we

choose a policy, which determines what the control vector x(t + 1) should be for a given value

of the state vector x(t). Since the instantaneous payoff function U(., .) does not depend on time,

there is no reason for this policy to be time-dependent either, and I denote the control vector

by y and the state vector by x. Then the problem is equivalent to choosing y ∈ G(x) ⊂ X for a

given value of x ∈ X. Mathematically, this corresponds to maximizing V (x) for any x ∈ X. The

only subtlety in (6.1) is the presence of V (.) on the right-hand side, which is explained below.

This is the reason (6.1) is also called the “recursive formulation”—the function V (x) appears

both on the left- and right-hand sides of (6.1) and is thus defined recursively. The functional

equation in Problem 6.3 is also called the “Bellman equation,” after Richard Bellman, who

was the first to introduce the dynamic programming formulation.

At first sight, the recursive formulation might not appear as a great advance over the

sequence formulation. After all, functions might be trickier to work with than sequences.

Nevertheless, it turns out that the functional equation of dynamic programming is easy to
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manipulate in many instances. In applied mathematics and engineering it is favored because it is

computationally convenient. In economics the major advantage of the recursive formulation is

that it often gives better economic insights, similar to the logic of comparing today to tomorrow.

In particular, U(x, y) is the return for today and βV (y) is the continuation return from the

next date onward, equivalent to the return for tomorrow. Consequently in many applications

we can use our intuitions from two-period maximization problems. Finally, in some special

but important cases, the solution to Problem 6.3 is simpler to characterize analytically than the

corresponding solution to the sequence problem (Problem 6.2).

In fact, the form of Problem 6.3 suggests itself naturally from the formulation in Problem 6.2.

Suppose Problem 6.2 has a maximum starting at x(0) attained by the optimal sequence

{x∗(t)}∞
t=0 with x∗(0) = x(0). Then under some relatively weak technical conditions, we

have that

V ∗(x(0)) =

∞
∑

t=0

β tU(x∗(t), x∗(t + 1))

= U(x(0), x∗(1)) + β

∞
∑

s=0

βsU(x∗(s + 1), x∗(s + 2))

= U(x(0), x∗(1)) + βV ∗(x∗(1)).

This equation encapsulates the basic idea of dynamic programming, the Principle of Optimal-

ity, which is stated more formally in Theorem 6.2. It states that an optimal plan can be broken

into two parts: what is optimal today, and the optimal continuation path. Dynamic programming

exploits this principle.

A particularly notable advantage of the stationary dynamic programming formulation is

that the solution can be represented by a time invariant policy function (or policy mapping)

π : X → X,

determining which value of x(t + 1) to choose for a given value of the state variable x(t). In

general, there are two complications. First, a control reaching the optimal value may not exist,

which was the reason I originally used the “sup” notation. Second, the solution to Problem 6.3

may involve not a policy function, but a policy correspondence, � :X →→ X, because there may

be more than one maximizer for a given state variable. Let us ignore these complications for

now and present a heuristic exposition. These issues are dealt with in greater detail in Sections

6.3 and 6.5.

Once the value function V is determined, the policy function is straightforward to charac-

terize. In particular, by definition it must be the case that if the optimal policy is given by a

policy function π(x), then

V (x) = U(x, π(x)) + βV (π(x)) for all x ∈ X,

which is one way of determining the policy function. This equation simply follows from the

fact that π(x) is the optimal policy, so when y = π(x), the right-hand side of (6.1) reaches the

maximal value V (x).

The usefulness of the recursive formulation in Problem 6.3 comes from the fact that there

are powerful tools that not only establish the existence of a solution but also some of its

properties. These tools are also utilized directly in a variety of problems in economic growth,

macroeconomics, and other areas of economic dynamics.
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In the next section, I present results on the relationship between the solution to the sequence

problem (Problem 6.2) and the recursive formulation (Problem 6.3). I also establish a number

of results on concavity, monotonicity, and differentiability of the value function V (.) (and of

the value function V ∗(.) in Problem 6.2).

6.3 Stationary Dynamic Programming Theorems

Let us start with a number of assumptions on Problem 6.2. I number these assumptions

separately to distinguish them from the assumptions on technology and preferences used

throughout the book. Consider first a sequence {x∗(t)}∞
t=0 ∈ X∞, which attains the supremum

in Problem 6.2. Our main purpose is to ensure that this sequence satisfies the recursive equation

of dynamic programming, written here by substituting in for the sequence {x∗(t)}∞
t=0 (instead

of the “max” operator) as

V (x∗(t)) = U(x∗(t), x∗(t + 1)) + βV (x∗(t + 1)) for all t = 0, 1, . . . , (6.2)

and that any solution to (6.2) is also a solution to Problem 6.2, in the sense that it will attain its

supremum. In other words, we are interested in establishing equivalence results between the

solutions to Problems 6.2 and 6.3.

To prepare for these results, let us define the set of feasible sequences or plans, starting with

an initial value x(t) as

�(x(t)) = {{x(s)}∞
s=t

: x(s + 1) ∈ G(x(s)) for s = t, t + 1, . . .}.

Intuitively, �(x(t)) is the set of feasible choices of vectors starting from x(t). Let us denote

a typical element of the set �(x(0)) by x = (x(0), x(1), . . .) ∈ �(x(0)). Our first assumption

is as follows.

Assumption 6.1 G(x) is nonempty for all x ∈ X; and for all x(0) ∈ X and x ∈ �(x(0)),

limn→∞

∑n
t=0 β tU(x(t), x(t + 1)) exists and is finite.

This assumption is stronger than what is necessary to establish the results that follow. In

particular, for much of the theory of dynamic programming, it is sufficient that the limit in As-

sumption 6.1 exists. However, in economic applications, we are not interested in optimization

problems in which households or firms achieve infinite value for two obvious reasons. First,

when some agents can achieve infinite value, the mathematical problems are typically not well

defined.2 Second, the essence of economics, trade-offs in the face of scarcity, would be absent

in these cases.

Assumption 6.2 X is a compact subset ofRK , G is nonempty-valued, compact-valued, and

continuous. Moreover, U : XG →R is continuous, where XG = {(x, y) ∈ X × X : y ∈ G(x)}.

This assumption is also natural. We need to impose the condition that G(x) is compact-

valued, since optimization problems with choices from noncompact sets are not well behaved

(see Appendix A). In addition, the assumption that U is continuous leads to little loss of

generality for most economic applications. In all the models in this book, U is continuous. The

most restrictive assumption here is that the state variable lies in a compact set—that is, X is

2. Mathematical analysis of certain infinite-horizon optimization problems in which households or firms can

achieve infinite value can be carried out using notions such as the “overtaking criterion” or “weak optimality”

(see, e.g., Puterman, 1994). None of the models in this book require these more general optimality concepts.
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compact. Most results in this chapter can be generalized to the case in which X is not compact,

though this requires additional notation and somewhat more difficult analysis. The case in

which X is not compact is important in the analysis of economic growth, since most interesting

models of growth involve the state variable (e.g., capital stock) growing steadily. Nevertheless,

in many cases, with a convenient normalization, the mathematical problem can be turned into

one in which the state variable lies in a compact set. One class of important problems that cannot

be treated without allowing for a noncompact X are those with endogenous growth. However,

since the methods developed in the next chapter do not require this type of compactness

assumption and since I often use continuous-time methods to study endogenous growth models,

I simplify the discussion here by assuming that X is compact.

Note also that since X is compact and G(x) is continuous and compact-valued, XG is also

compact. Since a continuous function on a compact domain is also bounded (Corollary A.1 in

Appendix A), Assumption 6.2 also implies that U is bounded, which is important for some of

the results below.

Many (but not all) economic problems impose additional structure on preferences and

technology, for example, in the form of concavity or monotonicity of the instantaneous payoff

function U and convexity of the constraints. These properties enable us to establish additional

structural results. I now introduce these assumptions formally.

Assumption 6.3 U is concave. That is, for any α ∈ (0, 1) and any (x, y), (x′, y′) ∈ XG,

we have

U
(

αx + (1 − α)x′, αy + (1 − α)y′)
)

≥ αU(x, y) + (1 − α)U(x′, y′).

Moreover, if x �= x′,

U
(

αx + (1 − α)x′, αy + (1 − α)y′)
)

> αU(x, y) + (1 − α)U(x′, y′).

In addition, G is convex. That is, for any α ∈ [0, 1] , and x, x′, y, y′ ∈ X such that y ∈ G(x)

and y′ ∈ G(x′), we have

αy + (1 − α)y′ ∈ G
(

αx + (1 − α)x′
)

.

This assumption imposes conditions similar to those used in many economic applications:

the constraint set is assumed to be convex and the (instantaneous) payoff function is concave.

It also imposes a condition similar to, though weaker than, strict concavity.

The next assumption puts more structure on the payoff function; in particular it ensures that

the payoff function is increasing in the state variables (its first K arguments), and that larger

values of the state variables are also attractive from the viewpoint of relaxing the constraints

(i.e., a greater x means more choice).

Assumption 6.4 For each y ∈ X, U(., y) is strictly increasing in each of its first K argu-

ments, and G is monotone in the sense that x ≤ x′ implies G(x) ⊂ G(x′).

The final assumption is that of differentiability and is also common in most economic

models. This assumption enables us to work with first-order necessary conditions.

Assumption 6.5 U is continuously differentiable on the interior of its domain XG.

Given these assumptions, the following sequence of results can be established. The proofs

for these results are provided in Section 6.5.

Theorem 6.1 (Equivalence of Values) Suppose Assumption 6.1 holds. Then for any

x ∈ X, any solution V ∗(x) to Problem 6.2 is also a solution to Problem 6.3. Moreover, any
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solution V (x) to Problem 6.3 is also a solution to Problem 6.2, so that V ∗(x) = V (x) for all

x ∈ X.

Therefore under Assumption 6.1 both the sequence problem and the recursive formulation

achieve the same value. The next theorem establishes the more important result that solutions

to Problems 6.2 and 6.3 coincide.

Theorem 6.2 (Principle of Optimality) Suppose Assumption 6.1 holds. Let x∗ ∈ �(x(0))

be a feasible plan that attains V ∗(x(0)) in Problem 6.2. Then

V ∗(x∗(t)) = U(x∗(t), x∗(t + 1)) + βV ∗(x∗(t + 1)) (6.3)

for t = 0, 1, . . . , with x∗(0) = x(0).

Moreover, if any x∗ ∈ �(x(0)) satisfies (6.3), then it attains the optimal value in Problem 6.2.

This theorem is the major conceptual result in the theory of dynamic programming. It states

that the returns from an optimal plan (sequence) x∗ ∈ �(x(0)) can be broken into two parts:

the current return, U(x∗(t), x∗(t + 1)), and the continuation return, βV ∗(x∗(t + 1)), where

the continuation return is given by the discounted value of a problem starting from the state

vector from tomorrow onward, x∗(t + 1). In view of the fact that V ∗ in Problem 6.2 and V in

Problem 6.3 are identical (see Theorem 6.1), (6.3) also implies (6.2).

The second part of Theorem 6.2 is equally important. It states that if any feasible plan x∗

starting with x(0)—that is, x∗ ∈ �(x(0))—satisfies (6.3), then x∗ attains V ∗(x(0)). Therefore

this theorem states that we can go from the solution of the recursive problem to the solution

of the original problem and vice versa. Consequently, as long as Assumption 6.1 is satisfied,

there is no risk of excluding solutions when the problem is formulated recursively.

The next results summarize certain important features of the value function V in Problem

6.3. These results are useful for characterizing the qualitative features of optimal plans in

dynamic optimization problems without explicitly finding the solutions.

Theorem 6.3 (Existence of Solutions) Suppose that Assumptions 6.1 and 6.2 hold. Then

there exists a unique continuous and bounded function V : X →R that satisfies (6.1). More-

over, for any x(0) ∈ X, an optimal plan x∗ ∈ �(x(0)) exists.

This theorem establishes two major results. The first is the uniqueness of the value function

(and hence of the Bellman equation) in dynamic programming problems. The second is the

existence of an optimal plan. Combined with Theorem 6.1, this theorem further implies that an

optimal policy function (correspondence) achieving the supremum V ∗ in Problem 6.2 exists

and also that like V , V ∗ is continuous and bounded. The optimal plan in Problem 6.2 (or

6.3) may not be unique, however, even though the value function is unique. This may be

the case when two alternative feasible sequences achieve the same maximal value. As in

static optimization problems, nonuniqueness of solutions is a consequence of the lack of

strict concavity of the objective function. When the conditions are strengthened by including

Assumption 6.3, uniqueness of the optimal plan is guaranteed. I first show that this assumption

implies that the value function V is strictly concave.

Theorem 6.4 (Concavity of the Value Function) Suppose that Assumptions 6.1, 6.2,

and 6.3 hold. Then the unique V : X →R that satisfies (6.1) is strictly concave.

In addition, it is straightforward to verify that if Assumption 6.3 is relaxed so that U is

concave (without the additional requirement for x �= x′ in the assumption), then a weaker

version of Theorem 6.4 applies and implies that V is concave. Combining the previous two

theorems yields the following corollary.
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Corollary 6.1 Suppose that Assumptions 6.1, 6.2, and 6.3 hold. Then there exists a unique

optimal plan x∗ ∈ �(x(0)) for any x(0) ∈ X. Moreover, the optimal plan can be expressed as

x∗(t + 1) = π(x∗(t)), where π : X → X is a continuous policy function.

The important result in this corollary is that the “policy function” π is indeed a function,

not a correspondence. This result is a consequence of the fact that x∗ is uniquely determined.

The result also implies that the policy mapping π is continuous in the state vector. Moreover, if

there exists a vector of parameters z continuously affecting either the constraint correspondence

� or the instantaneous payoff function U , then the same argument establishes that π is also

continuous in this vector of parameters. This feature enables qualitative analysis of dynamic

macroeconomic models under a variety of circumstances.

Our next result shows that under Assumption 6.4, the value function V is also strictly

increasing.

Theorem 6.5 (Monotonicity of the Value Function) Suppose that Assumptions 6.1, 6.2,

and 6.4 hold and let V : X →R be the unique solution to (6.1). Then V is strictly increasing

in all of its arguments.

Our purpose in developing the recursive formulation is to use it for characterizing the

solution to dynamic optimization problems. As with static optimization problems, this is

often made easier by using differential calculus. The difficulty in using differential calculus

with (6.1) is that the right-hand side of this expression includes the value function V , which

is endogenously determined. We can only use differential calculus if we know from more

primitive arguments that this value function is indeed differentiable. The next theorem ensures

that this is the case and also provides an expression for the gradient of the value function by

exploiting a version of the familiar Envelope Theorem (Theorem A.31 in Appendix A). Recall

that IntX denotes the interior of the set X, Dxf denotes the gradient of the function f with

respect to the vector x, and Df denotes the gradient of the function f with respect to all of its

arguments (see Appendix A).

Theorem 6.6 (Differentiability of the Value Function) Suppose that Assumptions 6.1,

6.2, 6.3, and 6.5 hold. Let π(.) be the policy function defined in Corollary 6.1 and assume that

x ∈ Int X and π(x) ∈ Int G(x). Then V (.) is differentiable at x, with gradient given by

DV(x) = DxU(x, π(x)). (6.4)

These results allow us to use dynamic programming techniques in a wide variety of dynamic

problems. Before doing so, I discuss how these results are proved. The next section introduces

a number of mathematical tools from basic functional analysis necessary for proving some of

these theorems, and Section 6.5 provides the proofs of all results stated in this section.

6.4 The Contraction Mapping Theorem and Applications *

In this section, I present several mathematical results that are necessary for making progress

with the dynamic programming formulation. In this sense, the current section is a digression

from the main story line. Therefore, this section and the next can be skipped without interfering

with the study of the rest of the book. Nevertheless, the material in this and the next sections

is useful for a good understanding of the foundations of dynamic programming and should

enable the reader to achieve a better grasp of these methods. The reader may also wish to

consult Appendix A before reading this section.
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Recall from Appendix A that (S, d) is a metric space if S is a space and d is a metric defined

over this space with the usual properties (in particular, the triangle inequality; recall Definition

A.1). The metric is referred to as “d ,” since it loosely corresponds to the distance between two

elements of S. A metric space is more general than a finite-dimensional Euclidean space, such

as a subset ofRK . But as with the Euclidean space, we are most interested in defining mappings

from the metric space into itself. These mappings are referred to as “operators” to distinguish

them from real-valued functions and are often denoted by the letter T (thus T : S → S), and

the standard notation often involves writing T z for the image of a point z ∈ S under T (rather

than the more familiar T (z)). Instead, the notation T (Z) stands for the image of a subset Z of

S under T , that is, T (Z) = {x ∈ S: ∃z ∈ Z with T z = x}. I use this standard notation here.

Definition 6.1 Let (S, d) be a metric space and T : S → S be an operator mapping S into

itself. If for some β ∈ (0, 1),

d(T z1, T z2) ≤ βd(z1, z2) for all z1, z2 ∈ S,

then T is a contraction mapping (with modulus β).

In other words, a contraction mapping brings elements of the space S uniformly closer to one

another.

Example 6.2 Let us take a simple interval of the real line as our space, S = [a, b] , with the

usual metric of this space: d(z1, z2) =
∣

∣z1 − z2

∣

∣. Then T : S → S is a contraction if for some

β ∈ (0, 1),

∣

∣T z1 − T z2

∣

∣

∣

∣z1 − z2

∣

∣

≤ β < 1, all z1, z2 ∈ S, with z1 �= z2.

Definition 6.2 A fixed point of T is any element of S satisfying T z = z.

Recall also that a metric space (S, d) is complete if every Cauchy sequence (i.e., a sequence

whose elements are getting closer) in S converges to an element in S (see Sections A.1 and

A.2 in Appendix A). Despite its simplicity, the following theorem is one of the most powerful

results in functional analysis.

Theorem 6.7 (Contraction Mapping Theorem) Let (S, d) be a complete metric space

and suppose that T : S → S is a contraction. Then T has a unique fixed point, ẑ; that is, there

exists a unique ẑ ∈ S such that

T ẑ = ẑ.

Proof. (Existence) Note that T nz = T (T n−1z) for any n = 1, 2, . . . (with T 0z = z). Choose

z0 ∈ S, and construct a sequence {zn}
∞
n=1 with each element in S such that zn+1 = T zn so that

zn = T nz0.

Since T is a contraction, we have

d(z2, z1) = d(T z1, T z0) ≤ βd(z1, z0).

Repeating this argument yields

d(zn+1, zn) ≤ βnd(z1, z0), n = 1, 2, . . . . (6.5)
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Hence, for any m > n,

d(zm, zn) ≤ d(zm, zm−1) + . . . + d(zn+2, zn+1) + d(zn+1, zn) (6.6)

≤
(

βm−1 + . . . + βn+1 + βn
)

d(z1, z0)

≤
βn

1 − β
d(z1, z0),

where the first inequality uses the triangle inequality (see Appendix A). The second inequality

uses (6.5). The last inequality uses

1/(1 − β) = 1 + β + β2 + . . . > 1 + β + . . . + βm−n−1.

The string of inequalities in (6.6) implies that for n and m sufficiently large, zm and zn will

approach each other, so that
{

zn

}∞

n=1
is a Cauchy sequence. Since S is complete, every Cauchy

sequence in S has an limit point in S and therefore zn → ẑ ∈ S.

The next step is to show that ẑ is a fixed point. Note that for any z0 ∈ S and any n ∈N,

we have

d(T ẑ, ẑ) ≤ d(T ẑ, T nz0) + d(T nz0, ẑ)

≤ βd(ẑ, T n−1z0) + d(T nz0, ẑ),

where the first relationship again uses the triangle inequality, and the second inequality utilizes

the fact that T is a contraction. Since zn → ẑ, both of the terms on the right tend to zero as

n → ∞, which implies that d(T ẑ, ẑ) = 0, and therefore T ẑ = ẑ, establishing that ẑ is a fixed

point.

(Uniqueness) Suppose, to obtain a contradiction, that there exist ẑ, z ∈ S, such that T z = z

and T ẑ = ẑ with ẑ �= z. This implies

0 < d(ẑ, z) = d(T ẑ, T z) ≤ βd(ẑ, z),

which delivers a contradiction in view of the fact that β < 1 and establishes uniqueness.

The Contraction Mapping Theorem can be used to prove many well-known results. The

next example and Exercise 6.4 show how it can be used to prove existence and uniqueness of

solutions to differential equations. Exercise 6.5 shows how it can be used to prove the Implicit

Function Theorem (Theorem A.25 in Appendix A).

Example 6.3 Consider the following one-dimensional differential equation:

ẋ(t) = f (x(t)), (6.7)

with a boundary condition x(0) = c ∈R. Suppose that f : [0, x̄]→R is Lipschitz continuous in

the sense that it is continuous and also for some M < ∞, it satisfies the following boundedness

condition:
∣

∣f (x′′) − f (x′)
∣

∣ ≤ M
∣

∣x′′ − x′
∣

∣ for all x′, x′′ ∈ [0, x̄]. The Contraction Mapping

Theorem (Theorem 6.7) can be used to prove the existence of a continuous function x∗(t) that

is the unique solution to this differential equation on any compact interval, in particular on

[0, s] for some s ∈ [0, x̄]. To prove this assertion, consider the space of continuous functions

on [0, s], C[0, s], and define the operator T such that for any g ∈ C[0, s],

T g(z) = c +

∫ z

0

f (g(x))dx for all z ∈ [0, s].
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Notice that T is a mapping from the space of continuous functions on [0, s] into itself, that is,

T : C[0, s] → C[0, s]. Moreover, it can be verified T is a contraction for some s. This follows

because for any z ∈ [0, s], we have

∣

∣

∣

∣

∫ z

0

f (g(x)) dx −

∫ z

0

f
(

g̃(x)
)

dx

∣

∣

∣

∣

≤

∫ z

0

M
∣

∣g(x) − g̃(x)
∣

∣ dx (6.8)

by the Lipschitz continuity of f (.). Equation (6.8) implies that

∥

∥T g(z) − T g̃(z)
∥

∥≤ M × s ×
∥

∥g − g̃
∥

∥ ,

where recall that ‖.‖ denotes the sup norm, now defined over the space of functions. Choosing

s < 1/M establishes that for s sufficiently small, T is indeed a contraction. Then from Theorem

6.7, there exists a unique fixed point of T over C[0, s]. This fixed point is the unique solution

to the differential equation, and it is also continuous. Exercise 6.4 asks you to verify some of

these steps and shows how the result can be extended so that it applies to C[0, x̄].

The main use of the Contraction Mapping Theorem for us is that it establishes the existence

of a unique value function V in Problem 6.3, greatly facilitating the analysis of dynamic

programming problems. Before doing this, let us consider another useful result. Recall that if

(S, d) is a complete metric space and S′ is a closed subset of S, then (S′, d) is also a complete

metric space.

Theorem 6.8 (Applications of Contraction Mappings) Let (S, d) be a complete metric

space and T : S → S be a contraction mapping with T ẑ = ẑ.

1. If S′ is a closed subset of S, and T (S′) ⊂ S′, then ẑ ∈ S′.

2. Moreover, if T (S′) ⊂ S′′ ⊂ S′, then ẑ ∈ S′′.

Proof. Take z0 ∈ S′, and construct the sequence {T nz0}
∞
n=1. Each element of this sequence is

in S′, since T (S′) ⊂ S′. Theorem 6.7 implies that T nz0 → ẑ. Since S′ is closed, ẑ ∈ S′, proving

Part 1.

We know that ẑ ∈ S′. Then T (S′) ⊂ S′′ ⊂ S′ implies that ẑ = T ẑ ∈ T (S′) ⊂ S′′, establishing

Part 2.

The second part of this theorem is very important to prove results, such as strict concavity or

strict monotonicity of a function. This is because the set (space) of strictly concave functions

or the set of the strictly increasing functions is not closed (and complete). Therefore the

Contraction Mapping Theorem cannot be directly applied to these spaces of functions. The

second part of this theorem enables us to circumvent this problem.

The previous two theorems show that the contraction mapping property is both simple and

powerful. Nevertheless, beyond some simple cases, such as in Example 6.2, it is difficult

to check whether an operator is indeed a contraction. This problem may seem particularly

difficult in the case of spaces whose elements correspond to functions, which are those that

are relevant in the context of dynamic programming. The next theorem provides us with

straightforward sufficient conditions for an operator to be a contraction. For this theorem, let

us use the following notation: for a real-valued function f (.) and some constant c ∈R, we

define (f + c)(x) ≡ f (x) + c. Then the following theorem holds.

Theorem 6.9 (Blackwell’s Sufficient Conditions for a Contraction) Let X ⊆RK , and

B(X) be the space of bounded functions f : X →R defined on X equipped with the sup norm
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‖.‖. Suppose that B′(X) ⊂ B(X), and let T : B′(X) → B′(X) be an operator satisfying the

following two conditions:

1. Monotonicity: For any f, g ∈ B′(X), f (x) ≤ g(x) for all x ∈ X implies (Tf )(x) ≤

(T g)(x) for all x ∈ X; and

2. Discounting: There exists β ∈ (0, 1) such that

[T (f + c)](x) ≤ (Tf )(x) + βc for all f ∈ B(X), c ≥ 0, and x ∈ X.

Then T is a contraction with modulus β on B′(X).

Proof. By the definition of the sup norm, ‖f − g‖ = maxx∈X |f (x) − g(x)|. Then for any

f, g ∈ B′(X) ⊂ B(X),

f (x) ≤ g(x) + ‖f − g‖ for any x ∈ X,

(Tf )(x) ≤ T [g + ‖f − g‖](x) for any x ∈ X,

(Tf )(x) ≤ (T g)(x) + β ‖f − g‖ for any x ∈ X, (6.9)

where the second line applies the operator T on both sides and uses monotonicity, and the third

line uses discounting (together with the fact that ‖f − g‖ is simply a number). By the converse

argument,

g(x) ≤ f (x) + ‖g − f ‖ for any x ∈ X,

(T g)(x) ≤ T [f + ‖g − f ‖](x) for any x ∈ X,

(T g)(x) ≤ (Tf )(x) + β ‖g − f ‖ for any x ∈ X. (6.10)

Combining the inequalities (6.9) and (6.10) yields

‖Tf − T g‖ ≤ β ‖f − g‖ ,

proving that T is a contraction on B′(X).

We will see that Blackwell’s sufficient conditions are straightforward to check in many eco-

nomic applications, including the models of optimal or equilibrium growth.

6.5 Proofs of the Main Dynamic Programming Theorems *

I now provide proofs of Theorems 6.1–6.6. The first step is a straightforward lemma, which is

useful in these proofs. For a feasible infinite sequence x = (x(0), x(1), . . .) ∈ �(x(0)) starting

at x(0), let

Ū(x) ≡

∞
∑

t=0

β tU(x(t), x(t + 1))

be the value of choosing this potentially nonoptimal infinite feasible sequence. In view of

Assumption 6.1, Ū(x) exists and is finite. The next lemma shows that Ū(x) can be separated

into two parts, the current return and the continuation return.

Lemma 6.1 Suppose that Assumption 6.1 holds. Then for any x(0) ∈ X and any x ∈ �(x(0)),

Ū(x) = U(x(0), x(1)) + βŪ(x′),

where x′ = (x(1), x(2), . . .).
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Proof. Since under Assumption 6.1 Ū(x) exists and is finite, it can be written as

Ū(x) =

∞
∑

t=0

β tU(x(t), x(t + 1))

= U(x(0), x(1)) + β

∞
∑

s=0

βsU(x(s + 1), x(s + 2))

= U(x(0), x(1)) + βŪ(x′),

as defined in the lemma.

Before providing a proof of Theorem 6.1, it is useful to be more explicit about what it means

for V and V ∗ to be solutions to Problems 6.2 and 6.3. Let us start with Problem 6.2. Using the

notation introduced in this section, for any x(0) ∈ X,

V ∗(x(0)) = sup
x∈�(x(0))

Ū(x). (6.11)

In view of Assumption 6.1, which ensures that all values are bounded, (6.11) implies

V ∗(x(0)) ≥ Ū(x) for all x ∈ �(x(0)), (6.12)

since no other feasible sequence of choices can give higher value than the supremum, V ∗(x(0)).

However, if some function Ṽ (.) satisfies condition (6.12), so will Ṽ (.) + α for α > 0. Therefore

this condition is not sufficient. In addition, we also require that for any ε > 0, there exists

x′ ∈ �(x(0)) such that

V ∗(x(0)) ≤ Ū(x′) + ε. (6.13)

The conditions for V (.) to be a solution to Problem 6.3 are similar. For any x(0) ∈ X,

V (x(0)) ≥ U(x(0), y) + βV (y′), (6.14)

for all y ∈ G(x(0)). Moreover, for any ε > 0, there exists y′ ∈ G(x(0)) such that

V (x(0)) ≤ U(x(0), y′) + βV (y′) + ε. (6.15)

Proof of Theorem 6.1. If β = 0, Problems 6.2 and 6.3 are identical, thus the result follows

immediately. Suppose that β > 0 and take arbitrary x(0) ∈ X and x(1) ∈ G(x(0)). By (6.13)

for any ε > 0, there exists x′
ε
∈ �(x(1)) such that Ū(x′

ε
) ≥ V ∗(x(1)) − ε. Moreover, by (6.12),

for any x =(x(0), x(1), . . .) ∈ �(x(0)), and thus in particular for xε=(x(0), x′
ε
), Ū(xε) ≤

V ∗(x(0)). Lemma 6.1 then implies

V ∗(x(0)) ≥ U(x(0), x(1)) + βŪ(x′
ε
)

≥ U(x(0), x(1)) + βV ∗(x(1)) − βε.

Since ε > 0 is arbitrary, this inequality implies

V ∗(x(0)) ≥ U(x(0), x(1)) + βV ∗(x(1)),

and thus V ∗(.) satisfies (6.14).
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Next, take an arbitrary ε > 0. By (6.13), there exists a feasible infinite sequence

x′
ε
=(x(0), x′

ε
(1), x′

ε
(2), . . .) ∈ �(x(0)) such that

Ū(x′
ε
) ≥ V ∗(x(0)) − ε.

Now since x′′
ε
=
(

x′
ε
(1), x′

ε
(2), . . .

)

∈ �
(

x′
ε
(1)
)

and V ∗
(

x′
ε
(1)
)

is the supremum in Problem 6.2

starting with x′
ε
(1), Lemma 6.1 implies

V ∗(x(0)) − ε ≤ U
(

x(0), x′
ε
(1)
)

+ βŪ
(

x′′
ε

)

≤ U
(

x(0), x′
ε
(1)
)

+ βV ∗
(

x′
ε
(1)
)

.

The last inequality implies that V ∗(.) satisfies (6.15) since x′
ε
(1) ∈ G(x(0)) for any ε > 0. This

proves that any solution to Problem 6.2 satisfies (6.14) and (6.15), and is thus a solution to

Problem 6.3.

To establish the converse, note that (6.14) implies that for any x(1) ∈ G(x(0)),

V (x(0)) ≥ U(x(0), x(1)) + βV (x(1)).

Now substituting recursively for V (x(1)), V (x(2)), and so on, and defining x =

(x(0), x(1), . . .), we have

V (x(0)) ≥

n
∑

t=0

U(x(t), x(t + 1)) + βn+1V (x(n + 1)).

Moreover,

lim
n→∞

n
∑

t=0

β tU(x(t), x(t + 1)) = Ū(x)

and

lim
n→∞

βn+1V (x (n + 1)) = limn→∞

[

βn+1 limm→∞

∑m
t=n

β tU(x(t), x(t + 1))
]

= 0

(since Assumption 6.1 ensures that limm→∞

∑m
t=n

β tU(x(t), x(t + 1)) is finite). Therefore

V (x(0)) ≥ Ū(x)

for any x ∈�(x(0)). Thus V (.) satisfies (6.12).

Next let ε > 0 be a positive number. From (6.15), for any ε′ = ε(1 − β) > 0 there exists

xε(1) ∈ G(x(0)) such that

V (x(0)) ≤ U
(

x(0), xε(1)
)

+ βV
(

xε(1)
)

+ ε′.

Next, choose xε(t) ∈ G(x(t − 1)), with xε(0) = x(0). Define xε ≡
(

x(0), xε(1), xε(2), . . .
)

.

Again substituting recursively for V
(

xε(1)
)

, V
(

xε(2)
)

, . . . , yields

V (x(0)) ≤

n
∑

t=0

U
(

xε(t), xε(t + 1)
)

+ βn+1V (x(n + 1)) + ε′ + ε′β + . . . + ε′βn

≤ Ū
(

xε

)

+ ε,
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where the last step follows using the definition of ε (in particular, ε = ε′
∑∞

t=0 β t) and because

limn→∞

∑n
t=0 U

(

xε(t), xε(t + 1)
)

= Ū
(

xε

)

. This inequality establishes that V (.) also satisfies

(6.13) and completes the proof.

In economic problems, we are often interested not in the maximal value of the program but

in the optimal plans that achieve this maximal value. Recall that the question of whether the

optimal paths resulting from Problems 6.2 and 6.3 are equivalent was addressed by Theorem

6.2. I now provide a proof of this theorem.

Proof of Theorem 6.2. By hypothesis x∗ ≡ (x(0), x∗(1), x∗(2), . . .) is a solution to

Problem 6.2, that is, it attains the supremum, V ∗(x(0)), starting from x(0). Let us define

x∗
t
≡ (x∗(t), x∗(t + 1), . . .).

The first step is to show that for any t ≥ 0, x∗
t

attains the supremum starting from x∗(t),

so that

Ū(x∗
t
) = V ∗(x∗(t)). (6.16)

The proof is by induction. The base step of induction (for t = 0) is straightforward, since by

definition, x∗
0 = x∗ attains V ∗(x(0)).

Next suppose that the statement is true for t (that is, (6.16) is true for t), and we establish

that it is also true for t + 1. Equation (6.16) implies that

V ∗(x∗(t)) = Ū(x∗
t
) (6.17)

= U(x∗(t), x∗(t + 1)) + βŪ
(

x∗
t+1

)

.

Let xt+1 = (x∗(t + 1), x(t + 2), . . .) ∈ �(x∗(t + 1)) be any feasible plan starting with

x∗(t + 1). By definition, xt = (x∗(t), xt+1) ∈ �(x∗(t)). Since V ∗(x∗(t)) is the supremum

starting with x∗(t),

V ∗(x∗(t)) ≥ Ū(xt)

= U(x∗(t), x∗(t + 1)) + βŪ(xt+1).

Combining this inequality with (6.17) yields

Ū(x∗
t+1) ≥ Ū(xt+1)

for all xt+1 ∈ �(x∗(t + 1)). Thus x∗
t+1 attains the supremum starting from x∗(t + 1) and the

induction step is complete, proving that (6.16) holds for all t ≥ 0.

Equation (6.16) then implies that

V ∗(x∗(t)) = Ū(x∗
t
)

= U(x∗(t), x∗(t + 1)) + βŪ(x∗
t+1)

= U(x∗(t), x∗(t + 1)) + βV ∗(x∗(t + 1)),

establishing (6.3) and thus completing the proof of the first part of the theorem.

Now suppose that (6.3) holds for x∗ ∈ �(x(0)). Then substituting repeatedly for x∗ yields

V ∗(x(0)) =

n
∑

t=0

β tU(x∗(t), x∗(t + 1)) + βn+1V ∗(x(n + 1)).
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In view of the fact that V ∗(.) is bounded (see Assumption 6.1), we have

Ū(x∗) = lim
n→∞

n
∑

t=0

β tU(x∗(t), x∗(t + 1))

= V ∗(x(0)).

Thus x∗ attains the optimal value in Problem 6.2, completing the proof of the second part of

Theorem 6.2.

These two theorems establish that under Assumption 6.1, we can freely interchange Prob-

lems 6.2 and 6.3. Our next task is to prove that a policy achieving the optimal path exists for

both problems. I provide two alternative proofs to show how this conclusion can be reached

by looking at either Problem 6.2 or Problem 6.3 and then exploiting their equivalence. The

first proof is more abstract and works directly on the sequence problem (Problem 6.2). This

method of proof is particularly useful for nonstationary problems.

Proof of Theorem 6.3. (Version 1) Consider Problem 6.2. The objective function in Prob-

lem 6.2 is continuous in the product topology in view of Assumptions 6.1 and 6.2 (see Theorem

A.12 in Appendix A). Moreover, the constraint set �(x(0)) is a closed subset of X∞ (the infinite

product of X). Since X is compact (Assumption 6.2), Tychonoff’s Theorem (Theorem A.13)

implies that X∞ is compact in the product topology. A closed subset of a compact set is com-

pact (Lemma A.2 in Appendix A), which implies that �(x(0)) is compact. From Weierstrass’

Theorem (Theorem A.9) applied to Problem 6.2, there exists x ∈�(x(0)) attaining V ∗(x(0)).

Moreover, the constraint set is a continuous correspondence (again in the product topology),

so Berge’s Maximum Theorem (Theorem A.16) implies that V ∗(x(0)) is continuous. Since

x(0) ∈ X and X is compact, this implies that V ∗(x(0)) is bounded (Corollary A.1 in Appendix

A).

Proof of Theorem 6.3. (Version 2) Let C(X) be the set of continuous functions defined on

X, endowed with the sup norm, ‖f ‖ = supx∈X |f (x)|. In view of Assumption 6.2, the relevant

set X is compact, and therefore all functions in C(X) are bounded, since they are continuous

(Corollary A.1 in Appendix A). For V ∈ C(X), define the operator T as

T V (x) = max
y∈G(x)

{U(x, y) + βV (y)}. (6.18)

A fixed point of this operator, V = T V , will be a solution to Problem 6.3. We first prove that

such a fixed point (solution) exists. The maximization problem on the right-hand side of (6.18)

is one of maximizing a continuous function over a compact set, and by Weierstrass’s Theorem

(Theorem A.9) it has a solution. Consequently, T is well defined. Moreover, because G(x) is

a nonempty-valued continuous correspondence by Assumption 6.1, and U(x, y) and V (y) are

continuous by hypothesis, Berge’s Maximum Theorem (Theorem A.16) implies that

max
y∈G(x)

{U(x, y) + βV (y)}

is continuous in x. Thus T V (x) ∈ C(X), and T maps C(X) into itself.

It is also straightforward to verify that T satisfies Blackwell’s sufficient conditions for a

contraction in Theorem 6.9 (see Exercise 6.6). Therefore, applying Theorem 6.7, a unique

fixed point V ∈ C(X) to (6.18) exists and is also the unique solution to Problem 6.3.

Now consider the maximization in Problem 6.3. Since U and V are continuous and G(x)

is compact-valued, another application of Weierstrass’s Theorem implies that there exists
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y ∈ G(x) that achieves the maximum. This defines the set of maximizers �(x) for Problem 6.3:

�(x) = arg max
y∈G(x)

{U(x, y) + βV (y)}. (6.19)

Let x∗ = (x(0), x∗(1), . . .), with x∗(t + 1) ∈ �(x∗(t)) for all t ≥ 0. Then from Theorems 6.1

and 6.2, x∗ is also an optimal plan for Problem 6.2.

An additional result that follows from the second version of the proof (which can also

be derived from version 1, but would require more work) concerns the properties of the set

of maximizers �(x) (or equivalently the correspondence � : X →→ X) defined in (6.19). An

immediate application of the Berge’s Maximum Theorem (Theorem A.16) implies that � is

a upper hemicontinuous and compact-valued correspondence. This observation is used in the

proof of Corollary 6.1. Before turning to this corollary, I provide a proof of Theorem 6.4. This

proof also shows how the Contraction Mapping Theorem (Theorem 6.8) is often used in the

study of dynamic optimization problems.

Proof of Theorem 6.4. Recall that C(X) is the set of continuous (and bounded) functions

over the compact set X. Let C′(X) ⊂ C(X) be the set of bounded, continuous, (weakly) concave

functions on X, and let C′′(X) ⊂ C′(X) be the set of strictly concave functions. Clearly, C′(X)

is a closed subset of the complete metric space C(X), but C′′(X) is not a closed subset. Let T be

as defined in (6.18). Since T is a contraction, it has a unique fixed point in C(X). By Theorem

6.8, proving that T [C′(X)] ⊂ C′′(X) ⊂ C′(X) would be sufficient to establish that this unique

fixed point is in C′′(X) and hence the value function is strictly concave. Let V ∈ C′(X), and

for x′ �= x′′ and α ∈ (0, 1), let

xα ≡ αx′ + (1 − α)x′′.

Let y′ ∈ G(x′) and y′′ ∈ G(x′′) be solutions to Problem 6.3 with state vectors x′ and x′′,

respectively. Then

T V (x′) = U(x′, y′) + βV (y′),

T V (x′′) = U(x′′, y′′) + βV (y′′).
(6.20)

In view of Assumption 6.3 (that G is convex), yα ≡ αy′ + (1 − α)y′′ ∈ G(xα), so that

T V (xα) ≥ U(xα, yα) + βV (yα)

> α
[

U(x′, y′) + βV (y′)
]

+ (1 − α)[U(x′′, y′′) + βV (y′′)]

= αT V (x′) + (1 − α)T V (x′′),

where the first line follows from the fact that yα ∈ G(xα) is not necessarily the maximizer

starting with state xα. The second line uses Assumption 6.3 (strict concavity of U and the

concavity of V ), and the third line is simply the definition introduced in (6.20). This argument

implies that for any V ∈ C′(X), T V is strictly concave, and thus T [C′(X)] ⊂ C′′(X). Then

Theorem 6.8 implies that the unique fixed point V ∗ is in C′′(X), and hence it is strictly concave.

Proof of Corollary 6.1. Assumption 6.3 implies that U(x, y) is concave in y, and under this

assumption, Theorem 6.4 established that V (y) is strictly concave in y. The sum of a concave

function and a strictly concave function is strictly concave, and thus the right-hand side of

Problem 6.3 is strictly concave in y. Therefore, combined with the fact that G(x) is convex

for each x ∈ X (again Assumption 6.3), there exists a unique maximizer y ∈ G(x) for each
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x ∈ X. Then the policy correspondence �(x) is single-valued and is thus a function and can

be expressed as π(x). Since �(x) is upper hemicontinuous as observed above, so is π(x). Since

a single-valued upper hemicontinuous correspondence is a continuous function, the corollary

follows.

Proof of Theorem 6.5. The proof again follows from Theorem 6.8. Let C′(X) ⊂ C(X) be

the set of bounded, continuous, nondecreasing functions on X, and let C′′(X) ⊂ C′(X) be the

set of strictly increasing functions. Since C′(X) is a closed subset of the complete metric

space C(X), Theorem 6.8 implies that if T [C′(X)] ⊂ C′′(X), then the fixed point to (6.18)

is in C′′(X), and therefore it is a strictly increasing function. To see that this is the case,

consider any V ∈ C′(X), that is, any nondecreasing function. In view of Assumption 6.4,

maxy∈G(x){U(x, y) + βV (y)} is strictly increasing. This fact establishes that T V ∈ C′′(X)

and completes the proof.

For Theorem 6.6, I also provide two proofs. The first one is simpler and only establishes that

V (x) has a well-defined vector of partial derivatives (the Jacobian), DV (x). The second proof

appeals to a powerful result from convex analysis and establishes that V (x) is differentiable (see

Section A.9 in Appendix A for examples of functions that may possess well-defined Jacobians

but may not be differentiable). Moreover, the second proof is more widely known and used

in the literature. For the first proof, recall that ε ↓ 0 implies that ε is a positive decreasing

sequence approaching 0 and ε ↑ 0 that ε is a negative increasing sequence approaching 0.

Proof of Theorem 6.6. (Version 1) From Corollary 6.1, �(x) is single-valued and is thus a

function that can be represented by π(x). By hypothesis π(x) = x′ ∈ Int G(x). Now consider

the initial value x + ε̃K , where ε̃K is a K-dimensional vector with the first element equal to the

number ε > 0, which is taken to be small, and the remaining elements equal to 0. By definition,

V ∗(x) = V (x)

= Ū(x∗),

where x∗ = (x, x′, . . .) ∈ �(x∗(0)) is the optimal plan Now consider the alternative plan

xε = (x + ε̃K, x′, . . .) starting with initial value x + ε̃K . For ε sufficiently small, this plan

is feasible, that is, xε ∈ �(x + ε̃K). To see this, observe that x′ ∈ Int G(x) and from Assump-

tion 6.2 G is continuous and thus x′ ∈ Int G(x + ε̃K). Using Lemma 6.1 and the fact that

V ∗(x) = V (x) for all x, the value of this plan can be written as

V (x + ε̃K) ≥ U(x + ε̃K, x′) + βV (x′).

Therefore

V (x + ε̃K) − V (x) ≥ U(x + ε̃K, x′) − U(x, x′).

Since by Assumption 6.5 U is differentiable, we have

V +
1 (x) ≡ lim

ε↓0

V (x + ε̃K) − V (x)

ε
≥ U1(x, x′), (6.21)

where U1 denotes the partial derivative of the U function with respect to the first element of the

x vector. Next, consider the initial value x − ε̃K . Again since x′ ∈ Int G(x) and G is continuous,

(x − ε̃K, x′, . . .) ∈ �(x − ε̃K). The same argument then establishes that

V (x − ε̃K) − V (x) ≥ U(x − ε̃K, x′) − U(x, x′),
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and then dividing by −ε, yields

V −
1 (x) ≡ lim

ε↑0

V (x + ε̃K) − V (x)

ε
≤ U1(x, x′). (6.22)

The same argument clearly applies to any partial derivative, so that

V −
k

(x) ≤ Uk(x, x′) ≤ V +
k

(x)

for each k = 1, 2, . . . , K . Since from Theorem 6.4, V is concave, V −
k

(x) ≥ V +
k

(x) for each k.

This establishes that V +
k

(x) = V −
k

(x) = Uk(x, x′), and thus DV (x) = DxU(x, π(x)), com-

pleting the proof.

Proof of Theorem 6.6. (Version 2) From Corollary 6.1, �(x) is single-valued and is

thus a function that can be represented by π(x). By hypothesis, π(x) ∈ Int G(x), and from

Assumption 6.2 G is continuous. Therefore there exists a neighborhood N(x) of x such that

π(x) ∈ Int G(x) for all x ∈ N(x). Define W(.) on N(x) by

W(x′) = U(x′, π(x)) + βV (π(x)) for all x′ ∈ N(x).

In view of Assumptions 6.3 and 6.5, the fact that V (π(x)) is a number (independent of x′) and

that U is concave and differentiable implies that W(.) is concave and differentiable. Moreover,

since π(x) ∈ G(x′) for all x′ ∈ N(x), it follows that

W(x′) ≤ max
y∈G(x′)

{U(x′, y) + βV (y)} = V (x′) for all x′ ∈ N(x), (6.23)

with equality at x′ = x.

Since V (.) is concave, −V (.) is convex, and by a standard result in convex analysis, it

possesses subgradients. Moreover, any subgradient −p of −V at x must satisfy

p . (x′ − x) ≥ V (x′) − V (x) ≥ W(x′) − W(x) for all x′ ∈ N(x),

where the first inequality uses the definition of a subgradient and the second uses the fact that

W(x′) ≤ V (x′), with equality at x, as established in (6.23). Thus every subgradient p of −V

is also a subgradient of −W . Since W is differentiable at x, its subgradient p must be unique,

and another standard result in convex analysis implies that any convex function with a unique

subgradient at an interior point x is differentiable at x. This reasoning establishes that −V (.),

and thus V (.), is differentiable, as desired. The expression for the gradient (6.4) then follows

from the Envelope Theorem (Theorem A.31).

6.6 Applications of Stationary Dynamic Programming

In this section, I return to the fundamentals of stationary dynamic programming and show

how they can be applied to a range of problems. The main result in this section is Theorem

6.10, which shows how dynamic first-order conditions, the Euler equations, together with the

transversality condition are sufficient to characterize solutions to dynamic optimization prob-

lems. This theorem is arguably more useful in practice than the main dynamic programming

theorems presented above.
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6.6.1 Basic Equations

Consider the functional equation corresponding to Problem 6.3:

V (x) = max
y∈G(x)

{U(x, y) + βV (y)} for all x ∈ X. (6.24)

Let us assume throughout that Assumptions 6.1–6.5 hold. Then from Theorem 6.4, the

maximization problem in (6.24) is strictly concave, and from Theorem 6.6, the maximand is

also differentiable. Therefore for any interior solution y ∈ Int G(x), the first-order conditions

are necessary and sufficient for an optimum (taking V (.) as given). In particular, (optimal)

solutions can be characterized by the following convenient Euler equations:

DyU(x, y∗) + βDV (y∗) = 0, (6.25)

where I use an asterisk to denote optimal values, and once again D denotes gradients. (Recall

that, in the general case, x is a vector, not a real number, and thus DxU is a vector of

partial derivatives. I denote the vector of partial derivatives of the value function V evaluated

at y by DV (y).) Throughout the rest of the chapter, I adopt the convention that DyU (or

DyU(x(t), x(t + 1))) denotes the gradient vector of U with respect to its last K arguments,

whereas DxU is the gradient with respect to the first K arguments.

The set of first-order conditions in (6.25) would be sufficient to solve for the optimal policy,

y∗, if we knew the form of the V (.) function. Since this function is determined recursively as

part of the optimization problem, there is a little more work to do before we obtain the set of

equations that can be solved for the optimal policy.

Fortunately, we can use the equivalent of the Envelope Theorem (Theorem A.31) for

dynamic programming and differentiate (6.24) with respect to the state vector x to obtain:

DV (x) = DxU(x, y∗). (6.26)

The reason equation (6.26) is the equivalent of the Envelope Theorem is that the term

[DyU(x, y∗) + βDV (y∗)]dy/dx (i.e., the effect of a change in y times the induced change

in y in response to the change in x) is absent from the expression. Naturally this is because

DyU(x, y∗) + βDV (y∗) = 0 from (6.25).

Now using the notation y∗ = π(x) to denote the optimal policy function (which is

single-valued in view of Assumption 6.3 and Corollary 6.1) and the fact that

DV (y) = DxV (π(x), π(π(x))), we can combine these two equations to write a more conve-

nient form of the Euler equations expressed simply in terms of the payoff functions:

DyU(x, π(x)) + βDxU(π(x), π(π(x))) = 0, (6.27)

where DxU represents the gradient vector of U with respect to its first K arguments, and DyU

represents its gradient with respect to the second set of K arguments. Notice that (6.27) is a

functional equation in the unknown function π(.) and characterizes the optimal policy function.

These equations become even simpler and more transparent in the case where both x and

y are real numbers. In this case (6.25) becomes

∂U(x, y∗)

∂y
+ βV ′(y∗) = 0, (6.28)

where V ′ the notes the derivative of the V function with respect to its single argument.

This equation is intuitive; it requires the sum of the marginal gain today from increasing y

and the discounted marginal gain from increasing y on the value of all future returns to be equal
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to zero. For instance, as in Example 6.1, we can think of U as decreasing in y and increasing

in x; (6.28) would then require the current cost of increasing y to be compensated by higher

values tomorrow. In the context of economic growth, this condition corresponds to the current

cost of reducing consumption to be compensated by higher consumption tomorrow. As with

(6.25), the value of higher consumption in (6.28) is expressed in terms of the derivative of the

value function, V ′(y∗), which is one of the unknowns. Let us now use the one-dimensional

version of (6.26) to find an expression for this derivative:

V ′(x) =
∂U(x, y∗)

∂x
. (6.29)

Combining (6.28) and (6.29) yields the following simple condition:

∂U(x, π(x))

∂y
+ β

∂U(π(x), π(π(x)))

∂x
= 0,

where, in line with the notation for gradients, ∂U/∂x denotes the derivative of U with respect

to its first argument and ∂U/∂y with respect to the second argument.

Alternatively, explicitly including the time arguments, the Euler equation can be written as

∂U(x(t), x∗(t + 1))

∂y
+ β

∂U(x∗(t + 1), x∗(t + 2))

∂x
= 0. (6.30)

However, Euler equation (6.30) is not sufficient for optimality. In addition we need the transver-

sality condition. The transversality condition is essential in infinite-dimensional problems,

because it ensures that there are no beneficial simultaneous changes in an infinite number of

choice variables. In contrast, in finite-dimensional problems, there is no need for such a con-

dition, since the first-order conditions are sufficient to rule out possible gains when we change

many or all of the control variables at the same time. The role that the transversality condition

plays in infinite-dimensional optimization problems will become more apparent after Theorem

6.10 is established and after the discussion in Section 6.6.2.

In the general case, the transversality condition takes the form

lim
t→∞

β tDxU(x∗(t), x∗(t + 1)) . x∗(t) = 0, (6.31)

where “.” denotes the inner product operator. In the one-dimensional case, we have the simpler

transversality condition:

lim
t→∞

β t ∂U(x∗(t), x∗(t + 1))

∂x
. x∗(t) = 0. (6.32)

This condition requires that the product of the marginal return from the state variable x times

the value of this state variable does not increase asymptotically at a rate faster than or equal

to 1/β.

The next theorem shows that the transversality condition and the Euler equations in (6.27)

are necessary and sufficient to characterize a solution to Problem 6.2 and therefore to Prob-

lem 6.3.

Theorem 6.10 (Euler Equations and the Transversality Condition) Let X ⊂RK
+ , and

suppose that Assumptions 6.1–6.5 hold. Then a sequence {x∗(t)}∞
t=0

such that x∗(t + 1) ∈
Int G(x∗(t)), t = 0, 1, . . . , is optimal for Problem 6.2 given x(0) if and only if it satisfies

(6.27) and (6.31).



204 . Chapter 6 Infinite-Horizon Optimization and Dynamic Programming

Proof. (Sufficiency) Consider an arbitrary x(0), and let x∗ ≡ (x(0), x∗(1), . . .) ∈ �(x(0))

be a feasible (nonnegative) sequence satisfying (6.27) and (6.31). I first show that x∗ yields

higher value than any other x ≡(x(0), x(1), . . .) ∈ �(x(0)). For any x ∈�(x(0)), define

�x ≡ lim
T →∞

inf

T
∑

t=0

β t[U(x∗(t), x∗(t + 1)) − U(x(t), x(t + 1))]

as the lim inf of the difference of the values of the objective function evaluated at the feasible

sequences x∗ and x as the time horizon goes to infinity. Here lim inf is used instead of lim,

since there is no guarantee that for an arbitrary x ∈ �(x(0)), the limit exists.

From Assumptions 6.2 and 6.5, U is continuous, concave, and differentiable. Since U

is concave, Theorem A.23 and the multivariate equivalent of Corollary A.4 in Appendix A

imply that

�x ≥ lim
T →∞

inf

T
∑

t=0

β t[DxU(x∗(t), x∗(t + 1)) . (x∗(t) − x(t))

+ DyU(x∗(t), x∗(t + 1)) . (x∗(t + 1) − x(t + 1))]

for any x ∈�(x(0)). Since x∗(0) = x(0), DxU(x∗(0), x∗(1)) . (x∗(0) − x(0)) = 0. Using Fact

A.5(5), we can rearrange terms in this expression to obtain

�x ≥ lim
T →∞

inf

T
∑

t=0

β t
[

DyU(x∗(t), x∗(t + 1)) + βDxU(x∗(t + 1), x∗(t + 2))
]

. (x∗(t + 1) − x(t + 1))

− lim
T →∞

sup βT DxU(x∗(T + 1), x∗(T + 2)) . x∗(T + 1)

+ lim
T →∞

inf βT DxU(x∗(T + 1), x∗(T + 2)) . x(T + 1)).

Since x∗ satisfies (6.27), the terms in the first line are all equal to zero. Moreover, since it

satisfies (6.31), the second line is also equal to zero. Finally, from Assumption 6.4, U is

increasing in x, that is, DxU ≥ 0, and moreover, x ≥ 0 by hypothesis, so the last term is

nonnegative, establishing that �x ≥ 0 for any x ∈�(x(0)). Consequently, x∗ yields higher

value than any feasible x ∈�(x(0)) and is therefore optimal.

(Necessity) Now define

�′
x
≡ lim

T →∞
sup

T
∑

t=0

β t[U(x∗(t), x∗(t + 1)) − U(x(t), x(t + 1))].

Suppose that {x∗(t + 1)}∞
t=0

, with x∗(t + 1) ∈ Int G(x∗(t)) for all t constitutes an optimal plan,

which implies that �′
x

is nonnegative for any x ∈�(x(0)). Consider x ∈�(x(0)) such that

x(t) = x∗(t) − εz(t), where z(t) ∈RK for each t , and ε is a real number. For ε sufficiently

small, such an x in �(x(0)) can be found by virtue of the fact that x∗(t + 1) ∈ Int G(x∗(t)) for

all t . Then by Theorem A.23 and Fact A.5(5), we have
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�′
x
≤ lim

T →∞
sup

T
∑

t=0

β t[DxU(x∗(t), x∗(t + 1)) . εz(t)

+ DyU(x∗(t), x∗(t + 1)) . εz(t + 1)]

+ lim
T →∞

sup

T
∑

t=0

β to(ε, t),

where o(ε, t) is the residual in the Taylor expansion for the term corresponding to time t and

satisfies limε→0 o(ε, t)/ε = 0 for each t . Now if (6.27) is violated at some t ′, take y(t) = 0

for all t �= t ′, and choose ε and z(t ′) such that DxU(x∗(t ′), x∗(t ′ + 1)) . z(t ′) < 0 and ε → 0.

This choice guarantees that �′
x
< 0, yielding a contradiction to the hypothesis that (6.27) is

not satisfied.

Next, suppose that (6.27) is satisfied but (6.31) is violated. Choosing x(t) = (1 − ε)x∗(t)

and repeating the same steps as above, we have

�′
x
≤ −ε lim

T →∞
inf βT DxU(x∗(T ), x∗(T + 1)) . x∗(T + 1) (6.33)

+ lim
T →∞

sup

T
∑

t=0

β to(ε, t),

where the remaining terms have been canceled by using (6.27). Let us next prove that

lim
ε→0

lim
T →∞

sup

T
∑

t=0

β t o(ε, t)

ε
= 0. (6.34)

Since limε→0 o(ε, t)/ε = 0 for each t , there exists M < ∞ such that for ε sufficiently small,

|o(ε, t)/ε| < M for each t . For any δ > 0, choose T̄ such that MβT +1/(1 − β) ≤ δ/2 for all

T > T̄ . Then

lim
T →∞

sup

T
∑

t=0

β t

∣

∣

∣

∣

o(ε, t)

ε

∣

∣

∣

∣

≤

T̄
∑

t=0

β t

∣

∣

∣

∣

o(ε, t)

ε

∣

∣

∣

∣

+
δ

2
(6.35)

for ε sufficiently small. Moreover, since
∑T̄

t=0
β t |o(ε, t)/ε| is a finite sum, there exists ε̄ such

that for ε ≤ ε̄,
∑T̄

t=0
β t |o(ε, t)/ε| ≤ δ/2. This implies that the left-hand side of (6.35) is less

than δ. Since δ is arbitrary, (6.34) follows. Next, note that if (6.31) is violated, the first term

in (6.33) can be made strictly negative (by choosing ε negative or positive). Combined with

(6.34), this implies that �′
x
< 0, contradicting the hypothesis that (6.31) does not hold and

completing the proof.

Theorem 6.10 shows that the simple form of the transversality condition (6.31) is both

necessary and sufficient for an interior optimal plan as long as the Euler equations (6.27) are

also satisfied. The Euler equations are also necessary for an interior solution. Theorem 6.10 is

therefore often all we need to characterize solutions to (discrete-time) dynamic optimization

problems.

I now illustrate how the tools that have been developed so far can be used in the context of

the problem of optimal growth, which is further discussed in Section 6.8.
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Example 6.4 Consider the following optimal growth problem, with log preferences, Cobb-

Douglas technology, and full depreciation of capital stock:

max
{k(t),c(t)}∞

t=0

∞
∑

t=0

β t log c(t)

subject to

k(t + 1) = k(t)α − c(t),

k(0) > 0,

where, as usual, β ∈ (0, 1), k denotes the capital-labor ratio (capital stock), and the resource

constraint follows from the production function KαL1−α, written in per capita terms.

This problem is one of the canonical examples that admit an explicit-form characterization.

To derive this characterization, let us follow Example 6.1 and set up the maximization problem

in recursive form as

V (x) = max
y≥0

{log(xα − y) + βV (y)},

with x corresponding to today’s capital stock and y to tomorrow’s capital stock. Our main

objective is to find the policy function y = π(x), which determines tomorrow’s capital stock

as a function of today’s capital stock. Once this is done, we can easily determine the level of

consumption as a function of today’s capital stock from the resource constraint.

It can be verified that this problem satisfies Assumptions 6.1–6.5. In particular, using the

same argument as in Section 6.8 below, x and y again can be restricted to be in a compact set.

Consequently, Theorems 6.1–6.6 apply. In particular, since V (.) is differentiable, the Euler

equation for the one-dimensional case (6.28) implies

1

xα − y
= βV ′(y).

The Envelope Condition (6.29) gives

V ′(x) =
αxα−1

xα − y
.

Thus using the notation y = π(x) and combining these two equations, we obtain

1

xα − π(x)
= β

απ(x)α−1

π(x)α − π(π(x))
for all x,

which is a functional equation in a single function, π(x). There are no straightforward

ways of solving functional equations, but in most cases guess-and-verify methods are most

fruitful. For example in this case, let us conjecture that

π(x) = axα. (6.36)

Substituting (6.36) in the previous expression, we have

1

xα − axα
= β

αaα−1xα(α−1)

aαxα2
− a1+αxα2

=
β

a

α

xα − axα
,
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which implies that a = βα satisfies this equation. The policy function π(x) = βαxα also implies

that the law of motion of the capital stock is

k(t + 1) = βαk(t)α, (6.37)

and the optimal consumption level is

c(t) = (1 − βa)k(t)α.

It can then be verified that the capital-labor ratio k(t) converges to a steady state k∗, which is

sufficient to ensure the transversality condition (6.32). Corollary 6.1 and Theorem 6.10 then

imply that π(x) = βαxα must be the unique policy function for this problem. Exercise 6.7

continues with some of the details of this example and also shows that the optimal growth path

involves a sequence of capital-labor ratios converging to a unique steady state.

Finally, let us have a brief look at the intertemporal utility maximization problem of a

consumer facing a certain income sequence.

Example 6.5 Consider the problem of an infinitely-lived consumer with instantaneous utility

function defined over consumption, u(c), where u :R+ →R is strictly increasing, continuously

differentiable, and strictly concave. The consumer discounts the future exponentially with the

constant discount factor β ∈ (0, 1). He also faces a certain (nonnegative) labor income stream

of {w(t)}∞
t=0

and starts life with a given amount of assets a(0) ∈R. He receives a constant

net rate of interest r > 0 on his asset holdings (so that the gross rate of return is 1 + r). To

start with, let us suppose that wages are constant, that is, w(t) = w ∈R+. Then the utility

maximization problem of the consumer can be written as

max
{c(t),a(t)}∞

t=0

∞
∑

t=0

β tu(c(t)),

subject to the flow budget constraint

a(t + 1) = (1 + r)a(t) + w − c(t),

with initial assets, a(0), given. This maximization problem, without further constraints, is not

well defined and in fact does not capture the utility maximization problem of the consumer.

In particular, Exercise 6.11 shows that this problem allows the consumer to build up debt

without limit (so that limt→∞ a(t) = −∞). This scenario is sometimes referred to as a “Ponzi

game” and involves the consumer continuously borrowing and rolling over debt. If allowed,

the consumer will clearly prefer consumption paths that allow this, since they enable him to

increase his consumption at all dates. However, from an economic point of view this solution

is nonsensical and would not be feasible in a market economy, because the financial market

(lenders) transacting with the consumer would incur very large losses. This result emerges

because we have not imposed the appropriate budget constraint on the consumer. As discussed

in greater detail in Chapter 8, the flow budget constraint is not sufficient to capture the lifetime

budget constraint of the consumer (as evidenced by the fact that the consumer can have

consumption paths with limt→∞ a(t) = −∞). An additional constraint needs to be imposed

so that the consumer cannot run such Ponzi games.

There are three solutions to this problem. The first, which is discussed in greater detail

in Chapter 8, is to impose a no-Ponzi condition that rules out such schemes. The second is

to assume that the consumer cannot borrow, so a(t + 1) ≥ 0 for all t . While this constraint

prevents the problem, it is somewhat too draconian. For example, we may wish to allow the
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consumer to borrow temporarily, as many financial markets do, but not allow him to have an

asset position reaching negative infinity. The third solution is to impose the natural debt limit.

This restriction essentially involves computing the maximum debt that the consumer can repay

and then requiring that his debt level should never exceed this level. It is clear that, since

consumption is nonnegative, the consumer can never repay more than his total wage income.

Given a constant wage rate w and a constant interest rate r , the net present discounted value of

the consumer’s wage income is w/r . This is a finite number, since w ∈R+ and r > 0. Therefore,

if his asset holdings, a(t + 1), ever fall below −w/r , the consumer will never be able to repay.

It is therefore natural to expect the financial markets, even if they have the power to confiscate

all of the income of the consumer, never to lend so much that the consumer reaches an asset

position a(t + 1) < −w/r for any t . In this light, the natural debt limit requires

a(t + 1) ≥ a ≡ −
w

r
for all t .

The next challenge is that, even with the natural debt limit, the assets of the consumer, a, which

correspond to the state variable of this maximization problem, do not necessarily belong to a

compact set. Consequently, the theorems developed so far cannot be directly applied to this

problem. One way of proceeding is to strengthen these theorems, so that they cover situations

in which the feasible set (X in terms of the above notation) is potentially unbounded. While

such a strengthening is possible, it requires additional mathematical details. An alternative

approach is to make use of the economic structure of the model. In particular, the following

method works in general (but not always; see Exercise 6.12). Let us choose some ā and restrict

a to lie in the interval
[

a, ā
]

. Solve the problem and then verify that a is in the interior of this

set. In this example, again using the fact that the net present discounted value of the future labor

income of the consumer is w/r , an obvious choice is ā ≡ a(0) + w/r < ∞ (since a(0) ∈R
and w/r < ∞). Exercise 6.12 shows the conditions under which a(t) always lies in the interior

of the interval
[

a, ā
]

. This strategy of finding an upper bound for the state variable and thus

ensuring that it lies in a compact set is often used in applications.

Finally, before characterizing the solution to this problem, note that the budget constraint

could have been written as a(t + 1) = (1+ r)(a(t) + w − c(t)). The difference between these

two alternative budget constraints involves the timing of interest payments. The one I use above

presumes that a(t) is asset holdings at the beginning of time t and earns interest this period,

whereas the alternative supposes that the consumer starts the period with assets a(t), then

receives his labor income w at time t , and then consumes c(t). Whatever is left is saved for the

next date and earns the gross interest rate (1+ r). The choice between these two formulations

has no bearing on the results.

With these assumptions, the recursive formulation of the consumer’s maximization problem

can be written in a straightforward manner. The state variable is a(t), and consumption c(t)

can be expressed as

c(t) = (1 + r)a(t) + w − a(t + 1).

With standard arguments and denoting the current value of the state variable by a and its future

value by a′, the recursive form of this dynamic optimization problem can be written as

V (a) = max
a′∈[a,ā]

{u((1 + r)a + w − a′) + βV (a′)}.

Clearly u(.) is strictly increasing in a, continuously differentiable in a and a′ and is strictly

concave in a. Moreover, since u(.) is continuously differentiable in a ∈
(

a, ā
)

and the individ-



6.6 Applications of Stationary Dynamic Programming . 209

ual’s wealth is finite, V (a(0)) is also finite. Thus all of the results from our analysis above, in

particular Theorems 6.1–6.6, apply and imply that V (a) is differentiable and that a continuous

solution a′ = π(a) exists. Moreover, we can use the Euler equation (6.25), or its more specific

form (6.28) for one-dimensional problems, to characterize the optimal consumption plan. In

particular, we have

u′((1 + r)a + w − a′) = u′(c) = βV ′(a′). (6.38)

This important equation is often referred to as the “consumption Euler” equation. It states

that the marginal utility of current consumption must be equal to the marginal increase in

the continuation value multiplied by the product of the discount factor, β. It captures the

economic intuition of the dynamic programming approach, which reduces the complex infinite-

dimensional optimization problem to one of comparing today to tomorrow. As usual, the only

difficulty here is that tomorrow itself involves a complicated maximization problem and hence

tomorrow’s value function and its derivative are endogenous. But here the Envelope Condition

(6.29) again comes to our rescue and yields

V ′(a′) = (1 + r)u′(c′),

where c′ refers to next period’s consumption. Using this relationship, the consumption Euler

equation (6.38) becomes

u′(c) = β(1 + r)u′(c′). (6.39)

This form of the consumption Euler equation is more familiar and requires the marginal utility

of consumption today to be equal to the marginal utility of consumption tomorrow multiplied

by the product of the discount factor and the gross rate of return. Since we have assumed that

β and (1 + r) are constant, the relationship between today’s and tomorrow’s consumption

never changes. In particular, since u(.) is assumed to be continuously differentiable and strictly

concave, u′(.) always exists and is strictly decreasing. Therefore the intertemporal consumption

maximization problem implies the following simple rule:

if r = β−1 − 1, c = c′ and consumption is constant over time,

if r > β−1 − 1, c < c′ and consumption increases over time,

if r < β−1 − 1, c > c′ and consumption decreases over time.

(6.40)

The remarkable feature is that these statements have been made without any reference to the

initial level of asset holdings a(0) and the wage rate w. It turns out that these only determine

the initial level of consumption. The slope of the optimal consumption path is independent of

the wealth of the individual. Exercise 6.13 asks you to determine the level of initial consumption

using the transversality condition and the intertemporal budget constraint, while Exercise 6.12

asks you to verify that when r ≤ β − 1, a(t + 1) ∈
(

a, ā
)

for all t (so that the artificial bounds

on asset holdings that I imposed have no bearing on the results).

Example 6.5 is somewhat restrictive, because wages are assumed to be constant over time.

What happens if instead there is a time-varying sequence of wages {w(t)}∞
t=0

or a time-

varying sequence of interest rates {r(t)}∞
t=0

? Unfortunately, with a time-varying sequence of

wages or interest rates, the problem becomes nonstationary, and the theorems developed for

Problems 6.2 and 6.3 no longer apply. Nevertheless, many equilibrium problems will have this

time-varying feature, because individuals face time-varying market prices. This motivates my

discussion of nonstationary problems in Section 6.7.
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6.6.2 Dynamic Programming versus the Sequence Problem

Before turning to nonstationary problems, let us compare the dynamic programming formu-

lation to the sequence problem and motivate the transversality condition using the sequence

problem. Let us also suppose that x is one dimensional and that there is a finite horizon T .

Then the problem becomes

max
{x(t)}T

t=0

T
∑

t=0

β tU(x(t), x(t + 1)),

subject to x(t + 1) ≥ 0, with x(0) as given. Moreover, let U(x(T ), x(T + 1)) be the last

period’s utility, with x(T + 1) as the state variable left after the last period (this utility could

be thought of as the “salvage value”).

In this case, we have a finite-dimensional optimization problem, and we can simply look at

first-order conditions. Moreover, let us again assume that the solution lies in the interior of the

constraint set, that is, x∗(t) > 0, so that first-order conditions do not need to be expressed as

complementary-slackness conditions. In particular, in this case they take the following simple

form, equivalent to the Euler equation (6.30):

∂U(x∗(t), x∗(t + 1))

∂y
+ β

∂U(x∗(t + 1), x∗(t + 2))

∂x
= 0

for any 0 ≤ t ≤ T − 1, which are identical to the Euler equations for the infinite-horizon case

(recall that ∂U/∂x denotes the derivative of U with respect to its first argument and ∂U/∂y with

respect to the second argument). In addition, for x(T + 1), the following boundary condition

is also necessary:

x∗(T + 1) ≥ 0, and βT ∂U(x∗(T ), x∗(T + 1))

∂y
x∗(T + 1) = 0. (6.41)

Intuitively, this boundary condition requires that x∗(T + 1) should be positive only if an interior

value of it maximizes the salvage value at the end. To provide more intuition for this expression,

let us return to the formulation of the optimal growth problem in Example 6.1.

Example 6.6 Recall that in terms of the optimal growth problem,

U(x(t), x(t + 1)) = u(f (x(t)) + (1 − δ)x(t) − x(t + 1)),

with x(t) = k(t) and x(t + 1) = k(t + 1). Suppose that, in contrast to the infinite-horizon

models, the world comes to an end at date T . Then at the last date T ,

∂U(x∗(T ), x∗(T + 1))

∂y
= −u′(c∗(T + 1)) < 0.

From (6.41) and the fact that U is increasing in its first argument (Assumption 6.4), an optimal

path must have k∗(T + 1) = x∗(T + 1) = 0. Intuitively, there should be no capital left at the

end of the world. If any resources were left after the end of the world, utility could be improved

by consuming them either at the last date or at some earlier date.

The transversality condition can be derived heuristically as an extension of condition (6.41)

to the case T = ∞. Taking this limit yields

lim
T →∞

βT ∂U(x∗(T ), x∗(T + 1))

∂y
x∗(T + 1) = 0.
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Moreover, the Euler equation implies

∂U(x∗(T ), x∗(T + 1))

∂y
+ β

∂U(x∗(T + 1), x∗(T + 2))

∂x
= 0.

Substituting this relationship into the previous equation gives

− lim
T →∞

βT +1 ∂U(x∗(T + 1), x∗(T + 2))

∂x
x∗(T + 1) = 0.

Canceling the negative sign and changing the timing for convenience, we obtain

lim
T →∞

βT ∂U(x∗(T ), x∗(T + 1))

∂x
x∗(T ) = 0,

which is exactly the transversality condition (6.32). This derivation also highlights that the

transversality condition can equivalently be written as

lim
T →∞

βT ∂U(x∗(T ), x∗(T + 1))

∂y
x∗(T + 1) = 0.

Thus there is no unique representation of the transversality condition but instead various

different equivalent forms. They all correspond to a “boundary condition at infinity” that rules

out variations that change an infinite number of control variables at the same time.

6.7 Nonstationary Infinite-Horizon Optimization

6.7.1 Main Results

Let us now return to Problem 6.1. Nonstationarity makes analysis more difficult than in

Problems 6.2 and 6.3. Nevertheless, many important economic problems, for example, utility

maximization by a household in a dynamic competitive equilibrium, correspond to such a

nonstationary problem. One way of making progress is to introduce additional assumptions on

U and G to obtain the equivalents of Theorems 6.1–6.6 (see, e.g., Exercise 6.14). A simpler line

of attack is to establish the existence of solutions and the equivalent of Theorem 6.10, which

shows the necessity and sufficiency of Euler equations and the transversality conditions, which

is the approach I use in this section. In particular, let us again define the set of feasible sequences

or plans starting with an initial value x(t) at time t as:

�(t, x(t)) = {{x(s)}∞
s=t

: x(s + 1) ∈ G(t, x(s)) for s = t, t + 1, . . .}.

Also denote an element of this set by x[t] = (x(t), x(t + 1), . . .) ∈ �(t, x(t)). The key as-

sumptions are as follows.

Assumption 6.1N G(t, x) is nonempty for all x ∈ X and t ∈ Z+, and U(t, x, y) is uniformly

bounded (from above); that is, there exists M < ∞ such that U(t, x, y) ≤ M for all t ∈ Z+,

x ∈ X, and y ∈ G(t, x).

Assumption 6.2N X is a compact subset of RK , G is nonempty-valued, compact-valued,

and continuous. Moreover, U : XG →R is continuous in x and y, where XG = {(t, x, y) ∈
X × X : y ∈ G(t, x)}.
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Assumption 6.3N U is concave. That is, for any α ∈ (0, 1) and any (t, x, y), (t, x′, y′) ∈
XG, we have

U(t, αx + (1 − α)x′, αy + (1 − α)y′) ≥ αU(t, x, y) + (1 − α)U(t, x′, y′).

Moreover, if x �= x′,

U
(

t, αx + (1 − α)x′, αy + (1 − α)y′
)

> αU(t, x, y) + (1 − α)U(t, x′, y′).

In addition, G is convex. That is, for any α ∈ [0, 1], and x, x′, y, y′ ∈ X such that y ∈ G(t, x)

and y′ ∈ G(t, x′), we have

αy + (1 − α)y′ ∈ G
(

t, αx + (1 − α)x′
)

.

Assumption 6.4N For each t ∈ Z+ and y ∈ X, U(t, x, y) is strictly increasing in each

component of x, and G is monotone in x in the sense that x ≤ x′ implies G(t, x) ⊂ G(t, x′)

for any t ∈ Z+.

Assumption 6.5N U is continuously differentiable in x and y on Int XG (where Int XG

refers to the interior of the set XG with respect to x and y).

The two key results are the following. The proofs of both theorems are given in Section 6.7.2.

Theorem 6.11 (Existence of Solutions) Suppose that Assumptions 6.1N and 6.2N hold.

Then there exists a unique function V ∗ :Z+ × X →R that is a solution to Problem 6.1. V ∗ is

continuous in x and bounded. Moreover, for any x(0) ∈ X, an optimal plan x∗[0] ∈ �(0, x(0))

exists.

Theorem 6.12 (Euler Equations and the Transversality Condition) Let X ⊂RK
+ , and

suppose that Assumptions 6.1N–6.5N hold. Then a sequence {x∗(t + 1)}∞
t=0

, with x∗(t + 1) ∈
Int G(t, x∗(t)), t = 0, 1, . . . , is optimal for Problem 6.1 given x(0) if and only if it satisfies

the Euler equation

DyU(t, x∗(t), x∗(t + 1)) + βDxU(t + 1, x∗(t + 1), x∗(t + 2)) = 0, (6.42)

and the transversality condition

lim
t→∞

β tDxU(t, x∗(t), x∗(t + 1)) . x∗(t) = 0. (6.43)

In (6.42), as in stationary problems, DyU denotes the vector of partial derivatives of U with

respect to the control vector (its last K arguments), whereas DxU denotes the vector of partial

derivatives with respect to the state vector. In (6.43), “.” again denotes the inner product of the

two vectors.

These two theorems provide us with the necessary tools to tackle nonstationary discrete-time

infinite-horizon optimization problems. In particular, Theorem 6.11 ensures that the solution

exists, and Theorem 6.12 shows that, as in the stationary case, we can simply use the Euler

equations and the transversality condition to characterize this solution (as long as it is interior).

6.7.2 Proofs of Theorems 6.11 and 6.12*

Proof of Theorem 6.11. Since U is uniformly bounded (Assumption 6.1N) and continuous

(Assumption 6.2N), Theorem A.12 in Appendix A implies that the objective function in Prob-

lem 6.1 is continuous in x[0] in the product topology. Moreover, the constraint set �(0, x(0))
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is a closed subset of X∞ (the infinite product of X). Since X is compact (Assumption 6.2N),

Tychonoff’s Theorem (Theorem A.13) implies that X∞ is compact in the product topology.

A closed subset of a compact set is compact (Lemma A.2 in Appendix A), which implies that

�(0, x(0)) is compact. From Weierstrass’s Theorem (Theorem A.9) applied to Problem 6.1,

there exists x∗[0] ∈ �(0, x(0)) attaining V ∗(0, x(0)). Moreover, the constraint set is a continu-

ous correspondence (again in the product topology), so Berge’s Maximum Theorem (Theorem

A.16) implies that V ∗(0, x(0)) is continuous in x(0). Since x(0) ∈ X and X is compact, this

implies that V ∗(0, x(0)) is bounded (Corollary A.1 in Appendix A).

Proof of Theorem 6.12. The proof is similar to that of Theorem 6.10.

(Sufficiency) Consider an arbitrary x(0) and let x∗[0] ≡ (x(0), x∗(1), . . .) ∈ �(0, x(0))

be a feasible (nonnegative) sequence satisfying (6.42) and (6.43). For any feasible sequence

x[0]≡(x(0), x(1), . . .) ∈ �(0, x(0)), define

�x ≡ lim
T →∞

inf

T
∑

t=0

β t[U(t, x∗(t), x∗(t + 1)) − U(t, x(t), x(t + 1))]

as the difference of the objective function between the feasible sequences x∗ and x.

From Assumptions 6.2N and 6.5N, U is continuous, concave, and differentiable. By the

definition of a concave function, we have

�x ≥ lim
T →∞

inf

T
∑

t=0

β t[DxU(t, x∗(t), x∗(t + 1)) . (x∗(t) − x(t))

+ DyU(t, x∗(t), x∗(t + 1)) . (x∗(t + 1) − x(t + 1))]

for any x[0] ∈ �(0, x(0)). Using the fact that x∗(0) = x(0) and rearranging terms yields

�x ≥ lim
T →∞

inf

T
∑

t=0

β t
[

DyU(t, x∗(t), x∗(t + 1)) + βDxU(t + 1, x∗(t + 1), x∗(t + 2))
]

. (x∗(t + 1) − x(t + 1))

− lim
T →∞

sup βT DxU(T + 1, x∗(T + 1), x∗(T + 2)) . x∗(T + 1)

+ lim
T →∞

inf βT DxU(T + 1, x∗(T + 1), x∗(T + 2)) . x(T + 1)).

Since x∗[0]satisfies (6.42), the terms in first line are all equal to zero. Moreover, since it satisfies

(6.43), the second line is also equal to zero. Finally, from Assumption 6.4N, U is increasing

in x, that is, DxU ≥ 0, and moreover x ≥ 0 by hypothesis, so the last term is nonnegative,

establishing that �x ≥ 0 for any x[0] ∈ �(0, x(0)). Consequently, x∗[0] yields higher value

than any feasible x[0] ∈ �(0, x(0)) and is therefore optimal.

(Necessity) Now define

�′
x
≡ lim

T →∞
sup

T
∑

t=0

β t[U(t, x∗(t), x∗(t + 1)) − U(t, x(t), x(t + 1))]

Suppose that {x∗(t + 1)}∞
t=0

, with x∗(t + 1) ∈ Int G(t, x∗(t)) for all t constitutes an optimal

plan. Then �′
x

is nonnegative for any x[0]∈�(0, x(0)). Consider x[0] ∈ �(x(0)) such that

x(t) = x∗(t) − εz(t), where z(t) ∈RK , and ε is a real number. For ε sufficiently small, such
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an x[0] in �(0, x(0)) can be found by virtue of the fact that x∗(t + 1) ∈ Int G(t, x∗(t)) for

all t . Then as in the proof of Theorem 6.10, we have

�′
x
≤ lim

T →∞
inf

T
∑

t=0

β t[DxU(t, x∗(t), x∗(t + 1)) . εz(t)

+ DxU(t, x∗(t), x∗(t + 1)) . εz(t + 1)]

+ lim
T →∞

sup

T
∑

t=0

β to(ε, t),

with limε→0 o(ε, t)/ε = 0. If (6.42) is violated at some t ′, take z(t) = 0 for all t �= t ′, ε and

z(t ′) such that DxU(t, x∗(t ′), x∗(t ′ + 1)) . z(t ′) < 0, and ε → 0. Then �′
x
< 0, yielding a

contradiction to the hypothesis that (6.42) is not satisfied.

Next, suppose that (6.42) is satisfied but (6.43) is violated. Choosing x(t) = (1 − ε)x∗(t)

and repeating the same steps as in the proof of Theorem 6.10, we have

�′
x
≤ −ε lim

T →∞
inf βT DxU(T, x∗(T ), x∗(T + 1)) . x∗(T + 1).

If (6.43) is violated, by choosing ε negative or positive this inequality would imply �′
x
< 0,

contradicting the hypothesis that (6.43) does not hold.

6.7.3 Application

As an application of nonstationary infinite-horizon optimization, let us consider the consump-

tion problem in a market environment in which wages and interest rates are potentially changing

over time.

Example 6.5 (continued). The consumer is again infinitely lived, with instantaneous utility

function defined over consumption u(c), where u :R+ →R is strictly increasing, continuously

differentiable, and strictly concave. The discount factor is β ∈ (0, 1). Now both the sequence

of labor income, {w(t)}∞
t=0

, and interest rates, {r(t)}∞
t=0

, are potentially time varying, though

there is still no uncertainty. The consumer starts life with a given amount of assets a(0). His

utility maximization problem can then be written as

max
{c(t),a(t)}∞

t=0

∞
∑

t=0

β tu(c(t)),

subject to the flow budget constraint

a(t + 1) = (1 + r(t))a(t) + w(t) − c(t),

with a(0) given. As in the case with constant wage and interest rates, we need to introduce

an additional constraint to complement the flow budget constraint. Let us again impose the

natural debt limit. Exercise 6.13 shows that the natural debt limit at time t takes the form

a(t) ≥ −

∞
∑

s=0

{( s
∏

j=0

1

1 + r(t + j)

)

w(t + s)

}

. (6.44)
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Moreover, let us assume that the right-hand side of (6.44) is bounded above by some W̄ < ∞
for all t . Then a natural hypothesis is that a(t) should always lie in some set of the form

[−W̄ , a(0) + W̄ ] (see Exercise 6.13). Repeating the same arguments as in part 1 of Exam-

ple 6.5, the consumer maximization problem can be written as

max
{a(t)}∞

t=0

∞
∑

t=0

β tu((1 + r(t))a(t) + w(t) − a(t + 1))

for given a(0). The Euler equation in this case is

u′(c(t)) = β(1 + r(t + 1))u′(c(t + 1)) (6.45)

for all t . Thus instead of (6.40), we have the following more general consumption rule:

if r(t + 1) = β−1 − 1, c(t) = c(t + 1) and consumption is constant between t and t + 1,

if r(t + 1) > β−1 − 1, c(t) = c(t + 1) and consumption increases between t and t + 1,

if r(t + 1) < β−1 − 1, c(t) = c(t + 1) and consumption decreases between t and t + 1.

In some ways, this result is even more remarkable than (6.40), since the slope of the optimal

consumption path is not only independent of a(0), but it is also independent of current income

and in fact of the entire sequence of income levels {w(t)}∞
t=0

.

6.8 Optimal Growth in Discrete Time

Let us now return to the optimal growth problem, introduced in Section 5.9, and use the

main results from stationary dynamic programming to obtain a characterization of the optimal

growth path of a neoclassical economy. Example 6.4 already showed how this can be done

in the special case with logarithmic utility, a Cobb-Douglas production function, and full

depreciation. In this section, the results are more general and are stated for the canonical optimal

growth model introduced in Chapter 5.

Recall the optimal growth problem for a one-sector economy admitting a representative

household with instantaneous utility function u and discount factor β ∈ (0, 1). This problem

can be written as

max
{k(t),c(t)}∞

t=0

∞
∑

t=0

β tu(c(t)), (6.46)

subject to

k(t + 1) = f (k(t)) + (1 − δ)k(t) − c(t) and k(t) ≥ 0, (6.47)

with the initial capital stock given by k(0) > 0. The standard assumptions on the production

function, Assumptions 1 and 2 (from Chapter 2), are still in effect. In addition, let us impose

the following assumption.

Assumption 3′ u : [ε, ∞)→R is continuously differentiable and strictly concave for some

ε > 0 sufficiently small.

This is considerably stronger than necessary. In fact, concavity or even continuity is enough

for most results. But this assumption helps us avoid inessential technical details. It is referred
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to as “Assumption 3′” to distinguish it from the very closely related Assumption 3 that is

introduced and used in Chapter 8 and thereafter.

The first step is to write the optimal growth problem as a (stationary) dynamic programming

problem. This can be done along the lines of Examples 6.1 and 6.4. In particular, let the choice

variable be next date’s capital stock, denoted by s. Then the resource constraint (6.47) implies

that current consumption is given by c = f (k) + (1 − δ)k − s, and thus the optimal growth

problem can be written in the following recursive form:

V (k) = max
s∈G(k)

{u(f (k) + (1 − δ)k − s) + βV (s)}, (6.48)

where G(k) is the constraint correspondence, given by the interval [0, f (k) + (1− δ)k]. This

constraint requires that consumption and the capital stock be nonnegative.

It can be verified that under Assumptions 1, 2, and 3′, the optimal growth problem satisfies

Assumptions 6.1–6.5 of the dynamic programming problems. The only nonobvious feature is

that the level of consumption and capital stock belong to a compact set. To verify that this is

the case, note that the economy can never settle into a level of capital-labor ratio greater than

k̄, defined by

δk̄ = f
(

k̄
)

,

since this value is the capital-labor ratio that would sustain itself when consumption is set equal

to 0. If the economy starts with k(0) < k̄, it can never exceed k̄. If it starts with k(0) > k̄, it

can never exceed k(0). Therefore without loss of generality we can restrict consumption and

capital stock to lie in the compact set [0, k] , where

k ≡ f
(

max
{

k(0), k̄
})

+ (1 − δ) max
{

k(0), k̄
}

.

Consequently, Theorems 6.1–6.6 can be directly applied to this problem.

Proposition 6.1 Given Assumptions 1, 2, and 3′, the optimal growth model as specified in

(6.46) and (6.47) has a solution characterized by the unique value function V (k) and consump-

tion function c(k). The capital stock in the next period is given by s(k) = f (k) + (1 − δ)k −
c(k). Moreover, V (k) is strictly increasing and strictly concave, and s(k) is nondecreasing

in k.

Proof. That the value function (6.48) is a solution to (6.46) and (6.47) follows from Theorems

6.1 and 6.2. That V (k) exists follows from Theorem 6.3, and the fact that it is increasing and

strictly concave, with the policy correspondence being a policy function, follows from Theorem

6.4 and Corollary 6.1.

Thus we only have to show that s(k) is nondecreasing. This can be proved by contradiction

using a “revealed preference” argument. Suppose, to arrive at a contradiction, that s(k) is

decreasing, that is, there exists k and k′ > k such that s(k) > s(k′). Since k′ > k, s(k) is feasible

when the capital stock is k′. Moreover, since by hypothesis, s(k) > s(k′), s(k′) is feasible at

capital stock k. By optimality and feasibility, we have

V (k) = u(f (k) + (1 − δ)k − s(k)) + βV (s(k))

≥ u(f (k) + (1 − δ)k − s(k′)) + βV (s(k′)),

V (k′) = u(f (k′) + (1 − δ)k′ − s(k′)) + βV (s(k′))

≥ u(f (k′) + (1 − δ)k′ − s(k)) + βV (s(k)).
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Combining and rearranging these relations yields

u(f (k) + (1 − δ)k − s(k)) − u
(

f (k) + (1 − δ)k − s
(

k′
))

≥ β
[

V
(

s
(

k′
))

− V(s(k))
]

≥ u
(

f
(

k′
)

+ (1 − δ) k′ − s(k)
)

− u
(

f
(

k′
)

+ (1 − δ) k′ − s
(

k′
))

.

Denoting z ≡ f (k) + (1 − δ)k and x ≡ s(k) and similarly for z′ and x′, we have

u(z − x′) − u(z − x) ≤ u(z′ − x′) − uz′ − x). (6.49)

But clearly,

(z − x′) − (z − x) = (z′ − x′) − (z′ − x),

which—combined with the fact that z′ > z (since k′ > k) and x > x′ by hypothesis, and that u

is strictly concave and increasing—implies

u(z − x′) − u(z − x) > u(z′ − x′) − u(z′ − x),

contradicting (6.49). This establishes that s(k) must be nondecreasing everywhere.

In addition, Assumption 2 implies that savings and consumption levels have to be interior.

Thus an application of Theorem 6.6 establishes the following proposition.

Proposition 6.2 Given Assumptions 1, 2, and 3′, the value function V (k) defined above is

differentiable.

Let us next exploit Theorem 6.10, and study the Euler equation and the transversality

condition of this dynamic optimization problem. The Euler equation from (6.48) takes

the simple form

u′(c) = βV ′(s),

where s denotes the next date’s capital stock. Applying the Envelope Condition gives

V ′(k) = [f ′(k) + (1 − δ)] u′(c).

Consequently, we obtain the familiar condition

u′(c(t)) = β[f ′(k(t + 1)) + (1 − δ)] u′(c(t + 1)). (6.50)

The transversality condition also follows in a straightforward fashion from the more general

transversality condition (6.32). In particular, since the instantaneous payoff function, U ,

now corresponds to u(f (k) + (1 − δ)k − s) as a function of the current state variable k and

tomorrow’s state variable s, the transversality condition takes the form

lim
t→∞

[β t(f ′(k(t)) + (1 − δ))u′(c(t))k(t)] = 0. (6.51)

As before, a steady state (of the optimal growth problem) is an allocation in which the

capital-labor ratio and consumption do not depend on time, so again denoting this allocation

by an asterisk, the steady-state capital-labor ratio must satisfy

β[f ′(k∗) + (1 − δ)] = 1. (6.52)
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Equation (6.52) is a remarkable result; it shows that the steady-state capital-labor ratio does

not depend on household preferences except via the discount factor. In particular, technology,

the depreciation rate, and the discount factor fully characterize the steady-state capital-labor

ratio.

In addition, since f (.) is strictly concave, k∗ is uniquely defined. Finally, since c(t) = c∗ and

k(t) = k∗ in the steady state, β[f ′(k∗) + (1 − δ)] = 1, and β < 1, the transversality condition

(6.51) is automatically satisfied. This analysis leads to the following important proposition.

Proposition 6.3 In the neoclassical optimal growth model specified in (6.46) and (6.47)

with Assumptions 1, 2, and 3′, there exists a unique steady-state capital-labor ratio k∗ given

by (6.52), and starting from any initial k(0) > 0, the economy monotonically converges to this

unique steady state; that is, if k(0) < k∗, then k(t) ↑ k∗ and if k(0) > k∗, then k(t) ↓ k∗.

Proof. Uniqueness and existence were established above. To establish monotone conver-

gence, we start with arbitrary initial capital stock k(0) and observe that k(t + 1) = s(k(t)) for

all t ≥ 0, where s(.) was defined and shown to be nondecreasing in Proposition 6.1. It must be

the case that either k(1) = s(k(0)) ≥ k(0) or k(1) = s(k(0)) < k(0).

Consider the first case. Since s(.) is nondecreasing and k(2) = s(k(1)), we must have k(2) ≥
k(1). By induction, k(t) = s(k(t − 1)) ≥ k(t − 1) = s(k(t − 2)). Moreover, by definition k(t) ∈

[0, k]. Therefore in this case {k(t)}∞
t=0

is a nondecreasing sequence in a compact set starting

with k(0) > 0. Thus it necessarily converges to some limit k(∞) > 0, which by definition

satisfies k(∞) = s(k(∞)). Since k∗ is the unique steady state (corresponding to positive

capital-labor ratio), this implies that k(∞) = k∗, and thus k(t) → k∗. Moreover, since {k(t)}∞
t=0

is nondecreasing, it must be the case that k(t) ↑ k∗. This argument thus completes the proof

for the case k(0) ≤ k∗.

Next consider the case in which k(1) = s(k(0)) < k(0). The same argument as above applied

in reverse now establishes that {k(t)}∞
t=0

is a nonincreasing sequence in the compact set [0, k],

and thus it converges to a unique limit point k(∞). In this case, there are two candidate values

for k(∞), k(∞) = 0 or k(∞) = k∗. The former is not possible, since as Exercise 6.19 shows,

Assumption 2 implies that s(ε) > ε for ε sufficiently small. Thus k(∞) = k∗. Since {k(t)}∞
t=0

is nonincreasing, in this case we must have k(0) > k∗ and thus {k(t)}∞
t=0

↓ k∗, completing the

proof.

Consequently, in the optimal growth model there exists a unique steady state, and the

economy monotonically converges to this unique steady state, for example, by accumulating

more and more capital (if it starts with a capital-labor ratio that is too low).

In addition, consumption also monotonically increases (or decreases) along the path of

adjustments to the unique-steady state, as stated in the following proposition.

Proposition 6.4 We have that c(k) defined in Proposition 6.1 is nondecreasing. Moreover,

if k(0) < k∗, then the equilibrium consumption sequence satisfies c(t) ↑ c∗, and if k(0) > k∗,

then c(t) ↓ c∗, where c∗ is given by

c∗ = f (k∗) − δk∗.

Proof. See Exercise 6.17.

This discussion illustrates that the optimal growth model is very tractable and shares many

features with the Solow growth model, for example, a unique steady state and global monotonic

convergence. There is no immediate counterpart of a saving rate, since the amount of savings



6.9 Competitive Equilibrium Growth . 219

0
T

k*

k(0)

FIGURE 6.1 Turnpike dynamics in a finite-horizon (T periods) neoclassical growth model starting with

initial capital-labor ratio k(0).

depends on the utility function and changes over time, though the discount factor is closely

related to the saving rate.

The convergence behavior of the optimal growth model is both important and remarkable

in its simplicity. Such convergence results, which were first studied in the context of finite-

horizon economies, are sometimes referred to as “Turnpike Theorems.” To understand the

meaning of this term, suppose that the economy ends at some date T > 0. What do optimal

growth and capital accumulation look like in this economy? The early literature on opti-

mal growth showed that as T → ∞, the optimal capital-labor ratio sequence {k(t)}T
t=0

would

become arbitrarily close to k∗ as defined by (6.52), but then in the last few periods it would

sharply decline to zero to satisfy the transversality condition (recall the discussion of the

finite-horizon transversality condition in Section 6.6). The path of the capital-labor ratio thus

resembles a turnpike approaching a highway, as shown in Figure 6.1 (see Exercise 6.18).

6.9 Competitive Equilibrium Growth

Our main interest in this book is not optimal growth but equilibrium growth. A detailed analysis

of competitive equilibrium growth is presented in Chapter 8. For now a brief discussion of

how the competitive equilibrium can be obtained from the optimal growth problem is sufficient.

The Second Welfare Theorem (Theorem 5.7 of the previous chapter) implies that the optimal

growth path characterized in Section 6.8 also corresponds to an equilibrium growth path (in the

sense that it can be decentralized as a competitive equilibrium). In fact, since we have focused

on an economy admitting a representative household, the most straightforward competitive

allocation would be a symmetric one, where all households, each with the instantaneous utility
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function u(c), make the same decisions and receive the same allocations. I now discuss this

symmetric (or “representative household”) competitive equilibrium briefly.

Rather than appealing to the Second Welfare Theorem, a direct argument can be used to show

the equivalence of optimal and competitive growth problems. Suppose that each household

starts with an endowment of capital stock K(0), meaning that the initial endowments are

also symmetric (recall that there is a mass 1 of households, and the total initial endowment of

capital of the economy is K(0)). The other side of the economy is populated by a large

number of competitive firms, which are modeled using the aggregate production function.

The definition of a competitive equilibrium in this economy is standard.

Definition 6.3 A competitive equilibrium consists of paths of consumption, capital stock,

wage rates, and rental rates of capital, {C(t), K(t), w(t), R(t)}∞
t=0

, such that the representa-

tive household maximizes its utility given initial capital stock K0 and prices {w(t), R(t)}∞
t=0

,

and the path of prices {w(t), R(t)}∞
t=0

is such that given the path of capital stock and labor

{K(t), L(t)}∞
t=0

, all markets clear.

Households rent their capital to firms. As in the basic Solow model, they receive the

competitive rental price of

R(t) = f ′(k(t)),

and thus face a gross rate of return equal to

1 + r(t + 1) = f ′(k(t)) + (1 − δ) (6.53)

for renting 1 unit of capital at time t in terms of date t + 1 goods. Notice that the gross

rate of return on assets is defined as 1 + r (which enables me to use r for the net interest

rate both in the discrete-time and the continuous-time models). In addition to capital income,

households in this economy receive wage income for supplying their labor at the market wage

of w(t) = f (k(t)) − k(t)f ′(k(t)).

Now consider the maximization problem of the representative household:

max
{c(t),a(t)}∞

t=0

∞
∑

t=0

β tu(c(t)),

subject to the flow budget constraint

a(t + 1) = (1 + r(t))a(t) − c(t) + w(t), (6.54)

with a(0) > 0, where a(t) denotes asset holdings at time t and as before, w(t) is the wage

income of the household (since labor supply is normalized to 1). The timing underlying the

flow budget constraint (6.54) is that the household rents its capital or asset holdings, a(t), to

firms at the beginning of time period t to be used as capital during that period. Once again, we

impose the natural debt limit, which takes the form (6.44), and market clearing again implies

a(t) = k(t).

With an argument identical to that in Example 6.5, the Euler equation for the consumer

maximization problem yields

u′(c(t)) = β(1 + r(t + 1))u′(c(t + 1)). (6.55)

Imposing steady state implies that c(t) = c(t + 1). Therefore, in steady state, we have

β(1 + r(t + 1)) = 1.
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Next, market clearing immediately implies that 1+ r(t + 1) is given by (6.53), so the capital-

labor ratio of the competitive equilibrium is given by

β[f ′(k(t + 1)) + (1 − δ)] = 1.

The steady state then satisfies

β[f ′(k∗) + (1 − δ)] = 1.

This equation is identical to (6.52), which characterizes the solution to the optimal growth

problem. A similar argument establishes that the entire competitive equilibrium path is identical

to the optimal growth path. Specifically, substituting for 1 + r(t + 1) from (6.53) into (6.55)

yields

u′(c(t)) = β[f ′(k(t + 1)) + (1 − δ)]u′(c(t + 1)), (6.56)

which is identical to (6.50). This condition also implies that given the same initial condition,

the trajectory of capital-labor ratio in the competitive equilibrium is identical to the behavior

of the capital-labor ratio in the optimal growth path (see Exercise 6.21). This behavior is, of

course, exactly what should be expected given the Second (and First) Welfare Theorems.

6.10 Computation

All the results presented here have been about existence of solutions and characterization of

the form of the value functions, solutions, and the properties of the policy functions or optimal

plans. Dynamic programming techniques are also widely used in explicit (numerical) compu-

tations (Exercise 6.3 below provides one useful starting point in this respect). In particular, the

recursive formulation of dynamic programming problems also presents an effective computa-

tional approach. This formulation is particularly useful, since as suggested by the discussion in

Example 6.4, only certain special dynamic optimization problems yield closed-form solutions.

Therefore economists, like engineers, must often use computational tools to obtain qualitative

and quantitative insights about solutions to optimization and equilibrium problems. The dy-

namic programming formulation is often the starting point of these computational approaches.

Space restrictions preclude me from providing a discussion of various computational tools

and how dynamic programming methods are used in numerical analysis. This omission should

not be interpreted as downplaying the importance of computation in the study of economic

growth or the usefulness of dynamic programming approaches in computation. The reader is

encouraged to consult Judd (1998) for an excellent and thorough discussion of computational

issues in economics and the role of dynamic programming. Ljungqvist and Sargent (2005) also

provide a brief introduction to the application of computational methods in macroeconomics.

6.11 Taking Stock

This chapter has been concerned with basic dynamic programming techniques for discrete-

time infinite-dimensional problems. These techniques are not only essential for the study of

economic growth but are also widely used in many diverse areas of macroeconomics and

economic dynamics more generally. A good understanding of these techniques is essential

for an appreciation of the mechanics of economic growth. In particular, they shed light on how

different models of economic growth work, how they can be improved, and how they can be
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taken to the data. For this reason, this chapter is part of the main body of the text rather than

being relegated to the appendixes at the end.

This chapter also presented a number of applications of dynamic programming, including

a preliminary analysis of the one-sector optimal growth problem. The reader will have already

noted the parallels between this model and the basic Solow model discussed in Chapter 2.

These parallels are developed further in Chapter 8. I also briefly discussed the decentralization

of the optimal growth path and the problem of utility maximization in a dynamic competitive

equilibrium.

It is important to emphasize that the treatment in this chapter has assumed away a number of

difficult technical issues. First, the focus has been on discounted problems, which are simpler

than undiscounted problems. In economics, very few situations involve undiscounted objective

functions (β = 1 rather than β ∈ [0, 1)). More important, throughout I have assumed that

payoffs are bounded and the state vector x belongs to a compact subset of the Euclidean space

X. These restrictions rule out many interesting problems, such as endogenous growth, where

the state vector grows over time. Almost all of the results presented here have equivalents for

these cases, but these require somewhat more advanced treatments.

6.12 References and Literature

At some level the main idea of dynamic programming, the Principle of Optimality, is straight-

forward. Nevertheless, it is also a powerful concept, as will be best appreciated once a number

of its implications are derived. The basic ideas of dynamic programming, including the Prin-

ciple of Optimality, were introduced by Richard Bellman in his famous monograph (Bellman,

1957). Most of the basic results about finite- and infinite-dimensional dynamic programming

problems are contained in this monograph. Many of these ideas are also contained in Shap-

ley’s (1953) study of stochastic games. Shapley analyzed the characterization of equilibrium

points of zero-sum stochastic games. His formulation of these games anticipated what later

became known as Markov decision problems, which are closely related to dynamic program-

ming problems. Moreover, Shapley used ideas similar to the Principle of Optimality and the

Contraction Mapping Theorem to show the existence of a unique solution to these dynamic

zero-sum games. A more detailed treatment of Markov decision problems can be found in Put-

erman (1994), who also discusses the relationship between Shapley’s (1953) work, the general

theory of Markov decision problems, and dynamic programming.

To the best of my knowledge, Karlin (1955) was the first to provide a simple formal proof

of the Principle of Optimality, which is similar to the one presented here. Denardo (1967)

developed the use of the contraction mappings in the theory of dynamic programming. Puter-

man (1994) contain a more detailed analysis of discounted stochastic dynamic programming

problems. Blackwell (1965) introduced the Blackwell’s sufficient conditions for a contraction

mapping and applied them in the context of stochastic discounted dynamic programming prob-

lems. The result on the differentiability of the value function was first proved in Benveniste and

Scheinkman (1979). The second version of the proof of Theorem 6.6 follows their approach

closely. The first version of the proof extends the earlier proof by Mirman and Zilcha (1975),

which was only for the neoclassical growth model.

The most complete treatment of discounted stationary dynamic programming problems is

in Stokey, Lucas, and Prescott (1989). My treatment here is heavily influenced by theirs and

borrows much from their insights. Relative to their treatment, some of the proofs have been

simplified, and I have limited the analysis to the case with compact sets and bounded payoff

functions. The reader can find generalizations of Theorems 6.1–6.6 to certain problems with
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unbounded returns and choice sets in Stokey, Lucas, and Prescott (1989, Chapter 4). In contrast

to Stokey, Lucas, and Prescott, I also discuss and provide necessary and sufficient conditions

for nonstationary infinite-horizon optimization problems.

The issue of the necessity and sufficiency of the transversality condition discussed in

Theorem 6.10 is discussed briefly in Stokey, Lucas, and Prescott (1989) and in greater detail

in Ekeland and Scheinkman (1986) and Kamihigashi (2001). Kamihigashi provides weaker

and more general versions of the transversality condition, though the version provided here is

sufficient for most economic applications. A much simpler but insightful exposition of dynamic

programming is in Sundaram (1996), which also has a proof of Proposition 6.1 similar to the

one given here.

Some useful references on the Contraction Mapping Theorem and its applications include

Denardo (1967), Kolmogorov and Fomin (1970), Kreyszig (1978), and the eminently readable

Bryant (1985), which contains applications of the Contraction Mapping Theorem to prove the

existence and uniqueness of solutions to differential equations and the Implicit Function Theo-

rem. The reader may also wish to consult Aczel (1966) for various methods of characterizing

the solutions to functional equations.

6.13 Exercises

6.1 Consider the formulation of the discrete-time optimal growth model as in Example 6.1. Show that

with this formulation and Assumptions 1 and 2 from Chapter 2, the discrete-time optimal growth

model satisfies Assumptions 6.1–6.5.

* 6.2 Prove that if, for some n ∈N, T n is a contraction over a complete metric space (S, d), then T has

a unique fixed point in S.

* 6.3 Suppose that T is a contraction over the metric space (S, d) with modulus β ∈ (0, 1). Prove that

for any z, z′ ∈ S and n ∈N,

d(T nz, z′) ≤ βnd(z, z′).

Discuss how this result can be useful in numerical computations.

* 6.4 (a) Prove the claims made in Example 6.3, and show that the differential equation (6.7) has a

unique continuous solution.

(b) Recall (6.8) from Example 6.3. Apply the same argument to T g and T g̃, and prove that

∥

∥

∥
T 2g − T 2g̃

∥

∥

∥
≤ M2 ×

s2

2
×

∥

∥g − g̃
∥

∥.

(c) Applying this argument recursively, prove that for any n ∈N, we have

∥

∥T ng − T ng̃
∥

∥ ≤ Mn ×
sn

n!
×

∥

∥g − g̃
∥

∥.

(d) Using the inequality in part c, the fact that for any B < ∞, Bn/n!→ 0 as n → 0, and the result

in Exercise 6.2, prove that the differential equation (6.7) has a unique continuous solution on

the compact interval [0, s] for any s ∈R+.

* 6.5 Recall the Implicit Function Theorem (Theorem A.25 in Appendix A). Here is a slightly sim-

plified version of it: consider the function φ(y, x) such that φ :R×[a, b] →R is continuously
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differentiable with bounded first derivatives. In particular, there exists 0 < m < M < ∞ such that

m ≤
∂φ(y, x)

∂y
≤ M

for all x and y. Then the Implicit Function Theorem states that there exists a continuously

differentiable function y : [a, b] →R such that

φ(y(x), x) = 0 for all x ∈ [a, b].

Provide a proof for this theorem using the Contraction Mapping Theorem (Theorem 6.7) along

the following lines:

(a) Let C1([a, b]) be the space of continuously differentiable functions defined on [a, b]. Then

for every y ∈ C1([a, b]), construct the operator

Ty = y(x) −
φ(y(x), x)

M
for x ∈ [a, b].

Show that T : C1([a, b]) → C1([a, b]) and is a contraction.

(b) Applying Theorem 6.7, derive the Implicit Function Theorem.

* 6.6 Prove that T defined in (6.18) is a contraction.

6.7 Let us return to Example 6.4.

(a) Prove that the law of motion of capital stock given by (6.37) monotonically converges to

a unique steady-state value of k∗ starting with any k0 > 0. What happens to the level of

consumption along the transition path?

(b) Now suppose that instead of (6.37), you hypothesize that

π(x) = axα + bx + c.

Verify that the same steps lead to the conclusion that b = c = 0 and a = βa.

(c) Now let us characterize the explicit solution by guessing and verifying the form of the

value function. In particular, make the following guess: V (x) = A log x, and using this form

together with the first-order conditions, derive the explicit-form solution.

6.8 Consider the following discrete-time optimal growth model with full depreciation:

max
{k(t),c(t)}∞

t=0

∞
∑

t=0

β t
(

c(t) −
a

2
c(t)2

)

,

subject to

k(t + 1) = Ak(t) − c(t)

and k(0) = k0. Assume that k(t) ∈ [0, k̄] and a < k̄−1, so that the utility function is always

increasing in consumption.

(a) Formulate this maximization problem as a dynamic programming problem.

(b) Argue without solving this problem that there exists a unique value function V (k) and a

unique policy rule c = π(k) determining the level of consumption as a function of the level

of capital stock.

(c) Solve explicitly for V (k) and π(k). [Hint: guess the form of the value function V (k), and

use this together with the Bellman and Euler equations. Verify that this guess satisfies these

equations, and argue that this solution must be unique.]
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6.9 Consider Problem 6.2 or 6.3 with x ∈ X ⊂R, and suppose that Assumptions 6.1–6.3 and 6.5 hold,

and that ∂2U(x, y)/∂x∂y ≥ 0. Show that the optimal policy function y = π(x) is nondecreasing.

6.10 Show that in Theorem 6.10, a sequence {x′(t)}∞
t=0

that satisfies the Euler equations but not the

transversality condition could yield a suboptimal plan.

6.11 Consider the consumer utility maximization problem in Example 6.5, without the borrowing

limits (i.e., with only the flow budget constraint). Show that for any path of consumption {c(t)}∞
t=0

that satisfies the flow budget constraint starting with an initial asset level a(0), so does the path

of consumption {c′(t)}∞
t=0

, where c′(t) = c(t) + γ for γ > 0. Using this result, show that the

consumer can reach infinite utility by choosing a consumption path that leads to limt→∞ a(t) =
−∞. Explain why such paths cannot be feasible in market economies.

6.12 Consider Example 6.5, with w(t) = w and r(t) = r for all t .

(a) Show that when r ≤ β−1 − 1, a(t) ∈
[

a, ā
]

for all t , where ā ≡ a(0) + w/r and a = −w/r .

(b) Show that when r > β−1 − 1, there does not exist ā < ∞ such that a(t) ∈
[

a, ā
]

for all t .

6.13 Consider the continuation of Example 6.5.

(a) Show that the natural debt limit at time t takes the form (6.44).

(b) Suppose that

W̄ = max
t=0,1,...

⎧

⎨

⎩

∞
∑

s=0

⎛

⎝

s
∏

j=0

1

1 + r(t + j)

⎞

⎠ w(t + s)

⎫

⎬

⎭

and that W̄ < ∞. Provide conditions such that a(t) ∈
[

−W̄ , a(0) + W̄
]

for all t .

(c) Using the transversality condition together with a(0), {w(t)}∞
t=0

and {r(t)}∞
t=0

, find an

expression implicitly determining the initial level of consumption, c(0). What happens to

this level of consumption when a(0) increases?

(d) Suppose that r(t) = r for all t . Consider a change in the earnings profile to a new se-

quence
{

w̃(t)
}∞

t=0
such that for some T < ∞, w(t) < w̃(t) for all t < T , w(t) ≥ w̃(t) for all

t ≥ T , and

∞
∑

t=0

(1 + r)−tw(t) =

∞
∑

t=0

(1 + r)−tw̃(t).

What is the effect of this change on the initial consumption level and the consumption path?

Provide a detailed economic intuition for this result.

* 6.14 Consider the nonstationary infinite-horizon optimization problem introduced in Section 6.7.

Provide conditions on G and U such that the operator defined by

T V (t, x) = max
y∈G(t,x)

{U(t, x, y) + βV (t + 1, y)}

for V ∈ C(Z+ × X) is a contraction. Using these conditions, state and sketch the proofs of the

appropriate equivalents of Theorems 6.2–6.6.

6.15 Consider the following discrete-time optimal growth model

max
{k(t),c(t)}∞

t=0

∞
∑

t=0

u(c(t)),

subject to k(t + 1) = k(t) − c(t), k(0) ∈ (0, ∞). Assume that u(.) is a strictly increasing, strictly

concave, and bounded function. Prove that there exists no solution to this problem. Explain why.
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6.16 Consider the following discrete-time optimal growth model with full depreciation:

max
{k(t),c(t)}∞

t=0

∞
∑

t=0

β tu(c(t)),

subject to

k(t + 1) = f (k(t)) − c(t)

and

k(0) = k0 > 0.

Assume that u(.) is strictly concave and increasing for c ≥ 0, and f (.) is concave and increasing.

(a) Formulate this maximization problem as a dynamic programming problem.

(b) Prove that there exists a unique value function V (k) and a unique policy rule c = π(k), and

that V (k) is continuous and strictly concave and π(k) is continuous and increasing.

(c) When will V (k) be differentiable?

(d) Assuming that V (k) and all other functions are differentiable, characterize the Euler equation

that determines the optimal path of consumption and capital accumulation.

(e) Is this Euler equation enough to determine the path of k and c? If not, what other condition do

we need to impose? Write down this condition and explain intuitively why it makes sense.

6.17 Prove that, as claimed in Proposition 6.4, in the basic discrete-time optimal growth model, the

optimal consumption plan c(k) is nondecreasing, and when the economy starts with k0 < k∗, the

unique equilibrium involves c(t) ↑ c∗.

* 6.18 Consider the finite-horizon optimal growth model described at the end of Section 6.8. Let the

optimal capital-labor ratio sequence of the economy with horizon T be denoted by
{

kT (t)
}T

t=0
with

kT (0) > 0. Show that for every ε > 0, there exists T < ∞ and t ′ < T such that
∣

∣kT
(

t ′
)

− k∗
∣

∣ < ε.

Show that kT (T ) = 0. Then assuming that kT (0) is sufficiently small, show that the optimal

capital-labor ratio sequence looks as in Figure 6.1.

6.19 Prove that as claimed in the proof of Proposition 6.3, Assumption 2 implies that s(ε) > ε for ε

sufficiently small. Provide an intuition for this result.

* 6.20 Provide a proof of Proposition 6.1 without the differentiability assumption on the utility function

u(.) (which was imposed in Assumption 3′).

6.21 Prove that the optimal growth path starting with capital-labor ratio k(0), which satisfies (6.50), is

identical to the competitive equilibrium starting with the same capital-labor ratio and satisfying

the same condition (or equivalently, (6.56)).



7
An Introduction
to the Theory
of Optimal Control

The previous chapter introduced the basic tools of dynamic optimization in discrete time. I now

present a number of basic results in dynamic optimization in continuous time—particularly

the so-called optimal control approach. Both dynamic optimization in discrete time and in

continuous time are useful tools for macroeconomics and other areas of dynamic economic

analysis. One approach is not superior to the other; instead, certain problems become simpler

in discrete time while others are naturally formulated in continuous time.

Continuous-time optimization introduces several new mathematical issues, largely because

even with a finite horizon, the maximization is with respect to an infinite-dimensional object (in

fact an entire function: y : [t0, t1] →R). A brief review of some basic ideas from the calculus

of variations and from the theory of optimal control is thus required. The main tools and ideas

that are necessary for this book are straightforward and are presented here in the simplest way.

A reader who simply wishes to apply these tools may decide to skim most of this chapter,

focusing on the main theorems, especially Theorems 7.13 and 7.14, and their application to

the canonical continuous-time optimal growth problem in Section 7.7.

In the rest of this chapter, I first review the finite-horizon continuous-time maximization

problem and provide the simplest treatment of this problem (which is more similar to the

calculus of variations than to optimal control). I then present the more powerful theorems

from the theory of optimal control as developed by Pontryagin and coauthors.

The canonical continuous-time optimization problem can be written as

max
x(t),y(t)

W(x(t), y(t)) ≡

∫ t1

0

f (t, x(t), y(t))dt (7.1)

subject to

ẋ(t) = G(t, x(t), y(t))

and

x(t) ∈ X(t), y(t) ∈ Y(t) for all t , and x(0) = x0,

227
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where for each t , x(t) and y(t) are finite-dimensional vectors for each t (i.e., X(t) ⊂RKx

and Y(t) ⊂RKy , where Kx, Ky ∈N). In addition, we have f :R×RKx ×RKy →R and

G :R×RKx ×RKy →R
Kx . Here the vector x denotes the state variables. The behavior of

this vector is governed by a system of differential equations, given the behavior of the vector

of control variables y (or expressed differently, given the control function y(t)). The end of

the planning horizon t1 can be equal to infinity. The function W(x(t), y(t)) denotes the value

of the objective function when controls are given by y(t) and the resulting behavior of the

state variables is summarized by x(t).1 I also refer to f as the (instantaneous) payoff function

and to G as the constraint function (though note that here G is vector valued). This problem

formulation is general enough to incorporate discounting and time-varying constraints, since

both the payoff function f and the constraint function G depend directly on time. I start with

the finite-horizon case and then treat the infinite-horizon maximization problem, focusing

particularly on the case where discounting is exponential.

7.1 Variational Arguments

Consider the following special case of (7.1), where the horizon is finite and both the state and

control variables are one dimensional. This problem can be written as

max
x(t),y(t),x1

W(x(t), y(t)) ≡

∫ t1

0

f (t, x(t), y(t))dt (7.2)

subject to

ẋ(t) = g(t, x(t), y(t)) (7.3)

and

x(t) ∈ X, y(t) ∈ Y for all t , x(0) = x0 and x(t1) = x1. (7.4)

Here the state variable x(t) ∈ X ⊂R is one dimensional, and its behavior is governed by the

differential equation (7.3). The control variable y(t) must belong to the set Y ⊂R (the sets

X(t) and Y(t) in the more general problem (7.1) are now taken to be independent of time

for simplicity). Consequently, f :R × R × R→ R and g :R × R × R→ R. We assume

throughout that X and Y are nonempty and convex.

A pair of functions (x(t), y(t)) that satisfies (7.3) and (7.4) are referred to as an admissible

pair.2 Throughout, as in the previous chapter, suppose that the value of the objective function

is finite, that is, W(x(t), y(t)) < ∞ for any admissible pair (x(t), y(t)).

1. Notice that W(x(t), y(t)) in (7.1) is not the maximized value, but is simply defined as the value of the

objective
∫ t1

0
f (t, x(t), y(t))dt associated with the state and control functions x(t) and y(t).

2. More precisely, an admissible pair is (x(t), y(t)) such that x(t) is absolutely continuous, y(t) is (Lebesgue)

measurable, and (x(t), y(t)) satisfies (7.3) almost everywhere. Absolute continuity is defined in Appendix A

and is a stronger form of continuity. In particular, a function defined by F(x) =
∫ x

0
f (s)ds for x ∈ [0, X]

is absolutely continuous on [0, X] if f (s) is piecewise continuous on [0, X] (or less stringently, if f (s) is

integrable). Fact A.17 in Appendix A shows that differentiability implies absolute continuity (though absolute

continuity is weaker than differentiability). Except in Section 7.6, x(t) is taken to be differentiable, and thus

explicit reference to absolute continuity is suppressed. The requirement that y(t) is measurable is not very

restrictive either. Nevertheless, since I do not introduce concepts from measure theory explicitly, I will not

provide a formal definition for measurability.
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Let us first suppose that t1 < ∞, so that we have a finite-horizon optimization problem.

Notice that there is also a terminal value constraint x(t1) = x1, but x1 is included as an additional

choice variable. Thus the terminal value of the state variable x is free. In the context of finite-

horizon economic problems, the formulation in which x1 is not a choice variable may be simpler

(see Example 7.1), but it is more natural to start with the case where the terminal value x1 is

free.

In addition, to simplify the exposition, throughout I assume that f and g are continuously

differentiable functions of x, y, and t , and I simply state this as “f and g are continuously

differentiable.”

The challenge in characterizing the (optimal) solution to this problem lies in two features:

1. We are choosing a function y : [0, t1] → Y rather than a vector or a finite-dimensional

object.

2. The constraint takes the form of a differential equation rather than a set of inequalities

or equalities.

These features make it difficult for us to know what type of optimal policy to look for. For

example, y may be a highly discontinuous function. It may also hit the boundary of the feasible

set—thus corresponding to a corner solution. Fortunately, in most economic problems there is

enough structure to make solutions continuous functions. Moreover, in most macroeconomic

and growth applications the Inada conditions (e.g., Assumption 2 from Chapter 2) ensure that

solutions to the relevant dynamic optimization problems lie in the interior of the feasible set.

These features considerably simplify the characterization of the solution. In fact, when y is a

continuous function of time and lies in the interior of the feasible set, it can be characterized

by using variational arguments similar to those developed by Euler, Lagrange, and others in

the context of the theory of calculus of variations. Since these tools are not only simpler but

also more intuitive than the optimal control approach, I start with these variational arguments.

The variational approach simplifies the above maximization problem by first assuming that

there exists a continuous solution (function) ŷ that lies everywhere in the interior of the set Y

(with corresponding state variable x̂ everywhere in the interior of X). It then characterizes the

properties of this solution (see Exercise 7.3).3

More formally let us assume that (x̂(t), ŷ(t)) is an admissible pair such that ŷ(.) is continu-

ous on [0, t1], x̂(t) ∈ Int X and ŷ(t) ∈ Int Y for all t (or more simply, (x̂(t), ŷ(t)) ∈ Int X × Y)

and that we have

W(x̂(t), ŷ(t)) ≥ W(x(t), y(t))

for any other admissible pair (x(t), y(t)).

The important and stringent assumption here is that (x̂(t), ŷ(t)) is a solution that never hits

the boundary and does not involve discontinuities. Even though this feature is true of optimal

controls in most economic applications, in purely mathematical terms it is a strong assumption.

Recall, for example, that the previous chapter did not make such an assumption and instead

started with a result on the existence of solutions and then proceeded to characterizing the

properties of this solution (e.g., continuity and differentiability of the value function). However

the problem of continuous-time optimization is sufficiently difficult that proving existence of

solutions is not a trivial matter. I return to this issue below, but for now I follow the standard

practice and assume that an interior continuous solution (x̂(t), ŷ(t)) ∈ Int X × Y exists. Note

3. In addition, the calculus of variations approach compares this candidate solution to other continuous paths.

In the optimal control approach, used in Theorem 7.9 below, the candidate path is compared to any other

admissible path (in the sense of footnote 2).
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also that since the behavior of the state variable x is given by the differential equation (7.3),

when y(t) is continuous, ẋ(t) will also be continuous, so that x(t) is in fact continuously

differentiable.

I now exploit these features to derive necessary conditions for an interior continuous

solution. Take an arbitrary fixed continuous function η(t) and let ε ∈ R be a real number.

Then a variation of the function ŷ(t) is defined by

y(t, ε) ≡ ŷ(t) + εη(t).

Given η(t), y(t, ε) is obtained by varying ε, hence the terminology. Naturally, some of these

variations may be infeasible, that is, y(t, ε) �∈ Y for some t . However, since ŷ(t) ∈ Int Y and

a continuous function over a compact set [0, t1] is bounded and uniformly continuous (recall

Theorem A.10 in Appendix A), for any fixed η(.) function we can always find ε′
η
> 0 such that

y(t, ε) = ŷ(t) + εη(t) ∈ Int Y

for all t ∈ [0, t1] and for all ε ∈
[

−ε′
η
, ε′

η

]

, so that y(t, ε) constitutes a feasible variation.

Consequently, variational arguments can be used for sufficiently small values of ε. The fact

that we have to look at small values of ε is not a drawback for deriving necessary conditions for

optimality. In analogy with standard calculus, necessary conditions require that there should

be no small change in controls that increases the value of the objective function.

Let us also define x(t, ε) as the path of the state variable corresponding to the path of control

variable y(t, ε), that is,

ẋ(t, ε) = g(t, x(t, ε), y(t, ε)) for all t ∈ [0, t1], with x(0, ε) = x0. (7.5)

Since x(t) ∈ Int X for all t , for ε sufficiently small, in particular, for ε ∈ [−εη, εη] ⊂
[

−ε′
η
, ε′

η

]

for some εη ≤ ε′
η
, we also have that x(ε, t) ∈ X (because solutions to differential equations

are continuous; in particular, recall Theorem B.13 in Appendix B). In view of this, for

ε ∈ [−εη, εη], (x(t, ε), y(t, ε)) is an admissible pair. Define

W(ε) ≡ W(x(t, ε), y(t, ε)) (7.6)

=

∫ t1

0

f (t, x(t, ε), y(t, ε))dt.

Since ŷ(t) is optimal and for ε ∈ [−εη, εη], y(t, ε) and x(t, ε) are feasible, we have

W(ε) ≤ W(0) for all ε ∈ [−εη, εη].

Next, rewrite (7.5), so that

g(t, x(t, ε), y(t, ε)) − ẋ(t, ε) = 0

for all t ∈ [0, t1]. Thus for any function λ : [0, t1] →R, we have

∫ t1

0

λ(t)[g(t, x(t, ε), y(t, ε)) − ẋ(t, ε)] dt = 0, (7.7)

since the term in square brackets is identically equal to zero. In what follows, suppose that the

function λ(.) is continuously differentiable. This function, when chosen suitably, is the costate

variable, with an interpretation similar to the Lagrange multipliers in standard (constrained)
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optimization problems. As with Lagrange multipliers, only λ(.) that is chosen appropriately

will play the role of the costate variable.

Adding (7.7) to (7.6) yields

W(ε) =

∫ t1

0

{f (t, x(t, ε), y(t, ε)) + λ(t)[g(t, x(t, ε), y(t, ε)) − ẋ(t, ε)]}dt. (7.8)

To evaluate (7.8), let us first consider the integral
∫ t1

0 λ(t)ẋ(t, ε)dt . Integrating this expression

by parts (see Theorem B.3), we obtain

∫ t1

0

λ(t)ẋ(t, ε)dt = λ(t1)x(t1, ε) − λ(0)x0 −

∫ t1

0

λ̇(t)x(t, ε)dt.

Substituting this expression back into (7.8) yields

W(ε) =

∫ t1

0

[f (t, x(t, ε), y(t, ε)) + λ(t)g(t, x(t, ε), y(t, ε)) + λ̇(t)x(t, ε)]dt

− λ(t1)x(t1, ε) + λ(0)x0.

(7.9)

Recall that f and g are continuously differentiable, and y(t, ε) is continuously differentiable

in ε by construction, which also implies that x(t, ε) is continuously differentiable in ε. Denote

the partial derivatives of x and y with respect to ε by xε and yε, respectively, and the partial

derivatives of f and g by ft , fx, fy, and so on. Differentiating (7.9) with respect to ε (making

use of Leibniz’s Rule [Theorem B.4]) gives

W′(ε) ≡

∫ t1

0

[fx(t, x(t, ε), y(t, ε)) + λ(t)gx(t, x(t, ε), y(t, ε)) + λ̇(t)]xε(t, ε)dt

+

∫ t1

0

[fy(t, x(t, ε), y(t, ε)) + λ(t)gy(t, x(t, ε), y(t, ε))]η(t)dt

− λ(t1)xε(t1, ε).

Let us next evaluate this derivative at ε = 0 to obtain

W′(0) ≡

∫ t1

0

[fx(t, x̂(t), ŷ(t)) + λ(t)gx(t, x̂(t), ŷ(t)) + λ̇(t)]xε(t, 0)dt

+

∫ t1

0

[fy(t, x̂(t), ŷ(t)) + λ(t)gy(t, x̂(t), ŷ(t))]η(t)dt

− λ(t1)xε(t1, 0),

where, as above, x̂(t) = x(t, ε = 0) denotes the path of the state variable corresponding to

the optimal plan ŷ(t). As with standard finite-dimensional optimization, if there exists some

function η(t) for which W′(0) �= 0, then W(x(t), y(t)) can be increased and thus the pair

(x̂(t), ŷ(t)) could not be a solution. Consequently, optimality requires that

W′(0) = 0 for all η(t). (7.10)
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Recall that the expression for W′(0) applies for any continuously differentiable λ(t) function.

Let us consider the function λ(t) that is a solution to the differential equation

λ̇(t) = −[fx(t, x̂(t), ŷ(t)) + λ(t)gx(t, x̂(t), ŷ(t))], (7.11)

with boundary condition λ(t1) = 0. Since fx and gx are continuous functions (by the assumption

that f and g are continuously differentiable), they are bounded for t ∈ [0, t1]. Theorem B.8

then implies that this differential equation has a solution (given (x̂(t), ŷ(t))). Since η(t) is

arbitrary, λ(t) and (x̂(t), ŷ(t)) need to be such that

fy(t, x̂(t), ŷ(t)) + λ(t)gy(t, x̂(t), ŷ(t)) = 0 for all t ∈ [0, t1]. (7.12)

Therefore

∫ t1

0

[fy(t, x̂(t), ŷ(t)) + λ(t)gy(t, x̂(t), ŷ(t))]η(t)dt = 0 for all η(t).

Conversely, if (7.12) were not satisfied, there would exist some variation η(t) that would make

the previous integral either positive or negative and thus the necessary condition (7.10) could

not be satisfied. This argument establishes the necessary conditions for (x̂(t), ŷ(t)) to be an

interior continuous solution to the problem of maximizing (7.2) subject to (7.3) and (7.4).

These necessary conditions are that there should exist a continuously differentiable function

λ(.) that satisfies (7.11), (7.12), and λ(t1) = 0. Exercise 7.1 outlines a different argument to

reach the same conclusion.

The condition that λ(t1) = 0 is the transversality condition of continuous-time optimization

problems. It is naturally related to the transversality condition we encountered in the previous

chapter. Intuitively, this condition captures the fact that after the planning horizon, there is no

value to having more (or less) x. This derivation establishes the following theorem (see also

Section 7.3).

Theorem 7.1 (Necessary Conditions) Consider the problem of maximizing (7.2) subject

to (7.3) and (7.4), with f and g continuously differentiable. Suppose that this problem has

an interior continuous solution (x̂(t), ŷ(t)) ∈ Int X × Y. Then there exists a continuously

differentiable costate function λ(.) defined on t ∈ [0, t1] such that (7.3), (7.11), and (7.12)

hold, and moreover λ(t1) = 0.

Note that the conditions in this theorem are necessary for an interior continuous solution.

Solutions that are not interior need not satisfy (7.3), (7.11), and (7.12). Our strategy is to

use these necessary conditions to locate a candidate optimal path and then use sufficiency

conditions, developed below, to verify that they indeed correspond to (optimal) solutions.

Let us next consider a slightly different version of Theorem 7.1, in which the terminal value

of the state variable, x1, is fixed, so that the maximization problem is

max
x(t),y(t)

W(x(t), y(t)) ≡

∫ t1

0

f (t, x(t), y(t))dt (7.13)

subject to (7.3) and (7.4). The only difference is that there is no longer a choice over the terminal

value of the state variable, x1. In this case, we have the following theorem.

Theorem 7.2 (Necessary Conditions II) Consider the problem of maximizing (7.13)

subject to (7.3) and (7.4), with f and g continuously differentiable. Suppose that this problem

has an interior continuous solution (x̂(t), ŷ(t)) ∈ Int X × Y. Then there exists a continuously
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differentiable costate function λ(.) defined over t ∈ [0, t1] such that (7.3), (7.11), and (7.12)

hold.

Proof. The proof is similar to the argument used in Exercise 7.1 for establishing Theorem

7.1, the main change being that now x(t1, ε) must equal x1 for feasibility, so xε(t1, 0) = 0 and

λ(t1) is unrestricted. Exercise 7.5 asks you to complete the details.

The new feature in this theorem is that the transversality condition λ(t1) = 0 is no longer

present, but instead the terminal value of the state variable x is specified as part of the

constraints.4 Let us start with an application of the necessary conditions in Theorem 7.2 to

a simple economic problem. More interesting economic examples are provided later in the

chapter and in the exercises.

Example 7.1 Consider the utility-maximizing problem of a consumer living between two

dates, 0 and 1. The individual has an instantaneous utility function u(c) and discounts the

future exponentially at the rate ρ > 0. Suppose that u : [0, 1] →R is a strictly increasing,

continuously differentiable, and strictly concave function. The individual starts with a level of

assets equal to a(0) > 0, earns an interest rate equal to r on her asset holdings and also has

a constant flow of labor earnings equal to w. Let us also suppose that she can never have a

negative asset position, so that a(t) ≥ 0 for all t . Therefore the utility-maximization problem

can be written as

max
[c(t),a(t)]1

t=0

∫ 1

0

exp(−ρt)u(c(t))dt

subject to

ȧ(t) = ra(t) + w − c(t)

and a(t) ≥ 0, with the initial value of a(0) > 0. In this problem, consumption is the control

variable, while the asset holdings of the individual are the state variable.

To be able to apply Theorem 7.2, we need a terminal condition for a(t), that is, some value

a1 such that a(1) = a1. The economics of the problem makes it clear that the individual would

like to have zero assets at the end of her planning horizon (since she could consume all of

these at date t = 1 or slightly before, and u(.) is strictly increasing). Therefore, we must have

a(1) = 0.

With this observation, Theorem 7.2 provides the following necessary conditions for an inte-

rior continuous solution: there exists a continuously differentiable costate variable λ(t) such

that the optimal path of consumption and asset holdings, (ĉ(t), â(t)), satisfies a consumption

Euler equation similar to (6.38) in Example 6.5 in the previous chapter:

exp(−ρt)u′(ĉ(t)) = λ(t). (7.14)

In particular, we will see below that the term λ(t) on the right-hand side is related to the

derivative of the value function as in (6.38) in Example 6.5.

The next necessary condition determines the behavior of λ(t) as

λ̇(t) = −rλ(t). (7.15)

4. It is also worth noting that the hypothesis that there exists an interior solution is more restrictive in this case

than in Theorem 7.1. This is because the set of admissible control and state variables, �, may be empty or may

have an empty interior, making an interior solution impossible. See Exercise 7.23 for an example and Section

7.6 for a formal definition of the set �.
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Now using this condition and differentiating (7.14) yields a differential equation in consump-

tion. This differential equation, derived in the next chapter in a somewhat more general context,

is the key consumption Euler equation in continuous time. Leaving the derivation of this equa-

tion to the next chapter, we can simply integrate (7.15) to obtain

λ(t) = λ(0) exp(−rt).

Combining this equation with the first-order condition for consumption yields a straight-

forward expression for the optimal consumption level at time t:

ĉ(t) = u′−1[rλ(0) exp((ρ − r)t)],

where u′−1 [.] is the inverse function of the marginal utility u′. This inverse exists and is

strictly decreasing in view of the fact that u is strictly concave. This equation therefore implies

that when ρ = r , so that the discount factor and the rate of return on assets are equal, the

individual will have a constant consumption profile. When ρ > r , the argument of u′−1 is

increasing over time, so consumption must be declining. Thus when the individual discounts

the future more heavily than the rate of return, she wishes to have a front-loaded consumption

profile. In contrast, when ρ < r , the opposite reasoning applies, and she chooses a back-loaded

consumption profile. These are naturally identical to the conclusions reached in the discrete-

time intertemporal consumer optimization problem in Example 6.5, in particular, (6.40).

The only variable left to determine to completely characterize the consumption profile is

the initial value of the costate variable (and thus the initial value of consumption). This comes

from the observation that the individual will run down all her assets by the end of her planning

horizon, that is, a(1) = 0. Using the consumption rule, we have

ȧ(t) = ra(t) + w − u′−1[rλ(0) exp((ρ − r)t)].

The initial value of the costate variable, λ(0), then has to be chosen such that a(1) = 0. You

are asked to complete the details of this step in Exercise 7.6.

Example 7.1 applied the results of Theorem 7.2. It may at first appear that Theorem 7.1 is

more convenient to use than Theorem 7.2, since it enables us to directly formulate the problem

as one of dynamic optimization rather than first having to guess the terminal value of the state

variable, a(1) (as we did in Example 7.1). However, as the continuation of the previous example

illustrates, this is not necessarily the case.

Example 7.1 (continued) Let us try to apply Theorem 7.1 to the economic environment in

Example 7.1. The first-order necessary conditions still give

λ(t) = λ(0) exp(−rt).

However, since λ(1) = 0, this equation holds only if λ(t) = 0 for all t ∈ [0, 1]. But the necessary

conditions still imply the Euler equation,

exp(−ρt)u′(ĉ(t)) = λ(t),

which cannot be satisfied since u′ > 0. Thus when the terminal value of the assets, a(1), is

a choice variable, there exists no solution (at least no solution with an interior continuous

control). How is this possible?

The answer is that Theorem 7.1 cannot be applied to this problem, because there is an

additional constraint that a(t) ≥ 0. We would need to consider a version of Theorem 7.1

with inequality constraints. The necessary conditions with inequality constraints are somewhat
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more difficult to work with. Using a little bit of economic reasoning to observe that the terminal

value of the assets must be equal to zero and then applying Theorem 7.2 simplifies the analysis

considerably.

This discussion highlights that it may also be useful to have a version of Theorem 7.2

in which the terminal condition is specified as an inequality—as x(t1) ≥ x1 rather than as

x(t1) = x1. This alternative is presented next.

Theorem 7.3 (Necessary Conditions III) Consider the problem of maximizing (7.2)

subject to (7.3) and to (x(t), y(t)) ∈ X × Y for all t , x(0) = x0, and x(t1) ≥ x1, with f

and g continuously differentiable. Suppose that this problem has an interior continuous

solution (x̂(t), ŷ(t)) ∈ Int X × Y. Then there exists a continuously differentiable costate

function λ(.) defined over t ∈ [0, t1] such that (7.3), (7.11) and (7.12) hold, and moreover

λ(t1)(x(t1) − x1) = 0.

Proof. See Exercise 7.9.

7.2 The Maximum Principle: A First Look

7.2.1 The Hamiltonian and the Maximum Principle

By analogy with the Lagrangian, a more economical way of expressing Theorem 7.2 is to

construct the Hamiltonian:

H(t, x(t), y(t), λ(t)) ≡ f (t, x(t), y(t)) + λ(t)g(t, x(t), y(t)). (7.16)

I often write H(t, x, y, λ) for the Hamiltonian to simplify notation.5 Since f and g are

continuously differentiable, so is H . Denote the partial derivatives of the Hamiltonian with

respect to x(t), y(t), and λ(t), by Hx, Hy, and Hλ, respectively. Theorem 7.2 then immediately

leads to the following result.

Theorem 7.4 (Simplified Maximum Principle) Consider the problem of maximizing

(7.2) subject to (7.3) and (7.4), with f and g continuously differentiable. Suppose that this

problem has an interior continuous solution (x̂(t), ŷ(t)) ∈ Int X × Y. Then there exists a con-

tinuously differentiable function λ(t) such that the optimal control ŷ(t) and the corresponding

path of the state variable x̂(t) satisfy the following necessary conditions:

Hy(t, x̂(t), ŷ(t), λ(t)) = 0 for all t ∈ [0, t1], (7.17)

λ̇(t) = −Hx(t, x̂(t), ŷ(t), λ(t)) for all t ∈ [0, t1], (7.18)

and

ẋ(t) = Hλ(t, x̂(t), ŷ(t), λ(t)) for all t ∈ [0, t1], (7.19)

5. More generally, the Hamiltonian should be written as

H(t, x, y, λ) ≡ λ0f (t, x(t), y(t)) + λ(t)g(t, x(t), y(t))

for some λ0 ≥ 0. In some pathological cases λ0 may be equal to 0. However, in all economic applications this

will not be the case, and we will have λ0 > 0. When λ0 > 0, it can be normalized to 1 without loss of any

generality. Thus the definition of the Hamiltonian in (7.16) is appropriate for economic applications.
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with x(0) = x0 and λ(t1) = 0, where the Hamiltonian H(t, x, y, λ) is defined in (7.16).

Moreover, the Hamiltonian H(t, x, y, λ) also satisfies the Maximum Principle that

H(t, x̂(t), ŷ(t), λ(t)) ≥ H(t, x̂(t), y, λ(t)) for all y ∈ Y,

for all t ∈ [0, t1].

For notational simplicity, in (7.19), I wrote ẋ(t) instead of
.
x̂(t)(= dx̂(t)/dt). The latter

notation is rather cumbersome, and I refrain from using it as long as the context makes it clear

that ẋ(t) stands for this expression.6

Theorem 7.4 is a simplified version of the celebrated Maximum Principle of Pontryagin. A

more general version of the Maximum Principle is given below. For now, a couple of features

are worth noting:

1. As in the usual constrained maximization problems, a solution is characterized jointly

with a set of “multipliers,” here the costate variable λ(t), and the optimal path of the

control and state variables, ŷ(t) and x̂(t).

2. Again as with the Lagrange multipliers in the usual constrained maximization problems,

the costate variable λ(t) is informative about the value of relaxing the constraint (at

time t). In particular, λ(t) is the value of an infinitesimal increase in x(t) at time t (see

Section 7.3.4).

3. With this interpretation, it makes sense that λ(t1) = 0 is part of the necessary conditions.

After the planning horizon, there is no value to having more (or less) x. This is therefore

the finite-horizon equivalent of the transversality condition in the previous chapter.

As emphasized above, Theorem 7.4 gives necessary conditions for an interior continuous

solution. However we do not know whether such a solution exists. Moreover these necessary

conditions may characterize a stationary point rather than a maximum or simply a local rather

than a global maximum. Therefore a sufficiency result is even more important in this context

than in finite-dimensional optimization problems. Sufficiency is again guaranteed by imposing

concavity. The following theorem, first proved by Mangasarian, shows that concavity of the

Hamiltonian ensures that conditions (7.17)–(7.19) are not only necessary but also sufficient

for a maximum.

Theorem 7.5 (Mangasarian’s Sufficiency Conditions) Consider the problem of max-

imizing (7.2) subject to (7.3) and (7.4), with f and g continuously differentiable. Define

H(t, x, y, λ) as in (7.16), and suppose that an interior continuous pair (x̂(t), ŷ(t)) ∈ Int X × Y

exists and satisfies (7.17)–(7.19). Suppose also that X × Y is a convex set and given the result-

ing costate variable λ(t), H(t, x, y, λ) is jointly concave in (x, y) ∈ X × Y for all t ∈ [0, t1].

Then the pair (x̂(t), ŷ(t)) achieves the global maximum of (7.2). Moreover, if H(t, x, y, λ)

is strictly concave in (x, y) for all t ∈ [0, t1], then the pair (x̂(t), ŷ(t)) is the unique solution

to (7.2).

6. Conditions (7.18) and (7.19) also clarify why H is referred to as a “Hamiltonian.” Given vectors x and z, a

Hamiltonian dynamical system is a dynamical system (set of differential equations) with a representation of the

form ẋ =DzH(x, z) and ż = −DxH(x, z) for some function H . The Hamiltonian function H then plays the

role of potential energy and is constant along the solution trajectories of this dynamical system (see, e.g., Perko,

2001). If H in Theorem 7.4 were independent of time, it would indeed be such a function, and the resulting

dynamical system would be a Hamiltonian system. This is generally not the case when there is dependence on

t , that is, discounting.
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The proof of Theorem 7.5 follows from that of the next result.7 Theorem 7.6, which was

first derived by Arrow, weakens the condition that H(t, x, y, λ) is jointly concave in (x, y).

Before stating this result, let us define the maximized Hamiltonian as

M(t, x(t), λ(t)) ≡ max
y∈Y

H(t, x(t), y, λ(t)), (7.20)

with H(t, x(t), y(t), λ(t)) itself defined as in (7.16). Clearly, a necessary condition for an

interior maximum in (7.20) is (7.17). Therefore, if an interior pair of state and control variables

(x̂(t), ŷ(t)) satisfies (7.17)–(7.19), then M(t, x̂(t), λ(t)) ≡ H(t, x̂(t), ŷ(t), λ(t)).

Theorem 7.6 (Arrow’s Sufficiency Conditions) Consider the problem of maximizing

(7.2) subject to (7.3) and (7.4), with f and g continuously differentiable. Define H(t, x, y, λ)

as in (7.16), and suppose that an interior continuous pair (x̂(t), ŷ(t)) ∈ Int X × Y exists

and satisfies (7.17)–(7.19). Given the resulting costate variable λ(t), define the maximized

Hamiltonian M(t, x, λ) as in (7.20). If X is a convex set and M(t, x, λ) is concave in x ∈ X for

all t ∈ [0, t1], then (x̂(t), ŷ(t)) achieves the global maximum of (7.2). Moreover, if M(t, x, λ)

is strictly concave in x for all t ∈ [0, t1], then the pair (x̂(t), ŷ(t)) is the unique solution to

(7.2).

Proof. Consider an admissible pair (x̂(t), ŷ(t)) satisfying the necessary conditions (7.17)–

(7.19) as well as (7.3) and (7.4). Consider also an arbitrary pair (x(t), y(t)) that satis-

fies (7.3) and (7.4), and define M(t, x, λ) as in (7.20). Since f and g are differentiable,

H(t, x(t), y(t), λ(t)) and M(t, x(t), λ(t)) are also differentiable in x at time t . Denote the

derivative of M with respect to x by Mx. Since M is concave, we have (recall, e.g., Corollary

A.4)

M(t, x(t), λ(t)) ≤ M(t, x̂(t), λ(t)) + Mx(t, x̂(t), λ(t))(x(t) − x̂(t)) for all t ∈ [0, t1].

Integrating both sides over [0, t1] yields

∫ t1

0

M(t, x(t), λ(t))dt ≤

∫ t1

0

M(t, x̂(t), λ(t))dt +

∫ t1

0

Mx(t, x̂(t), λ(t))(x(t) − x̂(t))dt.

(7.21)

Moreover,

Mx(t, x̂(t), λ(t)) = Hx(t, x̂(t), ŷ(t), λ(t)) (7.22)

= −λ̇(t),

where the first line follows from an Envelope Theorem–type reasoning (since Hy = 0 from

(7.17)), while the second line follows from (7.18). Next, exploiting the definitions of

W(x(t), (t)) and the maximized Hamiltonian in (7.2) and (7.20) yields

∫ t1

0

M(t, x(t), λ(t))dt ≥ W(x(t), y(t)) +

∫ t1

0

λ(t)g(t, x(t), y(t))dt,

7. The statement that (x̂(t), ŷ(t)) is unique in the last part of the theorem requires some comment. When the

problem is formulated in its most general form, ŷ(t) needs to be Lebesgue measurable, and thus (x̂(t), ŷ(t))

will be unique with the qualification “almost everywhere,” though x̂(t) would continue to be uniquely defined.

When ŷ(t) is required to be continuous or piecewise continuous, there is no need for this qualification. I ignore

this qualification throughout.
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and

∫ t1

0

M(t, x̂(t), λ(t))dt = W(x̂(t), ŷ(t)) +

∫ t1

0

λ(t)g(t, x̂(t), ŷ(t))dt.

Combining these relations with (7.21) and (7.22) then yields

W(x(t), y(t)) ≤ W(x̂(t), ŷ(t)) (7.23)

+

∫ t1

0

λ(t)[g(t, x̂(t), ŷ(t)) − g(t, x(t), y(t))]dt

−

∫ t1

0

λ̇(t)(x(t) − x̂(t))dt.

Integrating the last term by parts (Theorem B.3) and using the fact that by feasibility x(0) =
x̂(0) = x0 and by the transversality condition λ(t1) = 0 yields

∫ t1

0

λ̇(t)(x(t) − x̂(t))dt = −

∫ t1

0

λ(t)(ẋ(t) −
.
x̂(t))dt.

Substituting this expression into (7.23) gives

W(x(t), y(t)) ≤ W(x̂(t), ŷ(t)) (7.24)

+

∫ t1

0

λ(t)[g(t, x̂(t), ŷ(t)) − g(t, x(t), y(t))]dt

+

∫ t1

0

λ(t)(ẋ(t) −
.
x̂(t))dt.

By definition of the admissible pairs (x(t), y(t)) and (x̂(t), ŷ(t)),
.
x̂(t) = g(t, x̂(t), ŷ(t))

and ẋ(t) = g(t, x(t), y(t)). Thus (7.24) implies that W(x(t), y(t)) ≤ W(x̂(t), ŷ(t)) for any

admissible pair (x(t), y(t)), establishing the first part of the theorem.

If M is strictly concave in x, then the inequality in (7.21) is strict. Therefore the same

argument establishes W(x(t), y(t)) < W(x̂(t), ŷ(t)), and no other admissible (x(t), y(t))

could achieve the same value, establishing the second part.

Given Theorem 7.6, the proof of Theorem 7.5 follows as a direct corollary, since if a function

H(t, x, y, λ) is jointly [strictly] concave in (x, y), then M(t, x, λ) ≡ maxy H(t, x, y, λ) is

[strictly] concave in x (see Exercise 7.7). Nevertheless in some applications it may be easier

to verify that H(t, x, y, λ) is jointly concave in (x, y) rather than looking at the maximized

Hamiltonian. Moreover in some problems M(t, x, λ) may be concave in x, while H(t, x, y, λ)

is concave in (x, y) and strictly concave in y, and this information may be useful in establishing

uniqueness (see Exercise 8.11). However, to economize on space, I focus on sufficiency

theorems along the lines of Theorem 7.6.

Sufficiency results as in Theorems 7.5 and 7.6 play an important role in the applications of

optimal control. They ensure that an admissible pair (x̂(t), ŷ(t)) that satisfies the necessary

conditions specified in Theorem 7.4 is indeed a solution. This is important, since without

the sufficiency results, Theorem 7.4 does not tell us that there exists an interior continuous

solution; thus an admissible pair that satisfies the conditions of Theorem 7.4 may not be

optimal or the (optimal) solution may not satisfy these “necessary conditions” (because it

is not interior or continuous). Sufficiency results circumvent these problems by establishing



7.2 The Maximum Principle: A First Look . 239

that a candidate admissible pair (satisfying the necessary conditions for an interior continuous

solution) corresponds to a global maximum or a unique global maximum.

One difficulty in verifying that the conditions in Theorems 7.5 and 7.6 are satisfied is that

neither the concavity nor the convexity of g(.) guarantees the concavity of the Hamiltonian

unless we know something about the sign of the costate variable λ(t). Nevertheless, in many

economically interesting situations, we can ascertain that the costate variable λ(t) is every-

where nonnegative. For example, fy(t, x̂(t), ŷ(t), λ(t)) ≥ 0 and gy(t, x̂(t), ŷ(t), λ(t)) ≤ 0

are sufficient to ensure that λ(t) ≥ 0. Once we know that λ(t) is nonnegative, checking the

sufficiency conditions is straightforward, especially when f and g are concave functions.

7.2.2 Generalizations

The above theorems can be generalized to the case in which the state variable and the controls

are vectors and also to the case in which there are other constraints. The constrained case

requires constraint qualification conditions as in the standard finite-dimensional optimization

case (see, e.g., Theorems A.29 and A.30). These conditions are slightly more complicated to

write down. Since I make no use of the constrained maximization problems (except in Exercise

10.7 in Chapter 10), I only discuss constrained problems in Exercise 7.10.

The vector-valued theorems are direct generalizations of the ones presented above and are

useful in growth models with multiple capital goods. In particular, let

max
x(t),y(t),x1

W(x(t), y(t)) ≡

∫ t1

0

f (t, x(t), y(t))dt (7.25)

subject to

ẋ(t) = G(t, x(t), y(t)), (7.26)

and

x(t) ∈ X and y(t) ∈ Y for all t , x(0) = x0 and x(t1) = x1, (7.27)

where X ⊂RKx and Y ⊂RKy (with Kx,Ky ∈N).

Theorem 7.7 (Maximum Principle for Multivariate Problems) Suppose that the prob-

lem of maximizing (7.25) subject to (7.26) and (7.27), with f and G continuously differentiable,

has an interior continuous solution (x̂(t), ŷ(t)) ∈ Int X × Y. Let H(t, x, y, λ) be given by

H(t, x, y, λ) ≡ f (t, x(t), y(t)) + λ(t) . G(t, x(t), y(t)), (7.28)

where λ(t) ∈ RKx (and λ.G denotes the inner product of the vectors λ and G). Then the

optimal control ŷ(t) and the corresponding path of the state variable x(t) satisfy the following

necessary conditions:

DyH(t, x̂(t), ŷ(t), λ(t)) = 0 for all t ∈ [0, t1], (7.29)

λ̇(t) = −DxH(t, x̂(t), ŷ(t), λ(t)) for all t ∈ [0, t1], (7.30)

and

ẋ(t) = DλH(t, x̂(t), ŷ(t), λ(t)) for all t ∈ [0, t1], x(0) = x0, and λ(t1) = 0. (7.31)

Proof. See Exercise 7.11.
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Note also that various conditions in this theorem, or equivalently in the one-dimensional

Theorem 7.4, can be relaxed further. For example, the requirement that (x̂(t), ŷ(t)) ∈ Int X × Y

is not necessary, and when either the state or the control variables take boundary values,

there may be jumps in the control variables and the Hamiltonian may not be differentiable

everywhere (see below). These possibilities can be incorporated by allowing ŷ(t) to be only

piecewise continuous. Since in most economic applications both state and control variables are

interior and the corresponding Hamiltonian is differentiable everywhere, the form of Theorem

7.7 stated here is sufficient for most problems of interest.

The sufficiency conditions provided above also have straightforward generalizations, which

are presented next.

Theorem 7.8 (Sufficiency Conditions For Multivariate Problems) Consider the prob-

lem of maximizing (7.25) subject to (7.26) and (7.27), with f and G continuously differentiable.

Define H(t, x, y, λ) as in (7.28), and suppose that an interior continuous pair (x̂(t), ŷ(t)) ∈
Int X × Y satisfies (7.29)–(7.31). If X is convex and M(t, x, λ) ≡ maxy(t)∈Y H(t, x, y, λ) is

concave in x ∈X for all t ∈ [0, t1], then the pair (x̂(t), ŷ(t)) achieves the global maximum of

(7.25). Moreover, if M(t, x, λ) is strictly concave in x, then the pair (x̂(t), ŷ(t)) is the unique

solution to (7.25).

Proof. See Exercise 7.12.

7.2.3 Limitations

The limitations of the results presented so far are obvious. First, the existence of a continuous

and interior solution to the optimal control problem has been assumed. Second, and equally

important, the analysis has focused on the finite-horizon case, whereas the study of growth

models requires us to solve infinite-horizon problems. To deal with both of these issues, we

need to look at the more modern theory of optimal control. This is done in the next section.

7.3 Infinite-Horizon Optimal Control

The results presented so far are most useful in developing an intuition for how dynamic

optimization in continuous time works. While some problems in economics require finite-

horizon optimal control, most economic problems—including almost all growth models—are

more naturally formulated as infinite-horizon problems. This is obvious in the context of

economic growth, but is also the case in repeated games, political economy, or industrial

organization, where even though individuals may have finite expected lives, the end date of the

game or of their lives may be uncertain. For this reason, the canonical model of optimization

in economic problems is the infinite-horizon one. In this section, I provide necessary and

sufficient conditions for optimality in infinite-horizon optimal control problems. Since these

are the results that are most often used in economic applications, I simplify the exposition

and state these results for the case in which both the state and the control variables are one

dimensional. The more general, multivariate case is discussed in Section 7.6, when I return to

the issue of existence of solutions and to the properties of the value functions.

7.3.1 The Basic Problem: Necessary and Sufficient Conditions

Let us focus on infinite-horizon control with a single control and a single state variable. For

reasons that will be explained below, it is useful to generalize the terminal value constraint
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on the state variable. For this purpose, throughout this chapter, let b :R+→R+, such that

limt→∞ b(t) exists and satisfies limt→∞ b(t) < ∞. Then the terminal value condition on the

state variable is specified as limt→∞ b(t)x(t) ≥ x1 for some x1 ∈R. The special case where

b(t) = 1 (for all t) gives us the terminal value constraint as limt→∞ x(t) ≥ x1 and is sufficient

in many applications. But for the analysis of competitive equilibrium in continuous time, we

need a terminal value constraint of the form limt→∞ b(t)x(t) ≥ x1. Using the same notation

as above, the infinite-horizon optimal control problem is

max
x(t),y(t)

W(x(t), y(t)) ≡

∫ ∞

0

f (t, x(t), y(t))dt (7.32)

subject to

ẋ(t) = g(t, x(t), y(t)), (7.33)

and

x(t) ∈ X, and y(t) ∈ Y for all t , x(0) = x0 and lim
t→∞

b(t)x(t) ≥ x1, (7.34)

with again f :R×R×R→R and g :R×R×R→R.

The main difference is that now time runs to infinity. Note also that this problem allows for

an implicit choice over the endpoint x1, since there is no terminal date. The last part of (7.34)

imposes a lower bound on this endpoint. Notice that X and Y need not be bounded sets, so that

the results developed here can be applied to endogenous growth models.

An admissible pair (x(t), y(t)) is defined in the same way as above, except that y(t) can

now be a piecewise continuous function (recall also footnote 2). Since x(t) is given by a

continuous differential equation, when y(t) is continuous, x(t) will be differentiable. When

y(t) is piecewise continuous, x(t) will be continuous and differentiable almost everywhere.

There are additional technical difficulties when dealing with the infinite-horizon case, which

are similar to those in the discrete-time analysis. Primary among those is the fact that the value

of the functional in (7.32) may not be finite. These issues are dealt with in Section 7.6.

Before stating the more general version of the Maximum Principle relevant for infinite-

horizon problems, recall that the Hamiltonian is defined by (7.16), with the only difference

being that the horizon is now infinite. In addition, let us define the value function, which is

the analogue of the value function in discrete-time dynamic programming introduced in the

previous chapter:

V (t0, x(t0)) = sup
(x(t),y(t))∈X×Y

∫ ∞

t0

f (t, x(t), y(t))dt (7.35)

subject to ẋ(t) = g(t, x(t), y(t)) and lim
t→∞

b(t)x(t) ≥ x1.

In words, V (t0, x(t0)) gives the optimal value of the dynamic maximization problem starting

at time t0 with state variable x(t0). Clearly,

V (t0, x(t0)) ≥

∫ ∞

t0

f (t, x(t), y(t))dt for any admissible pair (x(t), y(t)). (7.36)

Our focus throughout is on problems where there exist admissible pairs (x̂(t), ŷ(t)) that reach

V (t0, x(t0)) < ∞ (see Theorem 7.15 below for sufficient conditions). When (x̂(t), ŷ(t)) is

such a pair, then

V (t0, x(t0)) =

∫ ∞

t0

f (t, x̂(t), ŷ(t))dt. (7.37)
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Our first result is a weaker version of the Principle of Optimality, which we encountered in

the context of discrete-time dynamic programming in the previous chapter.

Lemma 7.1 (Principle of Optimality) Suppose that the pair (x̂(t), ŷ(t)) is a solution to

(7.32) subject to (7.33) and (7.34), that is, it reaches the maximum value V (t0, x(t0)). Then

V (t0, x(t0)) =

∫ t1

t0

f (t, x̂(t), ŷ(t))dt + V (t1, x̂(t1)) (7.38)

for all t1 ≥ t0.

Proof. We have

V (t0, x(t0)) =

∫ ∞

t0

f (t, x̂(t), ŷ(t))dt

=

∫ t1

t0

f (t, x̂(t), ŷ(t))dt +

∫ ∞

t1

f (t, x̂(t), ŷ(t))dt.

The proof is completed if V (t1, x̂(t1)) =
∫ ∞
t1

f (t, x̂(t), ŷ(t))dt . By definition V (t1, x̂(t1)) ≥
∫ ∞
t1

f (t, x(t), y(t))dt for all admissible (x(t), y(t)). Thus this equality can only fail if

V (t1, x̂(t1)) >

∫ ∞

t1

f (t, x̂(t), ŷ(t))dt.

To obtain a contradiction, suppose that this inequality is true. Then there must exist an

admissible pair (x̃(t), ỹ(t)) from t1 onward with x̃(t1) = x̂(t1) such that

∫ ∞

t1

f (t, x̃(t), ỹ(t))dt >

∫ ∞

t1

f (t, x̂(t), ŷ(t))dt.

Then construct the pair (x(t), y(t)) such that (x(t), y(t)) = (x̂(t), ŷ(t)) for all t ∈ [t0, t1] and

(x(t), y(t)) = (x̃(t), ỹ(t)) for all t ≥ t1. Since (x̃(t), ỹ(t)) is admissible from t1 onward with

x̃(t1) = x̂(t1), (x(t), y(t)) is admissible, and moreover

∫ ∞

t0

f (t, x(t), y(t))dt =

∫ t1

t0

f (t, x(t), y(t))dt +

∫ ∞

t1

f (t, x(t), y(t))dt

=

∫ t1

t0

f (t, x̂(t), ŷ(t))dt +

∫ ∞

t1

f (t, x̃(t), ỹ(t))dt

>

∫ t1

t0

f (t, x̂(t), ŷ(t))dt +

∫ ∞

t1

f (t, x̂(t), ŷ(t))dt

=

∫ ∞

t0

f (t, x̂(t), ŷ(t))dt

= V (t0, x(t0)),

which contradicts (7.36), establishing that V (t1, x̂(t1)) =
∫ ∞
t1

f (t, x̂(t), ŷ(t))dt and thus

(7.38).
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Two features in this version of the Principle of Optimality are noteworthy. First, in contrast

to the similar equation (6.3) in the previous chapter, it may appear that there is no discounting

in (7.38). This is not the case, since the discounting is embedded in the instantaneous payoff

function f and is thus implicit in V (t1, x̂(t1)). Second, Lemma 7.1 may appear to contradict the

discussion of time consistency in Chapter 5, since this lemma is stated without additional as-

sumptions that ensure time consistency. The important point here is that in the time-consistency

discussion, the decision maker considered updating his or her continuation plan from t1 onward

at date t1. In contrast, Lemma 7.1 considers the optimality of the plan after t1 at time t0. The

issue of time consistency, that is, whether the individual would like to change his or her plan

at date t1, is discussed further in Exercise 7.22.

I next state the main result on necessary conditions for infinite-horizon optimal control

problems. In this theorem, I also slightly relax the assumption that the optimal control ŷ(t) is

continuous.

Theorem 7.9 (Infinite-Horizon Maximum Principle) Suppose that the problem of max-

imizing (7.32) subject to (7.33) and (7.34), with f and g continuously differentiable, has a

piecewise continuous interior solution (x̂(t), ŷ(t)) ∈ Int X × Y. Let H(t, x, y, λ) be as de-

fined in (7.16). Then given (x̂(t), ŷ(t)), the Hamiltonian H(t, x, y, λ) satisfies the Maximum

Principle

H(t, x̂(t), ŷ(t), λ(t)) ≥ H(t, x̂(t), y(t), λ(t))

for all y(t) ∈ Y and for all t ∈R. Moreover, for all t ∈R+ for which ŷ(t) is continuous, the

following necessary conditions are satisfied:

Hy(t, x̂(t), ŷ(t), λ(t)) = 0, (7.39)

λ̇(t) = −Hx(t, x̂(t), ŷ(t), λ(t)), (7.40)

and

ẋ(t) = Hλ(t, x̂(t), ŷ(t), λ(t)), with x(0) = x0 and lim
t→∞

b(t)x(t) ≥ x1. (7.41)

The proof of this theorem is relatively long and is provided later in this section. For now,

notice that when a solution of the specified form exists, it satisfies the Maximum Principle.

Thus in some ways Theorem 7.9 can be viewed as stronger than the theorems presented

in the previous chapter, especially since it does not impose compactness-type conditions.

Nevertheless, this theorem only applies when the maximization problem has a piecewise

continuous solution ŷ(t). In addition, Theorem 7.9 states that if the optimal control, ŷ(t), is a

continuous function of time, conditions (7.39)–(7.41) are satisfied everywhere. Since ŷ(t) is a

piecewise continuous function, the optimal control may include discontinuities, but these will

be relatively rare—in particular, it will be continuous “most of the time.” The added generality

of allowing discontinuities is somewhat superfluous in most economic applications, because

economic problems often have enough structure to ensure that ŷ(t) is indeed a continuous

function of t . Consequently, in most economic problems (and in all models studied in this

book) it is sufficient to focus on the necessary conditions (7.39)–(7.41).

The necessary conditions in Theorem 7.9 can also be expressed in the form of the so-called

Hamilton-Jacobi-Bellman (HJB) equation, which is analogous to the dynamic programming

formulation in the previous chapter.
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Theorem 7.10 (Hamilton-Jacobi-Bellman Equation) Let V (t, x) be as defined in

(7.35), and suppose that the hypotheses in Theorem 7.9 hold. Then when V (t, x) is differ-

entiable in (t, x), the optimal pair (x̂(t), ŷ(t)) satisfies the HJB equation:

f (t, x̂(t), ŷ(t)) +
∂V (t, x̂(t))

∂t
+

∂V (t, x̂(t))

∂x
g(t, x̂(t), ŷ(t)) = 0 (7.42)

for all t ∈R.

Proof. From Lemma 7.1, for the optimal pair (x̂(t), ŷ(t)), we have

V (t0, x0) =

∫ t

t0

f (s, x̂(s), ŷ(s))ds + V (t, x̂(t))

for all t . Differentiating this equation with respect to t and using the differentiability of V and

Leibniz’s Rule (Theorem B.4) yields

f (t, x̂(t), ŷ(t)) +
∂V (t, x̂(t))

∂t
+

∂V (t, x̂(t))

∂x
ẋ(t) = 0 for all t ≥ t0.

Setting ẋ(t) = g(t, x̂(t), ŷ(t)) gives (7.42).

The HJB equation is useful for providing an intuition for the Maximum Principle. More

importantly, it is used directly in many economic models, including the endogenous technology

models studied in Part IV.

A few important features of the HJB equation are worth noting. First, given the continuous

differentiability of f and g, the assumption that V (t, x) is differentiable is not very restrictive,

though it is not always satisfied. From (7.35), when ŷ(t) is continuous and g(t, x, y) is

differentiable in t , V (t, x) will also be differentiable in t . Moreover, an Envelope Theorem–

type argument also implies that when ŷ(t) is continuous, V (t, x) should also be differentiable

in x (the differentiability of V (t, x) in x can also be established directly; see Theorem 7.17

below). Second, (7.42) is a partial differential equation, since it features the derivative of V with

respect to both time and the state variable x. Third, this partial differential equation also has a

similarity to the Euler equation derived in the context of discrete-time dynamic programming.

In particular, recall that the simplest Euler equation, (6.28) in the previous chapter, required

the current gain from increasing the control variable to be equal to the discounted loss of value.

The HJB equation has a similar interpretation, with the first term corresponding to the current

gain and the last term to the potential discounted loss of value. The second term results from

the fact that the maximized value can also change over time.

7.3.2 Heuristic Derivation of the Stationary HJB Equation

Given its prominent role in dynamic economic analysis, it is useful to provide an alternative

heuristic derivation of the HJB equation. For this purpose, let us focus on the simpler stationary

version of the HJB equation. This stationary version applies to exponentially discounted

maximization problems with time-autonomous constraints (see, e.g., Section 7.7). Briefly,

in these problems f (t, x(t), y(t)) = exp(−ρt)f (x(t), y(t)), and the law of motion of the

state variable is given by an autonomous differential equation, that is, g(t, x(t), y(t)) =
g(x(t), y(t)). In this case, one can easily verify that if an admissible pair (x̂(t), ŷ(t))t≥0 is

optimal starting at t = 0 with initial condition x(0) = x0, then it is also optimal starting at s > 0,

starting with the same initial condition; that is, (x̂(t), ŷ(t))t≥s is optimal for the problem with
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initial condition x(s) = x0 (see Exercise 7.16). In view of this, let us define v(x) ≡ V (0, x).

Since (x̂(t), ŷ(t)) is an optimal plan regardless of the starting date, we have

V (t, x(t)) = exp(−ρt)v(x(t)) for all t. (7.43)

Then by definition,

∂V (t, x(t))

∂t
= −ρ exp(−ρt)v(x(t)).

Moreover, let

v̇(x(t)) ≡ dV (t, x(t))/dt = (∂V (t, x(t))/∂x)ẋ(t)

be the change in the function v over time (which only results from the change in the state

variable x(t), since V does not directly depend on t). Substituting these expressions into (7.42)

and noting that ẋ(t) = g(x̂(t), ŷ(t)), we obtain the stationary form of the Hamilton-Jacobi-

Bellman equation:

ρv(x̂(t)) = f (x̂(t), ŷ(t)) + v̇(x̂(t)). (7.44)

This stationary HJB equation is widely used in dynamic economic analysis and can be inter-

preted as a “no-arbitrage asset value equation” (see Section 7.3.4). The following heuristic

argument not only shows how this equation is derived, but also provides a further intuition.

Heuristic Derivation of the Stationary HJB equation (7.44): Consider the discounted

infinite-horizon problem described above and suppose that the admissible pair (x̂(t), ŷ(t)) is

optimal starting at t = 0 with initial condition x(0). Recall that the value function starting at

x(0) is defined as

v(x(0)) ≡

∫ ∞

0

exp(−ρt)f (x̂(t), ŷ(t))dt,

with x̂(0) = x(0). Now for a time interval �t > 0, we have

v(x(0)) =

∫ �t

0

exp(−ρt)f (x̂(t), ŷ(t))dt +

∫ ∞

�t

exp(−ρt)f (x̂(t), ŷ(t))dt,

= f ((x̂(0), ŷ(0)))�t + o(�t) +

∫ ∞

�t

exp(−ρt)f (x̂(t), ŷ(t))dt,

where the second line approximates
∫ �t

0
exp(−ρt)f (x̂(t), ŷ(t))dt with f (x̂(0), ŷ(0))�t ,

and o(�t) is the residual from this approximation (which results from ignoring both the

fact that there is discounting between 0 and �t and that (x̂(t), ŷ(t)) is not necessarily

equal to (x̂(0), ŷ(0)) for all t ∈ [0, �t]). The o(�t) term is second order in the sense that

lim�t→0 o(�t)/�t = 0. Therefore, as �t → 0, this term vanishes faster than the rate at which

�t approaches 0. Next, using (7.43),

v(x(0)) = f (x̂(0), ŷ(0))�t + o(�t) + exp(−ρ�t)v(x̂(�t)).

Subtracting v(x̂(�t)) from both sides and dividing both sides by �t yields

v(x̂(0)) − v(x̂(�t))

�t
= f (x̂(0), ŷ(0)) +

o(�t)

�t
+

exp(−ρ�t) − 1

�t
v(x̂(�t)). (7.45)
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Next take the limit as �t → 0. Under the assumption that v(x) is differentiable at x(0), the

left-hand side becomes −v̇(x̂(0)). The first term on the right-hand side does not depend on �t ,

so it remains unaltered. The second term vanishes by definition. The limit of the third term can

be written as

lim
�t→0

exp(−ρ�t) − 1

�t
× lim

�t→0
v(x̂(�t)) = −ρv(x̂(0)).

This follows because exp(−ρ × 0) = 1 and thus as �t → 0, the expression (exp(−ρ�t) −
1)/�t = (exp(−ρ�t) − exp(−ρ × 0))/�t is simply the derivative of exp(−ρt) at t = 0.

Substituting these terms into (7.45) gives

−v̇(x̂(0)) = f (x̂(0), ŷ(0)) − ρv(x̂(0)).

Rearranging, this equation is identical to (7.44).

7.3.3 Transversality Condition and Sufficiency

Since there is no terminal value constraint of the form x(t1) = x1 in Theorem 7.9, we may

expect that there should be a transversality condition similar to the condition that λ(t1) = 0 in

Theorem 7.1. For example, we may be tempted to impose a transversality condition of the form

limt→∞ λ(t) = 0, which is a generalization of the condition that λ(t1) = 0 in Theorem 7.1 to

an infinite horizon. But this is not in general the case. An alternative transversality condition is

lim
t→∞

H(t, x̂(t), ŷ(t), λ(t)) = 0, (7.46)

but (7.46) is not always easy to check. Stronger transversality conditions apply when we put

more structure on the problem (see Section 7.4). Before presenting these results, it is useful to

state the following generalization of the sufficiency theorem to the infinite-horizon case.

Theorem 7.11 (Sufficiency Conditions for Infinite-Horizon Optimal Control) Con-

sider the problem of maximizing (7.32) subject to (7.33) and (7.34), with f and g con-

tinuously differentiable. Define H(t, x, y, λ) as in (7.16), and suppose that an admissible

pair (x̂(t), ŷ(t)) satisfies (7.39)–(7.41). Given the resulting costate variable λ(t), define

M(t, x, λ) ≡ maxy(t)∈Y(t) H(t, x, y, λ) as in (7.20). If X is a convex set, M(t, x, λ) is con-

cave in x ∈ X for all t and limt→∞ λ(t)(x̂(t) − x̃(t)) ≤ 0 for all x̃(t) implied by an admissible

control path ỹ(t), then the pair (x̂(t), ŷ(t)) achieves the global maximum of (7.32). Moreover,

if M(t, x, λ) is strictly concave in x, then (x̂(t), ŷ(t)) is the unique solution to (7.32).

Proof. See Exercise 7.13.

This sufficiency result involves the difficult-to-check condition limt→∞ λ(t)(x(t) − x̃(t)) ≤
0 for all x̃(t) (i.e., for all x̃(t) implied by an admissible control path ỹ(t)). When we impose

the appropriate transversality condition, sufficiency becomes much more straightforward to

verify.

7.3.4 Economic Intuition

The Maximum Principle is not only a powerful mathematical tool, but from an economic point

of view, it is the right tool, because it captures the essential economic intuition of dynamic

economic problems. In this section, I provide two different and complementary economic

intuitions for the Maximum Principle. One of them is based on the original form as stated in
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Theorem 7.4 or Theorem 7.9, while the other is based on the dynamic programming (HJB)

version provided in Theorem 7.10.

To obtain the first intuition, consider the problem of maximizing

∫ t1

0

H(t, x̂(t), y(t), λ(t))dt =

∫ t1

0

[f (t, x̂(t), y(t)) + λ(t)g(t, x̂(t), y(t))]dt (7.47)

with respect to the entire function y(t) for given λ(t) and x̂(t), where t1 can be finite or equal

to +∞. The condition Hy(t, x̂(t), y(t), λ(t)) = 0 would then be a necessary condition for this

alternative maximization problem. Therefore the Maximum Principle (implicitly) involves the

maximization of the sum of the original maximand
∫ t1

0 f (t, x̂(t), y(t))dt plus an additional

term
∫ t1

0 λ(t)g(t, x̂(t), y(t))dt . Understanding the reason for this provides much of the intuition

for the Maximum Principle.

First recall that V (t, x̂(t)) is defined in (7.38) as the value of starting at time t with state

variable x̂(t) and pursuing the optimal policy from then on. Thus an Envelope Theorem–type

argument implies that

λ(t) =
∂V (t, x̂(t))

∂x
.

That is, λ(t) measures the impact of a small increase in x on the optimal value of the program

(see (7.55) in the next section). Consequently, similar to the Lagrange multipliers in the theory

of constrained optimization, λ(t) is the (shadow) value of relaxing the constraint (7.33) by

increasing the value of x(t) at time t .8 Moreover, recall that ẋ(t) = g(t, x̂(t), y(t)), so that the

second term in the Hamiltonian is equal to
∫ t1

0 λ(t)ẋ(t)dt . This term is the shadow value of

x(t) at time t and the increase in the stock of x(t) at this point. Moreover, recall that x(t) is

the state variable; thus we can think of it as a “stock” variable in contrast to the control y(t),

which corresponds to a “flow” variable.

Therefore, maximizing (7.47) is equivalent to maximizing instantaneous returns as given by

the function f (t, x̂(t), y(t)), plus the value of stock of x(t), as given by λ(t), times the increase

in the stock, ẋ(t). Thus the essence of the Maximum Principle is to maximize the flow return

plus the value of the current stock of the state variable. This stock-flow type maximization has

a clear economic logic.

Let us next turn to the interpretation of the costate equation,

λ̇(t) = −Hx(t, x̂(t), ŷ(t), λ(t))

= −fx(t, x̂(t), ŷ(t)) − λ(t)gx(t, x̂(t), ŷ(t)).

This equation is also intuitive. Since λ(t) is the value of the stock of the state variable x(t), λ̇(t)

is the appreciation in this stock variable. A small increase in x changes the current flow return

plus the value of the stock by the amount Hx, but it also affects the value of the stock by the

amount λ̇(t). The Maximum Principle states that this gain should be equal to the depreciation in

the value of the stock, −λ̇(t), since otherwise it would be possible to change x(t) and increase

the value of (7.47).

The second and complementary intuition for the Maximum Principle comes from the HJB

equation (7.42) in Theorem 7.10. In particular, let us consider the exponentially discounted

8. Here I am using the language of “relaxing the constraint,” implicitly presuming that a high value of x(t)

contributes to increasing the value of the objective function. This usage simplifies terminology, but it is not

necessary for any of the arguments, since λ(t) can be negative.
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problem discussed above (and in greater detail in Section 7.5). Recall that in this case, the

stationary form of the HJB equation is

ρv(x̂(t)) = f (x̂(t), ŷ(t)) + v̇(x̂(t)), (7.48)

where v depends only on the state variable x and not directly on time. This widely used equation

(or in fact the HJB equation (7.42) more generally) can be interpreted as a no-arbitrage asset

value equation. Intuitively, we can think of v as the value of an asset traded in the stock market

and ρ as the required rate of return for (a large number of ) investors. When will investors be

happy to hold this asset? Loosely speaking, they will do so when the asset pays out at least the

required rate of return. In contrast, if the asset pays out more than the required rate of return,

there will be excess demand for it from the investors until its value adjusts so that its rate of

return becomes equal to the required rate of return. Therefore we can think of the return on

this asset in equilibrium as being equal to the required rate of return ρ. The return on the assets

come from two sources. The first is dividends, that is, current returns paid out to investors.

In the current context, this corresponds to the flow payoff f (x̂(t), ŷ(t)). If this dividend were

constant and equal to d and there were no other returns, then the no-arbitrage condition would

imply v = d/ρ or ρv = d . The second source of returns from holding an asset comes from

capital gains or losses (appreciation or depreciation of the asset). In the current context, this is

equal to v̇. Therefore, instead of ρv = d , the no-arbitrage condition becomes

ρv(x) = d + v̇(x).

Thus at an intuitive level, the Maximum Principle (for stationary problems) amounts to

requiring that the maximized value of the dynamic maximization program, v(x), and its rate

of change, v̇(x), should be consistent with this no-arbitrage condition.

7.3.5 Proof of Theorem 7.9*

In this section, I provide a sketch of the proof of Theorem 7.9. A fully rigorous proof of Theorem

7.9 is quite long and involved. It can be found in a number of sources mentioned in Section 7.10.

The version provided here contains all the basic ideas but is stated under the assumption that

V (t, x) is twice differentiable in t and x. The assumption that V (t, x) is differentiable in t

and x is not particularly restrictive, and Theorem 7.17 provides sufficient conditions for this to

be the case. Nevertheless, the additional assumption that it is twice differentiable is somewhat

more stringent.

The main idea of the proof is due to Pontryagin and coauthors. Instead of smooth variations

from the optimal pair (x̂(t), ŷ(t)), the method of proof considers needle-like variations, that is,

piecewise continuous paths for the control variable that can deviate from the optimal control

path by an arbitrary amount for a small interval of time.

Sketch of Proof of Theorem 7.9. Suppose that the admissible pair (x̂(t), ŷ(t)), with

ŷ(t) ∈ Int Y and x̂(t) ∈ Int X, is a solution and attains the maximal value V (0, x0). Take an

arbitrary t0 ∈R+. Construct the following perturbation: yδ(t) = ŷ(t) for all t ∈ [0, t0) and for

δ ∈R and some sufficiently small �t , yδ(t) = δ for t ∈ [t0, t0 + �t] for all t ∈ [t0, t0 + �t].

Moreover, let yδ(t) for t ≥ t0 + �t be the optimal control for V (t0 + �t, xδ(t0 + �t)), where

xδ(t) is the value of the state variable resulting from the perturbed control yδ, with xδ(t0 + �t)

being the value at time t0 + �t . Note that by construction, xδ(t0) = x̂(t0) (since yδ(t) = ŷ(t)

for all t ∈ [0, t0]).
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Since the pair (x̂(t), ŷ(t)) is optimal, it follows that

V (t0, x̂(t0)) =

∫ ∞

t0

f (t, x̂(t), ŷ(t))dt

≥

∫ ∞

t0

f (t, xδ(t), yδ(t))dt

=

∫ t0+�t

t0

f (t, xδ(t), yδ(t))dt + V (t0 + �t, xδ(t0 + �t)),

where the last equality uses the fact that the admissible pair (xδ(t), yδ(t)) is optimal starting

with state variable xδ(t0 + �t) at time t0 + �t . Rearranging terms and dividing by �t yields

V (t0 + �t, xδ(t0 + �t)) − V (t0, x̂(t0))

�t
≤ −

∫ t0+�t

t0
f (t, xδ(t), yδ(t))dt

�t
(7.49)

for all �t > 0. Now take limits as �t → 0, and note that xδ(t0) = x̂(t0) and that

lim
�t→0

∫ t0+�t

t0
f (t, xδ(t), yδ(t))dt

�t
= f (t0, xδ(t0), yδ(t0)). (7.50)

Moreover, let T ⊂ R+ be the set of points where the optimal control ŷ(t) is a continuous

function of time. Note that T is a dense subset of R+, since ŷ(t) is a piecewise continuous

function. Let us now take V to be a differentiable function of time at all t ∈ T, so that

lim
�t→0

V (t0 + �t, xδ(t0 + �t)) − V (t0, x̂(t0))

�t

=
∂V (t0, xδ(t0))

∂t
+

∂V (t0, xδ(t0))

∂x
ẋδ(t0)

=
∂V (t0, xδ(t0))

∂t
+

∂V (t0, xδ(t0))

∂x
g(t0, xδ(t0), yδ(t0)),

(7.51)

where the second line uses the fact that ẋδ(t) = g(t, xδ(t), yδ(t)) from (7.33) given the control

yδ. Combining (7.49)–(7.51), we have

f (t0, xδ(t0), yδ(t0)) +
∂V (t0, xδ(t0))

∂t
+

∂V (t0, xδ(t0))

∂x
g(t0, xδ(t0), yδ(t0)) ≤ 0 (7.52)

for all t0 ∈ T (which correspond to points of continuity of ŷ(t)) and for all admissible pertur-

bation pairs (xδ(t), yδ(t)). Moreover, using Lemma 7.1 (or the same argument as in the proof

of Theorem 7.10), we have that for all t0 ∈ T,

f (t0, x̂(t0), ŷ(t0)) +
∂V (t0, x̂(t0))

∂t
+

∂V (t0, x̂(t0))

∂x
g(t0, x̂(t0), ŷ(t0)) = 0. (7.53)

Combining (7.52) with (7.53) and using the fact that xδ(t0) = x̂(t0), we have

f (t0, x̂(t0), ŷ(t0)) +
∂V (t0, x̂(t0))

∂x
g(t0, x̂(t0), ŷ(t0)) ≥

f (t0, xδ(t0), yδ(t0)) +
∂V (t0, x̂(t0))

∂x
g(t0, xδ(t0), yδ(t0))

(7.54)
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for all t0 ∈ T and for all admissible perturbation pairs (xδ(t), yδ(t)). Now defining

λ(t0) ≡
∂V (t0, x̂(t0))

∂x
, (7.55)

inequality (7.54) can be written as

f (t0, x̂(t0), ŷ(t0)) + λ(t0)g(t0, x̂(t0), ŷ(t0)) ≥ f (t0, xδ(t0), yδ(t0)) + λ(t0)g(t0, xδ(t0), yδ(t0))

or equivalently as

H(t0, x̂(t0), ŷ(t0)) ≥ H(t0, x̂(t0), yδ(t0)) for all admissible yδ(t0).

Since t0 was arbitrary, we have

H(t, x̂(t), ŷ(t)) ≥ max
y

H(t, x̂(t), y) for all t ,

establishing the Maximum Principle.

The necessary condition (7.39) directly follows from the Maximum Principle together with

the fact that H is differentiable in x and y (because f and g are differentiable in x and

y). Condition (7.41) holds because (x̂(t), ŷ(t)) is admissible. Finally, (7.40) follows from

differentiating (7.53) with respect to x at all points of continuity of ŷ(t), which gives

∂f (t, x̂(t), ŷ(t))

∂x
+

∂2V (t, x̂(t))

∂t∂x

+
∂2V (t, x̂(t))

∂x2
g(t, x̂(t), ŷ(t)) +

∂V (t, x̂(t))

∂x

∂g(t, x̂(t), ŷ(t))

∂x
= 0

for all t ∈ T . Using the definition of the Hamiltonian, this expression implies (7.40) and

completes the proof.

7.4 More on Transversality Conditions

Let us next turn to a more detailed discussion of the boundary conditions at infinity in

infinite-horizon maximization problems. As in discrete-time optimization problems, these

limiting boundary conditions are referred to as “transversality conditions.” As mentioned in

Section 7.3.3, a natural conjecture might be that, as in the finite-horizon case, the transversality

condition should be similar to that in Theorem 7.1, with t1 replaced with the limit of t → ∞, that

is, limt→∞ λ(t) = 0. The following example, which is very close to the original model studied

by Frank Ramsey in 1928, illustrates that this conjecture is not true. In particular, without

further assumptions, the valid transversality condition is given by the weaker condition (7.46).

Example 7.2 Consider the following problem without discounting:

max

∫ ∞

0

[log(c(t)) − log c∗]dt

subject to

k̇(t) = k(t)α − c(t) − δk(t),

k(0) = 1,
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and

lim
t→∞

k(t) ≥ 0,

where c∗ ≡ (k∗)α − δk∗ and k∗ ≡ (α/δ)1/(1−α). In other words, c∗ is the maximum level of

consumption that can be achieved in the steady state of this model, and k∗ is the corresponding

steady-state level of capital. This way of writing the objective function makes sure that the

integral converges and takes a finite value (since, for any ε > 0, c(t) cannot exceed c∗ + ε

forever).

The Hamiltonian is straightforward to construct; it does not explicitly depend on time and

takes the form

H(k, c, λ) = log c(t) − log c∗ + λ(t)[k(t)α − c(t) − δk(t)]

and implies the following necessary conditions:

Hc(k, c, λ) =
1

c(t)
− λ(t) = 0,

and

Hk(k, c, λ) = λ(t)[αk(t)α−1 − δ] = −λ̇(t).

It can be verified that any optimal path must feature c(t) → c∗ as t → ∞. This condition,

however, implies that

lim
t→∞

λ(t) =
1

c∗
> 0, and lim

t→∞
k(t) = k∗.

Now recall from Theorem 7.3 that the finite-horizon transversality condition in this case would

have been λ(t1)k(t1) = 0, whereas here limt→∞ λ(t)k(t) = k∗/c∗ > 0. Therefore the equivalent

of the finite-horizon transversality condition does not hold. It can be verified, however, that

along the optimal path the following condition holds instead:

lim
t→∞

H(k(t), c(t), λ(t)) = 0.

The next theorem shows that this equation is indeed one version of the transversality

condition for infinite-horizon optimization problems.

Theorem 7.12 (Transversality Condition for Infinite-Horizon Problems) Suppose

that the problem of maximizing (7.32) subject to (7.33) and (7.34), with f and g continuously

differentiable, has a piecewise continuous optimal control ŷ(t) ∈ Int Y(t) with a correspond-

ing path of state variable x̂(t) ∈ Int X(t). Let V (t, x(t)) be the value function defined in

(7.35). Suppose that V (t, x̂(t)) is differentiable in x and t for t sufficiently large and that

limt→∞ ∂V (t, x̂(t))/∂t = 0. Let H(t, x, y, λ) be given by (7.16). Then the pair (x̂(t), ŷ(t))

satisfies the necessary conditions (7.39)–(7.41) and the transversality condition

lim
t→∞

H(t, x̂(t), ŷ(t), λ(t)) = 0. (7.56)
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Proof. For t sufficiently large, V (t, x) is differentiable in t and x, thus ∂V (t, x̂(t))/∂x = λ(t)

(see (7.55)). Then the HJB equation (7.42) holds and implies

∂V (t, x̂(t))

∂t
+ f (t, x̂(t), ŷ(t)) + λ(t)g(t, x̂(t), ŷ(t)) = 0 for t large,

∂V (t, x̂(t))

∂t
+ H(t, x̂(t), ŷ(t), λ(t)) = 0 for t large.

(7.57)

Now take the limit as t → ∞. Since limt→∞ ∂V (t, x̂(t))/∂t = 0 by hypothesis, (7.57) then

implies (7.56).

As discussed in the previous chapter, the condition that limt→∞ V (t, x̂(t)) is finite is natural,

since economic problems in which agents reach infinite value are not relevant (and moreover,

if this limit were equal to infinity, there would typically be no pair (x(t), y(t)) reaching

this value). The hypothesis here, limt→∞ ∂V (t, x̂(t))/∂t = 0, is only slightly stronger than

assuming that limt→∞ V (t, x̂(t)) exists and is finite. It is again satisfied in almost all economic

problems and is satisfied in all models studied in this book. However, the transversality

condition (7.56) is not particularly convenient. In the next section, I present a stronger and

more useful version of this transversality condition that applies in the context of discounted

infinite-horizon problems.

Example 7.3 One of the important examples of infinite-horizon dynamic optimization prob-

lems is that of the optimal time path of consuming a nonrenewable resource. In particular,

imagine the problem of an infinitely-lived individual who has access to a nonrenewable or

exhaustible resource of size 1. The instantaneous utility of consuming a flow of resources y

is u(y), where u : [0, 1] →R is a strictly increasing, continuously differentiable, and strictly

concave function. The individual discounts the future exponentially with discount rate ρ > 0,

so that her objective function at time t = 0 is to maximize

∫ ∞

0

exp(−ρt)u(y(t))dt.

The constraint is that the remaining size of the resource at time t , x(t), evolves according to

ẋ(t) = −y(t),

which captures the fact that the resource is not renewable and becomes depleted as more of it

is consumed. Naturally, we also need that x(t) ≥ 0. The Hamiltonian takes the form

H(x(t), y(t), λ(t)) = exp(−ρt)u(y(t)) − λ(t)y(t).

Theorem 7.9 implies the following necessary conditions that an interior continuously differ-

entiable solution (x̂(t), ŷ(t)) to this problem must satisfy. There should exist a continuously

differentiable function λ(t) such that

u′(ŷ(t)) = exp(ρt)λ(t) (7.58)

and

λ̇(t) = 0. (7.59)

The second condition follows since neither the constraint nor the payoff function depends

on x(t). Now anticipating the results in the next section, let us define μ(t) ≡ exp(ρt)λ(t).
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Equation (7.58) then implies that μ(t) is the marginal value of the exhaustible resource at

time t . Differentiating the definition of μ(t) and using (7.59), we obtain the famous Hotelling

Rule for the exploitation of exhaustible resources:

μ̇(t)

μ(t)
= ρ.

This rule states that the optimal exploitation of an exhaustible resource involves its shadow

value increasing at the same rate as the discount rate. We can also obtain a more explicit

characterization of the time path of consumption y(t) from (7.58):

ŷ(t) = u′−1[exp(ρt)λ(0)],

where u′−1 [.] is the inverse function of u′, which exists and is strictly decreasing by virtue

of the fact that u is strictly concave (and naturally λ(0) = μ(0)). This equation immediately

implies that the amount of the resource consumed is monotonically decreasing over time. This

is economically intuitive: due to discounting, there is preference for early consumption, but the

entire resource is not consumed immediately, because there is also a preference for a smooth

consumption path (since u(.) is strictly concave).

Combining the previous equation with the resource constraint gives

ẋ(t) = −u′−1[exp(ρt)λ(0)].

Integrating this equation and using the terminal value constraint that x(0) = 1, we obtain

x̂(t) = 1 −

∫ t

0

u′−1[exp(ρs)λ(0)]ds.

Since along any optimal path, limt→∞ x̂(t) = 0, we also have

∫ ∞

0

u′−1[exp(ρs)λ(0)]ds = 1.

Therefore the initial value of the costate variable λ(0) must be chosen to satisfy this equation.

You are asked to verify that the transversality condition (7.56) is satisfied in this case in

Exercise 7.20.

7.5 Discounted Infinite-Horizon Optimal Control

Our main interest is in growth models in which the utility is discounted exponentially. Conse-

quently, economically interesting problems often take the following more specific form:

max
x(t),y(t)

W(x(t), y(t)) ≡

∫ ∞

0

exp(−ρt)f (x(t), y(t))dt, with ρ > 0, (7.60)

subject to

ẋ(t) = g(t, x(t), y(t)), (7.61)

and

x(t) ∈ Int X(t) and y(t) ∈ Int Y(t) for all t , x(0) = x0, and lim
t→∞

b(t)x(t) ≥ x1, (7.62)
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where recall again that b :R+→R+, and limt→∞ b(t) < ∞. Throughout, the assumption that

there is discounting, that is, ρ > 0, is implicit.

The special feature of this problem is that the payoff functionf depends on time only through

exponential discounting. The Hamiltonian in this case is

H(t, x(t), y(t), λ(t)) = exp(−ρt)f (x(t), y(t)) + λ(t)g(t, x(t), y(t))

= exp(−ρt)
[

f (x(t), y(t)) + μ(t)g(t, x(t), y(t))
]

,

where the second line uses the definition

μ(t) ≡ exp(ρt)λ(t). (7.63)

In fact, in this case, rather than working with the standard Hamiltonian, we can work with

the current-value Hamiltonian, defined as

Ĥ (t, x(t), y(t), μ(t)) ≡ f (x(t), y(t)) + μ(t)g(t, x(t), y(t)). (7.64)

When g(t, x(t), y(t)) is also an autonomous differential equation of the form g(x(t), y(t)), I

simplify the notation by writing Ĥ (x(t), y(t), μ(t)) instead of Ĥ (t, x(t), y(t), μ(t)).

The next result establishes the necessity of a stronger transversality condition under some

additional assumptions. These assumptions can be relaxed, though the result is simpler to

understand and prove under these assumptions, and they are typically met in economic appli-

cations. Throughout, f and g are continuously differentiable for all admissible (x(t), y(t))

(with derivatives denoted fx, fy, gx, and gy).

Assumption 7.1 In the maximization of (7.60) subject to (7.61) and (7.62),

1. f is weakly monotone in x and y, and g is weakly monotone in (t, x, y) (e.g., f could

be nondecreasing in x and nonincreasing in y, and so on);

2. there exists m > 0 such that
∣

∣gy(t, x(t), y(t))
∣

∣ ≥ m for all t and for all admissible pairs

(x(t), y(t)); and

3. there exists M < ∞ such that
∣

∣fy(x, y)
∣

∣ ≤ M for all x and y.

Theorem 7.13 (Maximum Principle for Discounted Infinite-Horizon Problems)
Suppose that the problem of maximizing (7.60) subject to (7.61) and (7.62), with f and

g continuously differentiable, has an interior piecewise continuous optimal control ŷ(t) ∈
Int Y(t) with corresponding state variable x̂(t) ∈ Int X(t). Let V (t, x(t)) be the value function

defined in (7.35). Suppose that V (t, x̂(t)) is differentiable in x and t for t sufficiently large, that

V (t, x̂(t)) exists and is finite for all t , and that limt→∞ ∂V (t, x̂(t))/∂t = 0. Let Ĥ (t, x, y, μ)

be the current-value Hamiltonian given by (7.64). Then except at points of discontinuity of

ŷ(t), the optimal control pair (x̂(t), ŷ(t)) satisfies the following necessary conditions:

Ĥy(t, x̂(t), ŷ(t), μ(t)) = 0 for all t ∈R+, (7.65)

ρμ(t) − μ̇(t) = Ĥx(t, x̂(t), ŷ(t), μ(t)) for all t ∈R+, (7.66)

and

ẋ(t) = Ĥμ(t, x̂(t), ŷ(t), μ(t)) for all t ∈R+, x(0) = x0, and lim
t→∞

b(t)x(t) ≥ x1, (7.67)
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and the transversality condition

lim
t→∞

[exp(−ρt)Ĥ (t, x̂(t), ŷ(t), μ(t))] = 0. (7.68)

Moreover, suppose that Assumption 7.1 holds and that either limt→∞ x̂(t) = x∗ ∈ R or

limt→∞ ẋ(t)/x̂(t) = χ ∈R. Then the transversality condition can be strengthened to

lim
t→∞

[

exp(−ρt)μ(t)x̂(t)
]

= 0. (7.69)

Proof. The necessary conditions (7.65)–(7.67) and the transversality condition (7.68) follow

by using the definition of the current-value Hamiltonian and from Theorem 7.12. They are left

as an exercise (see Exercise 7.14).

I only give the proof for the stronger transversality condition (7.69). The weaker transver-

sality condition (7.68) can be written as

lim
t→∞

[

exp(−ρt)f (x̂(t), ŷ(t)) + exp(−ρt)μ(t)g(t, x̂(t), ŷ(t))
]

= 0. (7.70)

Recall from (7.37) that

V (t, x̂(t)) =

∫ ∞

t

exp(−ρs)f (x̂(s), ŷ(s))ds.

Since limt→∞ V (t, x̂(t)) exists and is finite, the first term in (7.70) must be equal to zero.

Therefore

lim
t→∞

[

exp(−ρt)μ(t)g(t, x̂(t), ŷ(t))
]

= lim
t→∞

[

exp(−ρt)μ(t)ẋ(t)
]

= 0. (7.71)

In the rest of the proof, let lim stand for limt→∞.

I next present a result that is used in the rest of the proof. Recall the definition of a net from

Definition A.7. In view of this definition, the function [μ(t)]∞
t=0

can be viewed as a net and

denoted by {μ(t)}t∈R+
or simply by {μ(t)}. Then {μ(t)}t∈T for T ⊂R+ is a subnet of {μ(t)}.

Claim 7.1 The function (net) [μ(t)]∞
t=0

defined by (7.71) is bounded in the sense that there

exists B < ∞ such that |μ(t)| < B for all t .

Proof. Suppose, to obtain a contradiction, that {μ(t)} is not bounded. Then there exists a

subnet {μ(t)}t∈T limiting to +∞ or −∞ (for T ⊂R+). Since gy ≥ m > 0 or gy ≤ −m < 0

(see Assumption 7.1 parts 1 and 2), limt∈T μ(t)gy(t, x̂(t), ŷ(t)) = ±∞. But in this case,

(7.65) implies limt∈T fy(x̂(t), ŷ(t)) = ∓∞, which contradicts Assumption 7.1 part 3. This

establishes that {μ(t)} is bounded.

Now let us consider three cases, which together make up the proof of the result.

First, suppose that lim x̂(t) = x̂∗ ∈R. Taking limits in (7.65) yields

lim
[

fy(x̂(t), ŷ(t)) + μ(t)gy(t, x̂(t), ŷ(t))
]

= 0. (7.72)

Since lim x̂(t) = x̂∗ (and thus lim
∣

∣x̂(t)
∣

∣ =
∣

∣x̂∗
∣

∣), lim exp(−ρt) = 0, and |μ(t)| < B, we have

lim
[

exp(−ρt)μ(t)
∣

∣x̂(t)
∣

∣

]

≤ B lim
[

exp(−ρt)
∣

∣x̂(t)
∣

∣

]

= B
∣

∣x̂∗
∣

∣ lim exp(−ρt) = 0.

But in addition we have

lim
[

exp(−ρt)μ(t)
∣

∣x̂(t)
∣

∣

]

≥ −B lim
[

exp(−ρt)
∣

∣x̂(t)
∣

∣

]

= −B
∣

∣x̂∗
∣

∣ lim exp(−ρt) = 0.
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Therefore

lim
[

exp(−ρt)μ(t)
∣

∣x̂(t)
∣

∣

]

= lim
[

exp(−ρt)μ(t)x̂(t)
]

= 0,

establishing (7.69).

Second, suppose that limt→∞ ẋ(t)/x̂(t) = χ �= 0. Then for each ε ∈ (0, χ), there exists

T < ∞ such that for all t ≥ T ,

|ẋ(t)| ≥ |χ − ε|
∣

∣x̂(t)
∣

∣.

Multiplying both sides by
∣

∣exp(−ρt)μ(t)
∣

∣ and taking limits, we have

lim
∣

∣exp(−ρt)μ(t)
∣

∣ |ẋ(t)| ≥ lim
∣

∣exp(−ρt)μ(t)
∣

∣ |χ − ε|
∣

∣x̂(t)
∣

∣ ≥ 0. (7.73)

Since lim
∣

∣exp(−ρt)μ(t)
∣

∣ |ẋ(t)| = 0 from (7.71) (see Fact A.5(4)) and |χ − ε| > 0, both

inequalities in (7.73) must hold as equalities and therefore lim
[

exp(−ρt)μ(t)x̂(t)
]

= 0.

Third, consider the remaining case, where lim x̂(t) does not exist (may be equal to infinity)

and limt→∞ ẋ(t)/x̂(t) = 0. Then for any γ > 0 there exists T < ∞, such that
∣

∣ẋ(t)/x̂(t)
∣

∣ < γ

for all t ≥ T < ∞. Since ρ > 0, this implies that lim
∣

∣exp(−ρt)
∣

∣

∣

∣x̂(t)
∣

∣ = 0. Claim 7.1 again

implies that

0 = −B lim
[

exp(−ρt)μ(t)
∣

∣x̂(t)
∣

∣

]

≤ lim
[

exp(−ρt)μ(t)
∣

∣x̂(t)
∣

∣

]

≤ B lim
[

exp(−ρt)
∣

∣x̂(t)
∣

∣

]

= 0,

and thus lim
[

exp(−ρt)μ(t)x̂(t)
]

= 0, completing the proof.

The proof of Theorem 7.13 clarifies the importance of discounting. For example, neither

the key equation, (7.72), nor the argument in the second case in the proof apply without dis-

counting. Exercise 7.17 discusses how a similar result can be established without discounting

under stronger assumptions. Exercise 7.18 shows why Assumption 7.1 part 3 is necessary.

Notice that compared to the transversality condition in the finite-horizon case (e.g., Theorem

7.1), there is the additional term exp(−ρt) in (7.69). This is because the transversality condition

applies to the original costate variable λ(t) (i.e., limt→∞[λ(t)x(t)] = 0), and as shown above,

the current-value costate variable μ(t) is given by μ(t) = exp(ρt)λ(t). Note also that the

stronger transversality condition takes the form

lim
t→∞

[

exp(−ρt)μ(t)x̂(t)
]

= 0,

not simply limt→∞

[

exp(−ρt)μ(t)
]

= 0. Exercise 7.19 illustrates why.

It is important to emphasize that Theorem 7.13 only provides necessary conditions for

interior continuous solutions (with limt→∞ x̂(t) = x∗ or limt→∞ ẋ(t)/x̂(t) = χ). In this light,

(7.69) should be interpreted as a necessary transversality condition for such a solution. But

then (7.69) is neither sufficient nor necessary for a general solution (the solution may not be

interior or continuous). However the next theorem shows that under the appropriate concavity

conditions, (7.69) is also a sufficient transversality condition. It further shows that for such

concave problems, Assumption 7.1 or the limiting conditions in Theorem 7.13 are no longer

required. Therefore the next theorem is the most important result of this chapter and is used

repeatedly in applications.
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Theorem 7.14 (Sufficiency Conditions for Discounted Infinite-Horizon Problems)
Consider the problem of maximizing (7.60) subject to (7.61) and (7.62), with f and g

continuously differentiable. Define Ĥ (t, x, y, μ) as the current-value Hamiltonian as in

(7.64), and suppose that some ŷ(t) and the corresponding path of state variable x̂(t) sat-

isfy (7.65)–(7.68). Given the resulting current-value costate variable μ(t), define M(t, x, μ) ≡

maxy(t)∈Y(t) Ĥ (t, x, y, μ). Suppose that V (t, x̂(t)) exists and is finite for all t (where V (t, x(t))

is defined in (7.38)), that for any admissible pair (x(t), y(t)), limt→∞[exp(−ρt)μ(t)x(t)]≥ 0,

and that X(t) is convex and M(t, x, μ) is concave in x ∈ X(t) for all t . Then the pair

(x̂(t), ŷ(t)) achieves the global maximum of (7.60). Moreover, if M(t, x, μ) is strictly concave

in x, (x̂(t), ŷ(t)) is the unique solution to (7.60).

Proof. Consider (x̂(t), ŷ(t)) satisfying (7.65)–(7.68) and an arbitrary admissible pair

(x(t), y(t)). By the same argument as in the proof of Theorem 7.6, we have

M(t, x(t), μ(t)) ≤ M(t, x̂(t), μ(t)) + Mx(t, x̂(t), μ(t))(x(t) − x̂(t))

for all t ≥ 0. Multiplying by exp(−ρt) and integrating both sides over [0, ∞) yields

∫ ∞

0

exp(−ρt)M(t, x(t), μ(t))dt ≤

∫ ∞

0

exp(−ρt)M(t, x̂(t), μ(t))dt

+

∫ ∞

0

exp(−ρt)Mx(t, x̂(t), μ(t))(x(t) − x̂(t))dt.

Moreover,

Mx(t, x̂(t), μ(t)) = Ĥx(t, x̂(t), ŷ(t), μ(t)) = −μ̇(t).

Next, exploiting the definition of the maximized Hamiltonian yields

∫ ∞

0

exp(−ρt)M(t, x(t), μ(t))dt ≥ W(x(t), y(t)) +

∫ ∞

0

λ(t)g(t, x(t), y(t))dt,

and

∫ ∞

0

exp(−ρt)M(t, x̂(t), μ(t))dt = W(x̂(t), ŷ(t)) +

∫ ∞

0

λ(t)g(t, x̂(t), ŷ(t))dt,

where recall that λ(t) ≡ exp(−ρt)μ(t). Combining these equations, we have

W(x(t), y(t)) ≤ W(x̂(t), ŷ(t)) (7.74)

+

∫ ∞

0

λ(t)[g(t, x̂(t), ŷ(t)) − g(t, x(t), y(t))]dt

−

∫ ∞

0

λ̇(t)(x(t) − x̂(t))dt.

Integrating the last term in (7.74) by parts and recalling that x(0) = x̂(0) = x0, we obtain

∫ ∞

0

λ̇(t)(x(t) − x̂(t))dt = lim
t→∞

[

λ(t)(x(t) − x̂(t))
]

−

∫ ∞

0

λ(t)(ẋ(t) −
.
x̂(t))dt.
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In addition, from (7.68), we have

lim
t→∞

[

exp(−ρt)μ(t)x̂(t)
]

= lim
t→∞

[

λ(t)x̂(t)
]

= 0.

Moreover, by hypothesis, limt→∞ λ(t)x(t) ≥ 0, and thus

∫ ∞

0

λ̇(t)(x(t) − x̂(t))dt ≥ −

∫ ∞

0

λ(t)(ẋ(t) −
.
x̂(t))dt.

Combining this expression with (7.74) yields

W(x(t), y(t)) ≤ W(x̂(t), ŷ(t)) (7.75)

+

∫ ∞

0

λ(t)[g(t, x̂(t), ŷ(t)) − g(t, x(t), y(t))]dt

+

∫ ∞

0

λ(t)
[

ẋ(t) −
.
x̂(t)

]

dt.

By definition of the admissible pairs (x(t), y(t)) and (x̂(t), ŷ(t)),
.
x̂(t) = g(t, x̂(t), ŷ(t))

and ẋ(t) = g(t, x(t), y(t)). Thus (7.75) implies that W(x(t), y(t)) ≤ W(x̂(t), ŷ(t)) for any

admissible pair (x(t), y(t)), establishing the first part of the theorem.

If M is strictly concave in x, then the inequality in (7.75) is strict, and therefore the same

argument establishes W(x(t), y(t)) < W(x̂(t), ŷ(t)), and no other (x̂(t), ŷ(t)) could achieve

the same value, establishing the second part.

Theorem 7.14 is very useful and powerful. It states that, for a concave problem, an admissi-

ble pair (x̂(t), ŷ(t)) satisfying (7.65)–(7.67) as well as the transversality condition (7.68) neces-

sarily dominates any other admissible pair (x(t), y(t)) for which limt→∞[exp(−ρt)μ(t)x(t)]

≥ 0 (where μ(t) is the costate variable associated with the candidate solution (x̂(t), ŷ(t))). For

this sufficiency result, we do not need to check Assumption 7.1. Given this result, the following

strategy will be used in most problems:

1. Use the conditions in Theorem 7.13 to locate a candidate interior solution (x̂(t), ŷ(t))

satisfying (7.65)–(7.68).

2. Then verify the concavity conditions of Theorem 7.14 and simply check that

limt→∞[exp(−ρt)μ(t)x(t)] ≥ 0 for other admissible pairs (with μ(t) associated with

the candidate solution (x̂(t), ŷ(t))). If these conditions are satisfied, we will have char-

acterized a global maximum.

An important feature of this theorem and the strategy outlined here is that they can be

directly applied to unbounded problems (e.g., to endogenous growth models). Therefore, as

long as the conditions of Theorem 7.14 are satisfied, there is no need to make boundedness

assumptions on X or Y to characterize solutions to household utility maximization or optimal

growth problems. Recall, however, that throughout it is assumed that V (t, x̂(t)) exists and

is finite (for all t). When there exist admissible pairs (x(t), y(t)) that reach infinite value,

then the problem is not economically interesting, and the transversality condition ceases to be

meaningful (and is neither necessary nor sufficient for a solution).

Theorem 7.14 provides sufficient conditions for an optimal control to concave problems. It

does not require the optimal control, ŷ(t), to be continuous (recall that Theorem 7.13 assumed

piecewise continuity of ŷ(t)). However, it is straightforward to establish that when the optimal
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control problem is strictly concave, ŷ(t) must be continuous. This result is stated and proved

in the next corollary.

Corollary 7.1 Suppose that the hypotheses in Theorem 7.14 are satisfied, M(t, x, μ) is

strictly concave in x for all t , and Y is compact. Then ŷ(t) is a continuous function of t onR+.

Proof. Given the strict concavity of M(t, x, μ), Theorem 7.14 established the uniqueness

of (x̂(t), ŷ(t)). Now take some t̂ ∈R+ and any sequence {tn} inR+ converging to t̂ . Since Y is

compact, the corresponding sequence {ŷ(tn)} converges to some ŷ∗ (Theorem A.7). We have

that x̂(t) and μ(t), given by the differential equations in (7.66) and (7.67), are continuous,

and thus {x̂(tn)} and {μ(tn)} converge to x̂(t̂ ) and μ(t̂ ). Moreover, by the Maximum Principle

Ĥ (tn, x̂(tn), ŷ(tn), μ(tn)) ≥ Ĥ (tn, x̂(tn), y, μ(tn)) for all y ∈ Y. Using the fact that Ĥ is also

continuous and taking limits, we obtain

Ĥ (t̂ , x̂(t̂ ), ŷ∗, μ(t̂ )) ≥ Ĥ (t̂ , x̂(t̂ ), y, μ(t̂ )) for all y ∈ Y.

Since (x̂(t), ŷ(t)) is unique, this implies that ŷ(t̂ ) = ŷ∗, and therefore, ŷ(t) is continuous at t̂ .

Since this is true for any t̂ ∈R+, ŷ(t) is continuous on R+.

Although Corollary 7.1 is useful, it should be noted that it does not provide primitive

conditions for the existence of a continuous optimal control. It is stated and proved under the

hypothesis that there exists a pair (x̂(t), ŷ(t)) satisfying (7.65)–(7.68). Conditions on objective

and constraint functions that guarantee the existence of a solution are presented in the next

section.

7.6 Existence of Solutions, Concavity, and Differentiability *

The theorems presented so far characterize the properties of a solution to a continuous-time

maximization problem. The natural question of when a solution exists has not been posed or

answered. This omission might appear curious, since in both finite-dimensional and discrete-

time infinite-horizon optimization problems studied in the previous chapter the analysis starts

with existence theorems. There is a good reason for this omission, however. In continuous-

time optimization problems, establishing the existence of solutions is considerably more

difficult than the characterization of solutions. I now present the general theorem on existence

of solutions to continuous-time optimization problems and two additional results providing

conditions under which the value function V (t, x), defined in (7.35) and Lemma 7.1, is concave

and differentiable.

The reader may have already wondered how valid the approach of using the necessary

conditions provided so far, which did not verify the existence of a solution, would be in practice.

This concern is important, and ordinarily such an approach would open the door for potential

mistakes. One line of defense, however, is provided by the sufficiency theorems, for example,

Theorems 7.11 or 7.14 for infinite-horizon problems. If, given a continuous-time optimization

problem, we find an admissible pair (x̂(t), ŷ(t)) that satisfies the necessary conditions (e.g.,

those in Theorem 7.9) and we can then verify that the optimization problem satisfies the

conditions in either of Theorems 7.11 or 7.14, then we must have characterized a solution

and can dispense with an existence theorem. Therefore the sufficiency results contained in

these theorems enable us to bypass the step of checking for the existence of a solution (or

it amounts to proof by construction). Nevertheless, this approach is only valid when the

problem possesses sufficient concavity to satisfy the conditions of Theorems 7.11 or 7.14. For
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problems that do not fall into this category, the justification for using the necessary conditions

is much weaker. For this reason, and to provide a more complete treatment of continuous-

time optimization problems, in this section I present an existence theorem for optimal control

problems. Unfortunately, however, existence theorems for this class of problems are both

somewhat complicated to state and difficult to prove. In particular, they require measure-

theoretic ideas and more advanced tools (some of them stated in Section A.5). Here I provide

a proof of one of the most useful and powerful theorems, giving only a sketch of some of the

measure-theoretic details.

For the purposes of this existence theorem, I consider the most general problem studied so

far, which is

max
x(t),y(t)

W(x(t), y(t)) ≡

∫ ∞

0

f (t, x(t), y(t))dt (7.76)

subject to

ẋ(t) = G(t, x(t), y(t)), (7.77)

and

x(t) ∈ X(t) and y(t) ∈ Y(t) for all t , x(0) = x0, and lim
t→∞

x(t) ≥ x1, (7.78)

where X(t) ⊂ RKx and Y(t) ⊂ RKy with Kx, Ky ∈ N, f :R × RKx × RKy → R, and

G :R×RKx ×RKy →R
Kx . As usual f and G are continuously differentiable in all of their

arguments.

Clearly, finite-horizon problems are special cases of this more general problem, obtained by

setting f (t, x, y) ≡ 0 for all t ≥ t1 for some t1 > 0. Also the terminal value constraint is taken

to be of the specific form limt→∞ x(t) ≥ x1 for concreteness. Different forms of the terminal

value constraints, which may involve some of the state variables being entirely free and others

having to satisfy equality constraints, can be handled using exactly the same strategy of proof

as in Theorem 7.15 below.

To state the result on existence of solutions, let us define

M ≡
{

(t, x, y) : x ∈ X(t), y ∈ Y(t) and t ∈R+

}

,

and

M ′ ≡
{

(t, x) : x(t) ∈ X(t) and t ∈R+

}

.

Recall also (x(t), y(t)) is an admissible pair if x(t) ∈ X(t) is absolutely continuous and

y(t) ∈ Y(t) is (Lebesgue) measurable for all t , x(t) and y(t) satisfy (7.77), and x(t) satisfies

the initial and terminal value constraints x(0) = x0 and limt→∞ x(t) ≥ x1 (recall footnote 2

and see Definition A.26). For a given initial condition x(0) = x0, I denote the set of admissible

pairs by


(0, x0) ≡
{[

x(t), y(t)
]∞

t=0
: (x(t), y(t)) admissible

}

and a generic element of 
(0, x0) by (x(t), y(t)). The set 
(0, x0) can be more explicitly

written as
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(0, x0) ≡
{[

x(t), y(t)
]∞

t=0
: y(t) ∈ Y(t),

x(t) =

∫ t

0

G(s, x(s), y(s))ds + x0 ∈ X(t) for all t ∈R+, and lim
t→∞

x(t) ≥ x1

}

.

Theorem 7.15 (Existence of Solutions) Consider the maximization of (7.76) subject to

(7.77) and (7.78). Suppose that the following conditions hold:

1. The correspondences X(t) :R+
→→R

Kx and Y(t) :R+
→→R

Ky are nonempty-valued,

compact-valued, closed-valued, and upper hemicontinuous correspondences.

2. The functions f and G are continuous on M .

3. The sets 
(0, x0) and

Q(t, x) ≡
{

(p, z) ∈R×RKx : p ≤ f (t, x, y) and z =G(t, x, y) for some y ∈Y(t)
}

are nonempty for x0 ∈ X(t) and for all (t, x) ∈ M ′. Moreover the correspondence

Q(t, x) is closed-valued, convex-valued, and upper hemicontinuous for (t, x) ∈ M ′.

4. For any interval [t1, t1 + δ]and any real number ε > 0, there exists a continuous function

�t1δε
(t) such that for any T ∈ [0, ∞],

∫ T

0
�t1δε

(t)dt exists and is less than or equal to

� < ∞, and

εf (t, x, y) ≤ �t1δε
(t) − ‖G(t, x, y)‖

for all t ∈ [t1, t1 + δ] and for all (t, x, y) ∈ M .

5. There exists a positive function φ(t) (i.e., φ(t) ≥ 0 for all t) such that
∫ ∞

0
φ(t)dt exists

and is less than or equal to φ < ∞, and

f (t, x, y) ≤ φ(t)

for all (t, x, y) ∈ M .

Under hypotheses 1–5, there exists an admissible pair (x̂(t), ŷ(t)) ∈ 
(0, x0) that

is a solution to the maximization problem (7.76) subject to (7.77) and (7.78). That is,

W(x̂(t), ŷ(t)) = W̄ ≥ W(x′(t), y′(t)) for any (x′(t), y′(t)) ∈ 
(0, x0).

Proof. From hypothesis 5,

∫ ∞

0

f (t, x(t), y(t))dt ≤

∫ ∞

0

φ(t)dt ≤ φ < ∞

for all (t, x(t), y(t)) ∈ M . Since 
(0, x0) is nonempty,

W̄ = sup
(x(t),y(t))∈
(0,x0)

∫ ∞

0

f (t, x(t), y(t))dt ≤ φ < ∞.
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For a sequence of admissible pairs {(xn(t), yn(t))}∞
n=1

, define

wn(t) ≡

∫ t

0

f (s, xn(s), yn(s))ds,

w+(t) ≡

∫ t

0

φ(s)ds ∈ [0, φ],

wn
−(t) ≡ −

∫ t

0

[φ(s) − f (s, xn(s), yn(s))] ds,

where the inequality that 0 ≤ w+(t) ≤ φ follows from hypothesis 5. Moreover, again from

hypothesis 5, φ(t) − f (t, xn(t), yn(t)) ≥ 0, so wn
−(t) is negative and nonincreasing in t . Also,

evidently,

wn
−(t) + w+(t) = wn(t).

Since wn
−(t) is nonincreasing, it converges on the extended real line, so that

lim
t→∞

wn
−(t) = −W n

−,

where W n
− is bounded above (by W̄ < +∞, since φ(t) − f (t, xn(t), yn(t)) ≥ 0 and

∫ t

0
φ(t)dt ≤ φ < ∞) and is also nonpositive, since wn

−(t) ≤ 0 for all t . Then we can write

lim
t→∞

wn
−(t) = lim

t→∞

[

wn
−(t) + w+(t) − w+(t)

]

= lim
t→∞

[

wn(t) − w+(t)
]

= −W n
−

The last equality ensures that limt→∞ wn(t) converges (on the extended real line) to W n,

which is less than φ − W n
− < ∞. Therefore, by the definition of the supremum, the sequence

{(xn(t), yn(t))}∞
n=1

in 
 can be chosen such that

W̄ −
K

n
≤ W̄ n ≤ W̄

for some real number K > 0. Consequently, limn→∞ W̄ n must exist and must be equal to W̄ .

To complete the proof, we must show that {(xn(t), yn(t))}∞
n=1

converges to an admissible

pair. This step has four parts. We must show: (1) xn(t) → x̂(t) such that x̂(t) ∈ X(t); (2) x̂(t)

is absolutely continuous; (3) when it exists, ẋ(t) satisfies (7.77); and (4) yn(t) → ŷ(t) ∈ Y(t),

where ŷ(t) is (Lebesgue) measurable.

Since Y(t) and X(t) are closed-valued (hypothesis 1), M is closed. This also implies that

M ′ is closed. Since any interval [t1, t1 + δ] is closed and compact and X(t) is compact for

each t , Mt1δ
≡ M ′ ∩ ([t1, t1 + δ] × RKx) is compact (Lemma A.2), and thus any sequence

of (vector) functions xn(t) ∈ Mt1δ
is uniformly bounded. We next show that the sequence of

continuous functions {xn(t)}∞
n=1

in Mt1δ
is equicontinuous (Definition A.30). Let ε > 0. Since

∫ T

0
�t1δε

(t)dt exists for any T and �t1δε
(t) is continuous (hypothesis 4), there exists χ > 0

such that

∫ t1+δ

t1

�t1δε
(t)dt <

χ

2
.
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Using hypothesis 4 again and setting

ε ≡
χ

2(� − W̄ )
> 0

for each n = 1, 2, . . . , we have that

∫ t1+δ

t1

∥

∥ẋn(t)
∥

∥ dt =

∫ t1+δ

t1

∥

∥G(t, xn(t), yn(t))
∥

∥ dt

≤

∫ t1+δ

t1

[

�t1δε
(t) − εf (t, xn(t), yn(t))

]

dt

≤

∫ t1+δ

t1

�t1δε
(t)d + ε

∫ ∞

0

[φ(t) − f (t, xn(t), yn(t))]dt

≤
χ

2
+ ε(� − W̄ )

≤ χ.

Since this relation is true for each n = 1, 2, . . . , and each interval [t1, t1 + δ], the vector

functions xn(t) are equicontinuous on each [t1, t1 + δ]. Now the corollary to the Arzela-Ascoli

Theorem (Corollary A.2) implies that there exists a subsequence {xnk(t)} of {xn(t)} such that

xnk(t) → x̂(t) and that x̂(t) is absolutely continuous on [t1, t1 + δ]. Since [0, ∞) is a countable

union of intervals of the form [t1, t1 + δ], repeated application of the preceding argument

countably many times implies that there exists a subsequence {xnk′(t)} of {xn(t)} such that

xnk′(t) → x̂(t) on [0, ∞). Definition A.26 then implies that x̂(t) is absolutely continuous on

[0, ∞), completing the proof of parts 1 and 2 above.

For part 3, we need to show that when ẋ(t) exists, there is a(t) such that

(a(t), ẋ(t)) ∈ Q(t, x̂(t)) for all t . For an arbitrary real number ε > 0, consider Qε(t, x) be

the ε neighborhood of the set Q(t, x̂), that is,

Qε(t, x̂) =
{

(p, z) : d((p, z), Q(t, x̂)) < ε
}

,

where d is the Euclidean metric. Since Q(t, x̂) is convex-valued (hypothesis 3), so is Qε(t, x̂).

By definition of admissibility, for the sequence {(xn(t), yn(t))}∞
n=1

considered above,

(pn(t), ẋn(t)) ∈ Q(t, xn(t)) for all t (where pn(t) = f (t, xn(t), yn(t))). And since

Q(t, xn(t)) ⊂ Qε(t, xn(t)) for each t , (pn(t), ẋn(t)) ∈ Qε(t, xn(t)). Moreover, since ε > 0,

there exists h > 0 such that

(pn(t + η), ẋn(t + η)) ∈ Qε(t, xn(t))

for all η ≤ h and for each n = 1, 2, . . . . Integrating (7.77) between t and t + h for an admissible

pair (xn(t), yn(t)), we obtain

xn(t + h) =

∫ t+h

t

G(s, xn(s), yn(s))ds + xn(t),

and therefore

xn(t + h) − xn(t)

h
=

∫ t+h

t
ẋn(s)ds

h
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for each n = 1, 2, . . . . Since Qε(t, xn(t)) is convex-valued and ẋn(s) ∈ Qε(t, xn(t)) for all

s ∈ [t, t + h],

(∫ t+h

t

ẋn(s)ds

)

/h ∈ Qε(t, xn(t))

(recall that Qε(t, xn(t)) is the closure of Qε(t, xn(t))). By hypothesis 3, Qε(t, xn(t)) is closed-

valued, convex-valued, and upper hemicontinuous and thus Qε(t, xn(t)) is also closed-valued,

convex-valued, and upper hemicontinuous. In view of this, taking the limit n → ∞ yields

x̂(t + h) − x̂(t)

h
∈ Qε(t, x(t)).

Now taking the limit as h → 0 and using the hypothesis that ẋ(t) exists, we have

ẋ(t) ∈ Qε(t, x̂(t)).

Since ε > 0 and t were arbitrary, we conclude that

ẋ(t) ∈ Q(t, x̂(t)) = Q(t, x̂(t))

for all t , completing the proof of part 3.

For part 4, note that for each n = 1, 2, . . . , (xn(t), yn(t)) is admissible, and thus yn(t)

must be measurable in t . Moreover, since Y(t) is compact, by Helly’s Selection Theorem

(e.g., Kolmogorov and Fomin, 1970, Theorem 5, p. 372), there exists a subsequence of

{yn(t)}, denoted by {ynk(t)}, such that ynk(t) → ŷ(t). Since x̂(t) is absolutely continuous,

it is differentiable almost everywhere (Fact A.17). Therefore ẋ(t) exists almost everywhere

and is thus measurable. Moreover x̂(t) is absolutely continuous and thus measurable. Next

let D =
{

(t, ŷ(t)) ∈R+ × Y(t): ẋ(t) = G(t, x̂(t), ŷ(t))
}

. Since R+ is a countable union of

compact intervals and Y(t) is closed, D can be expressed as a countable union of compact sets.

Since G is continuous in all of its arguments on D (hypothesis 2) and ẋ(t) = G(t, x̂(t), ŷ(t))

is measurable for all t ∈R+, ŷ(t) is also measurable for all t ∈R+.

Theorem 7.15 establishes the existence of solutions to continuous-time maximization prob-

lems under relatively mild assumptions (at least from an economic point of view). Hypotheses

1 and 2 are the usual compactness and continuity assumptions, necessary in finite-dimensional

and discrete-time optimization problems as well (recall, e.g., Theorem A.9). Hypotheses 4

and 5 are somewhat stronger versions of the boundedness assumptions that are also necessary

in finite-dimensional and discrete-time optimization problems (these are sometimes referred

to as “growth conditions” since they restrict the rate at which the payoff function can grow).

Hypothesis 3 is rather unusual. Such a convexity assumption is not necessary in finite-

dimensional and discrete-time optimization problems. However, in continuous-time problems

this assumption cannot be dispensed with (see Exercise 7.24).

While Theorem 7.15 establishes the existence of solutions, providing sufficient conditions

for the solution (the control y(t)) to be continuous turns out to be much harder. Without knowing

that the solution is continuous, the necessary conditions in Theorems 7.9 and/or 7.13 may

appear incomplete. Although there is some truth to this, recall that both Theorems 7.9 and

7.13 provided necessary conditions only for all t except those at which y(t) is discontinuous.

Moreover, Corollary 7.1 provided conditions for continuity (for concave problems). However,

instead of using these conditions to prove the existence of continuous solutions, the indirect
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approach outlined above turns out to be more useful. In particular, in most economic problems

the following approach works: (1) characterize a candidate solution that satisfies the necessary

conditions in Theorem 7.9 or in Theorem 7.13 (provided that such a solution exists) and (2)

verify the sufficiency conditions in one of Theorems 7.11 or 7.14. This approach, when it works,

guarantees both the existence of a solution and continuity of the control (and smoothness of

the state variable). Since all the problems in this book satisfy these conditions, this approach

is the one I adopt henceforth.

Let us next discuss how the conditions of Theorem 7.15 can be verified in the context of

the optimal growth example, which is discussed in greater detail in the next section.

Example 7.4 Consider the problem

max
[k(t),c(t)]∞

t=0

∫ ∞

0

exp(−ρt)u(c(t))dt

subject to

k̇(t) = f (k(t)) − δk(t) − c(t),

k(t) ≥ 0 for all t , and k(0) > 0. Recall that u :R+ →R is strictly increasing, continuously

differentiable, and strictly concave, while f (.) satisfies our basic assumptions (Assumptions

1 and 2 from Chapter 2; this also implies that c(t) ≥ 0 for all t). Let us now check that

hypotheses 1–5 of Theorem 7.15 are satisfied. First, note that in view of the Inada conditions

in Assumption 2, there exists k̄ > 0 such that f (k̄) = δk̄, so that for any k > k̄, k̇ would

necessarily be strictly negative (even if c = 0). Thus we can restrict attention to k(t) ∈ [0, �k],

where �k ≡ max
{

k̄, k(0)
}

. Thus k(t) ∈ X(t) ≡ [0, �k]with X(t) compact and thus closed-valued,

and also continuous in t . Similarly, c(t) ∈ [0, f (�k)]; thus c(t) ∈ Y(t) ≡ [0, f (�k)], so that Y(t)

is compact-valued and continuous in t . Therefore hypothesis 1 is verified. Both u and f are

continuous, so that hypothesis 2 is verified as well. The correspondence Q(t, x) takes the form

Q(t, k) =
{

(p, z) ∈R×R: p ≤ exp(−ρt)u(c), z = f (k) − δk − c and c ∈ [0, f (�k)]
}

,

which is clearly closed- and convex-valued and continuous, and both Q(t, x) and 
(x0) are

nonempty-valued; thus hypothesis 3 is also satisfied.

In view of the fact that c(t) ∈ [0, f (�k)], we have

exp(−ρt)u(t) ≤ exp(−ρt) max
{

0, u(f (�k))
}

,

so that hypothesis 5 is satisfied as well. Finally, let

�(t) ≡ exp(−ρt)
[

u(�k) + max
{

�k,
[

f (�k) − δ�k
]}]

.

Then, using once more the fact that c(t) ∈ [0, f (�k)] and k(t) ∈ [0, �k], we have that for any

interval [t1, t1 + δ] and any ε > 0,

εu(c) + |f (k) − δk − c| ≤ �(t)
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for any t ∈ [t1, t1 + δ] and

∫ ∞

0

exp(−ρt)�(t) ≤
u(�k) + max

{

�k,
[

f (�k) − δ�k
]}

ρ
< ∞,

thus verifying hypothesis 4. Theorem 7.15 therefore guarantees the existence of solutions in

this problem. In the next section we will see that Theorem 7.14 in fact ensures the existence of

a continuous solution to this problem.

I next briefly present conditions under which the value function V (t, x) is concave and

differentiable. Recall the definition of V (t, x) in (7.35), which was done for the case of a one-

dimensional state variable. Let us consider the more general problem of maximizing (7.76)

subject to (7.77) and (7.78). Presuming that the solution exists, the value function is defined as

V (t0, x0) = max
[x(t),y(t)]∞t=t0

∈
(t0,x0)

∫ ∞

t0

f (t, x(t), y(t))dt.

Notice that all of the constraints are already incorporated into the set 
(t0, x0).

The next theorem provides sufficient conditions for the value function V (t, x) to be concave

in x. The theorem is simple, though in many problems ensuring the condition that the constraint

set 
(t, x) is convex may be difficult. In particular, 
(t0, x) is convex when [x(t), y(t)]∞
t=t0

∈


(t0, x) and [x′(t), y′(t)]∞
t=t0

∈ 
(t0, x′) imply that [xα(t), yα(t)]∞
t=t0

∈ 
(t0, xα) for any

α ∈ [0, 1], where

xα(t) ≡ αx(t) + (1 − α)x′(t),

yα(t) ≡ αy(t) + (1 − α)y′(t),

and

xα ≡ αx + (1 − α)x′.

For example, linear systems of differential equations of the form ẋ(t) = A(t) + B(t)x(t) +
C(t)y(t) satisfy this convexity condition.

Theorem 7.16 (Concavity of the Value Function) Consider the problem of maximizing

(7.76) subject to (7.77) and (7.78), and suppose that the hypotheses of Theorem 7.15 are

satisfied, so that a solution to this maximization problem exists. Let the value function starting

with initial value x0 at time t0 be V (t0, x0). Suppose also that f (t, x(t), y(t)) is jointly concave

in x(t) and y(t) for all t ∈ [t0, ∞) and 
(t0, x) is convex for all x ∈ X(t0). Then V (t0, x) is

concave in x.

Proof. Suppose [x(t), y(t)]∞
t=t0

∈ 
(t0, x) and [x′(t), y′(t)]∞
t=t0

∈ 
(t0, x′) are solutions.

Then

V (t0, x) =

∫ ∞

t0

f (t, x(t), y(t))dt, and V (t0, x′) =

∫ ∞

t0

f (t, x′(t), y′(t))dt. (7.79)

Now consider V (t0, xα) with xα defined as above. By the hypothesis that 
(t0, x) is convex,

[xα(t), yα(t)]∞
t=t0

∈ 
(t0, xα) with xα(t) and yα(t) defined as above. Therefore
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V (t0, xα) ≥

∫ ∞

t0

f (t, xα(t), yα(t))dt

=

∫ ∞

t0

f (t, αx(t) + (1 − α)x′(t), αy(t) + (1 − α)y′(t))dt

≥ α

∫ ∞

t0

f (t, x(t), y(t))dt + (1 − α)

∫ ∞

t0

f (t, x′(t), y′(t))dt

= αV (t0, x) + (1 − α)V (t0, x′),

where the first line uses the fact that [xα(t), yα(t)]∞
t=t0

is feasible, and thus V (t0, xα) must be

at least as large as the returns from [xα(t), yα(t)]∞
t=t0

. The second line writes out xα(t)

and yα(t) explicitly, the third line uses the joint concavity of f , and the fourth line uses

(7.79). This establishes the concavity of V (t0, x).

Theorem 7.17 (Differentiability of the Value Function) Consider the problem of max-

imizing (7.76) subject to (7.77) and (7.78), and suppose that the hypotheses of Theorems 7.15

and 7.16 are satisfied so that a solution exists and V (t0, x) is concave. Suppose also that f

and G are differentiable in (x, y) for all t and that the optimal pair (x̂(t), ŷ(t)) is such that

there exists �t > 0, with x̂(t) ∈ Int X(t) and ŷ(t) ∈ Int Y(t) for t ∈ [t0, t0 + �t]. Then V (t0, x)

is differentiable in x at x̂(t0).

Proof. Use the equivalent of Lemma 7.1 for multivariate problems to write

V (t0, x̂(t0)) =

∫ t0+�t

t0

f (t, x̂(t), ŷ(t))dt + V (t0 + �t, x̂(t0 + �t)).

Since x̂(t) ∈ Int X(t) and ŷ(t) ∈ textInt Y(t) for t ∈ [t0, t0 + �t], for ε > 0 and sufficiently

small, there exists a neighborhood Nε(x̂(t0)) of x̂(t0) such that for all x ∈ Nε(x̂(t0)), there

exists
[

x′(t), y′(t)
]∞

t=t0
∈ 
(t0, x) with x′(t + �t) = x̂(t + �t) and

[

x′(t), y′(t)
]∞

t=t0+�t
=

[

x̂(t), ŷ(t)
]∞

t=t0
. Let the value from this potentially suboptimal admissible pair be

V̄ (t0, x) =

∫ t0+�t

t0

f (t, x′(t), y′(t))dt + V (t0, x̂(t0 + �t)).

By definition, V̄ (t0, x)) exists and satisfies V̄ (t0, x) ≤ V (t0, x)) for all x ∈ Nε(x̂(t0)). Moreover

V̄ (t0, x) is differentiable in x by the fact that f is differentiable and
[

x′(t), y′(t)
]t0+�t

t=t0
is a

differentiable trajectory by Theorem B.13. Moreover, by Theorem 7.16, V (t0, x) is concave,

and appealing to the same result from convex analysis as in the proof of Theorem 6.6 in

the previous chapter, the convex function −V (t0, x) is subdifferentiable and has a nonempty,

closed, and convex set of subgradients, such that for any subgradient p and for all x ∈Nε(x̂(t0)),

p.(x − x̂(t0)) ≥ V (t0, x) − V (t0, x̂(t0)).

Moreover, since V̄ (t0, x) ≤ V (t0, x) and V̄ (t0, x̂(t0)) = V (t0, x̂(t0)), we have

p.(x − x̂(t0)) ≥ V (t0, x) − V (t0, x̂(t0)) ≥ V̄ (t0, x) − V̄ (t0, x̂(t0))

for all x ∈ Nε(x̂(t0)). Since V̄ (t0, x) is differentiable for all x ∈ Nε(x̂(t0)), p must be uniquely

defined, which implies that V (t0, x) is also differentiable at x̂(t0).
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7.7 A First Look at Optimal Growth in Continuous Time

In this section, I briefly show how the main results developed so far, Theorems 7.13 and 7.14,

can be applied to the problem of optimal growth. Recall that the optimal growth problem

involves the maximization of the utility of the representative household. I do not provide a

full treatment of this model here, since it is the topic of the next chapter. My objective is to

illustrate how Theorems 7.13 and 7.14 can be applied in economic growth problems by using

this canonical problem. I show that checking the conditions for Theorem 7.13 requires some

work, while verifying the conditions for Theorem 7.14 is much more straightforward.

Consider the neoclassical economy without population growth and without technological

progress. In this case, the optimal growth problem in continuous time can be written as

max
[k(t),c(t)]∞

t=0

∫ ∞

0

exp(−ρt)u(c(t))dt

subject to

k̇(t) = f (k(t)) − δk(t) − c(t),

k(t) ≥ 0 for all t , and k(0) > 0. Let us suppose that the utility function u(c) is defined as

u :R+\ {0} →R or as u :R+ →R and is strictly increasing, continuously differentiable and

strictly concave (e.g., when u(c) = log c, the domain is R+\ {0}). Suppose also that f (.)

satisfies Assumptions 1 and 2 from Chapter 2 and that limc→0 u′(c) = ∞.

Let us first set up the current-value Hamiltonian, which, in this case, does not directly depend

on time and can be written as

Ĥ (k, c, μ) = u(c(t)) + μ(t)[f (k(t)) − δk(t) − c(t)], (7.80)

with state variable k, control variable c, and current-value costate variable μ.

From Theorem 7.13, let us look for a path of capital stock and consumption per capita that

satisfies the necessary conditions

Ĥc(k, c, μ) = u′(c(t)) − μ(t) = 0 (7.81)

and

Ĥk(k, c, μ) = μ(t)[f ′(k(t)) − δ] = ρμ(t) − μ̇(t). (7.82)

In addition, we would like to use the stronger transversality condition (7.69), which here takes

the form

lim
t→∞

[

exp(−ρt)μ(t)k(t)
]

= 0. (7.83)

If we wish to show that this transversality condition is necessary (for an interior solution), we

need to verify that Assumption 7.1 is satisfied. First, the instantaneous utility function u(c)

is increasing in c and is independent of k, so it is weakly monotone. The constraint function

f (k) − δk − c is decreasing in c but may be nonmonotone in k. However, without any loss of

generality, attention can be restricted to k(t) ∈ [0, k̄], where k̄ is defined such that f ′(k̄) = δ.

Since increasing the capital stock above this level would reduce output and thus consumption

both today and in the future, optimal control never involves k(t) �∈ [0, k̄] for any t > 0. When

k(t) ∈ [0, k̄], the constraint function is also weakly monotone in k. This ensures that part 1
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of Assumption 7.1 is satisfied. Part 2 of Assumption 7.1 is immediate, since the derivative of

f (k) − δk − c with respect to c is equal to −1 and is thus uniformly bounded away from

0. Part 3 of Assumption 7.1 is not necessarily satisfied, however (e.g., with u(c) = log c,

limc→0 u′(c) = ∞). Nevertheless we could modify the problem by taking the utility function

as u : [ε, +∞) →R for some ε > 0 sufficiently small. In this case, Assumption 7.1 part 3

would also be satisfied. We can then verify that any solution to this modified problem that

involves c(t) > ε for all t is also a solution to the original problem where the domain of the

utility function is R+\ {0} (see Exercise 7.25). Moreover, it can also be shown that for any

optimal growth problem as formulated here, there exists ε > 0 such that c(t) > ε for all t (see

again Exercise 7.25). Thus there is no loss of generality in choosing the domain of the utility

function as [ε, +∞). This establishes that the necessary conditions in Theorem 7.13, including

the strong version of the transversality condition, (7.69), can be used in the optimal growth

problem. These conditions in this problem take the form of (7.81)–(7.83).

However a more direct line of attack would be to use Theorem 7.14. Recall that this

theorem does not require Assumption 7.1. Therefore there is no need to look for a modified

problem with the restriction that c(t) ∈ [ε, +∞). We simply look for a candidate path that

satisfies conditions (7.81) and (7.82) as well as the transversality condition (7.83). First, we

can observe that (7.81) implies μ(t) > 0 along this candidate path (since u′ > 0 everywhere).

Consequently the current-value Hamiltonian given in (7.80) consists of the sum of two strictly

concave functions and is itself strictly concave (and since Ĥ (k, c, μ) is strictly concave, so

is M(k, μ) ≡ maxc Ĥ (k, c, μ)). Second, since μ(t) > 0 and k(t) > 0 (by feasibility), any

alternative path must satisfy limt→∞

[

exp(−ρt)μ(t)k(t)
]

≥ 0. Therefore the conditions in

Theorem 7.14 are satisfied. We can thus conclude that the candidate solution that satisfies

(7.81)–(7.83) is a global maximum. Notice that in applying Theorem 7.14, we are using the

equivalent of (7.69)—namely, (7.83)—as a sufficient transversality condition under concavity

(and thus we do not need to check Assumption 7.1).

Since an analysis of optimal growth in the neoclassical model is more relevant in the context

of the next chapter, I do not provide further details here.

7.8 The q-Theory of Investment and Saddle-Path Stability

As another application of the methods developed in this chapter, I now consider the canonical

model of investment under adjustment costs, also known as the “q-theory of investment.” This

problem is not only useful as an application of optimal control techniques, but it is one of

the basic models of standard macroeconomic theory. Moreover I use this model to illustrate

the notion of saddle-path stability, which plays a central role in the analysis of optimal and

equilibrium growth.

The economic problem is that of a price-taking firm trying to maximize the present dis-

counted value of its profits. The only twist relative to the problems studied so far is that this

firm is subject to adjustment costs when it changes its capital stock. In particular, let the capital

stock of the firm be K(t) ≥ 0, and suppose that the firm has access to a production function

f (K) that satisfies Assumptions 1 and 2 of Chapter 2. For simplicity, let us normalize the

price of the output of the firm to 1 in terms of the final good at all dates. The firm is subject

to adjustment costs captured by the function φ(I), which is strictly increasing, continuously

differentiable, and strictly convex, and satisfies φ(0) = φ′(0) = 0. Thus in addition to the cost

of purchasing investment goods (which, given the normalization of price, is equal to I for an

amount of investment I ), the firm incurs a cost of adjusting its production structure given by
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the convex function φ(I). In some models, the adjustment cost is taken to be a function of

investment relative to capital—φ(I/K) instead of φ(I)—but this modification makes no dif-

ference for our main focus. I also assume that installed capital depreciates at an exponential

rate δ and that the firm maximizes its net present discounted earnings with a discount rate equal

to the interest rate r , which is assumed to be constant.

The firm’s problem can be written as

max
[K(t),I (t)]∞

t=0

∫ ∞

0

exp(−rt)[f (K(t)) − I (t) − φ(I (t))]dt

subject to

K̇(t) = I (t) − δK(t) (7.84)

and K(t) ≥ 0, with K(0) > 0 given. Notice that φ(I) does not contribute to capital accumula-

tion; it is simply a cost. Moreover, since φ is strictly convex, it implies that the firm prefers not

to make “large” adjustments. Therefore φ acts as a force for a smoother time path of investment.

To characterize the optimal investment plan of the firm, let us use the same strategy as in

the previous section. In particular, write the current-value Hamiltonian as

Ĥ (K, I, q) ≡ [f (K(t)) − I (t) − φ(I (t))] + q(t)[I (t) − δK(t)],

where I used q(t) instead of the familiar μ(t) for the costate variable, for reasons that will soon

be apparent.

The necessary conditions for an interior solution to this problem, including the transversality

condition, can be written as

ĤI (K, I, q) = −1 − φ′(I (t)) + q(t) = 0,

ĤK(K, I, q) = f ′(K(t)) − δq(t) = rq(t) − q̇(t),

lim
t→∞

exp(−rt)q(t)K(t) = 0.

(7.85)

The first necessary condition implies that

q(t) = 1 + φ′(I (t)) for all t. (7.86)

Let us next check sufficiency. Since q(t) > 0 for all t , Ĥ is strictly concave. Moreover,

since K(t) ≥ 0 by feasibility, we also have limt→∞ exp(−rt)q(t)K(t) ≥ 0 for any feasible

investment and capital stock paths. Consequently Theorem 7.14 applies and shows that a

solution to (7.85) characterizes the unique profit-maximizing investment and capital stock

paths. Once again, it turns out that using Theorem 7.14 is both straightforward and powerful.

In particular, the transversality condition corresponding to (7.69) is being used as a sufficient

condition, and there is no need to check Assumption 7.1.

Next, differentiating (7.86) with respect to time yields

q̇(t) = φ′′(I (t))İ (t). (7.87)

Substituting (7.87) this into the second necessary condition in (7.85), we obtain the following

law of motion for investment:

İ (t) =
1

φ′′(I (t))
[(r + δ)(1 + φ′(I (t))) − f ′(K(t))]. (7.88)
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Several interesting economic features emerge from this equation. First, as φ′′(I ) tends to zero,

it can be verified that İ (t) diverges, meaning that investment jumps to a particular value. In

other words, it can be shown that this value is such that the capital stock immediately reaches

its steady-state value (see Exercise 7.28). This result is intuitive. As φ′′(I ) tends to zero, φ(I)

becomes linear. In this case, adjustment costs simply increase the cost of investment linearly

and do not create any need for smoothing. In contrast, when φ′′(I (t)) > 0, there is a motive

for smoothing, İ (t) takes a finite value, and investment adjusts slowly. Therefore, as claimed

above, adjustment costs lead to a smoother path of investment.

The behavior of investment and capital stock can now be analyzed using the differential

equations (7.84) and (7.88). First, it can be verified easily that there exists a unique steady-

state solution with K > 0. This solution involves a level of capital stock K∗ for the firm and

investment just sufficient to replenish the depreciated capital, I ∗ = δK∗. This steady-state level

of capital satisfies the first-order condition (corresponding to the right-hand side of (7.88) being

equal to zero):

f ′(K∗) = (r + δ)(1 + φ′(δK∗)).

This first-order condition differs from the standard “modified golden rule” condition, which

requires the marginal product of capital to be equal to the interest rate plus the depreciation

rate, because an additional cost of having a higher capital stock is that there must be more

investment to replenish depreciated capital. This is captured by the term φ′(δK∗). Since φ is

strictly convex and f is strictly concave and satisfies the Inada conditions (from Assumption

2), there exists a unique value of K∗ that satisfies this condition.

The analysis of dynamics in this case requires somewhat different ideas than those used in

the basic Solow growth model (compare Theorems 2.4 and 2.5). In particular, instead of global

stability in the K-I space, the correct concept is one of saddle-path stability. The reason for

this is that instead of an initial value constraint, I (0) is pinned down by a boundary condition

at infinity, that is, to satisfy the transversality condition,

lim
t→∞

[exp(−rt)q(t)K(t)] = 0.

Thus in the context of the current theory, with one state and one control variable, we should have

a one-dimensional manifold (a curve) along which capital-investment pairs tend toward the

steady state. This manifold is also referred to as the stable arm.The initial value of investment,

I (0), will then be determined so that the economy starts along this curve. In fact, if any capital-

investment pair (rather than only pairs along this curve) were to lead to the steady state, we

would not know how to determine I (0); in other words, there would be an indeterminacy of

equilibria. Mathematically, rather than requiring all eigenvalues of the linearized system to be

negative, what we require now is saddle-path stability, which involves the number of (strictly)

negative eigenvalues to be the same as the number of state variables.

This notion of saddle-path stability is central in most growth models. Let us now make these

ideas more precise by considering the following generalizations of Theorems 2.4 and 2.5 (see

Appendix B).

Theorem 7.18 (Saddle-Path Stability in Linear Systems) Consider the following lin-

ear differential equation system:

ẋ(t) = Ax(t)+b, (7.89)

with initial value x(0), where x(t) ∈Rn for all t and A is an n × n matrix. Let x∗ be the steady

state of the system, given by Ax∗ + b = 0. Suppose that m ≤ n of the eigenvalues of A have
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negative real parts. Then there exists an m-dimensional subspace M of Rn such that starting

from any x(0) ∈ M , the differential equation (7.89) has a unique solution with x(t) → x∗.

Theorem 7.19 (Saddle-Path Stability in Nonlinear Systems) Consider the following

nonlinear autonomous differential equation:

ẋ(t) = G(x(t)), (7.90)

where G :Rn →R
n, and suppose that G is continuously differentiable, with initial value x(0).

Let x∗ be a steady state of this system, given by G(x∗) = 0. Define

A =DG(x∗),

where DG(x∗) is the Jacobian of G at x. Suppose that m ≤ n of the eigenvalues of A have

strictly negative real parts and the rest have strictly positive real parts. Then there exists

an open neighborhood of x∗, B(x∗) ⊂Rn, and an m-dimensional manifold M ⊂ B(x∗) such

that starting from any x(0) ∈ M , the differential equation (7.90) has a unique solution with

x(t) → x∗.

Put differently, these two theorems state that when only a subset of the eigenvalues have

negative real parts, a lower-dimensional subset of the original space leads to stable solutions.

Fortunately, in this context this is exactly what we require, since I (0) should adjust to place

us on exactly such a lower-dimensional subspace (manifold) of the original space.

Armed with these theorems, we can now investigate the transitional dynamics in the q-theory

of investment. To see that the equilibrium tends to this steady-state level of capital stock, let

us plot (7.84) and (7.88) in the K-I space (Figure 7.1). The curve corresponding to K̇ = 0,

(7.84), is upward sloping, since a greater level of capital stock requires more investment to

replenish the depreciated capital. Above this curve, there is more investment than necessary

for replenishment, so that K̇ > 0. Below this curve, K̇ < 0. On the other hand, the curve

corresponding to İ = 0, (7.88), can be nonmonotonic. Nevertheless it is straightforward to

verify that in the neighborhood of the steady state it is downward sloping (see Exercise 7.28).

To the right of this curve, f ′(K) is lower, and thus İ > 0. To its left, İ < 0. The resulting phase

diagram and the one-dimensional stable curve (manifold), often referred to as the stable arm,

are shown in Figure 7.1.

Next we see that starting with an arbitrary level of capital stock, K(0) > 0, the unique

solution involves an initial level of investment I (0) > 0, followed by convergence to the steady-

state investment level of δK∗ along the stable arm. In particular, it can easily be shown that

when K(0) < K∗, I (0) > I ∗, and it monotonically decreases toward I ∗ (see Exercise 7.28).

This conlcusion is intuitive. Adjustment costs discourage large values of investment; thus the

firm cannot adjust its capital stock to its steady-state level immediately. However, because of

diminishing returns, the benefit of increasing the capital stock is greater when the level of

capital stock is low. Therefore initially the firm is willing to incur greater adjustment costs

to increase its capital stock and I (0) is high. As capital accumulates and K(t) > K(0), the

benefit of boosting the capital stock declines, and the firm also reduces investment toward the

steady-state investment level.

There are two ways of seeing why the solution corresponding to the stable arm in Figure

7.1—the one starting with (K(0), I (0)) and converging to (K∗, I ∗)—is the unique solution.

The first way, which is more rigorous and straightforward, is to use Theorem 7.14. As noted

above, the conditions of this theorem hold in this problem. Thus we know that a path of capital

and investment that satisfies the necessary conditions (i.e., a path starting with (K(0), I (0)) and

converging to (K∗, I ∗)) is the unique optimal path. By implication, other paths, for example,

those that start in I ′(0) or I ′′(0) in Figure 7.1, cannot be optimal.
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FIGURE 7.1 Dynamics of capital and investment in q-theory.

The second argument is common in the literature, though it is somewhat less complete and

rigorous than the application of Theorem 7.14. It involves showing that initial investment levels

other than I (0) would violate either the transversality condition or the first-order necessary

conditions. Consider, for example, I ′(0) > I (0) as the initial level of investment. The phase

diagram Figure 7.1 makes it clear that starting from such a level of investment, the necessary

conditions imply that I (t) and K(t) tend to infinity. It can be verified that in this case

q(t)K(t) would tend to infinity at a rate faster than r , violating the transversality condition

limt→∞ exp(−rt)q(t)K(t) = 0. To see this more explicitly, note that along a trajectory starting

at I ′(0), K̇(t)/K(t) > 0, and thus

d(q(t)K(t))/dt

q(t)K(t)
≥

q̇(t)

q(t)
=

İ (t)φ′′(I (t))

1 + φ′(I (t))
= r + δ − f ′(K(t))/(1 + φ′(I (t))),

where the second relation uses (7.86) and (7.87), while the third substitutes from (7.88). As

K(t) → ∞, f ′(K(t)) → 0, implying that

lim
t→∞

exp(−rt)q(t)K(t) ≥ lim
t→∞

exp(−rt) exp((r + δ)t) = lim
t→∞

exp(δt) > 0,

violating the transversality condition.

In contrast, if we start with I ′′(0) < I (0) as the initial level, I (t) would tend to zero in

finite time (as shown by the fact that the trajectories hit the horizontal axis) and K(t) would

also tend to zero (though not reaching it in finite time). After the time when I (t) = 0, we

also have q(t) = 1 and thus q̇(t) = 0 (from (7.86)). Moreover, by the Inada conditions, as

K(t) → 0, f ′(K(t)) → ∞. Consequently after I (t) reaches 0, the necessary condition q̇(t)

= (r + δ)q(t) − f ′(K(t)) would be violated, which rules out paths starting with I ′′(0) < I (0).

The reason this argument is not entirely correct is that it is exploiting the necessary conditions
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for an interior continuous solution. However when I (0) = 0, we are no longer in the interior

of the feasibility set for the control variable (here R+). Despite this potential problem, this

argument is often used in many different contexts (including in the analysis of the neoclassical

growth model). Nevertheless the same result can be established more rigorously, and the

conclusion from this argument is valid (see Exercise 7.29 in this chapter and Exercise in 8.14

in the next chapter for the neoclassical growth model)

Let us next turn to the q-theory aspects. James Tobin argued that the value of an extra unit of

capital to the firm divided by its replacement cost is a measure of the value of investment to the

firm. In particular, when this ratio is high, the firm would like to invest more. In steady state,

the firm settles where this ratio is 1 or close to 1. In our formulation, the costate variable q(t)

measures Tobin’s q. To see this, let us denote the current (maximized) value of the firm when

it starts with a capital stock of K(t) by V (K(t)). The same arguments as above imply that

V ′(K(t)) = q(t), (7.91)

so that q(t) measures exactly by how much a 1-dollar increase in capital raises the value of

the firm.

In steady state, q̇(t) = 0, so that q∗ = f ′(K∗)/(r + δ), which is approximately equal to 1

when φ′(δK∗) is small. Nevertheless, away from the steady state, q(t) can differ significantly

from this amount. When it is greater, this signals that there is need for further investments.

Therefore in this model, Tobin’s q, or alternatively the costate variable q(t), signals when

investment demand is high.

The q-theory of investment is one of the workhorse models of macroeconomics and finance,

since proxies for Tobin’s q can be constructed using stock market prices and book values of

firms. When stock market prices are greater than book values, this corresponds to periods in

which the firm in question has a high Tobin’s q—meaning that the value of installed capital

is greater than its replacement cost, which appears on the books. Nevertheless, whether this

approach is satisfactory in practice is intensely debated, in part because Tobin’s q does not

contain all the relevant information when there are irreversibilities or fixed costs of investment,

and also perhaps more importantly, what is relevant in theory (and in practice) is the marginal q,

which corresponds to the marginal increase in value (as suggested by (7.91)). However, in

the data most measures compute average q. The discrepancy between these two concepts can

be large.

7.9 Taking Stock

This chapter has reviewed the basic tools of dynamic optimization in continuous time. By its

nature, the chapter has been technical. The material covered here may have been less familiar

to many readers than the discrete-time optimization methods presented in Chapter 6. Part of the

difficulty arises from the fact that optimization in continuous time is with respect to functions,

even when the horizon is finite (rather than with respect to vectors or infinite sequences as in the

discrete-time case). This introduces a range of complications and some technical difficulties,

which are not of great interest in the context of economic applications. As a result, this chapter

has provided an overview of the main results, with an emphasis on those that are most useful in

economic applications, together with some of the proofs. These proofs are included to provide

readers with a sense of where the results come from and to develop a better intuition for the

results.
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It is useful to recap the main approach developed in this chapter. Most of the problems in

economic growth and macroeconomics require the use of discounted infinite-horizon optimal

control methods. Theorem 7.13 provides necessary conditions for an interior continuous

solution to such problems. Theorem 7.14 provides sufficient conditions, related to the concavity

of the maximized Hamiltonian, for such a solution to be a global or unique global maximum

(these conditions require the existence of a candidate solution, since they use information on

the costate variable of this solution). More importantly, the conditions in Theorem 7.14 are

more straightforward to verify than those in Theorem 7.13 (in particular, than Assumption

7.1). Therefore the following strategy is used in the rest of this book:

1. Start with the necessary conditions in Theorem 7.13 to construct a candidate solution,

which can be done even when Assumption 7.1 is not satisfied.

2. Once a candidate path has been located, verify that the concavity conditions in Theorem

7.14 are satisfied. If they are, then we have located a path that is optimal. If, in addition,

the maximized Hamiltonian is strictly concave, then this solution is unique.

It is also worth noting that while the basic ideas of optimal control may be a little less familiar

than those of discrete-time dynamic programming, these methods are used in much of growth

theory and in other areas of macroeconomics. Moreover, while some problems naturally lend

themselves to analysis in discrete time, other problems become easier in continuous time. Some

argue that this is indeed the case for growth theory. Regardless of whether one agrees with this

assessment, it is important to have a good command of both discrete-time and continuous-time

models in macroeconomics, since it should be the context and economic questions that dictate

which type of model is used, not the force of habit. This consideration motivated my choice

of giving roughly equal weight to the two sets of techniques.

There is another reason for studying optimal control. The most powerful theorem in optimal

control, Pontryagin’s Maximum Principle, is as much an economic result as a mathematical

one. As discussed in this chapter, the Maximum Principle has a very natural interpretation both

in terms of maximizing flow returns plus the value of the stock and in terms of an asset value

equation for the value of the maximization problem. These economic intuitions are not only

useful in illustrating the essence of this mathematical technique, but they also provide a useful

perspective on a large set of questions that involve the use of dynamic optimization techniques

in macroeconomics, labor economics, finance, and other fields.

This chapter also concludes our exposition of the foundations of growth theory, which

comprised general equilibrium foundations of aggregative models as well as an introduction to

the mathematical tools necessary for dynamic economic analysis. I next turn to economically

more substantive issues.

7.10 References and Literature

The main material covered in this chapter is the topic of many excellent applied mathematics

textbooks. The purpose here has been to provide a review of the results that are most relevant

for economists, together with simplified versions of the most important proofs. The first part

of the chapter is closer to the theory of the calculus of variations, because it makes use of

variational arguments combined with continuity properties. Nevertheless, most economists do

not need to study the calculus of variations in detail, both because it has been superseded by

optimal control theory and because most of the natural applications of the calculus of variations

are in physics and the other natural sciences. The interested reader can look at Gelfand and
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Fomin (2000). Chiang (1992) provides a readable and simple introduction to the calculus of

variations with economic examples.

The theory of optimal control was originally developed by Pontryagin et al. (1962). For

this reason, the main necessary condition is also referred to as the Pontryagin’s (Maximum)

Principle. The type of problem considered here (and in economics more generally) is referred

to as the “Lagrange problem” in optimal control theory. The Maximum Principle is generally

stated either for the somewhat simpler so-called Meyer problem or the more general Bolza

problem, though all of these problems are essentially equivalent, and when the problem is

formulated in vector form, one can easily go back and forth between these different problems

by simple transformations. A more modern approach, which underlies the necessary conditions

used in infinite-horizon problems, is developed in Rockefeller (1971).

There are several books with varying levels of difficulty dealing with optimal control. Many

of these books are not easy to read but are also not entirely rigorous in their proofs. An excellent

source that provides an advanced and complete treatment is Fleming and Rishel (1975). The

first part of this book provides a complete (but rather different) proof of Pontryagin’s Maximum

Principle and various applications. This book also provides a number of theorems on existence

and continuity of optimal controls, though for more specialized problems than those covered in

Theorem 7.15 (or necessary for economic applications). The proof of existence of solutions in

Section 7.6 combines certain ideas from Baum’s (1976) proof, which in turn extends Cesari’s

(1966) classic proof of existence of solutions to infinite-horizon problems, with part of the proof

in Fleming and Rishel (1975, Chapter 3). In particular, the last part of Theorem 7.15, which

established the measurability of control ŷ(t), can be shown in greater detail using a similar line

of argument to that in Fleming and Rishel (which involves the use of Lusin’s Theorem). In the

economics literature, existence theorems are provided in Magill (1981) and Romer (1986b),

but under somewhat more restrictive conditions and using a different method of proof.

A deeper understanding of sufficient conditions for existence of solutions and the structure

of necessary conditions can be gained from the excellent (but abstract and difficult) book by

Luenberger (1969). The results in this book are general enough to cover both discrete-time

and continuous-time dynamic optimization. Luenberger also gives a very good sense of why

maximization in function spaces is different from finite-dimensional maximization and when

such infinite-dimensional maximization problems may fail to have solutions.

The main theorems in the infinite-horizon case (Theorems 7.9, 7.13, 7.11, and 7.14) have

been presented with the terminal value constraint limt→∞ b(t)x(t) ≥ x1. This is important,

since the constraint on household assets in the competitive equilibrium of the neoclassical

growth model (the no-Ponzi condition) takes this form. The standard results with terminal value

constraints of the form limt→∞ x(t) ≥ x1 cannot be applied directly. Many authors seem to use

the following reasoning: ignore the terminal value constraint; apply the Maximum Principle,

and then if necessary, use the terminal value constraint at the end. While this procedure typically

gives the “right” answer, it is not mathematically correct. The Maximum Principle cannot be

applied in economic problems without a terminal value constraint, since in that case a solution

typically fails to exist (see, e.g., Exercise 8.2 in the next chapter). Therefore the application of

the Maximum Principle to these problems is vacuous. A slight strengthening of the terminal

value constraints of the Maximum Principle circumvents this problem.

Note also that in contrast to the standard practice in economic growth and macroeconomics,

the emphasis here has been mostly on the sufficiency results for concave problems, in particular,

on Theorem 7.14. This approach has been taken because the standard form of the Maximum

Principle only gives necessary conditions for interior continuous solutions. But it is not easy to

verify that such a solution exists. Since most problems in economics are concave, Theorem 7.14
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or other sufficiency results (e.g., Theorems 7.5, 7.6, 7.8, or 7.11) are easy to apply and enable

us to verify that a candidate solution that satisfies the Maximum Principle is indeed a solution

and achieves the global optimum. It should also be noted that all of the sufficiency results here

have been stated and proved assuming that the control function y(t) (or y(t)) is continuous.

The logic of the proof is very similar when these functions are piecewise continuous, and a

formal proof along these lines is provided in Seierstad and Sydsaeter (1977).

Books that develop the theory of optimal control with economic applications may be

more accessible for economists. The best reference is Seierstad and Sydsaeter (1987). This

book is not as rigorous as Fleming and Rishel (1975) and in fact does not contain detailed

proofs. Nevertheless it does provide a number of useful results and is more interesting to

read for economists. It also shows how the results can be applied to economic problems.

Other references in economics are Kamien and Schwartz (1981) and Leonard and Van Long

(1992). Another classic book is Arrow and Kurz (1970), which covers the same material and

also presents rich economic insights on growth theory and related problems. This book also

states Arrow’s Sufficiency Theorem, which first appeared in Arrow (1968). This theorem

strengthens Mangasarian’s Sufficiency Theorem, stated in Theorem 7.5, which appears in

Mangasarian (1966).

Two recent books on applications of optimal control in economics, Weitzman (2003) and

Caputo (2005), are somewhat more accessible. My treatment of the sufficiency results here is

similar to Caputo (2005). Weitzman (2003) provides a lively discussion of the applications

of the Maximum Principle, especially in the context of environmental economics and the

depletion of natural resources.

There is some confusion in the literature over the role of the transversality condition. The

example provided in Section 7.4 shows that the stronger transversality condition, which is very

useful in many applications, does not always hold. Halkin (1974) was the first to provide an

example to show this failure. The weaker form of the transversality condition (7.56) was derived

in Michel (1982). His results are similar to those of Theorem 7.12, though Theorem 7.12 is

stated under stronger assumptions. Michel instead considers stationary problems, assumes that

the payoff function is nonnegative, and imposes an additional technical assumption that is not

easy to verify. Michel (1982) also provides another set of sufficient conditions for the stronger

transversality condition (7.69). More general (weaker) transversality conditions appropriate

for economic models are presented in Benveniste and Scheinkman (1982) and Araujo and

Scheinkman (1983). Theorem 7.14 is stated under somewhat different, and easy to check,

assumptions.

The original economic interpretation of the Maximum Principle appeared in Dorfman

(1969). The interpretation here builds on the discussion by Dorfman, but also extends it based

on the no-arbitrage interpretation of asset values in the HJB equation. This interpretation of HJB

is well known in many areas of macroeconomics and labor economicsis. Weitzman (2003) also

provides an economic interpretation for the Maximum Principle related to the HJB equation.

The classic reference for exploitation of a nonrenewable resource is Hotelling (1931).

Weitzman (2003) provides a detailed treatment and a very insightful discussion. Dasgupta

and Heal (1979) and Conrad (1999) are also useful references for applications of similar ideas

to sustainability and environmental economics. Classic references on investment with costs of

adjustment and the q-theory of investment include Tobin (1969) and Hayashi (1982). Detailed

treatments of the q-theory of investment can be found in any graduate-level macroeconomics

textbook, for example, Blanchard and Fischer (1989) or Romer (2006), as well as in Dixit

and Pindyck’s (1994) book on investment under uncertainty and Caballero’s (1999) survey.

Caballero (1999) also includes a critique of the q-theory.
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7.11 Exercises

7.1 Consider the problem of maximizing (7.2) subject to (7.3) and (7.4), as in Section 7.1. Suppose

that λ(t) is defined by (7.12). Suppose also that given the pair (x̂(t), ŷ(t)), there exists a time

interval (t ′, t ′′) with t ′ < t ′′ such that

λ̇(t) �= −
[

fx(t, x̂(t), ŷ(t)) + λ(t)gx(t, x̂(t), ŷ(t))
]

for all t ∈ (t ′, t ′′).

Prove that the pair (x̂(t), ŷ(t)) could not be an interior continuous solution containing the optimal

value of (7.2). Using this argument establish that (7.12), (7.11), and λ(t1) = 0 are necessary

conditions for an interior solution (x̂(t), ŷ(t)). [Hint: you may wish to assume that gy �= 0 to

simplify the derivation.]

* 7.2 Let (x̂(t), ŷ(t)) be a solution to (7.2). Prove that the maximized Hamiltonian defined in (7.20) and

evaluated at x̂(t), M(t, x̂(t), λ(t)), is differentiable in x and satisfies λ̇(t) = −Mx(t, x̂(t), λ(t))

for all t ∈ [0, t1]. [Hint: recall that the solution is assumed to be continuous.]

7.3 The key equation of the calculus of variations is the Euler-Lagrange equation, which charac-

terizes the solution to the following problem (under regularity conditions similar to those of

Theorem 7.2):

max
x(t)

∫ t1

0

F(t, x(t), ẋ(t))dx

subject to x(t) = 0. Suppose that F is differentiable in all of its arguments and an interior con-

tinuously differentiable solution exists. The so-called Euler-Lagrange equation, which provides

the necessary conditions for a solution, is

∂F (t, x(t), ẋ(t))

∂x(t)
−

∂2F(t, x(t), ẋ(t))

∂ẋ(t)∂t
= 0.

Derive this equation from Theorem 7.2. [Hint: define y(t) ≡ ẋ(t).]

7.4 This exercise asks you to use the Euler-Lagrange equation derived in Exercise 7.3 to solve the

canonical problem that motivated Euler and Lagrange, that of finding the shortest distance between

two points in a plane. In particular, consider a two-dimensional plane and two points on this plane

with coordinates (z0, u0) and (z1, u1). We would like to find the curve that has the shortest length

that connects these two points. Such a curve can be represented by a function x :R→R such

that u = x(z), together with initial and terminal conditions u0 = x(z0) and u1 = x(z1). It is also

natural to require that this curve u = x(z) be smooth, which corresponds to requiring that the

solution be continuously differentiable so that x′(z) exists.

To solve this problem, observe that the (arc) length along the curve x can be represented as

A [x(z)] ≡

∫ z2

z1

√

1 + [x′(z)]2dz.

The problem is to minimize this object by choosing x(z).

Without loss of any generality let us take (z0, u0) = (0, 0) and let t = z to transform the

problem into a more familiar form, which becomes that of maximizing

−

∫ t1

0

√

1 + [x′(t)]2dt.

Prove that the solution to this problem requires that

d
[

x′(t)(1 + (x′(t))2)
]

dt
= 0.
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Show that this is possible only if x′′(t) = 0, so that the shortest path between two points is a

straight line.

7.5 Prove Theorem 7.2, paying particular attention to constructing feasible variations that ensure

x(t1, ε) = x1 for all ε in some neighborhood of 0. What happens if there are no such feasible

variations?

7.6 (a) Provide an expression for the initial level of consumption c(0) as a function of a(0), w, r ,

and β in Example 7.1.

(b) What is the effect of an increase in a(0) on the initial level of consumption c(0)? What is the

effect on the consumption path?

(c) How would the consumption path change if instead of a constant level of labor earnings, w,

the individual faced a time-varying labor income profile given by [w(t)]1
t=0

? Explain in detail

the reasoning for the answer.

7.7 Prove that if a function φ(x, y) is jointly [strictly] concave in (x, y), then � = maxy φ(x, y) is

[strictly] concave in x.

* 7.8 Prove a version of Theorem 7.6 corresponding to Theorem 7.2. [Hint: instead of λ(t1) = 0, the

proof should exploit the fact that x(1) = x̂(1) = x1.]

7.9 Prove Theorem 7.3. [Hint: show that if the solution involves x(t1) > x1, then λ(t1) must be equal

to 0, but not necessarily so when x(t1) = x1.]

7.10 Consider the problem of maximizing (7.2) subject to (7.3) and (7.4), and the additional constraint

that y(t) ≥ 0 for all t (instead of y(t) ∈ Int Y(t)). Assume as usual that f and g are continuously

differentiable. Show that the necessary conditions for optimality are: x(0) = x0,

Hy(t, x̂(t), ŷ(t), λ(t)) ≤ 0 for all t ∈ [0, t1],

λ̇(t) = −Hx(t, x̂(t), ŷ(t), λ(t)) for all t ∈ [0, t1],

ẋ(t) = Hλ(t, x̂(t), ŷ(t), λ(t)) for all t ∈ [0, t1],

and λ(t1) = 0, with the Hamiltonian H(t, x, y, λ) given by (7.16). Moreover the Hamiltonian

H(t, x, y, λ) also satisfies the Maximum Principle that for all t ∈ [0, t1],

H(t, x̂(t), ŷ(t), λ(t)) ≥ H(t, x̂(t), y, λ(t)) for all y such that y(t) ≥ 0 for all t .

* 7.11 Prove Theorem 7.7.

7.12 Prove Theorem 7.8.

7.13 Prove Theorem 7.11. [Hint: apply the proof of Theorem 7.6, except that when the expression

with λ̇ is integrated by parts, there is an additional term, which you should show increases the

right-hand side of the inequality corresponding to (7.24).]

7.14 Prove that in the discounted infinite-horizon optimal control problem considered in Theorem 7.13,

conditions (7.65)–(7.67) are necessary. [Hint: use Theorem 7.9.]

7.15 Consider a finite-horizon continuous-time maximization problem in which the objective func-

tion is

W(x(t), y(t)) =

∫ t1

0

f (t, x(t), y(t))dt,

with x(0) = x0 and t1 < ∞, and the constraint equation is

ẋ(t) = g(t, x(t), y(t)).

Imagine that t1 is also a choice variable.
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(a) Show that W(x(t), y(t)) can be written as

W(x(t), y(t)) =

∫ t1

0

[H(t, x(t), y(t)) + λ̇(t)x(t)]dt − λ(t1)x(t1) + λ(0)x0,

where H(t, x, y) ≡ f (t, x(t), y(t)) + λ(t)g(t, x(t), y(t)) is the Hamiltonian, and λ(t) is

the costate variable.

(b) Now suppose that the pair (x̂(t), ŷ(t)) together with terminal date t̂1 constitutes a solution

for this problem. Consider the following class of variations:

y(t, ε) = ŷ(t) + εη(t) for t ∈ [0, t̂1],

and

y(t, ε) = ŷ(t̂1) + εη(t) for t ∈ [t̂1, t̂1 + ε�t], t1 = t̂1 + ε�t.

Denote the corresponding path of the state variable by x(t, ε). Evaluate W(x(t, ε), y(t, ε))

at this variation. Explain why this variation is feasible for ε sufficiently small.

(c) Show that for a feasible variation,

dW(x(t, ε), y(t, ε))

dε

∣

∣

∣

∣

ε=0

=

∫ t̂1

0

[Hx(t, x̂(t), ŷ(t)) + λ̇(t)]
∂x(t, ε)

∂ε
dt

+

∫ t̂1

0

Hy(t, x̂(t), ŷ(t))η(t)dt

+ H(t̂1, x̂(t̂1), ŷ(t̂1))�t − λ(t̂1)
∂x(t̂1, ε)

∂ε
+ λ(t̂1)ẋ(t̂1)�t.

(d) Explain why the expression in part c has to be equal to zero.

(e) What happens if you take limit t̂1 → ∞ in part c?

7.16 Consider the discounted infinite-horizon problem, with f (t, x(t), y(t)) = exp(−ρt)f (x(t), y(t))

and g(t, x(t), y(t)) = g(x(t), y(t)). Prove that if an admissible pair (x̂(t), ŷ(t))t≥0 is optimal

starting at t = 0, with initial condition x(0) = x0, then (x̂(t), ŷ(t))t≥s is also admissible and

optimal for the problem starting at t = s, with initial condition x(s) = x0.

* 7.17 Consider the general infinite-horizon optimal control problem, where the payoff function is

f (t, x, y). Generalize the transversality condition (7.69) in Theorem 7.13 to this case by strength-

ening Assumption 7.1 so that there exists M < ∞ such that
∣

∣fy(t, x, y)
∣

∣ ≤ M exp(−κt) for some

κ > 0.

7.18 Consider a modified version of the Hotelling resource extraction problem

max

∫ ∞

0

exp(−ρt) log y(t)dt

subject to

ẋ(t) = −y(t),

x(0) = x0 > 0, and lim
t→∞

x(t) ≥ x1 ∈ (0, x0),

with ρ > 0 and y ∈ (0, +∞).

(a) Show that this problem does not satisfy Assumption 7.1.
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(b) Set up the current-value Hamiltonian Ĥ (x, y, μ) with costate variable μ(t) and show that

the Maximum Principle implies that

μ(t) = μ(0) exp(ρt),

and

y(t) = μ(0)−1 exp(−ρt)

for some μ(0) > 0.

(c) Show that the weaker transversality condition (7.68) is satisfied.

[Hint: limt→∞[exp(−ρt)Ĥ (x, y, μ)] = limt→∞[exp(−ρt)(− log μ(0) − ρt − 1)] = 0.]

(d) Show that the stronger transversality condition (7.69) is not satisfied.

[Hint: limt→∞[exp(−ρt)μ(t)x(t)] = μ(0)x1 > 0.]

(e) Explain why the stronger transversality condition does not hold here and how it should be

modified. [Hint: try limt→∞[exp(−ρt)μ(t)(x(t) − x1)] = 0.]

* 7.19 Consider the following discounted infinite-horizon maximization problem:

max

∫ ∞

0

exp(−ρt)[2y(t)1/2 + log(x(t))] dt,

subject to x(0) = ρ−1 and

ẋ(t) = −ρx(t)y(t).

(a) Show that this problem satisfies all the assumptions of Theorem 7.14.

(b) Set up the current-value Hamiltonian, and derive the necessary conditions with the costate

variable μ(t).

(c) Show that the following is a solution: y(t) = 1, x(t) = exp(−ρt)/ρ, and μ(t) = exp(ρt) for

all t .

(d) Show that the solution in part c violates the “naı̈ve transversality condition” that limt→∞

exp(−ρt)μ(t) = 0. What is the appropriate transversality condition in this case?

7.20 Consider the problem of consuming a nonrenewable resource in Example 7.3. Show that the

solution outlined in that example satisfies the transversality condition (7.56).

7.21 This exercise generalizes Example 7.2. Consider the following optimal growth model without

discounting:

max

∫ ∞

0

[u(c(t)) − u(c∗)] dt

subject to

k̇(t) = f (k(t)) − c(t) − δk(t),

with initial condition k(0) > 0, and c∗ defined as the golden rule consumption level

c∗ = f (k∗) − δk∗,

where k∗ is the golden rule capital-labor ratio given by f ′(k∗) = δ.

(a) Set up the Hamiltonian for this problem with costate variable λ(t).

(b) Characterize the solution to this optimal growth problem.
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(c) Show that the transversality condition limt→∞ λ(t)k(t) = 0 is not satisfied at the solution.

Explain why.

7.22 Consider the infinite-horizon optimal control problem given by the maximization of (7.32) subject

to (7.33) and (7.34). Suppose that the problem has a quasi-stationary structure, so that

f (t, x, y) ≡ β(t)f (x, y),

and

g(t, x, y) ≡ g(x, y),

where β(t) is the discount factor that applies to returns that are an interval of time t away from

the present.

(a) Set up the Hamiltonian, and characterize the necessary conditions for this problem.

(b) Prove that the solution to this problem is time consistent (meaning that the solution chosen

at some date s cannot be improved upon at some future date s′ by changing the continuation

plans after this date) if and only if β(t) = exp(−ρt) for some ρ ≥ 0.

(c) Interpret the result in part b and explain how the conclusion is different from that of

Lemma 7.1.

7.23 Consider the following maximization problem:

max
x(t),y(t)

∫ 1

0

f (x(t), y(t))dt

subject to

ẋ(t) = y(t)2,

x(0) = 0, and x(1) = 0, where y(t) ∈R and f is an arbitrary continuously differentiable function.

Show that the unique solution to this maximization problem does not satisfy the necessary

conditions in Theorem 7.2. Explain why, and relate your answer to Exercise 7.5.

* 7.24 Consider the following infinite-horizon utility maximization problem

max

∫ ∞

0

exp(−ρt)u(c(t))dt,

subject to initial capital k(0) and law of motion of capital given by

k̇(t) =

{

f (k(t)) − δk(t) − c(t) if f (k(t)) − c(t) ≥ k

0 if f (k(t)) − c(t) < k,

where k > δk∗ for k∗ = f −1(ρ + δ) is a minimum investment size requirement. Suppose that

k(0) = k∗. Show that there does not exist a solution to this optimal control problem. Explain

why and relate your answer to Theorem 7.15. [Hint: Show that k(t) = k∗ for all t , which would

have been the optimal policy without the minimum investment size requirement, is not feasible.

Then show that the value function that would obtain for k(t) = k∗ can be approximated arbitrarily

closely by a policy that alternates between f (k(t)) − c(t) = 0 for an interval of length �1 > 0

and f (k(t)) − c(t) = k for an interval of length �2 > 0 so as to keep k(t) close to k∗ on average.

Then argue that any admissible pair (k(t), c(t)) can always be improved by a policy of this kind.]

7.25 (a) Consider the optimal growth problem in Section 7.7. Show that if u(c) = log c, part 3 of

Assumption 7.1 is violated.

(b) Suppose next that u :R+\ {0} →R is continuous, strictly increasing, and concave, and that

u is continously differentiable on [ε, +∞) for some ε > 0 sufficiently small. Show that if the

modified problem in which c(t) is restricted to be in [ε, +∞) has an optimal control, where
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c(t) > ε for all t , then this optimal control also constitutes a solution to the original problem,

where u :R+\ {0} →R. [Hint: use Theorem 7.14.]

(c) Show that for any optimal growth problem as described in Section 7.7, there exists ε > 0

such that the optimal control involves c(t) > ε for all t .

7.26 Consider the following continuous-time discounted infinite-horizon problem:

max

∫ ∞

0

exp(−ρt)u(c(t))dt

subject to x(0) > 0 and

ẋ(t) = g(x(t)) − c(t).

Suppose that u(.) is strictly increasing and strictly concave, with limc→∞ u′(c) = 0 and

limc→0 u′(c) = ∞, and g(.) is increasing and strictly concave, with limx→∞ g′(x) = 0

and limx→0 g′(x) = ∞.

(a) Set up the current-value Hamiltonian and derive the Euler equations for an optimal path.

(b) Show that the standard transversality condition and the Euler equations are necessary and

sufficient for a solution.

(c) Characterize the optimal path of solutions and their limiting behavior.

7.27 Consider the q-theory model of Section 7.8.

(a) Verify that when k ∈ [ε, k̄], Assumption 7.1 is satisfied.

(b) Consider the modified problem with k ∈ [ε, k̄]. Show that if there exists a solution to this

modified problem with k(t) > ε for all t , then it is also a solution to the original problem,

where k ∈R+. [Hint: use the same line of argument as in Exercise 7.25.]

(c) Show that there always exists ε > 0 sufficiently small such that the solution to the modified

problem involves k(t) > ε for all t .

7.28 (a) In the q-theory of investment discussed in Section 7.8, prove that when φ′′(I ) = 0 (for all I ),

investment jumps so that the capital stock reaches its steady-state value K∗ immediately.

(b) Prove that as shown in Figure 7.1, the curve for (7.88) is downward sloping in the neighbor-

hood of the steady state.

(c) As an alternative to the diagrammatic analysis of Figure 7.1, linearize (7.84) and (7.88), and

show that in the neighborhood of the steady state this system has one positive and one negative

eigenvalue. Explain why this result implies that optimal investment plans tend toward the

stationary solution (steady state).

(d) Prove that when K(0) < K∗, I (0) > I ∗ and I (t) ↓ I ∗.

(e) Derive the equations for the q-theory of investment when the adjustment cost takes the form

φ(I/K). How does this form affect the steady-state marginal product of capital?

(f ) What will the optimal path look like when investment is irreversible, in the sense that there

is an additional constraint, I ≥ 0?

7.29 Consider a candidate optimal path that reaches I = 0 at some finite time t ′. Construct the following

deviation: for � > 0 small and T > t ′ large, set I (t) = � for all t ≥ T . Using this deviation, show

that this candidate path cannot be optimal. [Hint: let the capital stock in the candidate optimal

path be K(t), so that the change in profits from this deviation is approximately equal to

�� = � ×

∫ ∞

T

exp(−rt)[f ′(K(t)) − 1] dt,

and show that for T sufficiently large, f ′(K(t)) > 1 for all t ≥ T and thus �� > 0.]





PART III

NEOCLASSICAL

GROWTH

T
his part of the book covers the basic workhorse models of economic growth. I start with

the infinite-horizon neoclassical growth model, which has already been discussed in the

previous three chapters. A closely related model is the baseline overlapping generations

model of Samuelson and Diamond, which is the topic of Chapter 9. Despite the similarities

between the two models, they have quite different normative and positive implications, and

each model may be appropriate for different sets of issues. It is therefore important to discuss

both in detail.

This part of the book also presents an introduction to models that endogenize human capital

investments. Human capital plays an increasingly important role in the analysis of economic

growth and in macroeconomics. These models allow us to study the interactions between

human capital and growth and to link macroeconomic approaches to growth to microdata on

schooling and returns to education.

Finally, Chapter 11 introduces the simplest models of sustained economic growth. These

are contained in this part of the book rather than the next, because they are models of sustained

growth without technological change. Despite their simplicity, these models lead to a number

of important economic insights and provide a good introduction to the issues discussed in the

Part IV of the book.





8

The Neoclassical

Growth Model

W
e are now ready to start our analysis of the standard neoclassical growth model

(also known as the Ramsey or Cass-Koopmans model). This model differs from the

Solow model in only one crucial respect: it explicitly models the consumer side and

endogenizes savings. In other words, it introduces household optimization. Beyond its use as a

basic growth model, this model has become a workhorse for many areas of macroeconomics,

including the analysis of fiscal policy, taxation, business cycles, and even monetary policy.

Since both the basic equilibrium and optimal growth models in discrete time have already

been presented as applications of dynamic programming in Chapter 6, much of this chapter

focuses on the continuous-time neoclassical growth model. Section 8.6 provides the charac-

terization of the competitive equilibrium in discrete time.

8.1 Preferences, Technology, and Demographics

8.1.1 Basic Environment

Consider an infinite-horizon economy in continuous time and suppose that the economy admits

a normative representative household (as defined in Theorem 5.3) with instantaneous utility

function

u(c(t)). (8.1)

The following standard assumption on this utility function is maintained throughout the book

unless stated otherwise.

Assumption 3 (Neoclassical Preferences) The instantaneous utility function u(c) is

defined on R+ or R+\{0}. It is strictly increasing, concave, and twice differentiable, with

derivatives u′(c) > 0 and u′′(c) < 0 for all c in the interior of its domain.

More explicitly, the reader may wish to suppose that the economy consists of a set of

identical households (with measure normalized to 1). Each household has an instantaneous

287
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utility function given by (8.1). Population within each household grows at the rate n, starting

with L(0) = 1, so that total population in the economy is

L(t) = exp(nt). (8.2)

All members of the household supply their one unit of labor inelastically.

Our baseline assumption is that the household is fully altruistic toward all of its future

members and always makes the allocations of consumption (among household members)

cooperatively. Then the utility (objective) function of each household at time t = 0 can be

written as
∫ ∞

0

exp(−(ρ − n)t)u(c(t))dt, (8.3)

where c(t) is consumption per capita at time t ; ρ is the subjective discount rate; and the effective

discount rate is ρ − n, because the household derives utility from the consumption per capita of

its additional members in the future as well. More specifically, the form of the objective function

(8.3) can be derived as follows. First, given the strict concavity of u(.) and the assumption

that within-household allocation decisions are cooperative, each household member has an

equal consumption (Exercise 8.1). Thus each member consumes c(t) ≡ C(t)/L(t) at date t ,

where C(t) is total consumption and L(t) is the size of the representative household (equal

to total population, since the measure of households is normalized to 1). This implies that

the household receives a utility of u(c(t)) per household member at time t , or a total utility

of L(t)u(c(t)) = exp(nt)u(c(t)). Since utility at time t is discounted back to time 0 with a

discount rate of exp(−ρt), we obtain the expression in (8.3).

Let us also assume the following.

Assumption 4′ (Discounting) ρ > n.

This condition ensures that there is discounting of future utility streams. Otherwise, (8.3)

would typically have infinite value, which would not correspond to an interesting economic

model of household choice (e.g., the local nonsatiation assumption of Section 5.6 would be

violated, and standard techniques would no longer be sufficient to characterize optimal plans).

Assumption 4′ ensures that in the model without growth, discounted utility is finite. When the

discussion is extended to sustained growth, this condition will be strengthened to Assumption 4

(see Section 8.7).

Let us start with an economy without any technological progress. Factor and product markets

are competitive, and the production possibilities set of the economy is represented by the

aggregate production function

Y (t) = F(K(t), L(t)),

which is a simplified version of the production function (2.1) used in the Solow growth model

in Chapter 2. In particular, there is now no technology term (labor-augmenting technological

change is introduced below). As in the Solow model, Assumptions 1 and 2 (see Chapter 2)

are imposed throughout. The constant returns to scale feature enables us to work with the per

capita production function f (.) such that output per capita is given by

y(t) ≡
Y (t)

L(t)

= F

(

K(t)

L(t)
, 1

)

≡ f (k(t)),
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where, as before,

k(t) ≡
K(t)

L(t)
. (8.4)

Competitive factor markets then imply that the rental rate of capital and the wage rate at

time t are given by, respectively,

R(t) = FK(K(t), L(t)) = f ′(k(t)), (8.5)

and

w(t) = FL(K(t), L(t)) = f (k(t)) − k(t)f ′(k(t)). (8.6)

The demand side is somewhat more complicated, since each household solves a continuous-

time optimization problem in deciding how to use their assets and allocate consumption

over time. To prepare for this, let us denote the asset holdings of the representative household

at time t by A(t). Then the law of motion for the total assets of the household is

Ȧ(t) = r(t)A(t) + w(t)L(t) − c(t)L(t), (8.7)

where c(t) is consumption per capita of the household, r(t) is the risk-free market rate of return

on assets, and w(t)L(t) is the flow of labor income earnings of the household. Defining per

capita assets as

a(t) ≡
A(t)

L(t)
,

dividing (8.7) by L(t), substituting for the definition of a(t), and using the fact that L(t) grows

at the rate n (see (8.2)), the law of motion of per capita assets is obtained as

ȧ(t) = (r(t) − n)a(t) + w(t) − c(t). (8.8)

In practice, household assets can consist of (claims to) capital stock K(t), which the

households rent to firms, and government bonds B(t). In models with uncertainty, households

would have a portfolio choice between the capital stock of the corporate sector and riskless

bonds (typically assumed to be supplied by the government). Bonds play an important role in

models with incomplete markets, allowing households to smooth idiosyncratic shocks. Since

these bonds are in zero net supply, in the aggregate B(t) = 0, and thus market clearing implies

that assets per capita must be equal to the capital stock per capita. That is,

a(t) = k(t). (8.9)

Because there is no uncertainty here, I ignore government bonds (until Chapter 17).1 Since

household assets are the same as the capital stock and capital depreciates at the rate δ, the

market rate of return on assets is

r(t) = R(t) − δ. (8.10)

1. In particular, if bonds were present, by a no-arbitrage argument, they would have exactly the same rate of

return as capital and thus would be redundant.
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8.1.2 The Natural Debt Limit and the No-Ponzi Game Condition

Equation (8.8) is a flow constraint and is not sufficient for our modeling of dynamic competitive

equilibria for two reasons. First, as already discussed in detail in Example 6.5 in Chapter 6, this

flow constraint is not sufficient as a proper budget constraint on household behavior. One can

impose a lower bound on assets, such as a(t) ≥ 0 for all t to turn (8.8) into a proper infinite-

horizon budget constraint, but this condition would be too restrictive (see Exercise 8.30). And if

we do not ensure that there is a proper budget constraint on household behavior, the analysis of

household maximization leads to nonsensical results. In particular, Exercise 8.2 shows that any

solution to the maximization of (8.3) with respect to (8.8)—without an additional condition—

involves a(t) becoming arbitrarily negative for all t ; that is, the representative household

would hold an arbitrarily negative asset position. But then the market clearing condition

(8.9) would imply that k(t) = a(t) becomes arbitrarily negative, which violates the feasibility

constraint that k(t) has to be nonnegative. Clearly the flow budget constraint (8.8) is not

sufficient to capture the full set of constraints on household behavior.

Second, as already discussed in Chapter 5, it is important to ensure that the sequential trading

formulation adopted in dynamic (competitive) macro models corresponds to the appropriate

Arrow-Debreu equilibrium (where, recall, all trades take place at the initial date). This requires

that households face the same budget constraint in the sequential trading and in the Arrow-

Debreu equilibrium formulations. For example, if we were to impose a(t) ≥ 0 for all t , we

would obtain a well-defined solution to the household maximization problem, but we would

have broken the equivalence between the sequential trading formulation used in dynamic macro

models and the underlying Arrow-Debreu equilibrium (see Exercise 8.30).

There are two ways to proceed. The first is to impose the no-Ponzi condition, which turns

out to be both the more flexible and also the theoretically more rigorous approach. The second

involves imposing a natural debt limit (as in Example 6.5). Since this second approach is used

quite widely, I start with a brief discussion of the natural debt limit, emphasizing when it can

be used and when it ceases to be useful.

Recall that the natural debt limit requires that a(t) should never become so negative that the

household cannot repay its debts even if it henceforth chooses zero consumption. Using (8.8)

and assuming that the household does not consume from time t onward, the natural debt limit

for time t is found to be

a(t) ≥ −

∫ ∞

t

w(s) exp

(

−

∫ s

t

(r(z) − n)dz

)

ds. (8.11)

Equation (8.11) is the direct analogue of the discrete-time natural debt limit (6.44) in Chapter

6. In particular, the right-hand side is the negative of the net present discounted value of labor

income for the household. Exercise 8.3 asks you to work through a more detailed derivation of

this condition. Any path of consumption and assets for the household that violates (8.11) is not

feasible (unless we allow for bankruptcy). Thus the problem of the representative household

can be expressed as the maximization of (8.3) subject to (8.8) and (8.11). In fact, one could

simply impose the limiting version of this constraint,

lim
t→∞

a(t) ≥ â ≡ − lim
t→∞

[∫ ∞

t

w(s) exp

(

−

∫ s

t

(r(z) − n)dz

)

ds

]

. (8.12)
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This is because, if the natural debt limit is violated for some t ′ < ∞, then (8.12) cannot be

satisfied either (see Exercise 8.4). There is therefore no loss of generality in imposing (8.12)

instead of (8.11).

There are two problems with the natural debt limit. First, it does not create the most direct

link between dynamic macro models with sequential trading and the corresponding Arrow-

Debreu economy. Second, it is not useful when we look at economies with sustained growth

(because in that case â = −∞; see Exercise 8.8). For this reason, we next turn to the no-Ponzi

condition, which overcomes both of these problems.

To start with, let us write the lifetime budget constraint of a household as

∫ T

0

c(t)L(t) exp

(

∫ T

t

r(s) ds

)

dt + A(T )

=

∫ T

0

w(t)L(t) exp

(

∫ T

t

r(s) ds

)

dt + A(0) exp

(

∫ T

0

r(s) ds

)

(8.13)

for some arbitrary T > 0, with A(T ) denoting the household’s asset position at time T . This

constraint states that the household’s asset position at time T is given by its total income

plus initial assets minus expenditures, all carried forward to date T units. Differentiating this

expression with respect to T and dividing by L(t) gives (8.8) (see Exercise 8.5).

Now imagine that (8.13) applies to a finite-horizon economy ending at date T . At this point,

the household cannot have negative asset holdings; thus (8.13) must hold with A(T ) ≥ 0.

However, inspection of the flow budget constraint (8.8) makes it clear that this constraint does

not guarantee A(T ) ≥ 0. Therefore in the finite horizon we also need to impose A(T ) ≥ 0

as an additional terminal value constraint. In fact, it can be verified easily that A(T ) ≥ 0 is

exactly the condition that ensures that the household’s lifetime budget constraint in this finite-

horizon economy holds (as an inequality). Thus this constraint is the right one for ensuring the

equivalence of the sequential trading and the Arrow-Debreu formulations.

In the infinite-horizon case, we need a similar constraint. The appropriate restriction is the

no-Ponzi condition (or the no-Ponzi game condition). It takes the form

lim
t→∞

[

a(t) exp

(

−

∫ t

0

(r(s) − n) ds

)]

≥ 0. (8.14)

This condition is stated as an inequality to ensure that the representative household does

not asymptotically tend to a negative wealth. Intuitively, without (8.14), there is no proper

lifetime budget constraint on the representative household (and by implication on any of the

households in the economy), and they all increase their consumption by borrowing to such a

level that feasibility is violated. Such an allocation could clearly not be an equilibrium. In the

finite-horizon economy, the constraint A(T ) ≥ 0 rules out this behavior. In the infinite-horizon

economy, this role is played by (8.14). The reader may also wish to think of these constraints as

resulting from the relationship between the representative household and the financial markets.

Financial markets must impose a proper lifetime budget constraint on households, otherwise

they would lose money.

At a more fundamental level, the no-Ponzi condition (8.14), as the infinite-horizon analogue

of terminal value constraint A(T ) ≥ 0, ensures the equivalence between the sequential trading
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formulation of dynamic competitive equilibria and the Arrow-Debreu formulation. To see this

more clearly, multiply both sides of (8.13) by exp
(

−
∫ T

0
r(s) ds

)

to obtain

∫ T

0

c(t)L(t) exp

(

−

∫ t

0

r(s)ds

)

dt + exp

(

−

∫ T

0

r(s) ds

)

A(T )

=

∫ T

0

w(t)L(t) exp

(

−

∫ t

0

r(s) ds

)

dt + A(0).

Then divide everything by L(0), and note that L(t) grows at the rate n, to obtain

∫ T

0

c(t) exp

(

−

∫ t

0

(r(s) − n) ds

)

dt + exp

(

−

∫ T

0

(r(s) − n) ds

)

a(T )

=

∫ T

0

w(t) exp

(

−

∫ t

0

(r(s) − n) ds

)

dt + a(0).

Now take the limit as T → ∞ and use the no-Ponzi condition (8.14) to obtain

∫ ∞

0

c(t) exp

(

−

∫ t

0

(r(s) − n) ds

)

dt ≤ a(0) +

∫ ∞

0

w(t) exp

(

−

∫ t

0

(r(s) − n) ds

)

dt,

(8.15)

which requires the discounted sum of expenditures to be no greater than initial income plus

the discounted sum of labor income. This argument establishes the equivalence between the

lifetime budget constraint (or the single time t = 0 budget constraint) in the Arrow-Debreu

formulation and the flow constraints combined with the terminal value constraint in the form

of the no-Ponzi condition (8.14) in the sequential trading formulation.

The name “no-Ponzi condition” for (8.14) comes from the chain-letter or pyramid schemes,

which are sometimes called Ponzi games, in which an individual can continuously borrow

from a competitive financial market (or more often, from unsuspecting souls that become part

of the chain-letter scheme) and pay his or her previous debts using current borrowings. The

consequence of this scheme would be that the asset holding of the individual would tend to

−∞ over time, violating feasibility at the economy level.

To complete this discussion, let us momentarily return to the finite-horizon problem. In

this case, financial markets would impose A(T ) ≥ 0. But the household itself would never

choose A(T ) > 0 (because of local nonsatiation, as defined in Section 5.6), so the budget

constraint could be simplified and written with A(T ) = 0, which essentially means that the

lifetime budget constraint of the household holds as equality. In the same way, when the lifetime

budget constraint in the infinite-horizon economy holds as equality, the no-Ponzi condition can

be written in a stronger form as:

lim
t→∞

[

a(t) exp

(

−

∫ t

0

(r(s) − n) ds

)]

= 0. (8.16)

We will see below that household optimization (in particular, the transversality condition of

the households) combined with (8.14) will imply (8.16).
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8.2 Characterization of Equilibrium

8.2.1 Definition of Equilibrium

Let us now define an equilibrium in this dynamic economy. I provide two definitions, each

emphasizing different aspects of the nature of the equilibrium. In what follows, I typically

make use of the second definition, though the first one is particularly useful in clarifying what

a competitive equilibrium corresponds to conceptually.

As background for the first definition, recall that we have described the environment in terms

of demographics, preferences, and technology. Given this description, we can ask the question

of how resources should be allocated in this environment. One way of doing this is by vesting all

power to allocate resources in a single body, for example, a social planner (or in less fortunate

situations, a dictator). The optimal growth problem, already introduced in the previous two

chapters and discussed further in Section 8.3, focuses on the allocation of resources by a

social planner wishing to maximize the utility of the representative household. The competitive

equilibrium, instead, imposes a different set of institutions—competitive markets for factors

and goods, and private ownership of capital and labor. It then allows households to make their

own choices given market prices. The first definition states this explicitly.

Definition 8.1 A competitive equilibrium of the neoclassical growth model consists

of paths of consumption, capital stock, wage rates, and rental rates of capital,

[C(t), K(t), w(t), R(t)]∞
t=0

, such that the representative household maximizes its utility given

initial asset holdings (capital stock) K(0) > 0 and taking the time path of prices [w(t), R(t)]∞
t=0

as given; firms maximize profits taking the time path of factor prices [w(t), R(t)]∞
t=0

as given;

and factor prices [w(t), R(t)]∞
t=0

are such that all markets clear.

This definition states that households and firms act in a price-taking manner and that

competitive markets clear. While Definition 8.1 emphasizes the important conceptual aspects of

a competitive equilibrium, it is often more mathematically convenient to define an equilibrium

by incorporating some of the equilibrium relationships. This is done in the next definition,

which imposes the equations that the factor prices [w(t), R(t)]∞
t=0

must satisfy. In addition,

this definition expresses the key objects in terms of per capita terms, which also facilitates

further characterization.

Definition 8.2 A competitive equilibrium of the neoclassical growth model consists of

paths of per capita consumption, capital-labor ratio, wage rates, and rental rates of capital,

[c(t), k(t), w(t), R(t)]∞
t=0

, such that factor prices [w(t), R(t)]∞
t=0

are given by (8.5) and (8.6),

and the representative household maximizes (8.3) subject to (8.8) and (8.14) given initial per

capita asset holdings (capital-labor ratio) k(0) > 0 and factor prices [w(t), R(t)]∞
t=0

(with the

rate of return on assets r(t) given by (8.10)).

Since this definition of equilibrium already incorporates some of the equilibrium behavior,

one might have a preference for Definition 8.1 on theoretical grounds. Nevertheless definitions

of equilibria similar to Definition 8.2 are often more convenient to work with and are more

widely used, because they explicitly state the equations corresponding to the equilibrium and

thus facilitate the characterization of allocations that solve the specified maximization problem

subject to the relevant constraints. In the remainder of the book, I follow the standard practice

of using definitions of equilibria similar to Definition 8.2, though the reader should bear in

mind that it is derived from the more primitive Definition 8.1 by incorporating some of the

equilibrium conditions.



294 . Chapter 8 The Neoclassical Growth Model

Finally, recall also that an equilibrium corresponds to the entire time path of real quantities

and the associated prices. We may sometimes focus on the steady-state equilibrium, but an

equilibrium always refers to the entire path.

8.2.2 Household Maximization

Let us start with the problem of the representative household. From the definition of equilibrium

we know that this is to maximize (8.3) subject to (8.8) and (8.14). This is a special case of

the discounted infinite-horizon control problems discussed in Theorem 7.13 in the previous

chapter. Our strategy is once again to apply Theorem 7.13 to obtain a candidate solution and

then to verify that it is a solution by using Theorem 7.14.2 Let us first set up the current-value

Hamiltonian:

Ĥ (t, a, c, μ) = u(c(t)) + μ(t) [w(t) + (r(t) − n) a(t) − c(t)] ,

with state variable a, control variable c, and current-value costate variable μ. This problem

is closely related to that of optimal growth discussed in Section 7.7 in the previous chapter,

but with two main differences: first, the rate of return on assets is time varying; second, the

terminal value constraint is represented by the no-Ponzi condition (8.14), which is different

from the transversality condition in Section 7.7 (which was limt→∞ k(t) ≥ 0).

Now applying Theorem 7.13, the conditions for a candidate interior solution are

Ĥc(t, a, c, μ) = u′ (c(t)) − μ(t) = 0, (8.17)

Ĥa(t, a, c, μ) = μ(t)(r(t) − n) = −μ̇(t) + (ρ − n)μ(t), (8.18)

and the transition equation (8.8). The transversality condition (the equivalent of (7.69) in the

previous chapter) is

lim
t→∞

[

exp (− (ρ − n) t) μ(t)a(t)
]

= 0. (8.19)

The transversality condition is written in terms of the current-value costate variable, which is

more convenient given the rest of the necessary conditions.

Next, it is straightforward to verify that (8.17), (8.18), and (8.19) indeed characterize a

solution. The current-value Hamiltonian Ĥ (t, a, c, μ) is the sum of a concave function of c and

a linear function of (a, c). Therefore it is concave in (a, c). To be able to apply Theorem 7.14,

it only remains to show that for any feasible (a(t), c(t)), limt→∞

[

exp (− (ρ − n) t) μ(t)a(t)
]

≥ 0. Substituting for μ(t) from (8.24) below, this again requires that

lim
t→∞

[

a(t) exp

(

−

∫ t

0

(r(s) − n)ds

)]

≥ 0.

But, this inequality is identical to the no-Ponzi condition (8.14). Thus no feasible (a(t), c(t))

can violate this condition. Theorem 7.14 therefore implies that any solution to (8.17)–(8.19)

is a solution to the household maximization problem. Moreover, Exercise 8.11 shows that this

solution is unique.

2. An argument similar to that in Section 7.7 can be used to show that the conditions in Theorem 7.13 are also

necessary (see, e.g., Exercise 8.7). Nevertheless, the approach of using Theorem 7.13 to generate a candidate

solution and then verifying optimality with Theorem 7.14 is both more direct and simpler.
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Let us now use these equations to derive a more explicit characterization. First, rearrange

the second condition (8.18) to obtain:

μ̇(t)

μ(t)
= −(r(t) − ρ), (8.20)

which states that the multiplier changes depending on whether the rate of return on assets is

currently greater than or less than the discount rate of the household.3

Next, the first necessary condition (8.17) implies that

u′(c(t)) = μ(t). (8.21)

Since u′ is continuously differentiable, when (8.18) holds, c(t) is also differentiable in time,

and thus we can differentiate the previous expression with respect to time and divide by μ(t)

to obtain

u′′(c(t))c(t)

u′(c(t))

ċ(t)

c(t)
=

μ̇(t)

μ(t)
.

Substituting this expression into (8.20) yields the continuous-time consumption Euler equation

ċ(t)

c(t)
=

1

εu(c(t))
(r(t) − ρ), (8.22)

where

εu(c(t)) ≡ −
u′′(c(t))c(t)

u′(c(t))
(8.23)

is the elasticity of the marginal utility u′ (c(t)). Equation (8.22) is closely related to the

consumption Euler equation (6.39) derived in the context of the discrete-time problem, as

well as to the consumption Euler equation in continuous time with constant interest rates in

Example 7.1 in the previous chapter. As in (6.39), it states that consumption grows over time

when the discount rate is less than the rate of return on assets. Equation (8.22) also specifies

the speed at which consumption grows in response to a gap between this rate of return and the

discount rate. This speed is related to the elasticity of marginal utility of consumption, εu(c(t)).

The interpretation of εu(c(t)) and of this equation is discussed further below.

Next, integrating equation (8.20) yields

μ(t) = μ(0) exp

(

−

∫ t

0

(r(s) − ρ) ds

)

= u′ (c(0)) exp

(

−

∫ t

0

(r(s) − ρ) ds

)

,

(8.24)

where the first line uses the form of the solutions to linear nonhomogeneous differential

equations (see Section B.4 in Appendix B), and the second line uses (8.17) evaluated at time

3. This condition also implies that μ(t) is continuously differentiable only when r(t) is a continuous function of

time. Once we impose market clearing together with the time path of k(t) consistent with household maximizing

behavior, r(t) will indeed be a continuous function of time.
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t = 0. Substituting (8.24) into the transversality condition (8.19) yields

lim
t→∞

[

exp (− (ρ − n) t) a(t)u′ (c(0)) exp

(

−

∫ t

0

(r(s) − ρ) ds

)]

= 0

lim
t→∞

[

a(t) exp

(

−

∫ t

0

(r(s) − n) ds

)]

= 0. (8.25)

The second line follows by dividing the first by noting that u′ (c(0)) > 0 and combining

exp (− (ρ − n) t) with exp
(

−
∫ t

0
(r(s) − ρ) ds

)

.

An immediate implication of (8.25) is that household maximization, together with the

transversality condition (8.19), implies that the no-Ponzi condition (8.14) must hold as equality

(i.e., (8.16) must apply). This result is not surprising; it states that the lifetime budget constraint

of the individual should hold as equality. In the context of the Arrow-Debreu equilibrium,

this is an implication of the local nonsatiation assumption—the household should never leave

any money unspent. The derivation also emphasizes that it is the transversality condition that

implies that the no-Ponzi condition (8.14)—which, from the lifetime budget constraint, is

formulated as an inequality—should hold as equality. It is therefore the transversality condition

that makes sure that the household uses its resources to maximize its utility even in the very

far future and thus implies the infinite-horizon analogue of the condition that the household

should not end its planning horizon with unspent resources.

This derivation and the corresponding discussion show the intimate connection between the

transversality condition (8.19) and the stronger (equality) version of the no-Ponzi condition

(8.16). However, it is important to emphasize that these two conditions are not the same

thing (even though some such claims are made in the literature and in textbooks); (8.19) is

an optimality condition, whereas (8.16) is a (lifetime) budget constraint holding as equality.

Since a(t) = k(t), the transversality condition of the representative household can alterna-

tively be written as

lim
t→∞

[

k(t) exp

(

−

∫ t

0

(r(s) − n) ds

)]

= 0. (8.26)

Equation (8.26) emphasizes that the transversality condition requires the discounted market

value of the capital stock in the very far future to be equal to zero. This “market value” version

of the transversality condition is both intuitive and often more convenient to work with than

(8.19). In particular, suppose that there exists a limiting interest rate r∗ such that r(t) → r∗.

Then the transversality condition is satisfied only when r∗ > n (provided that k(t) does not

limit to zero). This conclusion is intuitive, since if it were the case that r∗ < n, households

would have infinite wealth (recall (8.15)). Thus r∗ > n is a natural condition to expect. We

will see in the next chapter that this condition is closely connected to the issue of dynamic

efficiency discussed in that chapter.

As noted above, Theorem 7.14 and the preceding analysis implies that the pair (â(t), ĉ(t))

that satisfies (8.22) and (8.25) is the unique solution to the household maximization problem.

Therefore any pair (k̂(t), ĉ(t)) that satisfies (8.22) and (8.26) corresponds to a competitive

equilibrium. A full competitive equilibrium is then given by the pair (k̂(t), ĉ(t)) combined

with market clearing prices. Recall that equilibrium prices are given by (8.5) and (8.6). From

(8.10), this implies that the interest rate r(t) is given by

r(t) = f ′(k(t)) − δ. (8.27)
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Substituting (8.27) into the household’s maximization problem, we obtain

ċ(t)

c(t)
=

1

εu(c(t))

(

f ′(k(t)) − δ − ρ
)

(8.28)

as the equilibrium version of the consumption growth equation (8.22). Substituting (8.28) into

(8.26), the transversality condition becomes

lim
t→∞

[

k(t) exp

(

−

∫ t

0

(

f ′ (k(s)) − δ − n
)

ds

)]

= 0. (8.29)

Conditions (8.28) and (8.29) are expressed only in terms of the path of the capital-labor ratio

and fully characterize a competitive equilibrium. Moreover we will see shortly that these

equilibrium conditions are identical to the Euler equation and the transversality condition that

characterize the optimal growth path (see Exercise 8.11).

8.2.3 Consumption Behavior

Let us now return to the dynamics of the representative household’s consumption. First, recall

that the Euler equation (8.22) relates the slope of the consumption profile of the representa-

tive household to εu(c(t)), which was defined as the elasticity of the marginal utility function,

u′(c). Notice, however, that εu(c(t)) is not only the elasticity of marginal utility, but

even more importantly, it is also the inverse of the intertemporal elasticity of substitution,

which plays a crucial role in macro models. The intertemporal elasticity of substitution regu-

lates the willingness of households to substitute consumption (or labor or any other attribute

that yields utility) over time. The elasticity of marginal utility of consumption between the

dates t and s > t is defined as

σu(t, s) = −
d log(c(s)/c(t))

d log(u′(c(s))/u′(c(t)))
.

As s ↓ t ,

σu(t, s) → σu(t) = −
u′(c(t))

u′′(c(t))c(t)
=

1

εu(c(t))
. (8.30)

This result is not surprising, since the concavity of the utility function u(.)—or equivalently,

the elasticity of marginal utility—determines how willing households are to substitute con-

sumption over time.

It is also possible to derive some further results on the consumption behavior of households.

Notice that the term exp(−
∫ t

0
r(s) ds) is a present-value factor that converts a unit of income

at time t to a unit of income at time 0. In the special case where r(s) = r , this factor would be

equal to exp (−rt). But more generally, we can define an average interest rate between dates

0 and t as

r̄(t) =
1

t

∫ t

0

r(s) ds. (8.31)

In that case, the conversion factor between dates 0 and t is exp (−r̄(t)t), and the transversality

condition can be written as

lim
t→∞

[

exp (− (r̄(t) − n) t) a(t)
]

= 0. (8.32)
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Now integrating (8.22), we obtain (recall again Section B.4 in Appendix B):

c(t) = c(0) exp

(∫ t

0

r(s) − ρ

εu(c(s))
ds

)

as the consumption function. Therefore, given the initial consumption level c(0), the path of

consumption is determined. In the special case where εu (c(s)) is constant (e.g., εu (c(s)) = θ )

this equation simplifies to

c(t) = c(0) exp

((

r̄(t) − ρ

θ

)

t

)

,

The lifetime budget constraint can also be written as

∫ ∞

0

c(t) exp(−(r̄(t) − n)t) dt = a(0) +

∫ ∞

0

w(t) exp(−(r̄(t) − n)t) dt.

Substituting for c(t) into this lifetime budget constraint in this isoelastic case, we obtain

c(0) =

[∫ ∞

0

exp

(

−

(

(1 − θ)r̄(t)

θ
−

ρ

θ
+ n

)

t

)

dt

]

×

[

a(0) +

∫ ∞

0

w(t) exp(−(r̄(t) − n)t

]

(8.33)

as the initial value of consumption. Once the initial consumption level is determined, the Euler

equation (8.22) gives the entire path of utility-maximizing consumption of the household. The

determination of the initial level of consumption is discussed further in Section 8.5.

8.2.4 Using the Natural Debt Limit

Let us now return to the alternative approach of using the natural debt limit (8.12) instead of the

no-Ponzi condition (8.14). In principle, â in (8.12) could be equal to minus infinity. However,

the same steps as in Exercise 8.2 show that this value of â would violate the feasibility constraint

that k(t) has to be nonnegative. Thus a well-defined equilibrium must involve â > −∞.

We will see below that factor prices satisfy limt→∞ r(t) > n and limt→∞ w(t) = w ≥ 0,

and this is sufficient for â > −∞ (see Exercise 8.9). When â > −∞, the maximization of

(8.3) subject to (8.8) and (8.11) again satisfies the conditions of Theorems 7.13 and 7.14.

Therefore the alternative approach of modeling the household’s problem as maximizing (8.3)

subject to (8.8) and (8.11) leads to the same characterization as the one using the no-Ponzi

condition (see Exercise 8.10). It can then be verified that in equilibrium limt→∞ r(t) > n and

limt→∞ w(t) = w ≥ 0, so that â > −∞, and the approach is indeed valid. However, as Exercise

8.8 shows, this approach does not work when there is sustained growth, as in Section 8.7.

8.3 Optimal Growth

Before further characterizing the competitive equilibrium, let us turn to the optimal growth

problem. Recall that, since we have assumed the existence of a normative representative

household, the optimal growth problem is equivalent to characterizing the capital-labor ratio
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and consumption path that maximizes the utility of this representative household. This problem

can be written as

max
[k(t),c(t)]∞

t=0

∫ ∞

0

exp(−(ρ − n)t)u(c(t)) dt

subject to

k̇(t) = f (k(t)) − (n + δ)k(t) − c(t),

and k(0) > 0.4 As noted in Chapter 5, versions of the First and Second Welfare Theorems for

economies with a continuum of commodities would imply that the solution to this problem

should be the same as the equilibrium growth problem of the previous section. However in

the present context there is no need to appeal to these theorems, since it is straightforward to

characterize both allocations and show their equivalence.

To do this, let us once again set up the current-value Hamiltonian, which in this case takes

the form

Ĥ (k, c, μ) = u(c(t)) + μ(t)[f (k(t)) − (n + δ)k(t) − c(t)],

with state variable k, control variable c, and current-value costate variable μ (the argument t

is omitted since this is a stationary problem). With the same argument as in Section 7.7 in the

previous chapter, it can be shown that Theorems 7.13 and 7.14 can be applied to this problem

and characterize the unique optimal growth path. Consequently the necessary and sufficient

conditions for this optimal path are

Ĥc (k, c, μ) = 0 = u′ (c(t)) − μ(t), (8.34)

Ĥk (k, c, μ) = −μ̇(t) + (ρ − n) μ(t) = μ(t)
(

f ′(k(t)) − δ − n
)

,

lim
t→∞

[

exp (− (ρ − n) t) μ(t)k(t)
]

= 0.

Repeating the same steps as before, we can combine the first two optimality conditions in (8.34)

and obtain (8.28) for the path of consumption of the representative household. In addition, once

again integrating the second first-order condition, we have

μ(t) = μ(0) exp

(

−

∫ t

0

(

f ′(k(s)) − δ − ρ
)

ds

)

.

Combining this equation with the first condition in (8.34) evaluated at t = 0 implies that

μ(0) = u′ (c(0)) > 0. Substituting this expression into the transversality condition (the third

condition in (8.34)), simplifying, and canceling out μ(0) > 0, we obtain (8.29).

These steps establish that the competitive equilibrium is a Pareto optimum and that the

optimal growth path can be decentralized as a competitive equilibrium. This result is stated in

the next proposition.

4. In the case where the infinite-horizon problem represents dynastic utilities as discussed in Chapter 5, this

specification presumes that the social planner gives the same weights to different generations as the current

dynastic decision maker. Naturally, there also exist Pareto optimal allocations with unequal distribution of

consumption across households or generations, though these are less natural and less interesting in the context

of economies with a normative representative household.
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Proposition 8.1 In the neoclassical growth model described in Section 8.1, with Assump-

tions 1, 2, 3, and 4′, the equilibrium is Pareto optimal and coincides with the optimal growth

path maximizing the utility of the representative household.

8.4 Steady-State Equilibrium

As in Chapter 2, a steady-state equilibrium is defined as an equilibrium path in which the

capital-labor ratio, consumption, and output are constant. The steady-state equilibrium (and,

also, by the equivalence between the two problems, the stationary solution to the optimal

growth problem) is straightforward to characterize. Steady state requires that consumption per

capita is constant, thus

ċ(t) = 0.

From (8.28), this expression implies that regardless of the exact utility function (as long as

f (k∗) > 0), we must have a capital-labor ratio k∗ that satisfies

f ′(k∗) = ρ + δ, (8.35)

which is the equivalent of the steady-state relationship in the discrete-time optimal growth

model.5 Equation (8.35) pins down the steady-state capital-labor ratio as a function only of the

production function, the discount rate, and the depreciation rate. The steady-state condition

(8.35) corresponds to the modified golden rule, rather than to the golden rule in the Solow

model (see Exercise 8.12). The modified golden rule involves a level of the capital stock that

does not maximize steady-state consumption, because earlier consumption is preferred to later

consumption. This preference is because of discounting, which means that the objective is not

to maximize steady-state consumption, but instead involves giving a higher weight to earlier

consumption.

Note also at this point that Assumption 4′ (ρ > n) and (8.35) together imply that the steady-

state interest rate is

r∗ = f ′(k∗) − δ > n (8.36)

and thus satisfies the natural requirement that r∗ > n. Since in steady state the wage rate is

w∗ = f (k∗) − k∗f ′(k∗) < ∞, it can also be verified that households have finite wealth at all

points in time.

Given k∗, the steady-state consumption level is also straightforward to determine as

c∗ = f (k∗) − (n + δ)k∗, (8.37)

which is similar to the consumption level in the basic Solow model. Moreover, given Assump-

tion 4′, a steady state where the capital-labor ratio and thus output are constant necessarily

satisfies the transversality condition. This analysis therefore establishes the following result.

Proposition 8.2 In the neoclassical growth model described in Section 8.1, with Assump-

tions 1, 2, 3, and 4′, the steady-state equilibrium capital-labor ratio k∗ is uniquely determined

5. In addition, there again exists another, economically uninteresting steady state at k = 0. As in Chapter 2, I

ignore this steady state throughout. Moreover, as in Chapter 2, starting with any k(0) > 0 the economy will

always tend to the steady-state capital-labor ratio k∗ given by (8.35).



8.4 Steady-State Equilibrium . 301

by (8.35) and is independent of the instantaneous utility function. The steady-state consump-

tion per capita c∗ is given by (8.37).

As with the basic Solow growth model, there are also several straightforward comparative

static results that show how the steady-state values of capital-labor ratio and consumption per

capita change with the underlying parameters. For this reason, let us again parameterize the

production function as

f (k) = Af̃ (k),

where A > 0, so that A is again a shift parameter, with greater values corresponding to

greater productivity of factors. Since f (k) satisfies the regularity conditions imposed above,

so does f̃ (k).

Proposition 8.3 Consider the neoclassical growth model described in Section 8.1, with

Assumptions 1, 2, 3, and 4′, and suppose that f (k) = Af̃ (k). Denote the steady-state level of

the capital-labor ratio by k∗ (A, ρ, n, δ) and the steady-state level of consumption per capita

by c∗ (A, ρ, n, δ) when the underlying parameters are A, ρ, n and δ. Then

∂k∗(A, ρ, n, δ)

∂A
> 0,

∂k∗(A, ρ, n, δ)

∂ρ
< 0,

∂k∗(A, ρ, n, δ)

∂n
= 0, and

∂k∗(A, ρ, n, δ)

∂δ
< 0;

∂c∗(A, ρ, n, δ)

∂A
> 0,

∂c∗(A, ρ, n, δ)

∂ρ
< 0,

∂c∗(A, ρ, n, δ)

∂n
< 0, and

∂c∗(A, ρ, n, δ)

∂δ
< 0.

Proof. See Exercise 8.17.

The new results here relative to the basic Solow model concern the comparative statics with

respect the discount rate ρ. In particular, instead of the saving rate, it is now the discount rate

that affects the rate of capital accumulation. There is a close link between the discount

rate in the neoclassical growth model and the saving rate in the Solow model. Loosely speaking,

a lower discount rate implies greater patience and thus greater savings. In the model without

technological progress, the steady-state saving rate can be computed as

s∗ =
(n + δ)k∗

f (k∗)
, (8.38)

where k∗ is the steady-state capital-labor ratio given in (8.35). Exercise 8.19 investigates

the relationship between the discount rate, the saving rate, and the steady-state per capita

consumption level.

A further interesting result is that the rate of population growth has no impact on the

steady-state capital-labor ratio, which contrasts with the basic Solow model. Exercise 8.16

shows that this result depends on the way in which intertemporal discounting takes place.

Another important result, which is more general, is that k∗ and thus c∗ do not depend on the

instantaneous utility function u(.). The form of the utility function only affects the transitional

dynamics but has no impact on steady states. This is because the steady state is determined by

the modified golden rule. This result is not true in the presence of technological change and

sustained growth.
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8.5 Transitional Dynamics and Uniqueness of Equilibrium

Recall that transitional dynamics in the basic Solow model are given by a single differential

equation with an initial condition. This is no longer the case, since the equilibrium is determined

by two differential equations, repeated here for convenience:

k̇(t) = f (k(t)) − (n + δ)k(t) − c(t), (8.39)

and

ċ(t)

c(t)
=

1

εu(c(t))

(

f ′(k(t)) − δ − ρ
)

. (8.40)

Moreover, we have an initial condition k(0) > 0 and also a boundary condition at infinity,

which takes the form

lim
t→∞

[

k(t) exp

(

−

∫ t

0

(

f ′ (k(s)) − δ − n
)

ds

)]

= 0. (8.41)

As already discussed in the context of the q-theory of investment in the previous chapter

(see Section 7.8), this combination of boundary conditions consisting of an initial condition

and a transversality condition is quite typical for economic problems involving the behavior of

both state and control variables. The appropriate notion of stability is again that of saddle-path

stability introduced in Theorems 7.18 and 7.19 (instead of the stability results in Theorems

2.4 and 2.5). In particular, the consumption level (or equivalently the costate variable μ) is the

control variable, and its initial value c(0) (or equivalently μ(0)) is free. It has to adjust to satisfy

the transversality condition (the boundary condition at infinity). Since c(0) or μ(0) can jump to

any value, we again need the existence of a unique one-dimensional manifold (curve) tending

to the steady state. As in the q-theory of investment, if there were multiple paths tending to

the steady state, the equilibrium would not be unique (there would be multiple values of c(0)

consistent with equilibrium).

Fortunately the economic forces ensure (saddle-path) stability and the existence of a unique

competitive equilibrium path. In particular, in the neoclassical growth model there exists a

unique equilibrium, represented by a one-dimensional manifold (curve) of k-c combinations—

the stable arm—converging to the steady state. This stable arm is shown in Figure 8.1. The

vertical line is the locus of points where ċ = 0. The ċ = 0 locus is just a vertical line because,

in view of the consumption Euler equation (8.40), only the unique level of k∗ given by (8.35)

can keep per capita consumption constant. The inverse U-shaped curve is the locus of points

where k̇ = 0 in (8.39). The intersection of these two loci defines the steady state
(

k∗, c∗
)

. The

shape of the k̇ = 0 locus can be understood by analogy to Figure 2.6 in Chapter 2. Recall that

steady-state consumption per capita is maximized at the golden rule capital-labor ratio kgold,

and levels of capital stock higher than this reduce steady-state consumption. The ċ = 0 locus

intersects the k̇ = 0 locus at the modified golden rule k∗, which is always to the left of kgold

(see Exercise 8.12). Once these two loci are drawn, the rest of the diagram can be completed

by looking at the direction of motion according to the differential equations (8.39) and (8.40).

Given these directions of movements, it is clear that there exists a unique stable arm tending

to the steady state. This observation implies that starting with an initial capital-labor ratio

k(0) > 0, there exists a unique c(0) on the stable arm. If the representative household starts

with a per capita consumption level of c(0) at date t = 0 and then follows the consumption path

given by the Euler equation (8.40), consumption per capita and the capital-labor ratio converge

to the unique steady state
(

k∗, c∗
)

.
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FIGURE 8.1 Transitional dynamics in the baseline neoclassical growth model.

Is the path starting with (k(0), c(0)) and converging to
(

k∗, c∗
)

the unique equilibrium? The

answer is yes, and there are two complementary ways of seeing this. The first exploits the fact

that we have already established the equivalence between competitive equilibria and Pareto

optimal allocations (directly in Section 8.3 or by appealing to the Second Welfare Theorem

[Theorem 5.7]). Given this equivalence, we can apply the sufficiency results in Theorem

7.14 to the optimal growth problem and conclude that the path starting with (k(0), c(0)) and

converging to
(

k∗, c∗
)

, which satisfies (8.39), (8.40), and (8.41), gives the unique optimal

growth path. Therefore it is also the unique competitive equilibrium. This argument establishes

the next proposition.

Proposition 8.4 In the neoclassical growth model described in Section 8.1, with Assump-

tions 1, 2, 3, and 4′, there exists a unique equilibrium path starting from any k(0) > 0 and

converging monotonically to the unique steady-state
(

k∗, c∗
)

with k∗ given by (8.35). Moreover,

if k(0) < k∗, then k(t) ↑ k∗ and c(t) ↑ c∗, whereas if k(0) > k∗, then k(t) ↓ k∗ and c(t) ↓ c∗.

This equilibrium path is also identical to the unique optimal growth path.

The second strategy for establishing the uniqueness of the equilibrium path is more popular

in the literature and involves ruling out all paths other than the stable arm in Figure 8.1. As

already discussed, given paths of interest and wage rates, [r(t), w(t)]∞
t=0

, the representative

household’s utility-maximization problem has a unique solution (see Exercise 8.11). When

these prices are given by (8.5), (8.6), and (8.10), this unique solution starts with (k(0), c(0))

and defines precisely the path of capital-labor ratio that leads to these equilibrium prices. To

see that this equilibrium is unique, let us return to Figure 8.1. This figure makes it clear that

all points away from the stable arm (different from (k(0), c(0))) diverge, and eventually reach

zero consumption or zero capital stock. If the initial level of consumption were below the

stable arm (e.g., at c′′(0)), then consumption would reach zero in finite time, and thus capital
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would accumulate continuously until the maximum level of capital k̄ > kgold (reached with zero

consumption). It can be verified that f ′
(

k̄
)

< δ + n (see Exercise 8.13), which implies that

lim
t→∞

[

k(t) exp

(

−

∫ t

0

(

f ′ (k(s)) − δ − n
)

ds

)]

= k̄ lim
t→∞

[

exp

(

−

∫ t

0

(

f ′
(

k̄
)

− δ − n
)

ds

)]

> 0,

violating the transversality condition (8.29) or (8.41). Since in this case it can be shown that

the transversality condition is not just sufficient but also necessary (by applying Theorem 7.13;

see Exercise 8.7), paths starting below the stable arm cannot be part of an equilibrium. Next

suppose that initial consumption starts above this stable arm, say at c′(0). In this case, the capital

stock would reach zero in finite time, while household consumption implied by (8.40) would

remain positive (see again Exercise 8.13).6 But this behavior violates feasibility and establishes

that initial values of consumption above this stable arm cannot be part of the equilibrium (or

the optimal growth solution). This line of argument then also leads to the conclusion that the

transitional dynamics in the neoclassical growth model involves the initial consumption per

capita jumping to c(0) on the stable arm, and then (k, c) monotonically travels along this arm

toward the steady state.

A complement to the second strategy is provided by the analysis of local stability. This

method involves linearizing the two differential equations (8.39) and (8.40). A first-order Taylor

expansion around the steady state
(

k∗, c∗
)

(recall Theorem A.23 in Appendix A) gives

k̇ ≃ constant + (f ′(k∗) − n − δ)(k − k∗) − c,

and

ċ ≃ constant +
c∗f ′′(k∗)

εu(c
∗)

(k − k∗),

where, to simplify notation, I suppressed time dependence and used the approximately equal

sign “≃” instead of explicitly including second-order terms. From (8.35), f ′(k∗) − δ = ρ, so

the eigenvalues of this two-equation system are given by the values of ξ that solve the following

quadratic form:

det

(

ρ − n − ξ −1

c∗f ′′(k∗)
εu(c

∗)
0 − ξ

)

= 0.

It is straightforward to verify that, since c∗f ′′(k∗)/εu(c
∗) < 0, there are two real eigenvalues,

one negative and one positive. Thus there exists a one-dimensional curve—the stable arm—

converging to the steady state (see Exercise 8.15). Therefore, not surprisingly, the local analysis

leads to the same conclusion as the global analysis of stability. However the local analysis can

only establish local (saddle-path) stability, whereas the above analysis establishes global

stability and the uniqueness of the competitive equilibrium.

6. One needs to take care of the same technical problem here as that pointed out in the context of the q-theory

of investment in Section 7.8; when k reaches zero, the necessary conditions no longer apply. Nevertheless

Exercise 8.14 proves from first principles that a jump in consumption down to zero can never be optimal for

the representative household, establishing that paths that reach k = 0 in finite time can indeed be ruled out.
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8.6 Neoclassical Growth in Discrete Time

It is useful to briefly discuss the baseline neoclassical growth model in discrete time to highlight

its close connection to the continuous-time analysis. Discrete-time equilibrium growth models

are discussed in greater detail in Chapter 17, when I introduce uncertainty.

For now let us suppose that there is no population growth, so that c(t) denotes per capita

consumption, the representative household inelastically supplies one unit of labor, and as usual,

β ∈ (0, 1) is the discount factor. The representative household then maximizes

∞
∑

t=0

β tu(c(t))

subject to the budget constraint

a(t + 1) = (1 + r(t))a(t) + w(t) − c(t),

where a(t) is the asset holdings of the household at time t ; w(t) is the equilibrium wage rate,

which is also equal to the labor income of the representative household, which supplies one

unit of labor to the market; and r(t) is the rate of return on asset holdings at time t . As in the

continuous-time model, this flow budget constraint needs to be augmented with a no-Ponzi

condition. Using similar reasoning to that leading to (8.14) in Section 8.1, this condition takes

the form

lim
t→∞

[

a(t)

t−1
∏

s=1

1

1 + r(s)

]

≥ 0 (8.42)

and ensures that the present discounted value of the representative household’s asymptotic debt

is nonnegative (see Exercise 8.25). Moreover the same argument as in Section 8.1 establishes

that (8.42) is exactly the condition necessary to ensure the equivalence between the Arrow-

Debreu and the sequential trading formulations of the competitive equilibrium.

Furthermore the representative household’s transversality condition then implies that a(t)

cannot limit to a negative value; therefore the stronger form of the no-Ponzi condition, which

must hold in equilibrium, is

lim
t→∞

[

a(t)

t−1
∏

s=1

1

1 + r(s)

]

= 0. (8.43)

The production side of the economy is identical to that in the continuous-time model.

Specifically the rental rate of capital R(t) and the wage rate w(t) are given by (8.5) and (8.6),

respectively. Moreover, given depreciation at the rate δ > 0, the rate of return on assets, r(t),

is again given by (8.27). A straightforward application of the results in Chapter 6 implies that

the representative household will choose a consumption path that satisfies the Euler equation

u′(c(t)) = β(1 + r(t + 1))u′(c(t + 1)). (8.44)

The reader will recall from the analysis of optimal growth in discrete time in Section 6.8

in Chapter 6 that (8.44) is identical to the Euler equation for the optimal growth problem

(6.45) (since from (8.27), r(t) = f ′(k(t)) − δ). To establish the equivalence of the competitive

equilibrium and the optimal growth paths, we need only to show that the no-Ponzi condition
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(8.43) implies the transversality condition in the optimal growth problem (6.51) and vice versa.

To see this, let us rewrite (6.51) here:

lim
t→∞

[

β t
(

f ′(k(t)) + (1 − δ)
)

u′(c(t))k(t)
]

= 0.

Recursively substituting from (8.44) for t , t − 1, and so on, and using (8.27), this equation is

equivalent to

lim
t→∞

[

β t−1u′(c(t − 1))k(t)
]

= 0,

lim
t→∞

[

β t−2 1

1 + r(t − 1)
u′(c(t − 2))k(t)

]

= 0,

lim
t→∞

[

β t−3 1

(1 + r(t − 1))(1 + r(t − 2))
u′(c(t − 3))k(t)

]

= 0,

...

lim
t→∞

[

k(t)

t−1
∏

s=0

1

1 + r(s)

]

= 0,

where the last line cancels out u′ (c(0)), which is strictly positive by assumption. Since from

market clearing a(t) = k(t), this condition is the same as (8.43) and thus establishes that

the competitive equilibrium and optimal growth paths coincide. This result is not surprising,

since the neoclassical growth model satisfies the conditions of the First and Second Welfare

Theorems (Theorems 5.6 and 5.7). Nevertheless, the explicit derivation here shows how the

equivalence manifests itself in the context of this workhorse model of growth theory and

macroeconomics.

Given the equivalence between the equilibrium and optimal growth paths, Proposition 6.3

from Section 6.8 characterizes the dynamics of the equilibrium allocation. In particular, this

proposition implies that starting with any initial level of capital stock k(0) > 0, the competitive

equilibrium path of the neoclassical growth model monotonically converges to the unique

steady-state allocation. This result therefore highlights the parallel between the general insights

from the discrete-time and continuous-time models.

8.7 Technological Change and the Canonical Neoclassical Model

As in the basic Solow model, the neoclassical growth model does not account for long-run

growth without exogenous technological change. Therefore the more interesting version of

the neoclassical model is the one that incorporates technological change, which I present here.

The production function in this case takes the form

Y (t) = F(K(t), A(t)L(t)), (8.45)

where

A(t) = exp (gt) A(0).

Notice that the production function (8.45) imposes purely labor-augmenting (Harrod-neutral)

technological change. This is because Theorem 2.6 in Chapter 2 still applies and implies that



8.7 Technological Change and the Canonical Neoclassical Model . 307

balanced growth is possible only with technological change that is labor-augmenting after some

time T . As in that chapter, I simplify the analysis by assuming that technological change is

labor-augmenting throughout.

Assumptions 1, 2, and 3 on the production and utility functions are still in effect. Assumption

4′ will be strengthened further to ensure finite discounted utility in the presence of sustained

economic growth.

The constant returns to scale feature again enables us to work with normalized variables.

Let us define

ŷ(t) ≡
Y (t)

A(t)L(t)

= F

(

K(t)

A(t)L(t)
, 1

)

≡ f (k(t)),

where

k(t) ≡
K(t)

A(t)L(t)
(8.46)

is the effective capital-labor ratio, incorporating labor-augmenting technology in the denom-

inator. Naturally (8.46) is similar to the way that the effective capital-labor ratio was defined

in the basic Solow growth model.

In addition to the assumptions on technology, we also need to impose a further assumption

on preferences to ensure balanced growth. As in the basic Solow model, balanced growth is

defined as a pattern of growth consistent with the Kaldor facts of constant rate of output growth,

and constant capital-output ratio and capital share in national income. These two observations

together also imply that the rental rate of return on capital, R(t), has to be constant, which,

from (8.10), implies that r(t) has to be constant. Let us again refer to an equilibrium path that

satisfies these conditions as a balanced growth path (BGP). Balanced growth also requires that

consumption and output grow at a constant rate. The Euler equation implies that

ċ(t)

c(t)
=

1

εu(c(t))
(r(t) − ρ).

If r(t) → r∗, then ċ(t)/c(t) → gc is possible only if εu(c(t)) → εu, that is, if the elasticity of

marginal utility of consumption is asymptotically constant. Therefore balanced growth is only

consistent with utility functions that have asymptotically constant elasticity of marginal utility

of consumption. Since this result is important, I state it as a proposition.

Proposition 8.5 Balanced growth in the neoclassical model requires that asymptotically

all technological change is purely labor-augmenting and the elasticity of intertemporal sub-

stitution, εu(c(t)), tends to a constant εu.

The next example shows the family of utility functions with constant intertemporal elasticity

of substitution, which are also those functions with a constant coefficient of relative risk

aversion. This example also demonstrates that utility functions with constant intertemporal

elasticity of substitution are the same as the Gorman preferences in this economy, so that the

assumption that εu(c(t)) → εu is not much more restrictive than assuming the presence of a

(strong) representative household (recall Chapter 5).
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Example 8.1 (CRRA Utility) Recall that the Arrow-Pratt coefficient of relative risk aversion

for a twice differentiable concave utility function u(c) is

R = −
u′′(c)c

u′(c)
.

The constant relative risk aversion (CRRA) utility function satisfies the property that R is

constant. Setting R to a constant, say θ > 0, and integrating both sides gives the family of

CRRA utility functions as

u(c) =

{

c1−θ−1
1−θ

if θ �= 1 and θ ≥ 0,

log c if θ = 1,

with the coefficient of relative risk aversion given by θ (see Exercise B.9 in Appendix B for

a formal derivation). In writing this expression, I separated the case where θ = 1, since
(

c1−θ − 1
)

/ (1 − θ) is undefined at θ = 1. However it can easily be shown that log c is indeed

the right limit when θ → 1.

With time-separable utility functions, the inverse of the elasticity of intertemporal substi-

tution (defined in (8.30)) and the coefficient of relative risk aversion are identical. Therefore

the family of CRRA utility functions also consists of those functions with constant elasticity of

intertemporal substitution (see Exercise 5.2).

To link this utility function to the Gorman preferences discussed in Chapter 5, let us consider

a slightly different problem in which an individual has preferences defined over the consumption

of N commodities {c1, . . . , cN} given by

U({c1, . . . , cN}) =

⎧

⎪

⎨

⎪

⎩

∑N
j=1

c1−θ
j

1−θ
if θ �= 1 and θ ≥ 0,

∑N
j=1

log cj if θ = 1.

(8.47)

Suppose also that this individual faces a price vector p =(p1, . . . , pN) and has income y, so

that her budget constraint can be expressed as

N
∑

j=1

pjcj ≤ y. (8.48)

Maximizing (8.47) subject to the budget constraint (8.48) leads to the following indirect utility

function:

v(p, y) =
y1−θ

(1 − θ)

[

∑N
j=1

p
θ−1
θ

j

]− 1
θ

(see Exercise 5.6). Although this indirect utility function does not satisfy the Gorman form in

Theorem 5.2, a monotone transformation thereof does (simply raise it to the power 1/(1− θ)).

Thus CRRA utility functions are within the Gorman class, and if all households have CRRA

utility functions, then we can aggregate their preferences and represent them as if they belonged

to a single individual.
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Now consider a dynamic version of these preferences (defined over an infinite horizon):

U (c(0), c (1) , . . .) =

⎧

⎨

⎩

∑∞
t=0

β t c(t)1−θ−1
1−θ

if θ �= 1 and θ ≥ 0,
∑∞

t=0
β t log c(t) if θ = 1.

The important feature of these preferences in growth theory is not that the coefficient of relative

risk aversion is constant but that the intertemporal elasticity of substitution is constant (because

most growth models do not feature uncertainty). The intertemporal elasticity of substitution

regulates how willing individuals are to substitute consumption over time, thus determining

their savings and consumption behavior. In view of this observation, it may be more appropriate

to refer to CRRA preferences as “constant intertemporal elasticity of substitution” preferences.

Nevertheless, I follow the standard convention in the literature and use the term “CRRA.”

Finally, note that a more general family of utility functions within the Gorman class, with

∞
∑

t=0

β t
[

(c(t) − γ (t))1−θ − 1
]

/ (1 − θ) or U =

∞
∑

t=0

β t log (c(t) − γ (t))

is also consistent with balanced growth as long as limt→∞ γ (t) = γ̄ < ∞. These preferences

are further discussed in Exercise 8.31.

Given the restriction that balanced growth is only possible with preferences featuring a

constant elasticity of intertemporal substitution, let us start with the CRRA instantaneous utility

function

u(c(t)) =

{

c(t)1−θ−1
1−θ

if θ �= 1 and θ ≥ 0,

log c(t) if θ = 1,

where the elasticity of marginal utility of consumption, εu, is given by the constant θ . When

θ = 0, this function represents linear preferences, whereas when θ = 1, it corresponds to log

preferences. As θ → ∞, households become infinitely risk-averse and infinitely unwilling to

substitute consumption over time.

More specifically, let us consider an economy with a (normative) representative household

with CRRA preferences,

∫ ∞

0

exp (−(ρ − n)t)
c(t)1−θ − 1

1 − θ
dt, (8.49)

where c(t) ≡ C(t)/L(t) is per capita consumption. I refer to this model, with labor-augmenting

technological change and CRRA preference as given by (8.49) as the canonical model, since

it is the model used in almost all applications of the neoclassical growth model. In this model,

the representative household’s problem is given by the maximization of (8.49) subject to (8.8)

and (8.14). Once again using the necessary conditions from Theorem 7.13, the Euler equation

of the representative household is obtained as

ċ(t)

c(t)
=

1

θ
(r(t) − ρ) . (8.50)

Let us first characterize the steady-state equilibrium in this model with technological

progress. Since with technological progress there is growth in per capita income, per capita
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consumption c(t) also grows. In analogy with k(t), let us define

c̃(t) ≡
C(t)

A(t)L(t)

≡
c(t)

A(t)
.

This normalized consumption level remains constant along the BGP. Naturally,

dc̃(t)/dt

c̃(t)
=

ċ(t)

c(t)
− g

=
1

θ
(r(t) − ρ − θg) .

Moreover the accumulation of capital stock is given by

k̇(t) = f (k(t)) − c̃(t) − (n + g + δ) k(t), (8.51)

where recall that k(t) ≡ K(t)/A(t)L(t) as in (8.46).

The transversality condition in turn can be expressed as

lim
t→∞

[

k(t) exp

(

−

∫ t

0

[f ′ (k(s)) − g − δ − n]ds

)]

= 0. (8.52)

In addition, the equilibrium interest rate r(t) is still given by (8.27). Moreover, since in steady

state (BGP) c̃(t) must remain constant, r(t) = ρ + θg, which implies that

f ′(k∗) = ρ + δ + θg. (8.53)

This equation uniquely determines the steady-state value of the effective capital-labor ratio k∗.

The level of normalized consumption in steady state is then given by

c̃∗ = f (k∗) − (n + g + δ) k∗, (8.54)

while per capita consumption grows at the rate g.

The only additional complication in this case is that because of sustained growth, the

transversality condition becomes more demanding. In particular, substituting (8.53) into (8.52),

the transversality condition requires that

lim
t→∞

[

k(t) exp

(

−

∫ t

0

[ρ − (1 − θ) g − n]ds

)]

= 0,

which can hold only if the integral in the exponent goes to minus infinity, that is, only if

ρ − (1 − θ) g − n > 0. Thus to ensure a well-defined solution to the household maximization

problem and a well-defined competitive equilibrium, we need to modify Assumption 4′ as

follows.

Assumption 4 (Discounting with Technological Progress) ρ − n > (1 − θ)g.

This assumption strengthens Assumption 4′ when θ < 1. The steady-state interest rate in this

economy is r∗ = ρ + θg, and the growth rate of output is g + n. Therefore, in the same way as

Assumption 4′ ensured r∗ > n, Assumption 4 guarantees r∗ > g + n. Assumption 4 emerges
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as a necessary condition in a variety of models both for household utility to be finite and

for the transversality condition to hold. Imposing a condition to ensure that the transversality

condition holds may appear strange, since the (necessary) transversality condition should be

satisfied by an optimal solution—without the need to impose additional conditions. However,

similar to Assumption 4′, the main role of Assumption 4 is not to satisfy the transversality

condition but to ensure that households do not achieve infinite utility (which would again

make the economic problem uninteresting and violate the local nonsatiation assumption from

Chapter 5). Exercise 8.20 shows the link between Assumption 4 and the finiteness of the

utility of the representative household. Recall that the transversality condition ceases to be

meaningful when households achieve infinite utility. In fact, when this assumption is violated,

the transversality condition also fails to hold. In what follows, checking that the transversality

condition is satisfied turns out to be equivalent to (but somewhat simpler than) verifying that

household utility is finite.

At this point, we can use a similar reasoning to that in Section 8.2 and establish that, given

Assumption 4, the sufficiency conditions in Theorem 7.14 are satisfied. Thus the solution to

the household maximization problem derived above indeed corresponds to a global maximum

(see Exercise 8.21). The following is therefore an immediate generalization of Proposition 8.2.

Proposition 8.6 Consider the neoclassical growth model with labor-augmenting techno-

logical progress at the rate g and preferences given by (8.49). Suppose that Assumptions 1,

2, 3, and 4 hold. Then there exists a unique BGP, where the effective capital-labor ratio k∗ is

given by (8.53), and output per capita and consumption per capita grow at the rate g.

The steady-state (BGP) capital-labor ratio is no longer independent of the instantaneous

utility function of the representative household, since now the steady-state capital-labor ratio

k∗, given by (8.53), depends on the elasticity of marginal utility (or the inverse of the inter-

temporal elasticity of substitution) θ . This is because there is now growth in output per capita

and thus in consumption per capita. Since households face an upward-sloping consumption pro-

file, their willingness to substitute consumption today for consumption tomorrow determines

how much they accumulate and thus the equilibrium effective capital-labor ratio.

Perhaps the most important implication of Proposition 8.6 is that, while the steady-state

effective capital-labor ratio k∗ is determined endogenously, the steady-state growth rate of

the economy is given exogenously and is equal to the rate of labor-augmenting technological

progress, g. Therefore the neoclassical growth model, like the basic Solow growth model,

endogenizes the capital-labor ratio but not the growth rate of the economy. The advantage

of the neoclassical growth model is that the capital-labor ratio and the equilibrium level of

(normalized) output and consumption are determined by the preferences of the individuals

rather than by an exogenously fixed saving rate. This model also enables us to compare

equilibrium and optimal growth (and in this case conclude that the competitive equilibrium

is Pareto optimal and that any Pareto optimum can be decentralized). But the determination of

the rate of growth of the economy is still outside the scope of analysis.

An analysis similar to that for Proposition 8.6 leads to a generalization of Proposition 8.4.

Proposition 8.7 Consider the neoclassical growth model with labor-augmenting techno-

logical progress at the rate g and preferences given by (8.49). Suppose that Assumptions 1,

2, 3, and 4 hold. Then there exists a unique equilibrium path, where (k(t), c̃(t)) converges

monotonically to the unique steady-state
(

k∗, c̃∗
)

with k∗ given by (8.53) and c̃∗ given by

(8.54).

Proof. See Exercise 8.22.
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It is also useful to briefly look at an example with Cobb-Douglas technology.

Example 8.2 Consider the model with CRRA utility and labor-augmenting technological

progress at the rate g. Dropping time dependence to simplify notation, the production function

is F (K, AL) = Kα (AL)1−α, and thus

f (k) = kα,

so that r = αkα−1 − δ. The Euler equation written in terms of normalized consumption then

becomes

dc̃/dt

c̃
=

1

θ
(αkα−1 − δ − ρ − θg),

and the accumulation equation can be written as

k̇

k
= kα−1 − δ − g − n −

c̃

k
.

Now define z ≡ c̃/k and x ≡ kα−1, which implies that ẋ/x = (α − 1) k̇/k. Therefore we have

ẋ

x
= −(1 − α)(x − δ − g − n − z), (8.55)

and also

ż

z
=

dc̃/dt

c̃
−

k̇

k
,

which implies that

ż

z
=

1

θ
(αx − δ − ρ − θg) − x + δ + g + n + z

=
1

θ
((α − θ)x − (1 − θ)δ + θn) −

ρ

θ
+ z. (8.56)

The two differential equations (8.55) and (8.56) together with the initial condition x(0) and

the transversality condition completely determine the dynamics of the system. In Exercise 8.24,

you are asked to complete this example for the special case in which θ ≤ 1 (log preferences).

8.8 The Role of Policy

In the model developed in Section 8.7, the rate of growth of per capita consumption and output

per worker (per capita) are determined exogenously by the growth rate of labor-augmenting

technological progress. The level of income, on the other hand, depends on the intertemporal

elasticity of substitution 1/θ , the discount rate ρ, the depreciation rate δ, the population growth

rate n, and naturally the form of the production function f (.).

Returning to the proximate causes of cross-country differences in income per capita and

growth, this model gives us a way of understanding those differences in terms of preference

and technology parameters. As discussed in Chapter 4, we also wish to link the proximate

causes of economic growth to potential fundamental causes. The intertemporal elasticity of
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substitution and the discount rate can be viewed as potential determinants of economic growth

related to cultural or geographic factors. However, an explanation for cross-country and over-

time differences in economic growth based on differences or changes in preferences is unlikely

to be satisfactory. A more appealing approach may be to link the incentives to accumulate

physical capital (and later to accumulate human capital and technology) to the institutional

environment of an economy, as done in Part VIII. For now, it is useful to focus on a particularly

simple way in which institutional differences might affect investment decisions. Let us extend

the above framework in a simple way and introduce linear tax policy. Suppose that returns on

capital net of depreciation are taxed at the rate τ and the proceeds are redistributed lumpsum

back to households. In that case, the capital accumulation equation is still given by (8.51), but

the net interest rate faced by households changes to

r(t) = (1 − τ)(f ′(k(t)) − δ),

because of the taxation of capital returns. The growth rate of normalized consumption is then

obtained from the Euler equation (8.50) as

dc̃(t)/dt

c̃(t)
=

1

θ
(r(t) − ρ − θg)

=
1

θ
((1 − τ)(f ′(k(t)) − δ) − ρ − θg).

An identical argument to that above immediately implies that the steady-state capital to

effective labor ratio is given by

f ′(k∗) = δ +
ρ + θg

1 − τ
. (8.57)

Equation (8.57) shows the effects of taxing steady-state capital on effective labor ratio and

output per capita. A higher tax rate τ increases the right-hand side of (8.57), and since from

Assumption 1, f ′(.) is decreasing, it reduces k∗. Therefore higher taxes on capital have the

effect of depressing capital accumulation and reducing income per capita. Thus (8.57) shows

one channel through which policy (and thus institutional) differences might affect economic

performance. Similar results apply if, instead of being imposed on the returns to capital, taxes

were imposed on the amount of investment (see Section 8.10).

8.9 Comparative Dynamics

Comparative dynamics are a little different in the neoclassical growth model than those in the

basic Solow model. Recall that while comparative statics refer to changes in steady state in

response to changes in parameters, comparative dynamics look at how the entire equilibrium

path of variables changes in response to a change in policy or parameters. Since the purpose

here is to give a sense of how these results differ, I briefly consider the model with capital

taxation discussed in the previous section and consider the effects of a change in the tax rate

τ . Suppose that there is population growth at the rate n and labor-augmenting technological

progress at the rate g and that capital is taxed at the rate τ . Suppose also that the economy is

initially in a steady state represented by
(

k∗, c̃∗
)

. Now imagine that the capital tax rate declines

from τ to τ ′ < τ . How does the equilibrium path change?
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FIGURE 8.2 Dynamic response of capital and consumption to a decline in the tax rate from τ to τ ′ < τ .

We know from the analysis so far that at the new tax rate τ ′ > 0, there exists a unique steady-

state equilibrium that is saddle-path stable. Let this steady state be denoted by
(

k∗∗, c̃∗∗
)

.

Therefore the economy will ultimately tend to this new steady-state equilibrium. Moreover,

since τ ′ < τ , we know that the new steady-state effective capital-labor ratio has to be greater

than k∗, that is, k∗∗ > k∗ (while the equilibrium growth rate remains unchanged). Figure 8.2

shows diagrammatically the comparative dynamics. This figure is drawn under the assumption

that the change in the tax rate is unanticipated and occurs at some date T . At this point, the curve

corresponding to (dc̃(t)/dt)/c̃(t) = 0 shifts to the right and the laws of motion represented by

the phase diagram change (in the figure, the arrows represent the dynamics of the economy

after the change). It can be seen that following this decline in the tax rate, the previous steady-

state level of consumption c̃∗ is above the stable arm of the new dynamical system. Therefore

consumption must drop immediately to reach the new stable arm, so that capital can accumulate

toward its new steady-state level. This drop is shown in the figure with the arc representing the

jump in consumption immediately following the decline in the tax rate. Following this initial

reaction, consumption slowly increases along the stable arm to a higher level of (normalized)

consumption. Therefore a decline in the tax rate leads to a temporary decline in consumption

but is followed by a rapid increase in consumption (along the stable arm). The overall level

of normalized consumption will necessarily increase, since the intersection between the curve

for (dc̃(t)/dt)/c̃(t) = 0 and the inverse U-shaped curve for k̇/k = 0 is necessarily to the left

side of kgold.

Comparative dynamics in response to changes in other parameters, including the rate of

labor-augmenting technological progress g, the rate of population growth n, the discount rate

ρ, and other aspects of the utility function, can also be analyzed similarly. Exercise 8.28 asks
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you to work through the comparative dynamics in response to a change in the rate of labor-

augmenting technological progress, g, and in response to an anticipated future change in τ .

8.10 A Quantitative Evaluation

Let us next investigate the quantitative implications of the neoclassical growth model for cross-

country income differences resulting from differences in policies. Consider a world consisting

of J closed neoclassical economies (with all the caveats of ignoring technological, trade, and

financial linkages across countries discussed in Chapter 3; see also Chapter 19). Suppose that

each country j admits a representative household with identical preferences given by

∫ ∞

0

exp(−ρt)
Cj(t)

1−θ − 1

1 − θ
dt. (8.58)

Let us assume that there is no population growth, so that Cj is both total and per capita

consumption. Equation (8.58) stipulates that all countries have the same discount rate ρ (see

Exercise 8.32). All countries also have access to the same production technology given by the

Cobb-Douglas production function

Yj(t) = Kj(t)
α(AHj(t))

1−α, (8.59)

with Hj representing the exogenously given stock of effective labor (human capital). The

accumulation equation is

K̇j(t) = Ij(t) − δKj(t). (8.60)

The only difference across countries is in the budget constraint for the representative

household, which takes the form

(1 + τj)Ij(t) + Cj(t) ≤ Yj(t), (8.61)

where τj is the (constant) tax on investment. This tax varies across countries, for example

because of policies or differences in institutions. Notice, however, that I have not so far offered

a reason why some countries may tax investment at a higher rate than others; this topic is

discussed in Part VIII. For now, let us note that 1 + τj can also be interpreted as the price of

investment goods (relative to consumption goods) in country j : 1 unit of consumption goods

can only be transformed into 1/(1 + τj) units of investment goods.

The right-hand side of the budget constraint (8.61) is still Yj(t), which implicitly assumes

that τjIj(t) is wasted, rather than being redistributed back to the representative household.

This assumption is without any major consequence, since, as noted in Theorem 5.2, CRRA

preferences as in (8.58) have the nice feature that they can be exactly aggregated across

individuals, so we do not have to worry about the distribution of income in the economy.

The competitive equilibrium can be characterized as the solution to the maximization of

(8.58) subject to (8.60) and (8.61). With the same steps as above, the Euler equation of the

representative household is

Ċj(t)

Cj(t)
=

1

θ

⎛

⎝

α

(1 + τj)

(

AHj(t)

Kj(t)

)1−α

− δ − ρ

⎞

⎠.
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Consider the steady state. Because A is constant, the steady state requires that

Ċj(t)/Cj(t) = 0 for all j . This requirement immediately implies that

Kj(t) =

(

α

(1 + τj)(ρ + δ)

)
1

1−α

AHj(t). (8.62)

So countries with higher taxes on investment have a lower capital stock in steady state.

Equivalently, they also have lower capital per worker or a lower capital-output ratio (using

(8.59), the capital output ratio is simply K/Y = (K/AH)1−α). Most importantly, they will

also be relatively poor. Substituting (8.62) into (8.59), comparing two countries with different

taxes (but the same human capital), and denoting the steady-state income level of a country

with a tax rate equal to τ by Y (τ), we obtain the relative steady-state income differences as

Y (τ)

Y (τ ′)
=

(

1 + τ ′

1 + τ

)
α

1−α

. (8.63)

This equation therefore summarizes the intuitive notion that countries that tax investment,

either directly or indirectly, at a higher rate will be poorer. More interestingly, this equation

can be used for a quantitative evaluation of how large the effects of such policy differences

might be. The advantage of using the neoclassical growth model for quantitative evaluation

relative to the Solow growth model is that the extent to which different types of distortions (here

captured by the tax rates on investment) affect income and capital accumulation is determined

endogenously. In contrast, in the Solow growth model, what matters, besides technology, is the

saving rate, so to evaluate the effect of policy on cross-country income differences, we would

need to link taxes or distortions to savings. Such linkages might be done by using other sources

of evidence to estimate the effect of these distortions on savings (though in general this is not

an easy task).

How large are the effects of tax distortions captured by (8.63)? Put differently, can the

neoclassical growth model account for quantitatively large cross-country income differences?

Equation (8.63) shows that the answer depends on differences in τ across countries and the

value of the parameter α. Recall that a plausible value for α is 1/3, since this is the share of

capital income in national product which, with Cobb-Douglas production function, is equal to

α, so this parameter can be easily mapped to data. Where can we obtain estimates of differences

in the value of τ across countries? There is no obvious answer to this question. A popular

approach in the literature is to exploit the fact that, in the closed-economy neoclassical model

with investment-tax distortions, the price of investment goods relative to consumption goods

is 1 + τ . Data from the Penn World tables suggest that there is a large amount of variation

in this relative price. For example, in some countries the relative price of investment goods

is almost eight times as high as in others. Motivated by this observation, let us consider an

eightfold difference in the value of τ . Combining this spread with α = 1/3, (8.63) implies that

the income gap between two such countries should be approximately threefold, that is,

Y (τ)

Y (τ ′)
≈ 81/2 ≈ 3.

Therefore differences in capital-output ratios or capital-labor ratios caused by taxes or tax-

like distortions, even by very large differences in taxes or distortions, are unlikely to account

for the large differences in income per capita that we observe in practice. This result is not

surprising and parallels our discussion of the Mankiw-Romer-Weil approach in Chapter 3.

In particular, recall that the discussion in Chapter 3 showed that differences in income per
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capita across countries are unlikely to be accounted for solely by differences in capital per

worker. To explain such large differences in income per capita across countries, we need sizable

differences in the efficiency with which these factors are being used in different countries. Such

efficiency differences are not present in this model. Therefore the simplest neoclassical model

does not generate sufficient differences in capital-labor ratios to explain cross-country income

differences.

Nevertheless, many economists have tried (and still try) to use versions of the neoclassical

model to go further. The motivation is simple. If instead of using α = 1/3, we take α = 2/3,

the ratio of incomes in the two countries would be

Y (τ)

Y (τ ′)
≈ 82 ≈ 64.

Thus if the responsiveness of capital or other factors to policy distortions were higher than

that implied by the neoclassical growth model with α = 1/3 (e.g., corresponding to the case

where α = 2/3), then the predicted differences across countries can be made much larger. How

could we have a model in which α = 2/3? Such a model must have additional accumulated

factors while still keeping the share of capital income in national product at roughly 1/3. One

possibility might be to include human capital (see Chapter 10). However, the discussion in

Chapter 3 showed that human capital differences appear to be insufficient to explain a large

portion of the income per capita differences across countries. Another possibility is to introduce

other types of capital or perhaps technology that responds to distortions in the same way as

capital. While these are all logically possible, a systematic analysis of these issues requires

models of endogenous technology, which is our focus in the next part of the book.

8.11 Extensions

There are many empirically and theoretically relevant extensions of the neoclassical growth

model. I do not present them here for the sake of brevity. The most important ones are presented

as exercises instead. In particular, Exercise 8.33 endogenizes the labor supply decisions of

households by introducing leisure in the utility function. The model presented in this exercise

is particularly important, since it corresponds to the version of the neoclassical growth model

most often employed in short-run and medium-run macroeconomic analyses. This exercise also

shows that further restrictions on the form of the utility function need to be imposed to preserve

balanced growth in this case. Exercise 8.34 further studies models that incorporate government

expenditures and taxation. Exercise 8.36 looks at the behavior of the basic neoclassical growth

model with a free capital account, representing borrowing and lending opportunities for the

economy at some exogenously given international interest rate r∗. Exercise 8.37 combines the

costs of adjustments in investment as in the q-theory with the basic neoclassical model. Finally,

Exercise 8.38 looks at a version of the neoclassical model with multiple sectors.

8.12 Taking Stock

This chapter presented arguably the most important model in macroeconomics; the one-sector

neoclassical growth model. Recall that our study of the basic models of economic growth

started in Chapter 2 with the Solow growth model. We saw that while this model gives a

number of important insights, it treats much of the mechanics of economic growth as a black

box. Growth can only be generated by technological progress (unless we are in the special
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AK model without diminishing returns to capital), but technological progress is outside the

model. The next important element in determining cross-country differences in income is the

saving rate, but in the Solow growth model the saving rate was also taken as exogenous.

The major contribution of the current chapter has been to open the black box of savings and

capital accumulation by specifying the preferences of households. Consequently we can link

saving rates to preferences, technology, and prices in the economy. Moreover, as Exercise 8.39

shows, the implications of policy on equilibrium quantities are different in the neoclassical

model than in the Solow growth model with exogenously specified saving rates. Another major

advantage of the neoclassical growth model is that because preferences are explicitly specified,

equilibrium and optimal growth can be compared.

Perhaps the most important contribution of this model is that it paves the way for further

analysis of capital accumulation, human capital investments, and endogenous technological

progress, which is our topic in the next few chapters (starting with the analysis of human capital

in Chapter 10). Therefore this chapter is the first, and perhaps conceptually the most important,

step toward a systematic study of economic growth. It provides us with the mathematical and

conceptual tools necessary for modeling capital accumulation, human capital accumulation,

and technological change endogenously.

Did our study of the neoclassical growth model generate new insights about the sources of

cross-country income differences and economic growth relative to the Solow growth model?

The answer here is largely no. While the current model is an important milestone in the

study of the mechanics of economic growth, as with the Solow growth model, the focus is

on the proximate causes of these differences—we are still looking at differences in saving

rates, investments in human capital, and technology, perhaps as determined by preferences

and other dimensions of technology (e.g., the rate of labor-augmenting technological change).

It is therefore important to bear in mind that this model by itself does not enable us to answer

questions about the fundamental causes of economic growth. What it does, however, is to

clarify the nature of the economic decisions so that we are in a better position to ask such

questions.

8.13 References and Literature

The neoclassical growth model goes back to Frank Ramsey’s (1928) classic article and for that

reason is often referred to as the “Ramsey model.” Ramsey’s model was very similar to the

standard neoclassical growth model, except that it did not feature discounting. Another early

optimal growth model was presented by John von Neumann (1945), focusing on the limiting

behavior of the dynamics in a linear model. The current version of the neoclassical growth

model is most closely related to the analysis of optimal growth by David Cass (1965) and

Tjalling Koopmans (1965). An excellent discussion of optimal growth is provided in Arrow

and Kurz’s (1970) volume.

All growth and macroeconomic textbooks cover the neoclassical growth model. Ljungqvist

and Sargent (2005, Chapter 14) provides an introductory treatment of the neoclassical growth

model in discrete time. Barro and Sala-i-Martin (2004, Chapter 2) provides a detailed treatment

focusing on continuous-time models. Blanchard and Fischer (1989, Chapter 2) and Romer

(2006, Chapter 2) also present the continuous-time version of the neoclassical growth model.

These books use the necessary conditions implied by the Maximum Principle, including the

strong version of the transversality condition, and characterize utility-maximizing consumption

behavior. The typical approach is to first ignore the no-Ponzi condition and then rule out

paths that violate this condition. As also pointed out in the previous chapter, more care is
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necessary in characterizing utility-maximizing behavior. First, when the no-Ponzi condition is

ignored, households can reach unbounded levels of consumption, and the Maximum Principle

is no longer valid. Second, even setting this problem aside, the Maximum Principle provides

necessary conditions for interior solutions, whereas to establish uniqueness of equilibria (or

optimal allocations), we need to rule out paths that are not everywhere interior. Instead of

focusing on necessary conditions, the treatment in this chapter used Theorem 7.13 to generate

the candidate solution and then verified the sufficiency conditions in Theorem 7.14. This

approach is both simpler and more rigorous than the typical approach. I also sketched how

such noninterior paths can be ruled out (from first principles) without using the Maximum

Principle.

A quantitative evaluation of the effects of policy differences is provided in Chari, Kehoe,

and McGrattan (1997). These authors follow Jones (1995) in emphasizing differences in the

relative prices of investment goods (compared to consumption goods) in the Penn World tables

and interpret these as due to taxes and other distortions. This interpretation is not without

problems. In particular, in the presence of international trade, these relative price differences

will reflect other technological factors or possible factor proportion differences (see Chapter 19;

see also Acemoglu and Ventura, 2002; Hsieh and Klenow, 2006). Parente and Prescott (1994)

perform similar quantitative exercises using an extended version of the neoclassical growth

model (where the “stock of technology,” which is costly to adopt from the world frontier, is

interpreted as an additional capital good). Other authors have introduced yet other accumulable

factors to increase the elasticity of output to distortions (i.e., to increase the α parameter in

Section 8.10).

Ricardian equivalence discussed in Exercise 8.35 was first proposed by Barro (1974). It is

further discussed in Chapter 9. The preferences used in Exercise 8.31 are referred to as “Stone-

Geary preferences” after Geary (1950) and Stone (1954). They are a special case of the Gorman

preferences discussed in Theorems 5.2 and 5.3.

8.14 Exercises

8.1 Consider the consumption allocation decision of an infinitely-lived household with (a continuum

of) L(t) members at time t , with L(0) = 1. Suppose that the household has total consumption

C(t) to allocate at time t . The household has utilitarian preferences with instantaneous utility

function u(c) and discounts the future at the rate ρ > 0.

(a) Show that the problem of the household can be written as

max

∫ ∞

0

exp(−ρt)
[

∫ L(t)

0

u
(

ci(t)
)

di
]

dt

subject to

∫ L(t)

0

ci(t)di ≤ C(t),

and subject to the budget constraint

Ȧ(t) = r(t)A(t) + W(t) − C(t),

where i denotes a generic member of the household, A(t) is the total asset holdings of the

household, r(t) is the rate of return on assets, and W(t) is total labor income.
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(b) Show that as long as u(.) is strictly concave, this problem becomes

max

∫ ∞

0

exp (− (ρ − n) t) u(c(t)) dt

subject to

ȧ(t) = (r(t) − n) a(t) + w(t) − c(t),

where w(t) ≡ W(t)/L(t) and a(t) ≡ A(t)/L(t). Provide an intuition for this transformed

problem.

8.2 Consider the maximization of (8.3) subject to (8.8) without any other constraints.

(a) Show that for any candidate consumption plan [c(t)]∞
t=0

, there exists another consumption

plan [c′(t)]∞
t=0

that satisfies the flow budget constraint (8.8), involves c′(t) > c(t), and yields

strictly higher utility.

(b) Using the argument in part a, show that the household will choose asset levels a(t) becoming

arbitrarily negative for all t . [Hint: this problem does not have a sequence of consumption

and asset levels that reach the maximum value of the objective function; so here you should

simply show that a(t) arbitrarily negative for all t approaches the maximum value of the

objective function (which may be, but does not need to be, +∞).]

(c) Explain why an allocation with these features would violate feasibility.

8.3 Start with the law of motion of the total assets of the households, given by (8.7). Using this

equation, show that if the household starts with A(t) = 0 at time t and chooses zero consumption

thereafter, then it asymptotically generates asset holdings of

W̄ (t) ≡

∫ ∞

t

w(s)L(s) exp

(

−

∫ s

t

r(z) dz

)

ds.

Explain why the natural debt limit requires that A(t) ≥ −W̄ (t). Using the definition of A(t) and

the fact that L(t) grows at the rate n, derive (8.11). Relate this natural debt limit to its discrete-time

analogue (6.44) in Chapter 6.

8.4 Show that the relaxed natural debt limit (8.12) implies that the original debt limit (8.11) holds for

all t .

8.5 Derive (8.8) from (8.13).

8.6 Derive (8.16) from (8.14) and (8.19). [Hint: use (8.18) to substitute for μ(t) in (8.19).]

8.7 Verify that Theorem 7.13 can be applied to the household maximization problem in Section 8.2.2.

In particular, following the same steps as in Section 7.7, show that Assumption 7.1 is satisfied

when c(t) ∈ [ε, +∞) and when r(t) > n for all t . Then show that the restriction to c ∈ [ε, +∞)

has no effect on the results and that any equilibrium must involve r(t) > n for all t .

8.8 (a) Show that the natural debt limit (8.12) with â > −∞ implies the no-Ponzi condition (8.14),

but (8.14) does not imply (8.12) with â > −∞. [Hint: consider an economy where w(t) =

exp (gt) w(0) and r(t) = r for all t .]

(b) Show that in the neoclassical growth model with technological progress studied in Section

8.7, it is not possible to apply Theorems 7.13 or 7.14 using the natural debt limit.

8.9 Show that limt→∞ r(t) > n and limt→∞ w(t) = w ≥ 0 are sufficient to guarantee that â > −∞

in the natural debt limit (8.12).

8.10 (a) Show that imposing the natural debt limit with â > −∞ leads to the same household behavior

as in the maximization problem with the no-Ponzi condition. [Hint: consider the maximiza-

tion of (8.3) subject to (8.8) and (8.11) with â > −∞, and show that this problem satisfies the
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conditions of Theorems 7.13 and 7.14. Then derive the necessary conditions and compare

them to those in Section 8.2.]

(b) Verify that in equilibrium â > −∞.

8.11 Use an argument similar to that of the proof of Mangasarian’s sufficiency result (Theorem 7.5) to

show that because the representative household’s Hamiltonian in the neoclassical growth model,

H (t, a, c, μ), is concave in (a, c) and strictly concave in c, the path of consumption and assets

given by (8.17)–(8.19) is the unique solution to the household’s maximization problem.

8.12 In the dynamics of the basic neoclassical growth model, depicted in Figure 8.1, prove that the

ċ = 0 locus always intersects the k̇ = 0 locus to the left of kgold. Based on this analysis, explain

why the modified golden rule capital-labor ratio k∗ given by (8.35) differs from kgold.

8.13 (a) In the analysis of transitional dynamics, show that if initial consumption c(0) started above

the stable arm, the capital stock would reach zero at some finite time. Explain why this would

violate feasibility. [Hint: be specific on what you assume about the necessary conditions when

c = 0.]

(b) Show that if the initial level of consumption starts below the stable arm, then the capital-

labor ratio converges to k̄, where f ′(k̄) < δ + n. [Hint: use the facts that k̄ > kgold and that

f ′(kgold) = δ + n.]

8.14 Consider a candidate equilibrium path in Figure 8.1 where the capital stock (capital-labor ratio

k(t)) reaches zero at some finite time T < ∞.

(a) Show that in the candidate equilibrium path, c(t) = 0 for all t ≥ T , and as t → T , r(t) → ∞.

(b) Show that this candidate path cannot be an equilibrium by considering the following deviation

for a household: reduce consumption by a small amount � > 0 at t ′ < T and save until T .

[Hint: the utility cost is approximately exp(−(ρ − n)t ′)u′(c(t ′))� < ∞, whereas with the

proceeds the household can increase consumption by exp(
∫ T

t ′
r(t)dt)� at T , with utility

gain approximately equal to exp(−(ρ − n)T +
∫ T

t ′
r(t)dt)u′(0)�, where u′(0) > u′(c(t ′))

and exp(−(ρ − n)T +
∫ T

t ′
r(t)dt)u′(0) > exp(−(ρ − n)t ′) for t ′ sufficiently close to T (from

the fact that limt→T r(t) → ∞).]

8.15 Consider the baseline neoclassical model with no technological progress.

(a) Show that in the neighborhood of the steady state k∗, the law of motion of k(t) ≡ K(t)/L(t)

can be represented as

k(t) ≃ k∗ + η1 exp(ξ1t) + η2 exp(ξ2t),

where ξ1 and ξ2 are the eigenvalues of the linearized system.

(b) Compute these eigenvalues and show that one of them, say ξ2, is positive.

(c) What does the result of part b imply about the value of η2?

(d) How is the value of η1 determined? [Hint: for this part, assume that the equation in part 1

holds exactly.]

(e) What determines the speed of adjustment of k(t) toward its steady-state value k∗?

8.16 Consider a variant of the neoclassical model (with constant population growth at the rate n) in

which preferences are given by

max

∫ ∞

0

exp(−ρt)u(c(t))dt,
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and there is population growth at the constant rate n. How does this modification affect the

equilibrium? How should the transversality condition be modified? What is the relationship

between the rate of population growth n and the steady-state capital-labor ratio k∗?

8.17 Prove Proposition 8.3.

8.18 Explain why the steady-state capital-labor ratio k∗ does not depend on the form of the instan-

taneous utility function without technological progress but does depend on the intertemporal

elasticity of substitution when there is positive technological progress.

8.19 (a) Show that the steady-state saving rate s∗ defined in (8.38) is decreasing in ρ, so that lower

discount rates lead to higher steady-state savings.

(b) Show that in contrast to the Solow model, the saving rate s∗ can never be so high that a decline

in savings (or an increase in ρ) can raise the steady-state level of consumption per capita.

8.20 Consider the BGP of the neoclassical model with technological progress studied in Section 8.7

(where consumption grows at the rate g). Show that household utility is finite if and only if

Assumption 4 is satisfied.

8.21 Consider the neoclassical model with technological progress studied in Section 8.7. Show that

when Assumption 4 is satisfied, the household maximization problem, that of maximizing (8.49)

subject to (8.8) and (8.14), satisfies the sufficiency conditions in Theorem 7.14. What happens if

Assumption 4 is not satisfied?

8.22 Prove that, as stated in Proposition 8.7, in the neoclassical model with labor-augmenting tech-

nological change and the standard assumptions, starting with k(0) > 0, there exists a unique

equilibrium path where normalized consumption and the capital-labor ratio monotonically con-

verge to the BGP.

8.23 Consider a neoclassical economy with a representative household with preferences at time t = 0

given by

∫ ∞

0

exp (−ρt)
c(t)1−θ − 1

1 − θ
dt.

There is no population growth and labor is supplied inelastically. Assume that the aggregate

production function is given by Y (t) = F(A(t)K(t), L(t)), where F satisfies the standard as-

sumptions (constant returns to scale, differentiability, and the Inada conditions).

(a) Define a competitive equilibrium for this economy.

(b) Suppose that A(t) = A(0) for all t , and characterize the steady-state equilibrium. Explain

why the steady-state capital-labor ratio is independent of θ .

(c) Now assume that A(t) = exp(gt)A(0), and show that a BGP (with constant capital share in

national income, and constant and equal rates of growth of output, capital, and consumption)

exists only if F takes the Cobb-Douglas form, Y (t) = (A(t)K(t))αL(t)1−α.

(d) Characterize the BGP in the Cobb-Douglas case. Derive the common growth rate of output,

capital, and consumption.

8.24 Derive closed-form equations for the solution to the differential equations of transitional dynamics

presented in Example 8.2 with log preferences.

8.25 Derive (8.42) from the (T − 1)-period lifetime budget constraint of the representative household.

In particular, write this budget constraint as

T −1
∑

t=0

(

t−1
∏

s=0

1

1 + r(s)

)

c(t) +

(

t−1
∏

s=0

1

1 + r(s)

)

a(T )

≤

T −1
∑

t=0

(

t−1
∏

s=0

1

1 + r(s)

)

w(t) + a(0).
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Explain the budget constraint. By taking the limit as T → ∞, show that this constraint implies

the infinite-horizon lifetime budget constraint only if (8.42) is satisfied.

8.26 Consider the discrete-time version of the neoclassical growth model. Suppose that the economy

admits a representative household with log preferences (θ = 1 in terms of (8.49)) and the pro-

duction function is Cobb-Douglas. Assume also that δ = 1, so that there is full depreciation.

Characterize the steady-state equilibrium, and derive a difference equation that explicitly charac-

terizes the behavior of capital stock away from the steady state.

8.27 In the discrete-time version of the neoclassical growth model in Exercise 8.26, suppose that there

is labor-augmenting technological progress at the rate g:

A(t + 1) = (1 + g) A(t).

For simplicity, suppose that there is no population growth.

(a) Prove that balanced growth requires preferences to take the CRRA form

U(c(0), c(1), . . .) ≡

⎧

⎨

⎩

∑∞
t=0

β t c(t)1−θ−1
1−θ

if θ �= 1 and θ ≥ 0
∑∞

t=0
β t log c(t) if θ = 1.

(b) Assuming the form of preferences given in part a, prove that there exists a unique steady-state

equilibrium in which effective capital-labor ratio remains constant.

(c) Prove that this steady-state equilibrium of part b is globally stable and that convergence

to this steady state starting from a non-steady-state level of effective capital-labor ratio is

monotonic.

8.28 (a) Analyze the comparative dynamics of the basic model in response to an unanticipated increase

to g′ > g in the rate of labor-augmenting technological progress. Does consumption increase

or decrease with this change?

(b) Analyze the comparative dynamics in response to the announcement at time T that at some

future date T ′ > T the tax rate will decline to τ ′ < τ . Does consumption increase or decrease

at time T ?

8.29 Consider the basic neoclassical growth model with technological change and CRRA preferences

(8.49). Explain why θ > 1 ensures that the transversality condition is always satisfied.

8.30 Consider the basic neoclassical growth model with CRRA preferences but with consumer

heterogeneity in initial asset holdings (you may assume no technological change if you wish). In

particular, there is a set H of households, and household h ∈ H starts with initial assets ah(0).

Households are otherwise identical.

(a) Characterize the competitive equilibrium of this economy and show that the behavior of per

capita variables is identical to that in a representative household economy, with the repre-

sentative household starting with assets a(0) = |H|−1
∫

H
ah(0)dh, where |H| is the measure

(number) of households in this economy. Interpret this result and relate it to Theorem 5.2.

(b) Show that if, instead of the natural debt limit or the no-Ponzi condition, we impose ah(t) ≥ 0

for all h ∈ H and for all t , then a different equilibrium allocation may result. In light of this

finding, discuss whether (and when) it is appropriate to use a no-borrowing constraint instead

of the no-Ponzi condition.

8.31 Consider a variant of the neoclassical economy with the so-called Stone-Geary preferences

given by

∫ ∞

0

exp (−ρt)
(c(t) − γ )1−θ − 1

1 − θ
dt,
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where γ > 0. There is no population growth. Assume that the production function is given

by Y (t) = F (K(t), A(t)L(t)), which satisfies all the standard assumptions, and A(t) =

exp (gt) A(0).

(a) Interpret the utility function.

(b) Define the competitive equilibrium for this economy.

(c) Characterize the equilibrium of this economy. Does a BGP with positive growth in consump-

tion exist? Why or why not?

(d) Derive a parameter restriction ensuring that the standard transversality condition is satisfied.

(e) Characterize the transitional dynamics of the economy.

(f ) Show that if preferences are given by

∞
∑

t=0

β t[(c(t) − γ (t))1−θ − 1]/ (1 − θ),

with limt→∞ γ (t) = γ̄ < ∞, a BGP equilibrium again exists and is identical to the BGP

characterized in parts a–e of this exercise.

8.32 Consider a world consisting of a collection of closed neoclassical economies. Each country j has

access to the same neoclassical production technology and admits a representative household with

preferences (1 − θ)−1
∫ ∞

0
exp(−ρj t)(c

1−θ
j

− 1)dt . Characterize the cross-country differences in

income per capita in this world economy. What is the effect of a 10% difference in discount factor

(e.g., a difference between a discount rate of 0.02 versus 0.022) on steady-state per capita income

differences? [Hint: use the fact that the capital share of income is about 1/3.]

8.33 Consider a neoclassical growth model augmented with labor supply decisions. In particu-

lar, total population is normalized to 1, and all households have utility function given by
∫ ∞

0
exp (−ρt) u (c(t), 1 − l(t)), where l(t) ∈ (0, 1) is labor supply. In a symmetric equilibrium,

employment L(t) is equal to l(t). Assume that the production function is Y (t) =

F (K(t), A(t)L(t)), and A(t) = exp (gt) A(0).

(a) Define a competitive equilibrium.

(b) Set up the current-value Hamiltonian that each household solves, taking wages and interest

rates as given, and determine the necessary and sufficient conditions for the allocation of

consumption over time and leisure-labor trade-off.

(c) Set up the current-value Hamiltonian for a planner maximizing the utility of the representative

household, and derive the necessary and sufficient conditions for a solution.

(d) Show that the two problems are equivalent given competitive markets.

(e) Show that along a BGP, the utility function needs to have a representation of the form

u (c(t), 1 − l(t)) =

{

Ac(t)1−θ

1−θ
h(1 − l(t)) for θ �= 1,

A log c(t) + Bh (1 − l(t)) for θ = 1,

for some h(.) with h′(.) > 0. [Hint: to simplify you may assume that the intertemporal

elasticity of substitution for consumption, εu ≡ −uccc/uc, is only a function of c.] Provide

an intuition for this functional form in terms of income and substitution effects.

8.34 Consider the standard neoclassical growth model with a representative household with preferences

∫ ∞

0

exp (−ρt)

(

c(t)1−θ − 1

1 − θ
+ G(t)

)

dt,

where G(t) is a public good financed by government spending. Assume that the production

function is given by Y (t) = F(K(t), L(t)), which satisfies all the standard assumptions, and the

budget set of the representative household is C(t) + I (t) ≤ Y (t), where I (t) is private investment.
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Assume that G(t) is financed by taxes on investment. In particular, the capital accumulation

equation is

K̇(t) = (1 − τ(t)) I (t) − δK(t),

and the fraction τ(t) of the private investment I (t) is used to finance the public good, that is,

G(t) = τ(t)I (t). Take the path of tax rates [τ(t)]∞
t=0

as given.

(a) Define a competitive equilibrium.

(b) Set up the individual maximization problem, and characterize consumption and investment

behavior.

(c) Assuming that limt→∞ τ(t) = τ , characterize the steady state.

(d) What value of τ maximizes the steady-state utility of the representative household? Is this

value also the tax rate that would maximize the initial utility level when the economy starts

away from the steady state? Why or why not?

8.35 Consider the neoclassical growth model with a government that needs to finance a flow expendi-

ture of G > 0. Suppose that government spending does not affect utility and that the government

can finance this expenditure by using lump-sum taxes (that is, some amount T(t) imposed on each

household at time t regardless of the household’s income level and capital holdings) and debt, so

that the government budget constraint takes the form

ḃ(t) = r(t)b(t) + g − T(t),

where b(t) denotes its debt level. The no-Ponzi condition for the government is

lim
t→∞

[

b(t) exp

(

−

∫ t

0

(r(s) − n) ds

)]

= 0.

Prove the following Ricardian equivalence result: any path of lump-sum taxes [T(t)]∞
t=0

that

satisfies the government’s budget constraint (together with the no-Ponzi condition) leads to the

same equilibrium path of capital-labor ratio and consumption. Interpret this result.

8.36 Consider the baseline neoclassical growth model with no population growth, no technological

change, and preferences given by the standard CRRA utility function (8.49). Assume, however,

that the representative household can borrow and lend at the exogenously given international in-

terest rate r∗. Characterize the steady-state equilibrium and transitional dynamics in this economy.

Show that if the economy starts with less capital than its steady-state level, it will immediately

jump to the steady state by borrowing internationally. How will the economy repay this debt?

8.37 Modify the neoclassical economy (without technological change) by introducing costs of ad-

justment in investment as in the q-theory of investment studied in Section 7.8. Characterize the

steady-state equilibrium and the transitional dynamics. How do the implications of this model

differ from those of the baseline neoclassical model?

* 8.38 Consider a version of the neoclassical model that admits a representative household with prefer-

ences given by (8.49), no population growth, and no technological progress. The main difference

from the standard model is that there are multiple capital goods. In particular, suppose that the

production function of the economy is given by

Y (t) = F
(

K1(t), . . . , KM(t), L(t)
)

,

where Km denotes the mth type of capital, and L is labor. F is homogeneous of degree 1 in all of

its variables. Capital in each sector accumulates in the standard fashion,

K̇m(t) = Im(t) − δmKm(t),
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for m = 1, . . . , M . The resource constraint of the economy at time t is

C(t) +

M
∑

m=1

Im(t) ≤ Y (t).

(a) Write budget constraint of the representative household in this economy. Show that this can

be done in two alternative and equivalent ways; first, with M separate assets, and second with

only a single asset that is a claim to all of the capital in the economy.

(b) Define equilibrium and BGP allocations.

(c) Characterize the BGP by specifying the profit-maximizing decision of firms in each sector

and the dynamic optimization problem of consumers.

(d) Write down the optimal growth problem in the form of a multidimensional current-value

Hamiltonian, and show that the optimum growth problem coincides with the equilibrium

growth problem. Interpret this result.

(e) Define and discuss the appropriate notion of saddle-path stability for transitional dynamics.

Show that the equilibrium is always saddle-path stable and the equilibrium dynamics can be

reduced to those in the one-sector neoclassical growth model.

(f ) How are the transitional dynamics different when investment is irreversible in each sector

(i.e., Im(t) ≥ 0 for all t and each m = 1, . . . , M)?

8.39 Contrast the effects of taxing capital income at the rate τ in the Solow growth model and the

neoclassical growth model. Show that capital income taxes have no effect in the former, while

they depress the effective capital-labor ratio in the latter. Explain why there is such a difference.



9
Growth with
Overlapping
Generations

A key feature of the neoclassical growth model of the previous chapter is that it admits a

(normative) representative household. This model provides us with a tractable framework

for the analysis of capital accumulation. Moreover, it enables us to appeal to the First and

Second Welfare Theorems to establish the equivalence between equilibrium and optimum

growth problems. In many situations, however, the assumption of a representative household

is not appropriate. One important set of circumstances that may require departure from this

assumption is in the analysis of an economy in which new households arrive (or are born)

over time. The arrival of new households in the economy is not only a realistic feature, but it

also introduces a range of new economic interactions. In particular, decisions made by older

generations will affect the prices faced by younger generations. These economic interactions

have no counterpart in the neoclassical growth model. They are most succinctly captured in the

overlapping generations (OLG) models introduced and studied by Paul Samuelson and later

by Peter Diamond.

These models are useful for a number of reasons. First, they capture the potential interac-

tion of different generations of individuals in the marketplace. Second, they provide a tractable

alternative to the infinite-horizon representative agent models. Third, some of their key impli-

cations are different from those of the neoclassical growth model. Fourth, the dynamics of

capital accumulation and consumption in some special cases of these models are quite similar

to the basic Solow model rather than to the neoclassical model. Finally, they generate new

insights about the role of national debt and social security in the economy.

I start with an illustration of why the First Welfare Theorem cannot be applied in OLG

models. I then discuss the baseline OLG model and a number of applications of this framework.

Finally, I present the OLG model in continuous time. The latter model, originally developed

by Menahem Yaari and Olivier Blanchard and also referred to as the perpetual youth model, is

a tractable alternative to the basic OLG model. This model is also used in the context of human

capital investments in the next chapter.

327
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9.1 Problems of Infinity

This section illustrates why the First Welfare Theorem does not apply to OLG models using

an abstract general equilibrium economy introduced by Karl Shell. This model is interesting

in part because it is closely related to the baseline OLG model of Samuelson and Diamond,

which is presented in the next section.

Consider the following static economy with a countably infinite number of households,

each denoted by i ∈N, and a countably infinite number of commodities, denoted by j ∈N.

Assume that all households behave competitively (alternatively, we can assume that there are

M households of each type, where M is a large number). Household i has preferences given by

ui = ci
i
+ ci

i+1
,

where ci
j
≥ 0 denotes the consumption of the j th type of commodity by household i. These

preferences imply that household i enjoys the consumption of the commodity with the same

index as its own and the next indexed commodity (e.g., the household indexed by 3 only derives

utility from the consumption of goods indexed by 3 and 4).

The endowment vector ω of the economy is as follows: each household has one unit

endowment of the commodity with the same index as its own. Let us choose the price of the

first commodity as the numeraire, so that p0 = 1. A competitive equilibrium in this economy

is defined in the usual manner (e.g., Definition 5.1 in Chapter 5). The following proposition

characterizes a competitive equilibrium (see Exercise 9.1 for the uniqueness of equilibrium).

Proposition 9.1 In the above-described economy, the price vector p̄ such that p̄j = 1 for

all j ∈N is a competitive equilibrium price vector and induces an equilibrium with no trade,

denoted by x̄.

Proof. At p̄, each household has income equal to 1. Therefore the budget constraint of

household i can be written as

ci
i
+ ci

i+1
≤ 1.

Thus consuming its own endowment is optimal for each household, establishing that the price

vector p̄ and no trade, x̄, constitute a competitive equilibrium.

However the competitive equilibrium in Proposition 9.1 is not Pareto optimal. To see this,

consider the following alternative allocation: x̃i′ for i′ ∈N. In this allocation, each household

i < i′ consumes one unit of good j = i. Household i′ consumes one unit of good j = i′ and

one unit of good j = i′ + 1. Finally, each household i > i′ consumes one unit of good i + 1.

In other words, household i′ consumes its own endowment and that of household i′ + 1, while

all other households, indexed i > i′, consume the endowment of the neighboring household,

i + 1 (while the consumption bundles of all households i < i′ are the same as in x̄). In this

allocation, all households with i �= i′ are as well off as in the competitive equilibrium (p̄, x̄),

and household i′ is strictly better off. This argument establishes the following proposition.

Proposition 9.2 In the above-described economy, the competitive equilibrium at (p̄, x̄) is

not Pareto optimal.

In fact, it is also straightforward to construct alternative allocations that make more than

a single agent strictly better off relative to the equilibrium allocation x̄ (see Exercise 9.1). So

why does the First Welfare Theorem not apply in this economy? Recall that the first version

of this theorem (Theorem 5.5) is for an economy with a finite number of households, whereas
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there are an infinite number of households and commodities here. The extended version of

the First Welfare Theorem (Theorem 5.6) covers this case, but only under the assumption

that
∑

i∈H

∑∞
j=0

p∗
j
ωi

j
< ∞, where ωi

j
is the endowment of household h of commodity j

and p∗
j

is the price of this commodity in the competitive equilibrium in question. It can be

verified that this assumption is not satisfied in the current example, since
∑

i∈H
ωi

j
= 1 for

all j ∈N, and the competitive equilibrium in question features p∗
j

= 1 for all j ∈N, so that
∑

i∈H

∑∞
j=0

p∗
j
ωi

j
= ∞. As discussed in Chapter 5, when the total value of endowments at

equilibrium prices is equal to infinity, there might exist feasible allocations for the economy as

a whole that Pareto dominate the competitive equilibrium. The economy discussed here gives

a simple example of this phenomenon.

If the failure of the First Welfare Theorem were a specific feature of this abstract (perhaps

artificial) economy, it would not be of great interest to us. However, the next section shows that

this abstract economy shares many crucial features with the baseline OLG model, and Section

9.4 shows that the Pareto suboptimality of the competitive equilibrium in this economy is

closely connected to potential inefficiencies in the OLG model.

Even though Theorem 5.6 cannot be applied in this economy, it is possible to decentralize the

Pareto optimal allocations. The following proposition shows how the Pareto optimal allocation

x̃i′ described above can be decentralized as a competitive equilibrium.

Proposition 9.3 In the above-described economy, there exists a reallocation of the endow-

ment vector ω to ω̃i′, and an associated competitive equilibrium
(

p̄, x̃i′
)

that is Pareto optimal

where x̃i′ is as described above, and p̄ is such that p̄j = 1 for all j ∈N.

Proof. Consider the following reallocation of the endowment vector ω. The endowment of

household i > i′ is given to household i − 1. Consequently, at the new endowment vector ω̃i′,

households i < i′ have one unit of good j = i, household i′ has one unit of good i′ and one

unit of good j = i′ + 1, while all households i > i′ have one unit of good i + 1. At the price

vector p̄, household i′ has a budget set

ci′

i′
+ ci′

i′+1
≤ 2,

and thus it is utility maximizing for this household to choose ci′

i′
= ci′

i′+1
= 1. All other house-

holds have budget sets given by

ci
i
+ ci

i+1
≤ 1;

thus it is feasible and optimal for each household i < i′ to consume one unit of good ci and

for each household i > i′ to consume one unit of good ci+1. Thus
(

p̄, x̃i′
)

is a competitive

equilibrium given the endowment vector ω̃i′.

9.2 The Baseline Overlapping Generations Model

I now discuss the baseline two-period OLG economy.

9.2.1 Demographics, Preferences, and Technology

In this economy, time is discrete and runs to infinity. Each individual lives for two periods.

For example, all individuals born at time t live for dates t and t + 1. For now let us assume a
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general (separable) utility function for individuals born at date t of the form

Ut(c1(t), c2(t + 1)) = u(c1(t)) + βu(c2(t + 1)), (9.1)

where u :R+ →R satisfies the conditions in Assumption 3 (from Chapter 8), c1(t) denotes

the consumption of an individual born at time t when young (at date t), and c2(t + 1) is this

individual’s consumption when old (at date t + 1). Also β ∈ (0, 1) is the discount factor. There

is no need to distinguish among different individuals of the same generation, and I do not do

so to economize on notation.

Factor markets are competitive. Individuals can only work in the first period of their lives,

and they supply one unit of labor inelastically, earning the equilibrium wage rate w(t). Suppose

also that there is exponential population growth, and in particular, the size of generation t (born

at time t) is

L(t) = (1 + n)tL (0) . (9.2)

The production side of the economy is the same as before, characterized by a set of

competitive firms, and it is represented by a standard constant returns to scale aggregate

production function, satisfying Assumptions 1 and 2 (from Chapter 2):

Y (t) = F (K(t), L(t)),

which uses the fact that employment at time t is equal to the size of the group at this date, L(t).

To simplify the analysis let us assume that δ = 1, so that capital fully depreciates after use (see

Exercise 9.4). Thus, again defining k ≡ K/L, the (gross) rate of return to saving, which equals

the rental rate of capital, is given by

1 + r(t) = R(t) = f ′(k(t)), (9.3)

where f (k) ≡ F (k, 1) is the standard per capita production function. As usual, the wage rate is

w(t) = f (k(t)) − k(t)f ′(k(t)). (9.4)

9.2.2 Consumption Decisions

Let us start with the individual consumption decisions. Savings by an individual of generation

t , s(t), are determined as a solution to the following maximization problem:

max
c1(t),c2(t+1),s(t)

u(c1(t)) + βu(c2(t + 1)),

subject to

c1(t) + s(t) ≤ w(t),

and

c2(t + 1) ≤ R(t + 1)s(t),

where I am using the convention that young individuals rent their savings as capital to final good

producers at the end of time t and receive the return at time t + 1 (after production is carried
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out).1 The gross rate of return they receive on their savings is R(t + 1) = 1 + r(t + 1). The

second constraint incorporates the notion that individuals only spend money on their own end-

of-life consumption (since there is no altruism or bequest motive). There is no need to introduce

the additional constraint that s(t) ≥ 0, since negative savings would violate the second-period

budget constraint (given that c2(t + 1) ≥ 0).

Since the utility function u (.) is strictly increasing (Assumption 3), both constraints hold

as equalities. Therefore the first-order condition for a maximum can be written in the familiar

form of the consumption Euler equation (recall Chapter 6, e.g., (6.45)):

u′(c1(t)) = βR(t + 1)u′(c2(t + 1)). (9.5)

Moreover, since the problem of each individual is strictly concave, this Euler equation is

sufficient to characterize an optimal consumption path given market prices. Combining this

equation with the budget constraint, we obtain the following implicit function that determines

savings per person as

s(t) = s (w(t), R(t + 1)) , (9.6)

where s :R2
+ →R is strictly increasing in its first argument and may be increasing or decreasing

in its second argument (see Exercise 9.5). Total savings in the economy is equal to

S(t) = s(t)L(t),

where L(t) denotes the size of generation t , who are saving for time t + 1. Since capital

depreciates fully after use and all new savings are invested in the only productive asset of

the economy—capital—the law of motion of the capital stock is given by

K(t + 1) = L(t)s(w(t), R(t + 1)). (9.7)

9.2.3 Equilibrium

A competitive equilibrium in the OLG economy can be defined as follows.

Definition 9.1 A competitive equilibrium can be represented by sequences of aggregate

capital stocks, household consumption, and factor prices, {K(t), c1(t), c2(t), R(t), w(t)}∞
t=0

,

such that the factor price sequence {R(t), w(t)}∞
t=0

is given by (9.3) and (9.4), individual

consumption decisions {c1(t), c2(t)}
∞
t=0

are given by (9.5) and (9.6), and the aggregate capital

stock {K(t)}∞
t=0

evolves according to (9.7).

A steady-state equilibrium is defined in the usual fashion as an equilibrium in which the

capital-labor ratio k ≡ K/L is constant.

1. Here we could have used a number of different conventions, all with identical results. For example, it could

be assumed that the young keep their savings from time t until the beginning of time t + 1, and at that point, they

rent this as capital to final good producers. Or alternatively, one could introduce another set of (competitive)

firms transforming savings in terms of date t commodities to date t + 1 commodities. In this case, the young

would use these firms to transfer resources from t to t + 1. The convention used in the text is the simplest.
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FIGURE 9.1 Various types of steady-state equilibria in the baseline overlapping generations model.

To characterize the equilibrium, divide (9.7) by labor supply at time t + 1, L(t + 1) =

(1 + n)L(t), to obtain the capital-labor ratio as

k(t + 1) =
s(w(t), R(t + 1))

1 + n
.

Now substituting for R(t + 1) and w(t) from (9.3) and (9.4), we obtain

k(t + 1) =
s(f (k(t)) − k(t)f ′(k(t)), f ′(k(t + 1)))

1 + n
(9.8)

as the fundamental law of motion of the OLG economy. A steady state is given by a solution

to this equation such that k(t + 1) = k(t) = k∗, that is,

k∗ =
s(f (k∗) − k∗f ′(k∗), f ′(k∗))

1 + n
. (9.9)

Since the savings function s (., .) can take any form, the difference equation (9.8) can lead

to quite complicated dynamics, and multiple steady states are possible. Figure 9.1 illustrates

some of the potential forms linking today’s capital-labor ratio to tomorrow’s that are consistent

with (9.8). The figure illustrates that the OLG model can lead to a unique stable equilibrium,

to multiple equilibria, or to an equilibrium with zero capital stock. In other words, without

putting more structure on utility and production functions, the model makes few predictions.

9.2.4 Restrictions on Utility and Production Functions

In this section I characterize the steady-state equilibrium and transitional dynamics when

further assumptions are imposed on the utility and production functions. In particular, let us
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suppose that the utility functions take the familiar CRRA form:

Ut

(

c1(t), c2(t + 1)
)

=
c1(t)

1−θ − 1

1 − θ
+ β

(

c2(t + 1)1−θ − 1

1 − θ

)

, (9.10)

where θ > 0 and β ∈ (0, 1). Furthermore, assume that technology is Cobb-Douglas, so that

f (k) = kα.

The rest of the environment is as described above. The CRRA utility simplifies the first-order

condition for consumer optimization and implies

c2(t + 1)

c1(t)
= (βR(t + 1))1/θ .

Once again this expression is the discrete-time consumption Euler equation from Chapter 6,

now for the CRRA utility function. This Euler equation can be alternatively expressed in terms

of savings as

s(t)−θβR(t + 1)1−θ = (w(t) − s(t))−θ , (9.11)

which gives the following equation for the saving rate:

s(t) =
w(t)

ψ(t + 1)
, (9.12)

where

ψ(t + 1) ≡ [1 + β−1/θR(t + 1)−(1−θ)/θ ] > 1,

which ensures that savings are always less than earnings. The impact of factor prices on savings

is summarized by the following derivatives:

sw ≡
∂s(t)

∂w(t)
=

1

ψ(t + 1)
∈ (0, 1) ,

and

sR ≡
∂s(t)

∂R(t + 1)
=

(

1 − θ

θ

)

(βR(t + 1))−1/θ s(t)

ψ(t + 1)
.

Since ψ(t + 1) > 1, we also have that 0 < sw < 1. Moreover, in this case sR < 0 if θ > 1, sR > 0

if θ < 1, and sR = 0 if θ = 1. The relationship between the rate of return on savings and the

level of savings reflects the counteracting influences of income and substitution effects. For

example, when θ > 1, the income effect dominates the substitution effect, so even though R

increases (and thus consumption when young becomes more expensive relative to consumption

when old), individuals wish to increase their consumption in both periods of their lives, and

thus they reduce their savings. In contrast, when θ < 1, the substitution effect dominates, and

individuals reduce their consumption when young and thus increase their savings. The case of

θ = 1 (log preferences) is of special importance and is often used in applications. This special

case with log preferences and Cobb-Douglas production function is sufficiently common and

useful that it may deserve to be called the canonical overlapping generations model and is

analyzed separately in the next section.
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In the current somewhat more general context, (9.8) implies

k(t + 1) =
s(t)

(1 + n)
(9.13)

=
w(t)

(1 + n)ψ(t + 1)
,

or more explicitly,

k(t + 1) =
f (k(t)) − k(t)f ′(k(t))

(1 + n)[1 + β−1/θf ′(k(t + 1))−(1−θ)/θ ]
. (9.14)

The steady state then involves a solution to the following implicit equation:

k∗ =
f (k∗) − k∗f ′(k∗)

(1 + n)[1 + β−1/θf ′(k∗)−(1−θ)/θ ]
.

Now using the Cobb-Douglas formula, the steady state is obtained as the solution to

(1 + n)
[

1 + β−1/θ
(

α(k∗)α−1
)(θ−1)/θ]

= (1 − α)(k∗)α−1. (9.15)

For simplicity, define R∗ ≡ α(k∗)α−1 as the marginal product of capital in steady state. Equation

(9.15) can then be rewritten as

(1 + n)
[

1 + β−1/θ
(

R∗
)(θ−1)/θ]

= (1 − α) R∗/α. (9.16)

The steady-state value of R∗, and thus of k∗, can now be determined from (9.16), which always

has a unique solution. Let us next investigate the stability of this steady state. Substitute for

the Cobb-Douglas production function in (9.14) to obtain

k(t + 1) =
(1 − α) k(t)α

(1 + n)[1 + β−1/θ
(

αk(t + 1)α−1
)−(1−θ)/θ

]
. (9.17)

Using (9.17), the following proposition can be proved.2

Proposition 9.4 In the overlapping generations model with two-period lived households,

Cobb-Douglas technology, and CRRA preferences, there exists a unique steady-state equi-

librium with the capital-labor ratio k∗ given by (9.15), and for any θ > 0, this steady-state

equilibrium is globally stable for all k (0) > 0.

Proof. See Exercise 9.6.

In this particular (well-behaved) case, the equilibrium dynamics are very similar to those

of the basic Solow model and are shown in Figure 9.2. The figure shows that convergence

to the unique steady-state capital-labor ratio k∗ is monotonic. In particular, starting with an

initial capital-labor ratio k (0) < k∗, the OLG economy steadily accumulates more capital and

converges to k∗. Starting with k′ (0) > k∗, the equilibrium involves progressively lower levels

of capital-labor ratio, ultimately converging to k∗.

2. In this proposition and throughout the rest of this chapter, I again ignore the trivial steady state with k = 0.
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FIGURE 9.2 Equilibrium dynamics in the canonical overlapping generations model.

9.3 The Canonical Overlapping Generations Model

Even the model with CRRA utility and a Cobb-Douglas production function is relatively

involved. For this reason, many of the applications of the OLG model use an even more specific

utility function, log preferences (or equivalently θ = 1 in terms of the CRRA preferences of

the last section). Log preferences are particularly useful in this context, since, as noted above,

they ensure that income and substitution effects exactly cancel out, so that changes in the

interest rate (and therefore changes in the capital-labor ratio of the economy) have no effect on

the saving rate. This independence makes the structure of equilibrium in the canonical OLG

model essentially identical to that of the basic Solow model in Chapter 2.

Suppose that the utility of a (typical) individual of generation t is given by

Ut(c1(t), c2(t + 1)) = log c1(t) + β log c2(t + 1), (9.18)

where as before β ∈ (0, 1) (even though β ≥ 1 could be allowed here without any change in

the analysis). The aggregate production technology is again Cobb-Douglas, that is, f (k) = kα.

The consumption Euler equation now becomes even simpler:

c2(t + 1)

c1(t)
= βR(t + 1),

and it implies that savings should satisfy

s(t) =
β

1 + β
w(t), (9.19)
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which corresponds to a constant saving rate, equal to β/ (1 + β), out of labor income for each

individual. This constant saving rate makes the model very similar to the baseline Solow growth

model of Chapter 2.

Combining (9.19) with the capital accumulation equation (9.8), we have

k(t + 1) =
s(t)

(1 + n)

=
βw(t)

(1 + n) (1 + β)

=
β (1 − α) k(t)α

(1 + n) (1 + β)
,

where the second line uses (9.19) and the last line uses the fact that, given competitive factor

markets, the wage rate is w(t) = (1 − α) k(t)α.

It is straightforward to verify that there exists a unique steady state with the capital-labor

ratio given by

k∗ =

[

β(1 − α)

(1 + n) (1 + β)

]
1

1−α

. (9.20)

Moreover, starting with any k (0) > 0, equilibrium dynamics are identical to those of the basic

Solow model and monotonically converge to k∗. This behavior is illustrated in Figure 9.2 and

stated in the next proposition.

Proposition 9.5 In the canonical OLG model with log preferences and Cobb-Douglas

technology, there exists a unique steady state, with capital-labor ratio k∗ given by (9.20).

Starting with any k(0) ∈ (0, k∗), equilibrium dynamics are such that k(t) ↑ k∗, and starting

with any k′ (0) > k∗, equilibrium dynamics involve k(t) ↓ k∗.

This canonical OLG model can be extended in a straightforward way by introducing

technological progress. This extension is discussed in Exercise 9.7. Exercise 9.8 asks you to

analyze the same economy without Cobb-Douglas technology.

9.4 Overaccumulation and Pareto Optimality of Competitive
Equilibrium in the Overlapping Generations Model

Let us now return to the general problem and compare the competitive equilibrium of the OLG

economy to the choice of a social planner wishing to maximize a weighted average of all

generations’ utilities. In particular, suppose that the social planner maximizes

∞
∑

t=0

ξtUt(c1(t), c2(t + 1)),

where recall that Ut is given by (9.1), and ξt is the weight that the social planner places on

generation t’s utility (with the assumption that
∑∞

t=0
ξt < ∞ so that the planner’s problem is



9.4 Overaccumulation and Pareto Optimality of Competitive Equilibrium . 337

well behaved). Substituting from (9.1), this expression implies that the planner maximizes

∞
∑

t=0

ξt(u(c1(t)) + βu(c2(t + 1))),

subject to the resource constraint

F (K(t), L(t)) = K(t + 1) + L(t)c1(t) + L (t − 1) c2(t).

Dividing by L(t) and using (9.2), the resource constraint can be written in per capita terms as

f (k(t)) = (1 + n)k(t + 1) + c1(t) +
c2(t)

1 + n
.

The social planner’s maximization problem then implies the following first-order necessary

condition:

u′(c1(t)) = βf ′(k(t + 1))u′(c2(t + 1)).

Since R(t + 1) = f ′ (k(t + 1)), this equation is identical to (9.5). This result is not surprising:

the social planner prefers to allocate consumption of a given individual in exactly the same

way as the individual himself would do—there are no “market failures” in the allocation of

consumption over time for an individual at given market prices.

However the social planner’s allocation of resources across generations differs from that

in the competitive equilibrium, since the social planner is giving different weights to different

generations. More interesting than contrasting the social planner’s allocation for a given set

of weights to the equilibrium is the question of whether the competitive equilibrium is Pareto

optimal. The parallel between the OLG model and the economy in Section 9.1 suggests that it

may not be.

In fact the competitive equilibrium is not in general Pareto optimal. Suppose that the steady-

state level of capital-labor ratio, k∗, given by (9.9) is greater than the golden rule capital-labor

ratio kgold. Recall from Chapter 2 that kgold maximizes the steady-state level of consumption.

In contrast to the neoclassical growth model of the previous chapter, there is no natural reason

for the equilibrium (or steady-state) capital-labor ratio to be less than the golden rule level,

kgold, in the OLG model. When k∗ > kgold, reducing savings can increase consumption for

every generation. In particular, in the steady state of the OLG economy, we have

f (k∗) − (1 + n)k∗ = c∗
1
+ (1 + n)−1c∗

2

≡ c∗,

where the first line follows by national income accounting, and the second defines c∗ as the

total steady-state consumption. Therefore

∂c∗

∂k∗
= f ′(k∗) − (1 + n),

and the golden rule capital-labor ratio kgold is defined by

f ′
(

kgold

)

= 1 + n.
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Now if k∗ > kgold, then ∂c∗/∂k∗ < 0, so reducing savings can increase (total) consumption

for everybody. If this is the case, the economy is said to be dynamically inefficient—it over-

accumulates capital. Another way of expressing dynamic inefficiency is that

r∗ < n,

that is, the steady-state (net) interest rate r∗ = R∗ − 1 is less than the rate of population

growth. Recall that in the infinite-horizon Ramsey economy (see Chapter 8), the transversality

condition (which follows from individual optimization) ensures that the steady-state interest

rate satisfies r∗ > g + n. Therefore dynamic inefficiency could never arise in this Ramsey

economy. Dynamic inefficiency arises because of the specific form of household heterogeneity

inherent in the OLG model, which removes the neoclassical transversality condition.

In the OLG economy, suppose we start from a steady state at time T with k∗ > kgold.

Consider the following variation in which the capital stock for the next period is reduced

by a small amount. In particular, change next period’s capital-labor ratio by −�k, where

�k ∈
(

0, k∗ − kgold

)

, and from then on, keep the capital-labor ratio at k∗ − �k (which is clearly

feasible). Then the following changes occur in consumption levels:

�c(T ) = (1 + n)�k > 0,

and

�c(t) = −
(

f ′(k∗ − �k) − (1 + n)
)

�k for all t > T .

The first expression reflects the direct increase in consumption due to the decrease in savings.

In addition, since k∗ > kgold, for small enough �k, f ′(k∗ − �k) − (1 + n) < 0, and thus

�c(t) > 0 for all t ≥ T , which explains the second expression. The increase in consumption for

each generation can be allocated equally during the two periods of their lives, thus necessarily

increasing the utility of all generations. This variation clearly creates a Pareto improvement in

which all generations are better off and establishes the following result.

Proposition 9.6 In the baseline OLG economy, the competitive equilibrium is not neces-

sarily Pareto optimal. More specifically, when r∗ < n, the economy is dynamically inefficient.

In this case, it is possible to reduce the capital stock starting from the competitive steady state

and increase the consumption level of all generations.

As the above derivation makes clear, Pareto inefficiency of the competitive equilibrium is

intimately connected to dynamic inefficiency. Dynamic inefficiency, the rate of interest being

less than the rate of population growth, is not a theoretical curiosity. Exercise 9.9 shows that

dynamic inefficiency can arise under reasonable circumstances (though this does not mean

that issues of dynamic inefficiency are particularly important when thinking about growth or

income differences across countries or over time).

Why is the equilibrium of the OLG economy potentially inefficient? This question is more

challenging than it at first appears. In particular, in this economy all markets are competitive,

and there are no externalities. Thus the usual sources of market failures are absent. It was once

believed that the source of the potential inefficiency was the “incompleteness of markets,”

resulting from the fact that individuals from generation t cannot directly trade with individuals

from generation t + s for s ≥ 2. When markets are incomplete, there is no guarantee that

competitive equilibria are Pareto optimal, which might explain the potential inefficiency of

OLG equilibrium. In particular, with incomplete markets, pecuniary externalities, which are

the price-related effects of the trading decisions of others on the utility of a household, may have

first-order welfare consequences and may cause (Pareto) inefficiencies. However this reasoning

is incorrect. The simplest way of seeing its fallacy involves returning to the economy discussed
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in Section 9.1, which featured a similar inefficiency to that in the baseline OLG model. But in

that economy all individuals could trade all commodities.

Though wrong this reasoning correctly emphasizes the importance of pecuniary external-

ities. Individuals from generation t face wages determined by the capital stock decisions of

those from generation t − 1. Similarly, an individual from generation t − 1 receives a rate of

return on her savings determined by the savings decisions of others of generation t − 1. Conse-

quently, the savings decisions of each generation create pecuniary externalities on both workers

and capital holders at the next date. These pecuniary externalities are related to the source of

inefficiency in the OLG model, but not because the markets are incomplete. Pecuniary exter-

nalities are always present, but in competitive economies they are typically second-order, and

thus do not matter for welfare. In a sense the fact that pecuniary externalities do not lead to

Pareto suboptimal allocations could be viewed as the essence of the First Welfare Theorem

(Theorems 5.5 and 5.6). However, the First Welfare Theorem does not apply to the economy

in Section 9.1 and need not apply to the OLG economy. This point is further developed in Ex-

ercise 9.11, which shows that when the economy is dynamically inefficient, the condition that
∑

h∈H

∑∞
j=0

p∗
j
ωh

j
< ∞ in Theorem 5.6 is not satisfied, while this condition is satisfied when

r∗ > n. Intuitively, pecuniary externalities need not cancel out when there is an infinite stream

of newborn agents joining the economy. These agents are affected by the pecuniary externali-

ties created by previous generations, and it is possible to rearrange accumulation decisions and

consumption plans in such a way that these pecuniary externalities can be exploited (in a man-

ner similar to the way that consumption plans were rearranged to create a Pareto improvement

over the competitive equilibrium in the economy of Section 9.1).

A complementary intuition for dynamic inefficiency, which is particularly useful in the

next section, is as follows. Dynamic inefficiency arises from overaccumulation, which, in turn,

results from the need of the current young generation to save for old age. However, the more

they save, the lower is the rate of return to capital, and this may encourage them to save even

more. Once again the effect of the savings by the current generation on the future rate of return

to capital is a pecuniary externality. Had the First Welfare Theorem applied, these pecuniary

externalities would not have led to Pareto suboptimal allocations. But this reasoning need not

apply when there are infinite numbers of commodities and households. This second intuition

also suggests that if alternative ways of providing consumption to individuals in old age were

available, the overaccumulation problem might be solved or at least ameliorated. This topic is

discussed in the next section.

9.5 Role of Social Security in Capital Accumulation

I now briefly discuss how social security can be introduced as a way of dealing with over-

accumulation in the OLG model. Let us first consider a fully funded system, in which the

young make contributions to the social security system, and their contributions are paid back

to them in their old age. The alternative is an unfunded or pay-as-you-go social security system,

in which transfers from the young go directly to the current old. We will see that, as is typically

presumed, pay-as-you-go (unfunded) social security discourages aggregate savings. However,

when there is dynamic inefficiency, discouraging savings may lead to a Pareto improvement.

9.5.1 Fully Funded Social Security

In a fully funded social security system, the government at date t raises some amount d(t)

from the young, for example, by compulsory contributions to their social security accounts.
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These funds are invested in the only productive asset of the economy, the capital stock, and

the workers receive the returns, given by R(t + 1)d(t), when they are old. Thus the individual

maximization problem under a fully funded social security system becomes

max
c1(t),c2(t+1),s(t)

u(c1(t)) + βu(c2(t + 1))

subject to

c1(t) + s(t) + d(t) ≤ w(t),

and

c2(t + 1) ≤ R(t + 1) (s(t) + d(t))

for a given choice of d(t) by the government. Notice that now the total amount invested in

capital accumulation is s(t) + d(t) = (1 + n)k(t + 1).

It is also no longer the case that individuals always choose s(t) > 0, since they have the

income from social security. Therefore this economy can be analyzed under two alternative

assumptions: with the constraint that s(t) ≥ 0 and without it.

It is clear that as long as s(t) is free, the competitive equilibrium applies regardless of

the sequence of feasible social security payments {d(t)}∞
t=0

. When s(t) ≥ 0 is imposed as

a constraint, then the competitive equilibrium applies if, given the sequence {d(t)}∞
t=0

, the

privately optimal saving sequence {s(t)}∞
t=0

is such that s(t) > 0 for all t .

Proposition 9.7 Consider a fully funded social security system in the above-described

environment whereby the government collects d(t) from young individuals at date t .

1. Suppose that s(t) ≥ 0 for all t . If, given the feasible sequence {d(t)}∞
t=0

of social security

payments, the utility-maximizing sequence of savings {s(t)}∞
t=0

is such that s(t) > 0 for

all t , then the set of competitive equilibria without social security is the same as the set

of competitive equilibria with social security.

2. Without the constraint s(t) ≥ 0, given any feasible sequence {d(t)}∞
t=0

of social security

payments, the set of competitive equilibria with social security is identical to the set of

competitive equilibria without social security.

Proof. See Exercise 9.13.

This result is intuitive: the amount d(t) taken out by the government is fully offset by a

decrease in s(t) as long as individuals are accumulating enough savings (or always when there

are no constraints to force positive savings privately). Exercise 9.14 shows that even when

there is the restriction that s(t) ≥ 0, a fully funded social security program cannot lead to a

Pareto improvement.

9.5.2 Unfunded Social Security

The situation is different with unfunded social security. Now the government collects d(t)

from the young at time t and distributes it to the current old with per capita transfer b(t) =

(1 + n) d(t) (which takes into account that there are more young than old because of population

growth). Therefore the individual maximization problem becomes

max
c1(t),c2(t+1),s(t)

u(c1(t)) + βu(c2(t + 1))
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subject to

c1(t) + s(t) + d(t) ≤ w(t),

and

c2(t + 1) ≤ R(t + 1)s(t) + (1 + n) d(t + 1),

for a given feasible sequence of social security payment levels {d(t)}∞
t=0

.

In this environment the rate of return on social security payments is n rather than r(t + 1) =

R(t + 1) − 1, because unfunded social security is a pure transfer system. Only s(t)—rather

than s(t) + d(t) as in the funded scheme—goes into capital accumulation. This observation is

the basis of the claim that unfunded social security systems discourage aggregate savings.

Consequently unfunded social security reduces capital accumulation. Discouraging capital

accumulation can have negative consequences for growth and welfare. In fact, the empirical

evidence in Chapters 1–4 suggest that there are many societies in which the level of capital

accumulation is suboptimally low. In contrast, in the present model reducing aggregate savings

and capital accumulation may be lead to a Pareto improvement when the economy exhibits

dynamic inefficiency (and overaccumaltion).

More specifically, suppose that individuals of generation t can choose how much to con-

tribute to unfunded social security (i.e., d(t) is a choice variable). Whatever they contribute is

given to the current old generation as consumption, and they receive 1 + n dollars for every

dollar invested when they become old themselves. In this case, there would be no investment

in physical capital until r(t + 1) ≥ n. Thus the unfunded social security system would increase

the interest rate enough so that the economy is no longer in the dynamic inefficiency region.

This analysis establishes the following proposition.

Proposition 9.8 Consider the above-described OLG economy and suppose that the de-

centralized competitive equilibrium is dynamically inefficient. Then there exists a feasible

sequence of unfunded social security payments {d(t)}∞
t=0

that leads to a competitive equilib-

rium starting from any date t that Pareto dominates the competitive equilibrium without social

security.

Proof. See Exercise 9.16.

Unfunded social security reduces overaccumulation and improves the allocation of re-

sources. The similarity between the way in which unfunded social security achieves a Pareto

improvement in the OLG model and the way in which the Pareto optimal allocation was decen-

tralized in the example economy of Section 9.1 is evident. In essence, unfunded social security

transfers resources from future generations to the initial old generation, and when designed

appropriately, it can do so without hurting future generations. Once again, this result depends

on dynamic inefficiency; when there is no dynamic inefficiency, any transfer of resources (and

any unfunded social security program) makes some future generation worse off. You are asked

to prove this result in Exercise 9.17.

Another interesting aspect of unfunded social security is also worth noting. With this type

of social security system the government is essentially running a Ponzi game or pyramid

scheme. Each generation sacrifices an amount d when young and receives (1 + n) d from

the current young when they are old. This pattern is typical of a pyramid scheme. In the

previous chapter, such schemes were ruled out, so why are they possible (and in fact desirable)

here? The answer is related to the fact that in the neoclassical growth model, there exists

a representative household whose utility maximization decision ensures that the economy

is never in the dynamic inefficiency region. In particular, the transversality condition—or

equivalently the finiteness of the utility—of the representative household rules out equilibria



342 . Chapter 9 Growth with Overlapping Generations

where r∗ < n (recall (8.36)). This is no longer the case in the OLG economy, and unfunded

social security is one way of running a Pareto improving pyramid scheme in an economy with

dynamic inefficiency. Interestingly, it is not the only such scheme possible. When r∗ < n, the

equilibrium allows for a range of “bubbles” that can play the same role as unfunded social

security. We say that there is a bubble when an asset trades at a value greater than its intrinsic

value. A bubble on any asset could play the same role as unfunded social security, because it

can create a way of transferring resources across dates. The maximum rate of return on any

bubble is n, which is also the maximum rate of return on unfunded social security. When there

is dynamic inefficiency and r∗ < n, a bubble provides a better way of transferring resources

across dates than investing in physical capital. A simple example of a bubble that can play

this role is fiat money, which has no intrinsic value. But all agents might expect fiat money

to appreciate over time, so that the purchasing power of fiat money increases by some factor

(≤ 1+ n) at each period. In this case, giving a limited amount of fiat money to some generation

would also play the same role as unfunded social security. Equivalently, however, the same

role can be played by other assets (generating similar bubbles). Finally, it is interesting to

note that if the OLG economy has a family structure, so that future generations are linked

to previous generations as members of a particular family or dynasty, within-family transfers

(e.g., supported by social norms or repeated game punishment strategies; see Appendix C)

could play the same role. In this case, we would see within-family transfers, which could

improve the allocation of resources, and these transfers could be supported even though there

is no altruism across family members.

9.6 Overlapping Generations with Impure Altruism

Section 5.3 in Chapter 5 demonstrated that altruism within families (e.g., of parents toward

their offspring) can lead to a structure of preferences identical to those of the representative

household in the neoclassical growth model. In contrast, this chapter has so far ignored altruistic

preferences to emphasize the effect of finite lives and the economic implications of the arrival

of new agents in the economy. As briefly noted in Section 5.3, the exact form of altruism within

a family determines whether the representative household assumption is a good approximation

to the preference side of the economy. In particular, a potentially empirically relevant form of

altruism is one in which parents care about certain dimensions of the consumption vector of

their offspring instead of their total utility. This type of preference is often referred to as “impure

altruism” to distinguish it from the pure altruism discussed in Section 5.3. One particular type

of impure altruism, commonly referred to as “warm glow preferences,” plays an important role

in many growth models because of its tractability. Warm glow preferences assume that parents

derive utility from (the warm glow of) their bequest, rather than from their offspring’s utility or

consumption. These preferences constitute another convenient alternative to the neoclassical

growth and the baseline OLG models. This alternative has some clear parallels to the canonical

OLG model of the last section, since it also leads to equilibrium dynamics similar to those of

the Solow growth model. Given the importance of this class of preferences in many applied

growth models, it is useful to review them briefly. These preferences are also used in the next

chapter and in Chapter 21.

Suppose that the production side of the economy is given by the standard neoclassical

production function, satisfying Assumptions 1 and 2 from Chapter 2. Let us write this in per

capita form as f (k).

The economy is populated by a continuum of individuals with measure normalized to 1.

Each individual lives for two periods, childhood and adulthood. In the second period of his life,

each individual begets an offspring, works, and then his life comes to an end. For simplicity, let
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us assume that there is no consumption in childhood (or that it is incorporated in the parent’s

consumption). There are no new households, so population is constant at 1. Each individual

supplies 1 unit of labor inelastically during his adulthood.

Let us assume that preferences of individual (i, t), who reaches adulthood at time t , are

log(ci(t)) + β log(bi(t)), (9.21)

where ci(t) denotes the consumption of this individual, and bi(t) is the bequest to his offspring.

Log preferences are assumed to simplify the analysis (see Exercise 9.20). The offspring starts

the following period with the bequest, rents it out as capital to firms, supplies labor, begets his

own offspring, and makes consumption and bequest decisions. I also assume that capital fully

depreciates after use.

This formulation implies that the maximization problem of a typical individual can be

written as

max
ci(t),bi(t)

log(ci(t)) + β log(bi(t)) (9.22)

subject to

ci(t) + bi(t) ≤ yi(t) ≡ w(t) + R(t)bi(t − 1), (9.23)

where yi(t) denotes the income of this individual,

w(t) = f (k(t)) − k(t)f ′(k(t)) (9.24)

is the equilibrium wage rate,

R(t) = f ′(k(t)) (9.25)

is the rate of return on capital, and bi (t − 1) is the bequest received by this individual from

his parent.

The total capital-labor ratio at time t + 1 is given by aggregating the bequests of all adults

at time t :

k(t + 1) =

∫ 1

0

bi(t)di, (9.26)

which exploits the fact that the total measure of workers is 1, so that the capital stock and

capital-labor ratio are identical.

An equilibrium in this economy is a somewhat more complicated object than before, because

we may want to keep track of the consumption and bequest levels of all individuals. Let us

denote the distribution of consumption and bequests across households at time t by [ci(t)]i∈[0,1]

and [bi(t)]i∈[0,1], respectively, and assume that the economy starts with the distribution of

wealth (bequests) at time t given by [bi(0)]i∈[0,1], which satisfies
∫ 1

0
bi(0)di > 0.

Definition 9.2 A competitive equilibrium in this OLG economy with warm glow preferences

is a sequence of consumption and bequest levels for each household,

{

[ci(t)]i∈[0,1], [bi(t)]i∈[0,1]

}∞

t=0
,
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that solves (9.22) subject to (9.23); a sequence of capital-labor ratios {k(t)}∞
t=0

given by

(9.26) with some initial distribution of bequests [bi(0)]i∈[0,1]; and a sequences of factor prices

{w(t), R(t)}∞
t=0

that satisfies (9.24) and (9.25).

The solution of (9.22) subject to (9.23) is straightforward because of the log preferences

and gives

bi(t) =
β

1 + β
yi(t)

=
β

1 + β
[w(t) + R(t)bi (t − 1)] (9.27)

for all i and t . This equation shows that individual bequest levels follow nontrivial dynamics.

Since bi(t) determines the asset holdings of individual i of generation t , it can alternatively be

interpreted as his wealth level. Consequently, this economy features a distribution of wealth

that evolves endogenously over time. This evolution depends on factor prices. To obtain the

equilibrium factor prices, let us aggregate bequests to obtain the capital-labor ratio of the

economy via equation (9.26). Integrating (9.27) across all individuals yields

k(t + 1) =

∫ 1

0

bi(t)di

=
β

1 + β

∫ 1

0

[w(t) + R(t)bi(t − 1)] di

=
β

1 + β
f (k(t)).

(9.28)

The last equality follows from the fact that
∫ 1

0
bi (t − 1) di = k(t) and because by Euler’s

Theorem [Theorem 2.1], w(t) + R(t)k(t) = f (k(t)).

Consequently, aggregate equilibrium dynamics in this economy are straightforward and

again closely resemble those in the baseline Solow growth model. Moreover, it is worth

noting that these aggregate dynamics do not depend on the distribution of bequests or income

across households (we will see in Chapter 21 that this is no longer true when there are other

imperfections).

Solving for the steady-state equilibrium capital-labor ratio from (9.28) gives

k∗ =
β

1 + β
f

(

k∗
)

, (9.29)

which is uniquely defined and strictly positive in view of Assumptions 1 and 2. Moreover

equilibrium dynamics are again given by Figure 9.2 and involve monotone convergence to this

unique steady state.

A complete characterization of the equilibrium can now be obtained by looking at the

dynamics of bequests. Different types of bequest dynamics are possible along the transition

path. More can be said regarding the limiting distribution of wealth and bequests. In particular,

we know that k(t) → k∗, so the ultimate bequest dynamics are given by steady-state factor

prices. Let these be denoted by w∗ = f (k∗) − k∗f ′(k∗) and R∗ = f ′(k∗). Then once the

economy is at the steady-state capital-labor ratio k∗, individual bequest dynamics are given by

bi(t) =
β

1 + β
[w∗ + R∗bi(t − 1)].
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When R∗ < (1 + β) /β, starting from any level, bi(t) converges to a unique bequest (wealth)

level given by

b∗ =
βw∗

1 + β(1 − R∗)
. (9.30)

Moreover it can be verified that the steady-state equilibrium must involve R∗ < (1 + β) /β.

This follows from the fact that in steady state

R∗ = f ′(k∗) <
f (k∗)

k∗
=

1 + β

β
,

where the strict inequality exploits the strict concavity of f (.), and the last equality uses the

definition of the steady-state capital-labor ratio k∗ from (9.29). The following proposition

summarizes this analysis.

Proposition 9.9 Consider the OLG economy with warm glow preferences described above.

In this economy, there exists a unique competitive equilibrium. In this equilibrium the aggre-

gate capital-labor ratio is given by (9.28) and monotonically converges to the unique steady-

state capital-labor ratio k∗ given by (9.29). The distribution of bequests and wealth ultimately

converges to full equality, with each individual having a bequest (wealth) level of b∗ given by

(9.30) with w∗ = f (k∗) − k∗f ′(k∗) and R∗ = f ′(k∗).

9.7 Overlapping Generations with Perpetual Youth

A key feature of the baseline OLG model is that individuals have finite lives and know exactly

when their lives will come to an end. An alternative way of modeling finite lives is along the

lines of the “Poisson death model” or the perpetual youth model introduced in Section 5.3 of

Chapter 5. Let us start with the discrete-time version of that model. Recall that in that model

each individual is potentially infinitely lived, but faces a probability ν ∈ (0, 1) that her life will

come to an end at any date (and all realizations are independent). Recall from (5.12) that the

expected utility of an individual with a pure discount factor β is given by

∞
∑

t=0

(β(1 − ν))tu(c(t)),

where u (.) is a standard instantaneous utility function satisfying Assumption 3, with the

additional normalization that u (0) = 0. Since the probability of death is ν and is independent

across periods, the expected lifetime of an individual in this model can be written as (see

Exercise 9.18):

Expected life = ν + 2 (1 − ν) ν + 3 (1 − ν)2 ν + . . . =
1

ν
< ∞. (9.31)

This equation captures the fact that with probability ν the individual will have a total life of

length 1, with probability (1 − ν) ν, she will have a life of length 2, and so on. This model

is referred to as the “perpetual youth model,” since even though each individual has a finite

expected life, all individuals who have survived up to a certain date have exactly the same

expectation of further life. Therefore individuals who survive in this economy are “perpetually

young;” their age has no effect on their future longevity and has no predictive power on how

many more years they will live.
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Individual i’s flow budget constraint can be written as

ai(t + 1) = (1 + r(t))ai(t) − ci(t) + w(t) + zi(t), (9.32)

which is similar to the standard flow budget constraint, for example, (6.54) in Chapter 6. Recall

that the gross rate of return on savings is 1+ r(t). The only difference from the standard budget

constraint is the additional term, zi(t), which reflects transfers to the individual. The reason

these transfers are introduced is as follows: since individuals face an uncertain time of death,

there may be accidental bequests. In particular, individuals typically come to the end of their

lives while their asset positions are positive. When this happens, one possibility is that the

accidental bequests might be collected by the government and redistributed equally across all

households in the economy. In this case, zi(t) would represent these receipts for individual

i. However, this modeling assumption would require that we impose a constraint of the form

ai(t) ≥ 0 to prevent individuals from accumulating debts by the time their lives come to an end.

An alternative, which avoids this additional constraint and makes the model more tractable,

has been proposed and studied by Menahem Yaari and Olivier Blanchard. This alternative

involves introducing life insurance or annuity markets, where competitive life insurance firms

make payments to individuals (as a function of their asset levels) in return for receiving their

positive assets when they die. The term z(t) captures these annuity payments. In particular,

imagine the following type of life insurance contract: a company would make a payment equal

to z (a(t)) to an individual as a function of her asset holdings during every period in which

she is alive.3 When the individual dies, all her assets go to the insurance company. The fact

that the payment level z (a(t)) depends only on the asset holdings of the individual and not

on her age is a consequence of the perpetual youth assumption—the conditional expectation

of further life is independent of when the individual was born (in fact, it is independent of

everything else in the model). The profits of a particular insurance company contracting with

an individual with asset holding equal to a(t), at time t are

π (a, t) = − (1 − ν) z (a) + νa.

With free entry, insurance companies should make zero expected profits (in terms of net present

discounted value), which requires that π (a(t), t) = 0 for all t and a; thus we have

z (a(t)) =
ν

1 − ν
a(t). (9.33)

The other important element of the model is the evolution of demographics. Since each agent

faces a probability of death equal to ν at every date, there is a natural force toward decreasing

population. We assume, however, that there are also new agents who are born at every date.

In contrast to the basic neoclassical growth model, suppose that these new agents are not born

into a dynasty; instead they become separate households themselves. We assume that when the

population at time t is L(t), there are nL(t) new households born. Consequently the evolution

of the total population is given by

L(t + 1) = (1 + n − ν)L(t), (9.34)

3. The reader might note that this contract is the opposite of the most common type of life insurance contract

where individuals make payments for their families to receive payments after their deaths. These types of

insurance contracts are not useful in the current model, since individuals do not have offspring or are not

altruistic toward them.
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with the initial value L (0) = 1, and with n > ν, so that there is positive population growth.

Throughout this section, we ignore technological progress.

Perpetual youth, together with exponential population growth, leads to a simple pattern

of demographics in this economy. In particular, it is easy to verify that at some point in

time t > 0, there will be n (1 + n − ν)t−1 1-year-olds, n (1 + n − ν)t−2 (1 − ν) 2-year-olds,

n (1 + n − ν)t−3 (1 − ν)2 3-year-olds, and so on (see Exercise 9.23).

The production side of the economy is standard and is represented by an aggregate produc-

tion function F (K(t), L(t)) satisfying Assumptions 1 and 2. Suppose that capital depreciates

at the rate δ. Factor markets are competitive, and factor prices are determined in the usual

fashion. The rental return of capital at time t is again given by R(t) = f ′(k(t)), so that the net re-

turn on savings is r(t + 1) = f ′(k(t)) − δ, and the wage rate is w(t) = f (k(t)) − k(t)f ′(k(t)).

An allocation in this economy is similar to one in the neoclassical growth model and

involves time paths for the aggregate capital stock, wage rates, and rental rates of capital,

{K(t), w(t), R(t)}∞
t=0

. However it is no longer sufficient to specify aggregate consumption,

since the level of consumption is not the same for all individuals. Instead, individuals born at

different times will have accumulated different amounts of assets and will consume different

amounts. Let us denote the consumption at date t of a household born at date τ ≤ t by c (t | τ).

An allocation must now specify the entire sequence {c (t | τ)}∞
t=0,τ≤t

. Using this notation and

the life insurance contracts introduced by (9.33), the flow budget constraint of an individual

of generation τ can be written as:

a(t + 1 | τ) =

(

1 + r(t) +
ν

1 − ν

)

a(t | τ) − c(t | τ) + w(t). (9.35)

A competitive equilibrium is again defined in the usual manner.

Definition 9.3 A competitive equilibrium consists of paths of capital stock, wage rates, and

rental rates of capital, {K(t), w(t), R(t)}∞
t=0

, and paths of consumption for each generation,

{c (t | τ)}∞
t=0,τ≤t

, such that each individual maximizes utility, and the time path of factor prices,

{w(t), R(t)}∞
t=0

, is such that given the time path of capital stock and labor, {K(t), L(t)}∞
t=0

,

all markets clear.

In addition to the competitive factor prices, the key equation is the consumption Euler

equation for an individual of generation τ at time t . Taking into account that the gross rate of

return on savings is 1+ r(t) + ν/ (1 − ν) and that the effective discount factor of the individual

is β (1 − ν), this Euler equation can be written as

u′(c(t | τ)) = β[(1 + r(t + 1))(1 − ν) + ν]u′(c(t + 1 | τ)). (9.36)

Equation (9.36) looks similar to be standard consumption Euler equation, for example (6.45)

in Chapter 6. It differs from (6.45) only because it applies separately to each generation τ and

includes the term ν (the probability of death facing each individual). Note, however, that when

both r and ν are small we have

(1 + r) (1 − ν) + ν ≈ 1 + r,

and the terms involving ν disappear. In fact, the reason these terms are present is because of

the discrete-time nature of the current model. In the next section I present the continuous-

time version of the perpetual youth model, where the approximation in the previous equation

is exact. Moreover the continuous-time model allows us to obtain closed-form solutions for



348 . Chapter 9 Growth with Overlapping Generations

aggregate consumption and capital stock dynamics. Thus this model gives one example of a

situation in which continuous-time methods turn out to be more appropriate than discrete-time

methods (whereas the baseline OLG model required discrete time).

9.8 Overlapping Generations in Continuous Time

9.8.1 Demographics, Technology, and Preferences

Consider a continuous-time version of the perpetual youth model. Suppose that each individual

faces a Poisson death rate of ν ∈ (0, ∞). Suppose also that individuals have logarithmic

preferences and a pure discount rate of ρ > 0. As demonstrated in Exercise 5.7 in Chapter 5,

individual i then maximizes the objective function

∫ ∞

0

exp(−(ρ + ν)t) log ci(t) dt. (9.37)

Demographics in this economy are similar to those in the discrete-time perpetual youth

model of the previous section. In particular, the expected further life of an individual is

independent of when he was born and is equal to 1/ν < ∞. This is both the life expectancy at

birth and the expected further life of an individual who has survived up to a certain point. Let

the population at time t be L(t). Then the Poisson death rate implies that a total flow of νL(t)

individuals dies at time t . Once again, new households arrive at the exponential rate n > ν, so

that aggregate population dynamics are given by

L̇(t) = (n − ν) L(t). (9.38)

We assume that n − ν < ρ. The measure (“number”) of individuals of the cohort born at time

τ < t who are alive at time t is

L(t | τ) = n exp(−ν(t − τ) + (n − ν)τ). (9.39)

In this equation and throughout the section, suppose that at t = 0, the economy starts with

a population of L (0) = 1 who are all newborn at that point. (Equation (9.39) is derived in

Exercise 9.25.)

As in the previous section, it is sufficient to specify the consumption behavior and the budget

constraints for each cohort. In particular, the flow budget constraint for cohort τ at time t is

ȧ(t | τ) = r(t)a(t | τ) − c(t | τ) + w(t) + z(a(t | τ) | t, τ ),

where again z (a (t | τ) | t, τ ) is the transfer or annuity payment at time t to an individual

born at time τ holding assets a (t | τ). Let us follow Yaari and Blanchard and again assume

complete annuity markets with free entry. The instantaneous profits of a life insurance company

providing such annuities at time t for an individual born at time τ with assets a(t | τ) is

π(a(t | τ) | t, τ ) = νa(t | τ) − z(a(t | τ) | t, τ ),

since the individual will die and leave his assets to the life insurance company at the flow rate ν.

The zero-profits condition now implies that

z(a(t | τ) | t, τ ) = νa(t | τ).
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Substituting this equation into the flow budget constraint above, we obtain the more useful

expression

ȧ(t | τ) = (r(t) + ν)a(t | τ) − c(t | τ) + w(t). (9.40)

Let us assume that the production side is given by the per capita aggregate production

function f (k) satisfying Assumptions 1 and 2, where k is the aggregate capital-labor ratio.

Capital is assumed to depreciate at the rate δ. Factor prices are given by the usual expressions

R(t) = f ′(k(t)) and w(t) = f (k(t)) − k(t)f ′(k(t)), (9.41)

and as usual r(t) = R(t) − δ. The law of motion of the capital-labor ratio is given by

k̇(t) = f (k(t)) − (n − ν + δ)k(t) − c(t), (9.42)

where c(t) is average consumption per capita, given by

c(t) =

∫ t

−∞ c(t | τ)L(t | τ)dτ
∫ t

−∞ L(t | τ)dτ

=

∫ t

−∞ c(t | τ)L(t | τ)dτ

L(t)
,

recalling that L (t | τ) is the size of the cohort born at τ at time t , and the lower limit of the

integral is set to −∞ to include all cohorts, even those born in the distant past.

9.8.2 Equilibrium

A competitive equilibrium is again defined in a straightforward manner.

Definition 9.4 A competitive equilibrium consists of paths of capital stock, wage rates, and

rental rates of capital, [K(t), w(t), R(t)]∞
t=0

, and paths of consumption for each generation,

[c (t | τ)]∞
t=0,τ≤t

, such that each individual maximizes (9.37) subject to (9.40), the time path

of prices, [w(t), R(t)]∞
t=0

, is given by (9.41), and the capital-labor ratio evolves according

to (9.42).

Let us start with consumer optimization. The maximization of (9.37) subject to (9.40) gives

the usual Euler equation

ċ(t | τ)

c(t | τ)
= r(t) − ρ, (9.43)

where ċ(t | τ) ≡ ∂c(t | τ)/∂t . Notice that, in contrast to the discrete-time version of this

equation, (9.36), the probability (flow rate) of death, ν, does not feature here, since it exactly

cancels out (the rate of return on assets is r(t) + ν and the effective discount factor is ρ + ν,

so that their difference is equal to r(t) − ρ).

The transversality condition for an individual of cohort τ can be written as

lim
t→∞

exp(−(r̄(t, τ ) + ν))a(t | τ) = 0, (9.44)

where

r̄(t, τ ) ≡
1

t − τ

∫ t

τ

r(s)ds
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is the average interest rate between dates τ and t , as in (8.31) in Chapter 8, and the transversality

condition here is the analogue of (8.32). The transversality condition (9.44) requires the net

present discounted value of the assets in the very far future of an individual born at the time τ

discounted back to this time to be equal to 0.

Combining (9.43) with (9.40) and (9.44) gives the following consumption “function” for

an individual of cohort τ (see Exercise 9.26):

c(t | τ) = (ρ + ν)[a(t | τ) + ω(t)]. (9.45)

This linear form of the consumption function is a particularly attractive feature of logarithmic

preferences. The term in square brackets is the asset and human wealth of the individual, with

the second term defined as

ω(t) =

∫ ∞

t

exp(−(r̄(s, t) + ν))w(s)ds.

This term represents the net present discounted value of future wage earnings of an individual

discounted to time t . It is independent of τ , since the future expected earnings of all individuals

are the same regardless of when they are born. The additional discounting with ν in this term

arises because individuals die at this rate and thus lose future earnings from then on.

Equation (9.45) implies that each individual consumes a fraction of this wealth equal to his

effective discount rate ρ + ν. Now integrating (9.45) across cohorts and using the fact that the

size of the cohort τ at time t is exp(−ν(t − τ) + (n − ν)τ), (average) per capita consumption

at time t is then obtained as

c(t) = (ρ + ν) (a(t) + ω(t)), (9.46)

where a(t) is average assets per capita. Since the only productive asset in this economy is

capital, we also have that a(t) = k(t). Finally, differentiating (9.46) yields

ċ(t) = (ρ + ν) (ȧ(t) + ω̇(t)) . (9.47)

The law of motion of assets per capita can be written as

ȧ(t) = (r(t) − (n − ν)) a(t) + w(t) − c(t).

This equation is intuitive. Aggregate wealth a(t)L(t) increases because of the returns to capital

at the rate r(t) and because of the wage income w(t)L(t). The total consumption c(t)L(t) needs

to be subtracted from the aggregate wealth. Finally, L(t) grows at the rate n − ν, which reduces

the rate of growth of assets per capita. Human wealth per capita, on the other hand, satisfies

(r(t) + ν)ω(t) = ω̇(t) + w(t).

The intuition for this equation comes from the HJB equations discussed in Chapter 7. We can

think of ω(t) as the value of an asset with a claim to the future earnings of a typical individual.

The required rate of return on this is r(t) + ν, which takes into account that the individual loses

his future earnings stream at the rate ν when he dies. The return on this asset is equal to its
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capital gains ω̇(t) and dividends w(t). Substituting for ȧ(t) and ω̇(t) from these two equations

into (9.47), we have

ċ(t) = (ρ + ν)[(r(t) − (n − ν))a(t) + w(t) − c(t) + (r(t) + ν)ω(t) − w(t)]

= (ρ + ν)[(r(t) + ν)(a(t) + ω(t)) − na(t) − c(t)]

= (ρ + ν)

[

(r(t) + ν)

ρ + ν
c(t) − na(t) − c(t)

]

= (r(t) − ρ)c(t) − (ρ + ν)na(t),

where the third line uses (9.46). Dividing both sides by c(t), using the fact that a(t) = k(t),

and substituting r(t) = f ′(k(t)) − δ yields

ċ(t)

c(t)
= f ′(k(t)) − δ − ρ − (ρ + ν)n

k(t)

c(t)
. (9.48)

Equation (9.48) is similar to the standard Euler equation (under logarithmic preferences) ex-

cept for the last term. This last term reflects the fact that consumption growth per capita

is slowed down by the arrival at each instant of new individuals, who have less wealth

than the average individual. Their below-average wealth implies lower consumption and

reduces the average consumption growth in the economy. This intuitively explains why the

last term depends on n (the rate of arrival of new individuals) and on k/c (the size of average

asset holdings relative to consumption).

The equilibrium path of the economy is completely characterized by the two differential

equations (9.42) and (9.48)—together with an initial condition for k (0) > 0 and the transver-

sality condition (9.44) applied to average assets and thus to the capital-labor ratio k(t). A

steady-state equilibrium is obtained when both k̇(t)/k(t) and ċ(t)/c(t) are equal to zero, and

thus it satisfies the following two equations:

c∗

k∗
=

(ρ + ν)n

f ′ (k∗) − δ − ρ
, (9.49)

and

f (k∗)

k∗
− (n − ν + δ) −

(ρ + ν)n

f ′(k∗) − δ − ρ
= 0. (9.50)

The second equation pins down the unique (positive) steady-state capital-labor ratio k∗ (since

both f (k)/k and f ′(k) are decreasing). Given k∗, the first equation then determines the unique

level of average consumption per capita c∗. It can also be verified that at k∗,

f ′(k∗) > ρ + δ,

so that the capital-labor ratio is lower than the level consistent with the modified golden rule

kmgr, given by f ′(kmgr) = ρ + δ. Recall that the optimal steady-state capital-labor ratio of the

neoclassical growth model satisfied the modified golden rule. In comparison, in this economy

there is always underaccumulation. This behavior contrasts with the baseline OLG model,

which potentially led to dynamic inefficiency and overaccumulation.

Let us next turn to equilibrium dynamics. Figure 9.3 plots (9.42) and (9.48). The arrows

indicate how average consumption per capita and the capital-labor ratio change in different
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FIGURE 9.3 Steady-state and transitional dynamics in the overlapping generations model in continuous

time.

regions. Both (9.42) and (9.48) are upward sloping and start at the origin. It is also straight-

forward to verify that while (9.42) is concave in k-c space, (9.48) is convex. Thus they have a

unique intersection (other than at k = c = 0). We also know from the preceding discussion that

this unique intersection is at a capital-labor ratio less than that satisfying the modified golden

rule, which is marked as kmgr in the figure. Naturally kmgr itself is less than kgold. The phase

diagram also makes it clear that there exists a unique stable arm that is upward sloping in k-c

space. The shape of the stable arm is the same as that in the basic neoclassical growth model.

If the initial level of consumption is above this stable arm, feasibility is violated, while if it

is below, the economy tends toward zero consumption and violates the transversality condi-

tion given in (9.44). Consequently the steady-state equilibrium is globally saddle-path stable:

consumption starts along the stable arm, and consumption and the capital-labor ratio mono-

tonically converge to the steady state. Exercise 9.28 asks you to verify local saddle-path stability

by linearizing (9.42) and (9.48) around the steady state.

The following proposition summarizes this analysis.

Proposition 9.10 In the continuous-time perpetual youth model, there exists a unique

steady state (k∗, c∗) given by (9.49) and (9.50). The steady-state capital-labor ratio k∗ is less

than the level of capital-labor ratio that satisfies the modified golden rule, kmgr. Starting with

any k (0) > 0, equilibrium dynamics monotonically converge to this unique steady state.

Perhaps the most interesting feature of this equilibrium is that, despite finite lives and OLG,

there is no overaccumulation. The reason for this is that individuals have a constant stream of

labor income throughout their lives and thus do not need to save excessively to ensure smooth

consumption. Is it possible to obtain overaccumulation in the continuous-time perpetual youth

model? The answer is yes and is demonstrated by Blanchard (1985). He assumes that each
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individual starts life with one unit of effective labor, and then her effective labor units decline

at some positive exponential rate ζ > 0 throughout her life, so that the labor earnings of an

individual of generation τ at time t is exp (−ζ (t − τ)) w(t), where w(t) is the market wage

per unit of effective labor at time t . Consequently the individual consumption function changes

from (9.45) to

c(t | τ) = (ρ + νright)lef t[a(t | τ) + ω(t | τ)],

where now ω (t | τ) is the human wealth of an individual of generation τ at time t , given by

ω(t | τ) =

∫ ∞

t

exp(−(r̄(t, s) + ν)) exp(−ζ(s − τ))w(s) ds, (9.51)

and exp (−ζ (s − τ)) is the correction factor that accounts for the decline in effective labor

units (see Exercise 9.30). Repeating the same steps as before with this new expression for

human wealth, we obtain

ċ(t)

c(t)
= f ′(k(t)) − δ − ρ + ζ − (ρ + ν)(n + ζ )

k(t)

c(t)
, (9.52)

while the behavior of the capital-labor ratio is still given by (9.42). It can now be shown that for

ζ sufficiently large, the steady-state capital-labor ratio k∗ can exceed both the modified golden

rule level kmgr and the golden rule level, kgold (see Exercise 9.30). This discussion therefore

illustrates that overaccumulation emerges when there are both overlapping generations and a

strong motive for saving for the future. Interestingly, it can be shown that what is important is

not finite lives per se but instead the overlapping generations structure. In particular, Exercise

9.32 shows that when n = 0, overaccumulation is not possible, so that finite lives is not sufficient

for overaccumulation. However, k∗ > kgold is possible when n > 0, ζ > 0, and ν = 0, so that

the OLG model with infinite lives can also generate overaccumulation.

9.9 Taking Stock

This chapter has continued our investigation of the mechanics of capital accumulation in dy-

namic equilibrium models. The main departure from the baseline neoclassical growth model

of the previous chapter has been the relaxation of the representative household assumption.

The simplest way of accomplishing this is to introduce two-period lived OLG (without pure

altruism). In the baseline OLG model of Samuelson and Diamond, each individual lives for

two periods, but can only supply labor during the first period of his life. I have also discussed

alternative models without representative households, in particular, OLG with impure altruism

and models of perpetual youth. In models of OLG with impure altruism, individuals transfer

resources to their offspring, but they do not care directly about the utility of their offspring. In-

stead, they derive utility from the act of giving or from some subcomponent of the consumption

vector of their descendent(s). In models of perpetual youth, the economy features expected fi-

nite lives and overlapping generations, but each individual still has an infinite planning horizon,

because the time of death is uncertain.

These models may fail to satisfy the conditions of the First Welfare Theorem. As a result,

there is no guarantee that the resulting equilibrium path is Pareto optimal. In fact, the extensive

study of the baseline OLG models was partly motivated by the possibility of Pareto suboptimal

allocations in such models. We have seen that these equilibria may be dynamically inefficient
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and feature overaccumulation—a steady-state capital-labor ratio greater than the golden rule

capital-labor ratio. We have also seen how an unfunded social security system can reduce

aggregate savings and thus ameliorate the overaccumulation problem. The important role that

unfunded social security (or national debt) plays in the OLG model has made this model a

workhorse for analysis of transfer programs and fiscal policies.

Our analysis of perpetual youth models, especially Yaari and Blanchard’s continuous-time

perpetual youth model, further clarified the roles of the path of labor income, finite horizons,

and arrival of new individuals in generating overaccumulation. In particular, this model shows

that the declining path of labor income is important for the overaccumulation result (the

Samuelson-Diamond two-period model is an extreme case, since there is no labor income

in the second period of the life of the individual). But perhaps the more important insight

generated by these models is that what matters is not the finite horizons per se but the arrival

of new individuals.

While overaccumulation and dynamic inefficiency have dominated much of the discussion

of OLG models in the literature, one should not overemphasize the importance of dynamic

inefficiency. As discussed in Chapter 1, the major question of economic growth is why so

many countries have so little capital for their workers and why the process of economic

growth and capital accumulation started only in the past 200 years. It is highly doubtful that

overaccumulation is a major problem for most countries in the world.

The models presented in this chapter are useful for another reason, however. They sig-

nificantly enrich our arsenal in the study of the mechanics of economic growth and capital

accumulation. All three of the models presented in this chapter, the baseline OLG model, the

OLG model with impure altruism, and the perpetual youth model, are tractable and useful vehi-

cles for the study of economic growth in a variety of circumstances. For example, the first two

lead to equilibrium dynamics similar to those of the baseline Solow growth model but without

explicitly imposing an exogenously constant saving rate. The latter model, on the other hand,

allows an analysis of equilibrium dynamics similar to that of the basic neoclassical growth

model but also incorporates finite lives and overlapping generations, which are essential in

many problems, for example, in the context of human capital investments studied in the next

chapter.

In summary, this chapter has provided us with new modeling tools and different perspectives

for the analyses of capital accumulation, aggregate saving, and economic growth. Although

these perspectives do not directly offer fresh answers to the questions of why countries grow

and why some countries are much poorer than others, they will be useful in developing such

answers in subsequent chapters.

9.10 References and Literature

The baseline OLG model with two-period lived agents is due to Samuelson (1958) and

Diamond (1965). A related model appears in French in the work of Maurice Allais. Blanchard

and Fischer (1989, Chapter 3) provide an excellent textbook treatment of the baseline OLG

model. Some textbooks use this setup as the main workhorse macroeconomic model, for

example, McCandless and Wallace (1991), Azariadis (1993), and De La Croix and Michel

(2002). See Galor and Ryder (1989) on the multiplicity of steady-state equilibria in the OLG

model and Galor (1996) for a discussion of the similarities between the Solow growth model

and the OLG model (recall also Exercise 2.13 in Chapter 2).

The economy studied in Section 9.1 is due to Shell (1971). The source of inefficiency in the

OLG model is much discussed in the literature. Shell’s (1971) example economy in Section 9.1
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provides the clearest intuitive explanation for why the First Welfare Theorem does not apply.

A lucid discussion is contained in Bewley (2007).

The issues of dynamic inefficiency in OLG models are discussed in Samuelson (1958) and

Diamond (1965). A more complete treatment, without restricting attention to steady states,

is provided in Cass (1972) (in the text, I simplified the discussion of dynamic inefficiency

by focusing on steady states). The role of unfunded social security when there is dynamic

inefficiency is discussed in Samuelson (1975), while the role of national debt in the same

context is studied in Diamond (1965). Samuelson (1958) also notes how fiat money can play

this role, and this point is further developed in Wallace (1980) and Weil (1987). See Blanchard

(1979), Tirole (1985), and Gilles and LeRoy (1992) for some of the early important work on

bubbles in OLG models; Tirole (1982) on the importance of infinite horizon for the possibility

of bubbles; and Ventura (2002) for the relationship between asset bubbles and capital flows.

The model of OLG with impure altruism is due to Andreoni (1989). This model has been

used extensively in the economic growth and economic development literatures, especially for

the analysis of equilibrium dynamics in the presence of imperfect capital markets. Well-known

examples include the models by Banerjee and Newman (1991, 1993), Galor and Zeira (1993),

Aghion and Bolton (1997), and Piketty (1997), which are studied in Chapter 21. I am not aware

of an analysis of the dynamics of wealth inequality with perfect markets in this economy along

the lines of the model presented in Section 9.6, even though the analysis is quite straightforward.

A similar analysis of wealth inequality dynamics is included in Stiglitz’s (1969) model, but he

assumes that each household can only use its savings in its own diminishing return technology

(thus creating a strong force toward convergence of incomes).

The continuous-time perpetual youth model is due to Yaari (1965) and Blanchard (1985).

The discrete-time version of this model was presented to facilitate the transition to the

continuous-time version. My treatment of the continuous-time version closely followed Blan-

chard (1985). The importance of the path of labor income is emphasized and analyzed in

Blanchard (1985). The importance of new arrivals in the market is emphasized and explained in

Weil (1989). Models with OLG and finite lives are used extensively in the analysis of Ricardian

Equivalence, introduced in Exercise 8.35. Blanchard (1985) includes extensive discussions of

this issue.

9.11 Exercises

9.1 (a) Prove that the allocation characterized in Proposition 9.1 is the unique competitive equilib-

rium allocation.

(b) Show that, in addition to the allocations x̃i′ discussed in Proposition 9.3, it is possible to

construct an allocation x̃i1i2
for i1, i2 ∈N that makes all individuals with index i ∈ [i1, i2]

strictly better off and all other individuals as well off as in allocation x̄.

9.2 Show that the allocation x̃i′ in Proposition 9.3 can also be decentralized as a competitive equi-

librium with the price vector p̃ such that p̃j = 1 for all j ≤ i′ and p̃j = ρ(j−i′−1) for j > i′ with

ρ ∈ (0, 1).

9.3 Consider the following variant of the economy in Section 9.1. The utility of the individual indexed

i = j is

u(c(j)) + βu(c(j + 1)),

where β ∈ (0, 1), and each individual has one unit of the good with the same index as his own.

(a) Define a competitive equilibrium for this economy.
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(b) Characterize the set of competitive equilibria in this economy.

(c) Characterize the set of Pareto optima in this economy.

(d) Can all Pareto optima be decentralized without changing endowments? Can they be decen-

tralized by redistributing endowments?

9.4 Show that in the model of Section 9.2 the dynamics of capital stock are identical to those derived

in the text even when δ < 1. [Hint: you have to specify what happens to undepreciated capital.]

9.5 In the baseline OLG model, verify that savings s (w, R), given by (9.6), are increasing, w. Provide

conditions on the utility function u (.) such that they are also increasing in their second argument

(the gross rate of return R).

9.6 Prove Proposition 9.4

9.7 Consider the canonical OLG model with log preferences,

log(c1(t)) + β log(c2(t + 1)),

for each individual. Suppose that there is population growth at the rate n. Individuals work only

when they are young and supply one unit of labor inelastically. Production technology is given by

Y (t) = A(t)K(t)αL(t)1−α,

where A(t + 1) = (1 + g) A(t), with A (0) > 0 and g > 0.

(a) Define a competitive equilibrium and the steady-state equilibrium.

(b) Characterize the steady-state equilibrium, and show that it is globally stable.

(c) What is the effect of an increase in g on the equilibrium?

(d) What is the effect of an increase in β on the equilibrium? Provide an intuition for this result.

9.8 Consider the canonical model with log preferences, log(c1(t)) + β log(c2(t)), and the general

neoclassical technology F(K, L) satisfying Assumptions 1 and 2 (see Chapter 2). Show that

multiple steady-state equilibria are possible in this economy.

9.9 Consider the canonical OLG model with log preferences and a Cobb-Douglas production function

(as in Exercise 9.8).

(a) Define a competitive equilibrium.

(b) Characterize the competitive equilibrium, and derive explicit conditions under which the

steady-state equilibrium is dynamically inefficient.

(c) Using plausible numbers discuss whether dynamic inefficiency can arise in “realistic” econ-

omies.

(d) Show that when there is dynamic inefficiency, it is possible to construct an unfunded social

security system that creates a Pareto improvement relative to the competitive allocation.

9.10 Consider again the canonical OLG model with log preferences and a Cobb-Douglas production

function, but assume that individuals now work in both periods of their lives.

(a) Define a competitive equilibrium and the steady-state equilibrium.

(b) Characterize the steady-state equilibrium and the transitional dynamics in this economy.

(c) Can this economy generate overaccumulation?

9.11 This exercise draws the parallels between Pareto inefficiency in the OLG model and the failure

of the First Welfare Theorem (Theorem 5.6) with an infinite number of households.

(a) Show that when there is dynamic inefficiency, that is, r∗ < n, the condition that
∑

h∈H

∑∞
j=0

p∗
j
ωh

j
< ∞ in Theorem 5.6 is violated. [Hint: note that in this case the en-

dowments consist of labor at different dates, and the prices of the endowments are given by
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w(t)/R(t), thus by w∗/
(

1 + r∗
)

in steady state; conclude from this observation that in steady

state the equivalent of
∑

h∈H

∑∞
j=0

p∗
j
ωh

j
in this economy is w∗

∑∞
t=0

((1+ n)/(1+ r∗))t].

(b) Show that when r∗ > n, the condition that
∑

h∈H

∑∞
j=0

p∗
j
ωh

j
< ∞ in Theorem 5.6 is

satisfied. Then use this theorem to establish that the OLG equilibrium is Pareto efficient.

* 9.12 Show that Theorem 5.6 is not informative about whether an OLG steady-state equilibrium with

r∗ = n is Pareto optimal. In particular, show that this equilibrium is Pareto optimal when u (.) and

f (.) are strictly concave. Can you construct an example in which it can be Pareto suboptimal?

9.13 Prove Proposition 9.7.

9.14 Consider the OLG model with fully funded social security in Section 9.5. Prove that even when

the restriction s(t) ≥ 0 for all t is imposed, no fully funded social security program can lead to a

Pareto improvement.

9.15 Consider an OLG economy with the dynamically inefficient steady-state equilibrium. Show that

the government can improve the allocation of resources by introducing national debt. [Hint:

suppose that the government borrows from the current young and redistributes to the current old,

paying back the current young the following period with another round of borrowing]. Contrast

this result with the Ricardian Equivalence result in Exercise 8.35 in Chapter 8.

9.16 Prove Proposition 9.8.

9.17 Consider the baseline OLG model and suppose that the equilibrium is dynamically efficient, that

is, r∗ > n. Show that any unfunded social security system increases the welfare of the current old

generation and reduces the welfare of some future generation.

9.18 Derive (9.31).

9.19 Consider the OLG model with warm glow preferences in Section 9.6, and suppose that preferences

are given by c(t)ηb(t)1−η, with η ∈ (0, 1), instead of (9.21). The production side is the same as

in Section 9.6. Characterize the dynamic equilibrium of this economy.

9.20 Consider the OLG model with warm glow preferences in Section 9.6, and suppose that preferences

are given by u1(ci(t)) + u2(bi(t)), where u1 and u2 are strictly increasing and concave functions.

The production side is the same as in the text. Characterize a dynamic equilibrium of this economy.

Provide sufficient conditions on u1 (.) and u2 (.) such that (1) aggregate dynamics are globally

stable, and (2) all individuals asymptotically tend to the same wealth level.

9.21 Characterize the aggregate equilibrium dynamics and the dynamics of wealth distribution in the

OLG model with warm glow preferences as in Section 9.6 when the per capita production function

is given by the Cobb-Douglas form f (k) = Akα. Show that away from the steady state, there can

be periods during which wealth inequality increases. Explain why.

9.22 Show that the steady-state capital labor ratio in the OLG model with impure altruism (of Section

9.6) can lead to overaccumulation, that is, to k∗ > kgold.

9.23 Prove that given the perpetual youth assumption and population dynamics in (9.34), at time t > 0,

there will be n (1 + n − ν)t−s (1 − ν)s−1 s-year-olds for any s ∈ {1, 2, . . . , t − 1}.

* 9.24 Consider the discrete-time perpetual youth model discussed in Section 9.7 and assume that pref-

erences are logarithmic. Characterize the steady-state equilibrium and the equilibrium dynamics

of the capital-labor ratio.

9.25 Consider the continuous-time perpetual youth model of Section 9.8.

(a) Show that given L (0) = 1, the initial size of a cohort born at time τ ≥ 0 is exp ((n − ν) τ).

(b) Show that the probability that an individual born at time τ is alive at time t ≥ τ is

exp(−ν(t − τ)).

(c) Derive (9.39).

(d) Show that (9.39) does not apply at any finite time if the economy starts at t = 0 with an

arbitrary age distribution.
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9.26 Derive (9.45). [Hint: first integrate the flow budget constraint of the individual (9.40) using the

transversality condition (9.44), and then use (9.43).]

9.27 Generalize the analysis of the continuous-time perpetual youth model of Section 9.8 to an

economy with labor-augmenting technological progress at the rate g. Prove that the steady-state

equilibrium is unique and globally (saddle-path) stable. What is the impact of a higher rate of

technological progress?

9.28 Linearize the differential equations (9.42) and (9.48) around the steady state (k∗, c∗), and show

that the linearized system has one negative and one positive eigenvalue.

9.29 Determine the effects of n and ν on the steady-state equilibrium (k∗, c∗) in the continuous-time

perpetual youth model of Section 9.8.

9.30 (a) Derive equations (9.51) and (9.52).

(b) Show that for ζ sufficiently large, the steady-state equilibrium capital-labor ratio k∗ can

exceed kgold, so that there is overaccumulation. Provide an intuition for this result.

9.31 Consider the continuous-time perpetual youth model with a constant flow of government spending

G. Suppose that this spending does not affect consumer utility and that lump-sum taxes [T(t)]∞
t=0

are allowed. Specify the government budget constraint as in Exercise 8.35 in Chapter 8. Prove

that contrary to the Ricardian Equivalence result in Exercise 8.35, the sequence of taxes affects

the equilibrium path of capital-labor ratio and consumption. Interpret this result, and explain the

difference between the OLG model and the neoclassical growth model.

* 9.32 Consider the continuous-time perpetual youth model with labor income declining at the rate ζ > 0.

Show that there exists ζ > 0 sufficiently high such that if n > 0 and ν = 0, k∗ > kgold.

9.33 Consider an economy with aggregate production function

Y (t) = AK(t)1−αL(t)α.

All markets are competitive, the labor supply is normalized to 1, capital fully depreciates after

use, and the government imposes a linear tax on capital income at the rate τ and uses the proceeds

for government consumption. Consider two alternative demographic structures:

1. Agents are infinitely lived, with preferences

∞
∑

t=0

β t log c(t).

2. Agents work in the first period and consume the capital income from their savings in the

second period (an OLG model). The preferences of a generation born at time t are

log c1(t) + β log c2(t + 1).

Characterize the equilibria in these two economies, and show that in the first economy, taxation

reduces output, while in the second, it does not. Interpret this result. In light of this result discuss

the applicability of models that try to explain income differences across countries with differences

in the rates of capital income taxation.



10
Human Capital
and Economic Growth

T
his chapter investigates the role of human capital in economic growth and in cross-

country income differences. Our main purpose is to understand which factors affect

human capital investments and how these influence the process of economic growth and

economic development. Human capital refers to all the attributes of workers that potentially

increase their productivity in all or some productive tasks. The term was coined because many

of these attributes are accumulated by workers through investments. Human capital theory,

developed primarily by Becker (1965) and Mincer (1974), is about the role of human capital

in the production process and about the incentives to invest in skills, including pre–labor market

investments (in the form of schooling) and on-the-job investments (in the form of training). It

would not be an exaggeration to say that this theory is the basis of much of labor economics

and plays an equally important role in macroeconomics. The literature on education and other

types of human capital investments is vast, so only parts of this literature that are relevant to

the main focus of this book are covered here. Other important connections between human

capital and economic growth, especially those related to its effect on technological progress

and its role in economic takeoff, are discussed later in the book.

10.1 A Simple Separation Theorem

Let us start with the partial equilibrium schooling decisions and establish a simple result,

sometimes referred to as a “separation theorem” for human capital investments. I set up the

basic model in continuous time for simplicity.

Consider the schooling decision of a single individual facing exogenously given prices for

human capital. Throughout I assume that there are perfect capital markets. The separation

theorem shows that, with perfect capital markets, schooling decisions maximize the net present

discounted value of the individual and can thus be “separated from” consumption decisions (I

return to human capital investments with imperfect capital markets in Chapter 21). In particular,

consider an individual with an instantaneous utility function u(c) that satisfies Assumption 3

(from Chapter 8). Suppose that the individual has a planning horizon of T (where T = ∞ is

allowed), discounts the future at the rate ρ > 0, and faces a constant flow rate of death equal to

359
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ν ≥ 0 (as in the perpetual youth model studied in the previous chapter). The objective function

of this individual at time t = 0 is

max

∫ T

0

exp(−(ρ + ν)t)u(c(t)) dt. (10.1)

Now suppose that this individual is born with some human capital h(0) ≥ 0. Suppose that

her human capital evolves over time according to the differential equation

ḣ(t) = G(t, h(t), s(t)), (10.2)

where s(t) ∈ [0, 1] is the fraction of time that the individual spends for human capital invest-

ments (i.e., schooling), and G :R2
+

× [0, 1] →R+ determines how human capital evolves as a

function of time, the individual’s stock of human capital, and schooling decisions. In addition,

we may impose a further restriction on schooling decisions, for example,

s(t) ∈ S(t), (10.3)

where S(t) ⊂ [0, 1] and captures the fact that all schooling may have to be full-time (i.e.,

s(t) ∈ {0, 1}), or that there may exist other restrictions on schooling decisions.

The individual is assumed to face an exogenous path of wage per unit of human capital

given by [w(t)]T
t=0

, so that her labor earnings at time t are

W(t) = w(t)[1 − s(t)][h(t) + ω(t)],

where 1 − s(t) is the fraction of time spent supplying labor to the market, and ω(t) is raw

(non–human capital) labor that the individual may be supplying to the market at time t . The

path of non–human capital labor that the individual can supply to the market, [ω(t)]T
t=0

, is

exogenous. This formulation assumes that the only margin of choice is between market work

and schooling (i.e., there is no leisure).

Finally, let us assume that the individual faces a constant (flow) interest rate equal to r on

her savings (potentially including annuity payments, as discussed in the previous chapter).

Using the equation for labor earnings, the lifetime budget constraint of the individual can be

written as

∫ T

0

exp(−rt)c(t)dt ≤

∫ T

0

exp(−rt)w(t)[1 − s(t)][h(t) + ω(t)] dt. (10.4)

Theorem 10.1 (Separation Theorem) Suppose that the instantaneous utility function

u(.) is strictly increasing. Then [ĉ(t), ŝ(t), ĥ(t)]T
t=0

is a solution to the maximization of (10.1)

subject to (10.2), (10.3), and (10.4) if and only if [ŝ(t), ĥ(t)]T
t=0

maximizes

∫ T

0

exp(−rt)w(t)[1 − s(t)][h(t) + ω(t)] dt, (10.5)

subject to (10.2) and (10.3), and [ĉ(t)]T
t=0

maximizes (10.1) subject to (10.4) and given

[ŝ(t), ĥ(t)]T
t=0

. That is, human capital accumulation and supply decisions can be separated

from consumption decisions.

Proof. To prove the “only if” part, suppose that [ŝ(t), ĥ(t)]T
t=0

does not maximize (10.5),

but there exists ĉ(t) such that [ĉ(t), ŝ(t), ĥ(t)]T
t=0

is a solution to (10.1). Let the value of
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(10.5) generated by [ŝ(t), ĥ(t)]T
t=0

be denoted by Ŷ . Since [ŝ(t), ĥ(t)]T
t=0

does not maximize

(10.5), there exists [s̃(t), h̃(t)]T
t=0

reaching a value of (10.5) Ỹ > Ŷ . By the hypothesis that

[ĉ(t), ŝ(t), ĥ(t)]T
t=0

is a solution to (10.1), the budget constraint (10.4) implies

∫ T

0

exp(−rt)ĉ(t)dt ≤ Ŷ .

Let ε > 0 and consider [c(t), s(t), h(t)]T
t=0

such that c(t) = ĉ(t) + ε, s(t) = s̃(t), and h(t) =

h̃(t) for all t . We have that

∫ T

0

exp(−rt)c(t)dt =

∫ T

0

exp(−rt)ĉ(t)dt +
[1 − exp(−rT )]

r
ε.

≤ Ŷ +
[1 − exp(−rT )]

r
ε.

Since Ỹ > Ŷ , for ε sufficiently small,
∫ T

0
exp(−rt)c(t) dt ≤ Ỹ , and thus [c(t), s(t), h(t)]T

t=0
is

feasible. Since u(.) is strictly increasing, [c(t), s(t), h(t)]T
t=0

is strictly preferred to

[ĉ(t), ŝ(t), ĥ(t)]T
t=0

, leading to a contradiction and proving the “only if” part.

The proof of the “if” part is similar. Suppose that [ŝ(t), ĥ(t)]T
t=0

maximizes (10.5). Let the

maximum value be denoted by Ŷ . Consider the maximization of (10.1) subject to the constraint

that
∫ T

0
exp(−rt)c(t)dt ≤ Ŷ . Let [ĉ(t)]T

t=0
be a solution. Thus if [c̃′(t)]T

t=0
is strictly preferred

to [ĉ(t)]T
t=0

, then
∫ T

0
exp(−rt)c̃′(t)dt > Ŷ . Then [ĉ(t), ŝ(t), ĥ(t)]T

t=0
must be a solution to the

original problem, because any other [s(t), h(t)]T
t=0

leads to a value of (10.5) equal to Y ≤ Ŷ ,

and if [c̃′(t)]T
t=0

is strictly preferred to [ĉ(t)]T
t=0

, then
∫ T

0
exp(−rt)c′(t)dt > Ŷ ≥ Y for any Y

associated with any feasible [s(t), h(t)]T
t=0

.

The intuition for this theorem is straightforward: in the presence of perfect capital markets,

the best human capital accumulation decisions are those that maximize the lifetime budget set

of the individual. Exercise 10.2 shows that this theorem does not hold when there are imperfect

capital markets and also does not generalize to the case where leisure is also an argument of

the utility function.

10.2 Schooling Investments and Returns to Education

Let us next turn to the simplest model of schooling decisions in partial equilibrium, which

illustrate the main trade-offs in human capital investments. The model presented here is a

version of Mincer’s (1974) seminal contribution. This model also enables a simple mapping

from the theory of human capital investments to the large empirical literature on returns to

schooling.

Let us first assume that T = ∞, which simplifies the expressions. The flow rate of death,

ν, is positive, so that individuals have finite expected lives. Suppose that (10.2) is such that

the individual has to spend an interval S with s(t) = 1—that is, in full-time schooling—and

s(t) = 0 thereafter. At the end of the schooling interval, the individual has a schooling level of

h(S) = η(S),
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where η(.) is a continuous, increasing, differentiable, and concave function. For t ∈ [S, ∞),

human capital accumulates over time (as the individual works) according to the differential

equation

ḣ(t) = ghh(t), (10.6)

for some gh ≥ 0. Suppose also that wages grow exponentially,

ẇ(t) = gww(t), (10.7)

with initial value w(0) > 0. Suppose that

gw + gh < r + ν,

so that the net present discounted value of the individual is finite. Now using Theorem 10.1,

the optimal schooling decision must be a solution to the following maximization problem:

max
S

∫ ∞

S

exp(−(r + ν)t)w(t)h(t)dt. (10.8)

Using (10.6) and (10.7), this equation is equivalent to (see Exercise 10.3):

max
S

η(S)w(0) exp(−(r + ν − gw)S)

r + ν − gh − gw

. (10.9)

Since η(S) is concave, the objective function in (10.9) is strictly concave. Therefore the

unique solution to this problem is characterized by the first-order condition

η′(S∗)

η(S∗)
= r + ν − gw. (10.10)

Equation (10.10) shows that higher interest rates and higher values of ν (corresponding

to shorter planning horizons) reduce human capital investments, while higher values of gw

increase the value of human capital and thus encourage further investments.

Integrating both sides of this equation with respect to S (or taking the antiderivative), we

obtain

log η(S∗) = constant + (r + ν − gw)S∗. (10.11)

Next, the wage earnings of the worker of age τ ≥ S∗ in the labor market at time t are

W(S∗, t) = exp(gwt) exp(gh(t − S∗))η(S∗).

Taking logs and using (10.11) implies that

log W(S∗, t) = constant + (r + ν − gw)S∗ + gwt + gh(t − S∗),

where t − S∗ can be thought of as worker experience (time after schooling). If we make a

cross-sectional comparison across workers, the time trend term gwt is also included in the

constant, so that we obtain the canonical Mincer equation, where, in the cross section, log

wage earnings are proportional to schooling and experience. Written differently, we have the

following cross-sectional equation:

log Wj = constant + γsSj + γe experience, (10.12)
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where j refers to individual j . However, there is so far no source of heterogeneity that can

generate different levels of schooling across individuals. Nevertheless (10.12) is important,

since it is the typical empirical model for the relationship between wages and schooling

estimated in labor economics.

The economic insight provided by this equation is quite important. It suggests that the

functional form of the Mincerian wage equation is not a mere coincidence, but has economic

content: the opportunity cost of one more year of schooling is foregone earnings. So the benefit

has to be commensurate with these foregone earnings, and thus should lead to a proportional

increase in earnings in the future. In particular, this proportional increase should be at the rate

(r + ν − gw).

As already discussed in Chapter 3, empirical work using equations of the form (10.12) leads

to estimates for the returns to schooling coefficient, γs, in the range of 0.06–0.10. Equation

(10.12) suggests that these returns to schooling are not unreasonable. For example, we can

think of the annual interest rate r as approximately 0.10, ν as corresponding to 0.02 (which

gives an expected life of 50 years), and gw corresponding to the rate of wage growth holding

the human capital level of the individual constant (which should be approximately 0.02). Thus

we should expect an estimate of γ about 0.10, which is consistent with the upper range of the

empirical estimates.

10.3 The Ben-Porath Model

The baseline Ben-Porath model enriches the model studied in the previous section by allowing

human capital investments and nontrivial labor supply decisions throughout the lifetime of

the individual. In particular, we now let s(t) ∈ [0, 1] for all t ≥ 0. Together with the Mincer

equation (10.12) (and the model underlying this equation presented in the previous section),

the Ben-Porath model is the basis of much of labor economics. Here it is sufficient to consider

a simple version of this model in which the human capital accumulation equation (10.2) takes

the form

ḣ(t) = φ(s(t)h(t)) − δhh(t), (10.13)

where δh > 0 captures the depreciation of human capital, which comes about, for example,

because new machines and techniques are introduced that erode the existing human capital of

the worker. The individual starts with an initial value of human capital h(0) > 0. The function

φ :R+ →R+ is strictly increasing, twice differentiable, and strictly concave. Furthermore, let

us simplify the analysis by assuming that this function satisfies the Inada-type conditions

lim
x→0

φ′(x) = ∞, and lim
x→h(0)

φ′(x) = 0.

The latter condition removes the need to impose additional constraints to ensure s(t) ∈ (0, 1)

(see Exercise 10.6).

Let us also suppose that there is no non–human capital component of labor, so that ω(t) = 0

for all t , T = ∞, and there is a flow rate of death ν > 0. Finally let us assume that the wage

per unit of human capital is constant at w and the interest rate is constant and equal to r . We

can also normalize w = 1 without loss of generality.

Again using Theorem 10.1, human capital investments can be determined as a solution to

the following problem:

max

∫ ∞

0

exp(−(r + ν)t)(1 − s(t))h(t) dt,

subject to (10.13).
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Let us next set up the current-value Hamiltonian, which in this case takes the form

H(h, s, µ) = (1 − s(t))h(t) + µ(t)(φ(s(t)h(t)) − δhh(t)),

where H is used to denote the Hamiltonian to avoid confusion with human capital. The

necessary and sufficient conditions for this problem are (see Exercise 10.5):

Hs(h, s, µ) = −h(t) + µ(t)h(t)φ′(s(t)h(t)) = 0,

Hh(h, s, µ) = (1 − s(t)) + µ(t)(s(t)φ′(s(t)h(t)) − δh)

= (r + ν)µ(t) − µ̇(t),

and

lim
t→∞

exp(−(r + ν)t)µ(t)h(t) = 0.

(10.14)

To solve for the optimal path of human capital investments, let us adopt the following

transformation of variables:

x(t) ≡ s(t)h(t).

Instead of s(t) (or µ(t)) and h(t), we can look at the dynamics of the optimal path in x(t) and

h(t). The first condition in (10.14) implies that

1 = µ(t)φ′(x(t)), (10.15)

while the second necessary condition can be expressed as

µ̇(t)

µ(t)
= r + ν + δh − s(t)φ′(x(t)) −

1 − s(t)

µ(t)
.

Substituting for µ(t) from (10.15) and simplifying yields

µ̇(t)

µ(t)
= r + ν + δh − φ′(x(t)). (10.16)

The steady-state (stationary) solution of this optimal control problem involves µ̇(t) = 0 and

ḣ(t) = 0, and thus implies that

x∗ = φ′−1(r + ν + δh), (10.17)

where φ′−1(.) is the inverse function of φ′(.) (which exists and is strictly decreasing, since φ(.)

is strictly concave). Equation (10.17) shows that x∗ ≡ s∗h∗ will be higher when the interest

rate is low, when the life expectancy of the individual is high, and when the rate of depreciation

of human capital is low.

To determine s∗ and h∗ separately, we set ḣ(t) = 0 in the human capital accumulation

equation (10.13), which gives

h∗ =
φ(x∗)

δh

=
φ(φ′−1(r + ν + δh))

δh

. (10.18)
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FIGURE 10.1 Equilibrium dynamics in the simplified Ben-Porath model.

Since φ′−1(.) is strictly decreasing and φ(.) is strictly increasing, (10.18) implies that the

steady-state solution for the human capital stock is uniquely determined and is decreasing

in r , ν, and δh.

More interesting than the stationary (steady-state) solution to the optimization problem is

the time path of human capital investments in this model. Differentiate (10.15) with respect to

time to obtain

µ̇(t)

µ(t)
= εφ′(x)

ẋ(t)

x(t)
,

where

εφ′(x) = −
xφ′′(x)

φ′(x)
> 0

is the elasticity of the function φ′(.) and is positive, since φ′(.) is strictly decreasing (thus

φ′′(.) < 0). Combining this equation with (10.16) gives

ẋ(t)

x(t)
=

1

εφ′(x(t))
(r + ν + δh − φ′(x(t))). (10.19)

Figure 10.1 plots (10.13) and (10.19) in h-x space. The upward-sloping curve corresponds

to the locus for ḣ(t) = 0, while (10.19) can only be zero at x∗; thus the locus for ẋ(t) = 0

corresponds to the horizontal line in the figure. The arrows of motion are also plotted in this

phase diagram and make it clear that the steady-state solution (h∗, x∗) is globally saddle-

path stable, with the stable arm coinciding with the horizontal line for ẋ(t) = 0. Starting with
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FIGURE 10.2 Time path of human capital investments in the simplified Ben-Porath model.

h(0) ∈ (0, h∗), s(0) jumps to the level necessary to ensure s(0)h(0) = x∗. From then on, h(t)

increases and s(t) decreases so as to keep s(t)h(t) = x∗. Therefore the pattern of human capital

investments implied by the Ben-Porath model is one of high investment at the beginning of an

individual’s life followed by lower investments later on.

In our simplified version of the Ben-Porath model this process takes place smoothly. In

the original Ben-Porath model, which involves the use of other inputs in the production of

human capital and finite horizons, the constraint s(t) ≤ 1 typically binds early in the life of the

individual, and the interval during which s(t) = 1 can be interpreted as full-time schooling.

After full-time schooling, the individual starts working (s(t) < 1). But even on the job, the

individual continues to accumulate human capital (s(t) > 0), which can be interpreted as

spending time in training programs or allocating some time on the job to learning rather than

to production. Moreover, because the horizon is finite, if the Inada conditions were relaxed,

the individual could prefer to stop investing in human capital at some point. As a result, the

time path of human capital generated by the standard Ben-Porath model may be hump-shaped,

with a possibly declining portion at the end (see Exercise 10.7). Instead, the path of human

capital (and the earning potential of the individual) in the current model is always increasing

as shown in Figure 10.2.

The importance of the Ben-Porath model is twofold. First, it emphasizes that schooling is not

the only way in which individuals can invest in human capital, and there is a continuity between

schooling and other investments in human capital. Second, it suggests that in societies where

schooling investments are high we may also expect higher levels of on-the-job investments

in human capital. Thus there may be systematic mismeasurement of the amount or quality of

human capital across societies.



10.4 Neoclassical Growth with Physical and Human Capital . 367

10.4 Neoclassical Growth with Physical and Human Capital

Our next task is to incorporate human capital investments into the baseline neoclassical growth

model. This exercise is useful both to investigate the interactions between physical and human

capital and also to generate a better sense of the impact of differential human capital investments

on economic growth. Physical-human capital interactions could potentially be important, since

a variety of evidence suggests that physical capital and human capital (capital and skills) are

complementary, meaning that greater capital increases the productivity of workers with high

human capital more than that of low-skill workers. Such interactions may play an important

role in economic growth, for example, by inducing a “virtuous cycle” of investments in physical

and human capital. These types of virtuous cycles are discussed in greater detail in Chapter

21. It is instructive to see to what extent these types of complementarities manifest themselves

in the neoclassical growth model. The potential for complementarities also raises the issue

of imbalances. If physical and human capital are complementary, the society will achieve

the highest productivity when there is a balance between these two different types of capital.

However, whether the decentralized equilibrium ensures such a balance is a question that needs

to be investigated.

Consider the following continuous-time economy admitting a representative household with

preferences:

∫ ∞

0

exp(−ρt)u(c(t))dt, (10.20)

where the instantaneous utility function u(.) satisfies Assumption 3 (from Chapter 8) and ρ > 0.

I ignore technological progress and population growth to simplify the discussion. Labor is again

supplied inelastically.

Let us follow the specification in Chapter 3 and assume that the aggregate production

possibilities frontier of the economy is represented by the aggregate production function

Y (t) = F(K(t), H(t), L(t)),

where K(t) is the stock of physical capital, L(t) is total employment, and H(t) represents

human capital. Since there is no population growth and labor is supplied inelastically, L(t) = L

for all t . This production function is assumed to satisfy Assumptions 1′ and 2′ in Chapter 3

(recall that these assumptions generalize Assumptions 1 and 2 to this aggregate production

function with three inputs). As already discussed in that chapter, a production function in which

“raw” labor and human capital are separate factors of production may be less natural than one

in which human capital increases the effective units of labor of workers (as in the analysis of the

previous two sections). Nevertheless, this production function allows a simple analysis of neo-

classical growth with physical and human capital. As usual, it is more convenient to express

all objects in per capita units; thus I write

y(t) ≡
Y (t)

L
= f (k(t), h(t)),

where

k(t) ≡
K(t)

L
and h(t) ≡

H(t)

L

are the per capita levels of physical and human capital, respectively. In view of Assumptions

1′ and 2′, f (k, h) is strictly increasing, differentiable, and jointly strictly concave in both of its
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arguments. Let us denote its derivatives by fk, fh, fkh, and so on. Throughout, I assume that

physical and human capital are complementary, that is, fkh(k, h) > 0 for all k, h > 0.

Physical and human capital per capita evolve according to the following two differential

equations:

k̇(t) = ik(t) − δkk(t), (10.21)

and

ḣ(t) = ih(t) − δhh(t), (10.22)

where ik(t) and ih(t) are the investment levels in physical and human capital, respectively,

while δk and δh are the depreciation rates of these two capital stocks. The resource constraint

for the economy, expressed in per capita terms, is

c(t) + ik(t) + ih(t) ≤ f (k(t), h(t)) for all t . (10.23)

Since the environment described here is similar to the standard neoclassical growth model,

equilibrium and optimal growth coincide. For this reason, I focus on the optimal growth

problem (the competitive equilibrium is discussed in Exercise 10.12). The optimal growth prob-

lem involves the maximization of (10.20) subject to (10.21), (10.22), and (10.23). The solution

to this maximization problem can again be characterized by setting up the current-value

Hamiltonian (and using Theorems 7.13 and 7.14). To simplify the analysis, observe first that

since u(c) is strictly increasing, (10.23) will always hold as equality. Then substitute for c(t)

using this constraint, and write the current-value Hamiltonian as

H(k(t), h(t), ik(t), ih(t), µk(t), µh(t)) = u(f (k(t), h(t)) − ih(t) − ik(t)) (10.24)

+ µh(t)(ih(t) − δhh(t)) + µk(t)(ik(t) − δkk(t)),

where now there are two control variables, ik(t), and ih(t), and two state variables, k(t) and

h(t), as well as two costate variables, µk(t) and µh(t), corresponding to the two constraints,

(10.21) and (10.22). The candidate solution (from Theorem 7.13) satisfies

Hik
(k(t), h(t), ik(t), ih(t), µk(t), µh(t)) = −u′(c(t)) + µk(t) = 0,

Hih
(k(t), h(t), ik(t), ih(t), µk(t), µh(t)) = −u′(c(t)) + µh(t) = 0,

Hk(k(t), h(t), ik(t), ih(t), µk(t), µh(t)) = fk(k(t), h(t))u′(c(t)) − µk(t)δk

= ρµk(t) − µ̇k(t),

Hh(k(t), h(t), ik(t), ih(t), µk(t), µh(t)) = fh(k(t), h(t))u′(c(t)) − µh(t)δh

= ρµh(t) − µ̇h(t),

lim
t→∞

exp(−ρt)µk(t)k(t) = 0,

lim
t→∞

exp(−ρt)µh(t)h(t) = 0.

The last two are the two transversality conditions, since there are two state variables (and

two costate variables). It can next be verified that H(k(t), h(t), ik(t), ih(t), µk(t), µh(t)) is

concave given the costate variables µk(t) and µh(t), so that Theorem 7.14 can be applied to

conclude that these conditions indeed generate an optimal path (see Exercise 10.8).
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The first two conditions immediately imply that

µk(t) = µh(t) = µ(t).

Combining this equation with the next two conditions gives

fk(k(t), h(t)) − fh(k(t), h(t)) = δk − δh, (10.25)

which (together with fkh > 0) implies that there is a one-to-one relationship between physical

and human capital of the form

h = ξ(k),

where ξ(.) is uniquely defined, strictly increasing, and differentiable (with its derivative

denoted by ξ ′(.); see Exercise 10.9).

This observation makes it clear that the model can be reduced to the baseline neoclassical

growth model and has the same dynamics as the neoclassical growth model, thus establishing

the following proposition.

Proposition 10.1 In the neoclassical growth model with physical and human capital invest-

ments described above, the optimal path of physical capital and consumption are given as in

the one-sector neoclassical growth model and satisfy the following two differential equations:

ċ(t)

c(t)
=

1

εu(c(t))
[fk(k(t), ξ(k(t))) − δk − ρ],

and

k̇(t) =
1

1 + ξ ′(k)
[f (k(t), ξ(k(t))) − δhξ(k(t)) − δkk(t) − c(t)],

where

εu(c(t)) = −u′′(c(t))c(t)/u′(c(t)),

together with the transversality condition

lim
t→∞

[

k(t) exp(−

∫ t

0

fk(k(s), ξ(k(s)))ds)

]

= 0,

while the level of human capital at time t is given by h(t) = ξ(k(t)).

Proof. See Exercise 10.10.

At first, the implication of (10.25) that human and physical capital are always in balance is

somewhat surprising. Initially, one may have conjectured that an economy that starts with a high

stock of physical capital relative to human capital will have a relatively high physical-human

capital ratio for an extended period of time. However, Proposition 10.1 and, in particular,

(10.25) show that this is not the case, becasue there is no nonnegativity constraint on the

investment levels. If the economy starts with a high level of physical capital and a low level of

human capital, at the first instant it experiences a high level of ih(0), compensated with a very

negative ik(0), so that at the next instant the physical-human capital ratio has been brought back

to balance. After this adjustment, the dynamics of the economy are identical to those of the

baseline neoclassical growth model. Therefore issues of imbalance do not arise in this version of

the neoclassical growth model. This result is an artifact of the lack of nonnegativity constraints
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on physical and human capital investments. The situation is somewhat different when there are

such nonnegativity, or irreversibility, constraints, that is, if ik(t) ≥ 0 and ih(t) ≥ 0 for all t . In

this case, initial imbalances persist for a while. In particular, it can be shown that starting with

a ratio of physical-human capital stock (k(0)/h(0)) that does not satisfy (10.25), the optimal

path involves investment only in one of the two stocks until balance is reached (see Exercise

10.14). Therefore, with irreversibility constraints, some amount of imbalance can arise, but

the economy quickly moves to correct this imbalance.

Another potential application of the neoclassical growth model with physical and human

capital is in the analysis of the impact of policy distortions. Recall the discussion in Section

8.10 in Chapter 8, and suppose that the resource constraint of the economy is modified to be

c(t) + (1 + τ)(ik(t) + ih(t)) ≤ f (k(t), h(t)),

where τ ≥ 0 is a tax affecting both types of investments. Using an analysis parallel to that in

Section 8.10, we can characterize the steady-state income ratio of two countries with different

policies represented by τ and τ ′. In particular, suppose that the aggregate production function

takes the Cobb-Douglas form

Y = F(K, H, L) = KαH βL1−α−β.

In this case, the ratio of income in the two economies with taxes/distortions of τ and τ ′ is given

by (see Exercise 10.11):

Y (τ)

Y (τ ′)
=

(

1 + τ ′

1 + τ

)

α+β

1−α−β

. (10.26)

If we again take α to be approximately 1/3, then the ability of this modified model to account

for income differences using tax distortions increases because of the responsiveness of hu-

man capital accumulation to these distortions. For example, with α = β = 1/3 and eightfold

distortion differences, we would have

Y (τ)

Y (τ ′)
≈ 82 = 64,

which is a huge difference in economic performance across countries.

Therefore, incorporating human capital into the neoclassical growth model provides one

potential way of generating large differences in income per capita. Nevertheless, this result

has to be interpreted with caution. First, the large impact of distortions on income per capita

here is driven by a very elastic response of human capital accumulation. It is not clear whether

human capital investments indeed respond so much to tax distortions. For instance, if these

distortions correspond to differences in corporate taxes or corruption, we would expect them

to affect corporate rather than individual human capital decisions. Of course this logic does

not deny that in societies where policies discourage capital accumulation, there may also be

barriers to schooling and other types of human capital investments. Nevertheless the impact of

these barriers on physical and human capital investments may be quite different. Second, and

more important, the large implied elasticity of output to distortions when both physical and

human capital are endogenous has an obvious similarity to the Mankiw-Romer-Weil approach

to explaining cross-country differences in terms of physical and human capital stocks. As

discussed in Chapter 3, while this possibility is logical, existing evidence does not support the

notion that human capital differences across countries can have such a large impact on income

differences. This conclusion equally casts doubt on the importance of the large contribution
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of human capital differences induced by policy differences in the current model. Nevertheless,

the conclusions in Chapter 3 were subject to two caveats that could potentially increase the role

of human capital: large human capital externalities and significant differences in the quality of

schooling across countries. These issues are discussed in Sections 10.6 and 10.7.

10.5 Capital-Skill Complementarity in an
Overlapping Generations Model

The analysis in the previous section suggests that the neoclassical growth model with physical

and human capital does not generate significant imbalances between these two different types

of capital (unless we impose irreversibilities, in which case it can do so along the transition

path). I next investigate the possibility of capital-skill imbalances in a simple OLG model with

impure altruism, similar to the models introduced in Section 9.6 of the previous chapter. We will

see that this class of models also generates only limited capital-skill imbalances. Nevertheless

it provides a simple framework in which labor market frictions can be introduced, and capital-

skill imbalances become much more important in the presence of such frictions. We also use the

model in this section to go back to the more natural production function, which features capital

and effective units of labor (with human capital augmenting the effective units of labor), as

opposed to the production function used in the previous section with human capital as a separate

factor of production.

The economy is in discrete time and consists of a continuum 1 of dynasties. Each individual

lives for two periods, childhood and adulthood. Individual i of generation t works during

adulthood at time t and earns labor income equal to w(t)hi(t), where w(t) is the wage rate

per unit of human capital and hi(t) is the individual’s human capital. The individual also earns

capital income equal to R(t)bi(t − 1), where R(t) is the gross rate of return on capital and

bi(t − 1) is his asset holdings, inherited as a bequest from his parent. The human capital of

the individual is determined at the beginning of his adulthood by an effort decision. Labor is

supplied to the market after this effort decision. At the end of adulthood, after labor and capital

incomes are received, the individual decides on his level of consumption and on the level of

bequest to his offspring.

Preferences of individual i (or of dynasty i) of generation t are given by

η−η(1 − η)−(1−η)ci(t)
ηbi(t)

1−η − γ (ei(t)),

where η ∈ (0, 1); ci(t) is own consumption; bi(t) is the bequest to the offspring; ei(t) is effort

expended for human capital acquisition; and γ (.) is a strictly increasing, differentiable, and

strictly convex cost of effort function. The term η−η(1− η)−(1−η) is included as a normalizing

factor to simplify the algebra.

The human capital of individual i is given by

hi(t) = aei(t), (10.27)

where a corresponds to “ability” and increases the effectiveness of effort in generating human

capital for the individual. Substituting for ei(t) in the above expression, the preferences of

individual i of generation t can be written as

η−η(1 − η)−(1−η)ci(t)
ηbi(t)

1−η − γ

(

hi(t)

a

)

. (10.28)
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The budget constraint of the individual is

ci(t) + bi(t) ≤ mi(t) = w(t)hi(t) + R(t)bi(t − 1), (10.29)

which defines mi(t) as the current income of individual i at time t , consisting of labor earnings,

w(t)hi(t), and asset income, R(t)bi(t − 1) (I use m rather than y, since y will have a different

meaning below).

The production side of the economy is given by an aggregate production function

Y (t) = F(K(t), H(t))

that satisfies Assumptions 1 and 2 from Chapter 2, where H(t) is “effective units of labor,” or

alternatively the total stock of human capital, given by

H(t) =

∫ 1

0

hi(t)di,

while K(t), the stock of physical capital, is given by

K(t) =

∫ 1

0

bi(t − 1)di.

Note also that this specification ensures that capital and skill (K and H ) are complements: a

production function with two factors and constant returns to scale necessarily implies that the

two factors must be complements (see Exercise 10.15), that is,

∂2F(K, H)

∂K∂H
≥ 0. (10.30)

Furthermore, let us again simplify the notation by assuming capital depreciates fully after use,

that is, δ = 1 (see Exercise 10.16).

Since the amount of human capital per worker is an endogenous variable in this economy, it

is more useful to define a normalized production function expressing output per unit of human

capital rather than the usual per capita production function. In particular, let κ ≡ K/H be the

capital–human capital ratio (or the effective capital-labor ratio), and let

y(t) ≡
Y (t)

H(t)

= F(
K(t)

H(t)
, 1)

= f (κ(t)),

where the second line uses the linear homogeneity of F(., .), while the last line uses the

definition of κ . Here I use κ instead of the more usual k to preserve the notation k for capital

per worker in the next section. From the definition of κ , we can write

κ(t) ≡
K(t)

H(t)
=

∫ 1

0
bi(t − 1)di

∫ 1

0
hi(t)di

. (10.31)

Factor prices are then given by the usual competitive pricing formulas:

R(t) = f ′(κ(t)), and w(t) = f (κ(t)) − κ(t)f ′(κ(t)), (10.32)
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with the only noteworthy feature being that w(t) now denotes wage per unit of human

capital.

An equilibrium in this economy is a path of human capital, consumption and bequest levels

for each individual, {[hi(t)]i∈[0,1], [ci(t)]i∈[0,1], [bi(t)]i∈[0,1]}
∞
t=0

, that solve (10.28) subject to

(10.29) a sequence of effective capital-labor ratios, {κ(t)}∞
t=0

, given by (10.31) with some

initial distribution of bequests [bi(0)]i∈[0,1], and sequences of factor prices, {w(t), R(t)}∞
t=0

,

that satisfy (10.32).

The characterization of an equilibrium is simplified by the fact that the solution to the

maximization problem of (10.28) subject to (10.29) involves

ci(t) = ηmi(t), and bi(t) = (1 − η)mi(t), (10.33)

and substituting these into (10.28), we obtain the indirect utility function (see Exercise 10.17)

mi(t) − γ

(

hi(t)

a

)

, (10.34)

which the individual maximizes by choosing hi(t) and recognizing that mi(t) = w(t)hi(t) +

R(t)bi(t − 1). The first-order condition of this maximization gives the human capital invest-

ment of individual i at time t as

aw(t) = γ ′

(

hi(t)

a

)

. (10.35)

Equivalently, inverting this relationship, defining γ ′−1(.) as the inverse function of γ ′(.) (which

is strictly increasing), and using (10.32), we obtain

hi(t) = h(t) ≡ aγ ′−1
[

a(f (κ(t)) − κ(t)f ′(κ(t)))
]

. (10.36)

An important implication of this equation is that the human capital investment of each individ-

ual is identical and only depends on the effective capital-labor ratio in the economy. This result

is a consequence of the specific utility function in (10.28), which ensures that there are no in-

come effects in human capital decisions, so that all agents choose the same income-maximizing

level of human capital (as in Theorem 10.1).

Next, note that since bequest decisions are linear, as shown in (10.33), we have

K(t + 1) =

∫ 1

0

bi(t)di

= (1 − η)

∫ 1

0

mi(t)di

= (1 − η)f (κ(t))h(t),

where the last line uses the fact that, since all individuals choose the same human capital level

given by (10.36), H(t) = h(t), and thus Y (t) = f (κ(t))h(t).

Now combining this equation with (10.31) gives

κ(t + 1) =
(1 − η)f (κ(t))h(t)

h(t + 1)
.
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Using (10.36), this expression becomes

κ(t + 1)γ ′−1[a(f (κ(t + 1)) − κ(t + 1)f ′(κ(t + 1)))]

= (1 − η)f (κ(t))γ ′−1[a(f (κ(t)) − κ(t)f ′(κ(t)))].
(10.37)

A steady state, as usual, involves a constant effective capital-labor ratio: κ(t) = κ∗ for all t .

Substituting this into (10.37) yields

κ∗ = (1 − η)f (κ∗), (10.38)

which defines the unique positive steady-state effective capital-labor ratio κ∗ (since f (.) is

strictly concave).

Proposition 10.2 In the OLG economy with physical and human capital described above,

there exists a unique steady state with positive activity, and the effective capital-labor ratio κ∗

is given by (10.38).

This steady-state equilibrium is also typically stable, but some additional conditions need

to be imposed on f (.) and γ (.) to ensure stability (see Exercise 10.18).

An interesting implication of this equilibrium is that the capital-skill (k-h) complementarity

in the production function F(., .) implies that a certain target level of physical to human capital

ratio, κ∗, has to be reached in equilibrium. In other words, physical capital will not be too

abundant relative to human capital, and neither will human capital be excessive relative to

physical capital. Consequently, this model also limits equilibrium imbalances between physical

and human capital. A possible and arguably attractive way of introducing such imbalances is

to depart from perfectly competitive labor markets. This is also useful for illustrating how the

role of human capital can be quite different in models with imperfect labor markets.

10.6 Physical and Human Capital with Imperfect Labor Markets

In this section, I analyze the implications of labor market frictions that lead to factor prices that

differ from the ones used so far (in particular, prices that deviate from the competitive pricing

formula (10.32)). The literature on labor market imperfections is vast, and my purpose here is

not to provide an overview. For this reason, I adopt the simplest representation. In particular,

imagine that the economy is identical to that described in the previous section, except that

there is a continuum of firms with measure normalized 1 as well as a continuum of individuals,

also with measure 1, at any point in time, and each firm can only hire one worker. Let us first

suppress time dependence to simplify notation. Then the production function of each firm can

be written as

yj = F(kj , hi),

where yj refers to the output of firm j , kj is its capital stock (equivalently capital per worker,

since the firm is hiring only one worker), and hi is the human capital of worker i employed

by the firm. This production function again satisfies Assumptions 1 and 2. The main departure

from the models analyzed so far is in the structure for the labor market, which is summarized

next.

1. Firms choose their physical capital level irreversibly (incurring the cost Rkj , where R

is the market rate of return on capital), and simultaneously workers choose their human

capital level irreversibly.
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2. After workers complete their human capital investments, they are randomly matched

with firms. Random matching here implies that each worker has the same probability

of matching with each firm, and in particular, workers with high human capital are not

more likely to be matched with firms having high physical capital.

3. After matching, each worker-firm pair bargains over the division of output between

themselves. Let us assume that they simply divide the output according to some pre-

specified rule, and the worker receives total earnings of

Wj(kj , hi) = λF(kj , hi),

for some λ ∈ (0, 1).

This specification is admittedly very simple and reduced form. Nevertheless, it is sufficient

to emphasize the main economic issues. A more detailed game-theoretic justification for a

closely related environment is provided in Acemoglu (1996).

Let us also introduce heterogeneity in the cost of human capital acquisition by modifying

(10.27) to be
hi = aiei,

where ai differs across dynasties (individuals). A high value of ai naturally corresponds to an

individual who can more effectively accumulate human capital.

An equilibrium is defined similarly to that in Section 10.5 except that factor prices are no

longer determined by (10.32). Let us start with the physical capital choices of firms. At the

time each firm chooses its physical capital, it is unsure about the human capital of the worker

it will employ. Given the random matching assumption, the expected return of firm j can be

written as

(1 − λ)

∫ 1

0

F(kj , hi)di − Rkj . (10.39)

This expression takes into account that the firm will receive a fraction 1 − λ of the output

produced jointly by itself and the worker that it is matched with. The integration of F(kj , hi)

over the human capital choices of all workers takes care of the fact that the firm does not

know which worker it will be matched with. The last term is the cost of making an irreversible

capital investment at the market price R. This investment is made before the firm knows which

worker it will be matched with. Given the strict concavity of F(., .) in k (from Assumption 1),

the objective function in (10.39) is also strictly concave in kj . Therefore each firm chooses the

same level of physical capital k̂ such that

(1 − λ)

∫ 1

0

∂F (k̂, hi)

∂k
di = R.

Now given this (expected) capital investment by firms, and using (10.34) from the previous

section, each worker’s objective function can be written as

λF(k̂, hi) + Rbi − γ

(

hi

ai

)

,

which substitutes for the income mi of the worker in terms of his wage earnings and capital

income and introduces the heterogeneity in human capital decisions. This equation implies the

following choice of human capital investment by a worker i:

λai

∂F (k̂, hi)

∂hi(t)
= γ ′

(

hi

ai

)

.
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This equation yields a unique equilibrium human capital investment ĥi(k̂) for each i. This

human capital investment directly depends on the capital choice k̂ of firms (since this choice

affects the marginal product of human capital) and also depends implicitly on ai. Moreover,

given (10.30) and the facts that γ (.) is convex and F is concave in k, ĥi(k̂) is strictly increasing

in k̂. Substituting ĥi(k̂) into the first-order condition of firms, we obtain

(1 − λ)

∫ 1

0

∂F (k̂, ĥi(k̂))

∂k
di = R.

Finally, to satisfy market clearing in the capital market, the rate of return to capital at time

t , R(t), has to equate the demand for capital to the supply of capital. As in the model of the

previous section, supply comes from bequests from the previous period, so that the market

clearing condition takes the form k̂(t) =
∫ 1

0
bi(t − 1)di. This equation implies that in the

closed-economy version of the current model, capital per firm is fixed by bequest decisions

from the previous period. The main economic forces I wish to emphasize here are seen more

clearly when physical capital is not predetermined. For this reason, let us imagine that the

economy in question is small and open, so that R(t) = R∗ is pinned down by international

financial markets (the closed-economy version is further discussed in Exercise 10.19).

Under this assumption, the equilibrium level of capital per firm is determined by

(1 − λ)

∫ 1

0

∂F (k̂, ĥi(k̂))

∂k
di = R∗. (10.40)

Proposition 10.3 In the open-economy version of the model described above, there exists a

unique positive level of capital per worker k̂ given by (10.40) such that the equilibrium capital

per worker is always equal to k̂. Given k̂, the human capital investment of worker i is uniquely

determined by ĥi(k̂) such that

λai

∂F (k̂, ĥi(k̂))

∂h
= γ ′

(

ĥi(k̂)

ai

)

. (10.41)

Here ĥi(k̂) is increasing in k̂, and a decline in R∗ increases k̂ and ĥi for all i ∈ [0, 1].

In addition to this equilibrium, there also exists a no-activity equilibrium where k̂ = 0 and

ĥi = 0 for all i ∈ [0, 1].

Proof. Note that since F(k, h) exhibits constant returns to scale and γ is strictly convex,

∂ĥi(k̂)/∂k < 1 for each i. Suppose instead that ∂ĥi(k̂)/∂k = 1 at some k̂′. Then when k̂ is

increased starting from k̂′, the left-hand side of (10.41) would remain constant (because F is ho-

mogeneous of degree 1). However, since ĥi(k̂) is strictly increasing and γ is strictly convex, the

right-hand side would increase, yielding a contradiction. Therefore,
∫ 1

0
(∂F (k̂, ĥi(k̂))/∂k)di is

strictly decreasing in k̂ for a given distribution of [ai]i∈[0,1]. Thus the equilibrium value of k̂

is uniquely determined. Given this k̂, (10.41) determines ĥi(k̂) uniquely for each i. Applying

the Implicit Function Theorem (Theorem A.25) to (10.41) implies that ĥi(k̂) is increasing in

k̂. Finally, (10.40) implies that a lower R∗ increases k̂, and from the previous observation, ĥi

for all i ∈ [0, 1] increases as well.

The existence of the no-activity equilibrium follows, since when all firms choose k̂ = 0,

output is equal to zero, and it is a best response for workers to choose ĥi = 0, and when ĥi = 0

for all i ∈ [0, 1], k̂ = 0 is a best response for all firms.
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Observe that there is underinvestment both in human capital and physical capital (for the

positive activity equilibrium; clearly, there is an even more severe underinvestment in the no-

activity equilibrium). Consider a social planner wishing to maximize output. Suppose that the

social planner is restricted by the same random matching technology, so that she cannot allocate

workers to firms as she wishes. A similar analysis to the above implies that the social planner

would also like each firm to choose an identical level of capital per firm, say k̄. However, this

level of capital per firm will be different than in the competitive equilibrium, and she will

also choose a different relationship between human capital and physical capital investments.

In particular, given k̄, she would make human capital investments so that

ai

∂F (k̄, h̄i(k̄))

∂h
= γ ′

(

h̄i(k̄)

ai

)

,

which is similar to (10.41) except that λ is absent from the left-hand side. This omission is

because each worker takes into account only his share of output, λ, when undertaking human

capital investments, while the social planner considers the entire output. Consequently, as long

as λ < 1,

h̄i(k) > ĥi(k) for all k > 0.

Similarly the social planner would also choose a higher level of capital investment for each

firm, in particular, one that satisfies the equation

∫ 1

0

∂F (k̄, h̄i(k̄))

∂k
di = R∗,

which differs from (10.40) both because now the term 1 − λ is not present on the left-hand

side and also because the planner takes into account the differential human capital investment

behavior of workers given by h̄i(k̄). This discussion establishes the following result.

Proposition 10.4 In the equilibrium described in Proposition 10.3, there is under-

investment both in physical and human capital.

More interesting than the underinvestment result is the imbalance in the physical-human

capital ratio of the economy, which did not feature in the previous two environments we

discussed. The following proposition summarizes this imbalance result in a sharp way.

Proposition 10.5 Consider the positive activity equilibrium described in Proposition 10.3.

Output is equal to 0 if either λ = 0 or λ = 1. Moreover, there exists λ∗ ∈ (0, 1) that maximizes

output.

Proof. See Exercise 10.20.

Intuitively, different levels of λ create different types of imbalances between physical and

human capital. A high level of λ implies that workers have a strong bargaining position, and this

encourages their investment in human capital. But symmetrically, it discourages the physical

capital investments of firms, since they only receive a small fraction of the output. Therefore

a high level of λ (as long as λ < 1) creates an imbalance with an excessive amount of human

capital relative to physical capital. This imbalance effect becomes more extreme as λ → 1.

In this limit, workers’ investment behavior converges to the first-order condition of the social

planner (that is, ĥi(k) → h̄i(k) for all k > 0). However at the same time, the physical capital

investment of each firm, k̂, converges to 0, so that h̄i(k) → 0, and production collapses. The

same happens, in reverse, when λ is too low. Now there is an excess of physical capital relative
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to human capital. An intermediate value of λ∗ achieves a balance, though the equilibrium

continues to be inefficient, as shown in Proposition 10.5.

Physical-human capital imbalances can also increase the role of human capital in cross-

country income differences. In the current model, the proportional impact of a change in human

capital on aggregate output (or on labor productivity) is greater than the return to human capital,

since the latter is determined not by the marginal product of human capital but by the bargaining

parameter λ. The deviation from competitive factor prices therefore decouples the contribution

of human capital to productivity from market prices.

At the root of the inefficiencies and of the imbalance effect in this model are pecuniary ex-

ternalities. Recall that pecuniary externalities refer to external effects that work through prices

(not through direct technological spillovers). By investing more, workers (and symmetrically

firms) increase the return to capital (symmetrically wages), and there is underinvestment be-

cause they do not take these external effects into consideration. As discussed in the previous

chapter, pecuniary external effects are also present in competitive markets (since, e.g., supply

affects price), but these are typically second order, because prices are such that they are equal

to both the marginal benefit of buyers (marginal product of firms in the case of factors of pro-

duction) and the marginal cost of suppliers. The presence of labor market frictions causes a

departure from this type of marginal pricing and is the reason why pecuniary externalities are

not second order here.

Perhaps even more interesting is the fact that pecuniary externalities in this model take

the form of human capital externalities. Thus greater investments in human capital by a

group of workers increase other workers’ wages. Notice that in competitive markets (without

externalities), if a group of workers increases its human capital investments, this typically

depresses the physical-human capital ratio in the economy, reducing wages per unit of human

capital and thus the earnings of other workers.1 Interestingly, the opposite may happen in the

presence of labor market imperfections. To illustrate this point, let us suppose that there are

two types of workers, a fraction of workers χ with ability a1 and 1 − χ with ability a2 < a1.

Using this specific structure, the first-order condition of firms (10.40) can be written as

(1 − λ)

[

χ
∂F(k̂, ĥ1(k̂))

∂k
+ (1 − χ)

∂F (k̂, ĥ2(k̂))

∂k

]

= R∗, (10.42)

while the first-order conditions for human capital investments for the two types of workers take

the form

λai

∂F (k̂, ĥi(k̂))

∂h
= γ ′

(

ĥi(k̂)

ai

)

for i = 1, 2. (10.43)

Clearly, ĥ1(k) > ĥ2(k), since a1 > a2. Now imagine an increase in χ , which corresponds to

an increase in the fraction of high-ability workers in the population. Holding ĥ1(k̂) and ĥ2(k̂)

constant, (10.42) implies that k̂ should increase, since the left-hand side has increased (because

ĥ1(k̂) > ĥ2(k̂) and ∂2F(k, h)/∂k∂h > 0). Therefore capital-skill complementarity combined

with the pecuniary externalities implies that an improvement in the pool of workers leads to

greater investments by firms.

1. For example, in the economy studied in the previous section, an increase in the human capital of a group of

workers would reduce the wages of other workers. If, on the other hand, the rate to return to capital were held

constant, then this increase would have no effect on the wages of other workers.
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Intuitively, each firm expects the average worker that it will be matched with to have higher

human capital, and since physical and human capital are complements, it is more profitable

for each firm to increase its physical capital investment. Greater investments by firms, in turn,

raise F(k̂, h) for each h, in particular for ĥ2(k̂). Since the earnings of type 2 workers is equal to

λF(k̂, ĥ2(k̂)), their earnings also increase as a result of the response of firms to the change in

the composition of the workforce. These interactions correspond to human capital externalities,

because greater human capital investments by one group of workers increase the earnings of

the remaining workers. In fact, human capital externalities, in this economy, are even stronger,

because the increase in k̂ also raises ∂F (k̂, ĥ2(k̂))/∂h and thus encourages further investments

by type 2 workers. This discussion is summarized in the following result.

Proposition 10.6 The positive activity equilibrium described in Proposition 10.3 exhibits

human capital externalities in the sense that an increase in the human capital investments of

a group of workers raises the earnings of the remaining workers.

10.7 Human Capital Externalities

The previous section illustrated how a natural form of human capital externalities can emerge

in the presence of capital-skill complementarities combined with labor market imperfections.

This channel is not the only one through which human capital externalities may arise. Many

economists believe that the human capital stock of the workforce creates a direct nonpecu-

niary (technological) spillover on the productivity of each worker. In The Economy of Cities,

Jane Jacobs (1970), for example, argues for the importance of human capital externalities and

suggests that the concentration of economic activity in cities is partly a result of these exter-

nalities and also acts as an engine of economic growth because it facilitates the exchange of

ideas among workers and entrepreneurs. In the growth literature, a number of well-known pa-

pers, including those by Robert Lucas (1988) and Azariadis and Drazen (1990), suggest that

such technological externalities are important and play a major role in the process of economic

growth. Human capital externalities are interesting in their own right. For example, when such

external effects are present, the competitive price system is likely to be inefficient. Human cap-

ital externalities are also important for our understanding of the sources of income differences

across countries. The discussion of the contribution of physical and human capital to cross-

country income differences in Chapter 3 showed that differences in human capital are unlikely

to account for a large fraction of cross-country income differences unless external effects are

important.

At this point, it is therefore useful to briefly review the empirical evidence on the extent

of human capital externalities. Early work in the area—in particular, the paper by James

Rauch (1993)—tried to measure the extent of human capital externalities by estimating quasi-

Mincerian wage regressions, with the major difference that average human capital of workers

in the local labor market is also included on the right-hand side. More specifically, Rauch

estimated models of the following form:

log Wj,m = XT
j,m

β + γpSj,m + γeSm,

where Xj,m is a vector of controls, Sj,m is the years of schooling of individual j working

in labor market m, and Sm is the average years of schooling of workers in labor market

m. Without this last term, this equation would be similar to the standard Mincerian wage

regressions discussed in Section 10.2, and we would expect an estimate of the private return



380 . Chapter 10 Human Capital and Economic Growth

to schooling γp between 6 and 10%. When the average years of schooling Sm is also included

in the regression, its coefficient γe measures the external return to schooling in the same units.

For example, if γe is estimated to be of the same magnitude as γp, we would conclude that

external returns to schooling are as important as private returns (which would correspond to

very large externalities).

Rauch estimated significant external returns, with the magnitude of the external returns

often exceeding that of the private returns. External returns of this magnitude would imply that

human capital differences could play a much more important role as a proximate source of

cross-country differences in income per capita than implied by the computations in Chapter 3.

However, Rauch’s regressions exploited differences in average schooling levels across cities,

which could reflect many other factors that also directly affect wages. For example, wages are

much higher in New York City than Ames, Iowa, but this difference is not only the result of

the higher average education of New Yorkers. A more convincing estimate of external returns

necessitates a source of exogenous variation in average schooling.

Acemoglu and Angrist (2000) exploited differences in average schooling levels across states

and cohorts resulting from changes in compulsory schooling and child labor laws. These laws

appear to have had a large effect on schooling, especially at the high school margin. Exploiting

changes in average schooling in state labor markets driven by these law changes, Acemoglu and

Angrist estimate external returns to schooling that are typically about 1–2% and are statistically

insignificant (compared to private returns of about 10%). These results suggest that there are

relatively small human capital externalities in local labor markets. This result is confirmed by

Duflo (2004) using Indonesian data and by Ciccone and Peri (2006) on U.S. data.2 Overall

the evidence appears to suggest that local human capital externalities are not very large, and

calibration exercises such as those in Chapter 3 that ignore these externalities are unlikely to

lead to significant downward bias in the contribution of human capital to cross-country income

differences.

The qualification “local” in the above discussion has to be emphasized. These estimates

focus on local externalities originally emphasized by Jacobs. Nevertheless, if a few very

talented scientists and engineers, or other very skilled workers, generate ideas that are then

used in other parts of the country or even in the world economy, there may exist significant

global human capital externalities. Such global external effects would not be captured by the

currently available empirical strategies. Whether such global human capital externalities are

important is an interesting area for future research.

10.8 The Nelson-Phelps Model of Human Capital

The discussion in this chapter so far has focused on the productivity-enhancing role of human

capital, emphasized by Becker and Mincer’s seminal analyses. This is arguably the most

important role of human capital. An alternative perspective on human capital is provided by

Richard Nelson and Edmund Phelps in their short and influential paper (Nelson and Phelps,

1966) and also by Ted Schultz (1964, 1975). According to this perspective, the major role of

human capital is not to increase productivity in existing tasks but to enable workers to cope

with change, disruptions, and especially new technologies. The Nelson-Phelps view of human

2. Moretti (2004) also estimates human capital externalities, and he finds larger effects. This may be because

he focuses on college graduation, but it also partly reflects the fact that the source of variation that he exploits,

changes in age composition and the presence of land-grant colleges, may have other effects on average earnings

in an area.
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capital has played an important role in a variety of different literatures and features in a number

of growth models. Here I provide a simple presentation of the main ideas along the lines of

their original model and a discussion of how this new dimension of human capital may enrich

our view of its role in economic growth and development. This model also acts as a stepping

stone toward our study of technology adoption in Part VI.

Consider the following continuous-time model to illustrate the basic ideas. Suppose that

output in the economy is given by

Y (t) = A(t)L, (10.44)

where L is the constant labor force, supplying its labor inelastically, and A(t) is the technology

level of the economy. There is no capital (and thus no capital accumulation decision) and also

no labor supply margin. The only variable that changes over time is technology A(t).

Suppose that the world technological frontier is given by AF (t). This frontier might cor-

respond to technology in some other country or perhaps to the technological knowhow of

scientists that has not yet been applied to production processes. Suppose that AF (t) evolves

exogenously according to the differential equation

ȦF (t)

AF (t)
= gF ,

with initial condition AF (0) > 0.

Let the human capital of the workforce be denoted by h. Notice that this human capital

does not feature in the production function (10.44). This case is an extreme one in which

human capital does not play any productivity-enhancing role. Instead the only role of human

capital in the current model is to facilitate the implementation and use of frontier technology

in the production process. In particular, the evolution of the technology level of the country in

question, A(t), is governed by the differential equation

Ȧ(t) = gA(t) + φ(h)AF (t),

with initial condition A(0) ∈ (0, AF (0)). The parameter g is strictly less than gF and measures

the growth rate of technology A(t), resulting from learning-by-doing or other sources of

productivity growth. But first term is only one source of improvement in technology. The

other one comes from the second term and can be interpreted as improvements in technology

because of implementation and adoption of frontier technologies. The extent of the second

source of improvement is determined by the average human capital of the workforce, h. The

second source captures the above-mentioned role of human capital in the context of adoption

and adaptation of technology. In particular, suppose that φ(.) is nondecreasing and satisfies

φ(0) = 0 and φ(h) = gF − g > 0 for all h ≥ h̄,

where h̄ > 0. This specification implies that the human capital of the workforce regulates the

ability of the economy to cope with new developments embedded in the frontier technologies;

if the workforce has no human capital, there is no adoption or implementation of frontier

technologies, and A(t) grows at the rate g. If, in contrast, h ≥ h̄, there is rapid adoption of

frontier technologies.

Since AF (t) = exp(gF t)AF (0), the differential equation for A(t) can be written as

Ȧ(t) = gA(t) + φ(h)AF (0) exp(gF t).
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The solution to this differential equation is (recall again Section B.4 in Appendix B):

A(t) =

[(

A(0) −
φ(h)AF (0)

gF − g

)

exp(gt) +
φ(h)AF (0)

gF − g
exp(gF t)

]

,

which shows that the growth rate of A(t) is faster when φ(h) is higher. Moreover, it can be

verified that

A(t) →
φ(h)

gF − g
AF (t) (as t → ∞),

so that the ratio of the technology of the country to the frontier technology is also determined

by human capital.

The role of human capital emphasized by Nelson and Phelps is undoubtedly important

in several situations. For example, a range of empirical evidence shows that more educated

farmers are more likely to adopt new technologies and seeds (e.g., Foster and Rosenzweig,

1995). Nelson and Phelps’s conception of human capital has also been emphasized in the

growth literature in connection with the empirical evidence already discussed in Chapter

1, which shows that there is a stronger correlation between economic growth and levels of

human capital than between economic growth and changes in human capital. Some authors—

most notably, Benhabib and Spiegel (1994)—suggest that this result may be because the most

important role of human capital is not to increase the productive capacity with existing tasks but

to facilitate technology adoption. One might then conjecture that if the role of human capital

emphasized by Nelson and Phelps is important in practice, human capital might play a more

important role in economic growth and development than the discussion so far has suggested.

While this hypothesis is interesting, it is not entirely convincing. If the role of human capital in

facilitating technology adoption is taking place within the firm’s boundaries, then this will be

reflected in the marginal product and earnings of more skilled workers. Workers that contribute

to faster and more effective technology adoption would be compensated in line with the increase

in the net present value of the firm. Then the returns to schooling and human capital used in

the calculations in Chapter 3 should have already taken into account the contribution of human

capital to aggregate output (thus to economic growth) working through technology adoption.

If, on the other hand, human capital facilitates technology adoption not at the level of the firm

but at the level of the labor market, it would be a form of local human capital externalities

and should appear in the estimates of local external effects of human capital. Thus unless this

particular role of human capital is external and these external effects work at a global level,

the calibration exercises in Chapter 3, which use labor market returns to human capital, should

not seriously underestimate the contribution of human capital to cross-country differences in

income per capita.

10.9 Taking Stock

This chapter has presented several models of human capital investments that emphasize how

human capital investments (including schooling and on-the-job training) respond to future

rewards and how they evolve over time.

Four sets of related but distinct issues arise in connection with the role of human capital

in economic growth. First, if some part of the earnings of labor we observe are rewards to

accumulated human capital, then the effect of policies (and perhaps technology) on income

per capita could be larger than estimated, because these would affect not only physical capital

accumulation but also human capital accumulation. The neoclassical economy with physical
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and human capital studied in Section 10.4 models and quantifies this effect. It also provides

a tractable framework in which physical and human capital investments can be studied. Nev-

ertheless any effect of human capital differences resulting from differences in distortions or

policies across countries should have shown up in the measurements in Chapter 3. The find-

ings there suggest that human capital differences, though important, can only explain a small

fraction of cross-country income differences (unless there is a significant mismeasurement of

the impact of human capital on productivity).

The second important issue connected to the role of human capital relates to the mea-

surement of the contribution of education and skills to productivity. A possible source of

mismeasurement of these effects is the presence of human capital externalities. There are many

compelling reasons why significant pecuniary or technological human capital externalities may

exist. Section 10.6 illustrated how capital-skill complementarities in imperfect labor markets

can lead to pecuniary externalities. Nevertheless, existing evidence suggests that the extent of

human capital externalities is rather limited—with the important caveat that there might be

global externalities that remain unmeasured. Specific channels through which global external-

ities may arise are R&D and technological progress, which are the topics of the next part of

the book. An alternative source of mismeasurement of the contribution of human capital is

differences in human capital quality. There are significant differences in school and teacher

quality even within a narrow geographical area, so we may expect much larger differences

across countries. In addition, most available empirical approaches measure human capital dif-

ferences across countries by using differences in formal schooling. But the Ben-Porath model,

analyzed in Section 10.3, suggests that human capital continues to be accumulated even af-

ter individuals complete their formal schooling. When human capital is highly rewarded, we

expect both higher levels of formal schooling and greater levels of on-the-job investment. Con-

sequently, the Ben-Porath model suggests that there might be higher quality of human capital

(or greater amounts of unmeasured human capital) in economies where the level of formal

schooling is high. If this is the case, the empirical measurements reported in Chapter 3 may

understate the contribution of human capital to productivity. The exploration of this issue is an

interesting area for future research.

The third set of novel issues raised by the modeling of human capital is the possibility of

an imbalance between physical and human capital. Empirical evidence suggests that physical

and human capital are complementary. Thus productivity will be high when the correct bal-

ance is achieved between physical and human capital. Could equilibrium incentives lead to an

imbalance, whereby too much or too little physical capital is accumulated relative to human

capital? We saw that such imbalances are unlikely or rather short lived in models with com-

petitive labor markets. However the analysis in Section 10.6 shows that they become a distinct

possibility when factor prices do not necessarily reflect marginal products, as in labor markets

with frictions. The presence of such imbalances might increase the impact of human capital

on aggregate productivity.

The final issue relates to the role of human capital in technological change and technology

adoption. Section 10.8 presented the Nelson-Phelps view of human capital, which emphasizes

the role of skills in facilitating the adoption and implementation of new technologies. While

this perspective is likely to be important in a range of situations, it seems that, in the absence of

significant external effects, this particular role of human capital should also not lead to a major

mismeasurement of the contribution of human capital to aggregate productivity, especially in

the types of exercises reported in Chapter 3.

This chapter contributes to our quest toward understanding the sources of economic growth

and cross-country income differences and offers a useful framework for understanding both

physical and human capital accumulation decisions. Our next task is to develop models for the

other major proximate source of economic growth and income differences: technology.
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10.10 References and Literature

The concept of human capital is due to Gary Becker (1965), Ted Schultz (1965), and Jacob

Mincer (1974). The standard models of human capital, used extensively in labor and other areas

of economics, have been developed by Becker (1965), Yoram Ben-Porath (1967), and Mincer

(1974). These models have been the basis of the first three sections of this chapter. Recently

there has been a renewed interest in the Ben-Porath model among macroeconomists. Recent

contributions include Heckman, Lochner, and Taber (1998); Guvenen and Kuruscu (2006); and

Manuelli and Seshadri (2006). These models make parametric assumptions (Cobb-Douglas

functional forms) and try to gauge the quantitative implications of the Ben-Porath model for

cross-country income differences and for the evolution of wage inequality. Caselli (2005), on

the other hand, argues that quality differences are unlikely to increase the contribution of human

capital to aggregate productivity.

There is a large literature on returns to schooling. As noted in the text and in Chapter 3, this

literature typically finds that one more year of schooling increases earnings by about 6–10%

(see, e.g., the survey in Card, 1999).

There is also a large literature on capital-skill complementarity. The idea was first put

forward and empirically supported in Griliches (1969). Katz and Autor (2000) summarize

more recent evidence on capital-skill complementarities.

Technological human capital externalities are emphasized in Jacobs (1970), Lucas (1988),

and Azariadis and Drazen (1990), while pecuniary human capital externalities were first dis-

cussed by Marshall (1890), who argued that increasing the geographic concentration of spe-

cialized inputs increases productivity, since the matching between factor inputs and industries

is improved. Models of pecuniary human capital externalities are constructed in Acemoglu

(1996, 1997a). The model with capital-skill complementarity and labor market imperfections

is based on Acemoglu (1996). In that paper, I provided a more detailed and microfounded

model leading to similar results to those presented in Section 10.6 and derived the results on

pecuniary externalities and human capital externalities discussed here.

The empirical literature on human capital externalities includes Rauch (1993), Acemoglu

and Angrist (2000), Duflo (2004), Moretti (2004), and Ciccone and Peri (2006).

The role of human capital in adapting to change and implementing new technologies was

first suggested by Schultz (1975) in the context of agricultural technologies (he emphasized

the role of ability rather than human capital and stressed the importance of “disequilibrium”

situations). Nelson and Phelps (1966) formulated the same ideas and presented a simple model,

similar to that presented in Section 10.8. Foster and Rosenzweig (1995) provide evidence

consistent with this role of human capital. Benhabib and Spiegel (1994) and Aghion and Howitt

(1998) also include extensive discussions of the Nelson-Phelps view of human capital. Recent

macroeconomic models that feature this role of human capital include Galor and Tsiddon

(1997); Greenwood and Yorukoglu (1997); Caselli (1999); Galor and Moav (2000); and

Aghion, Howitt, and Violante (2004).

10.11 Exercises

10.1 Formulate, state, and prove the Separation Theorem (Theorem 10.1) in an economy in discrete

time.

10.2 (a) Consider the environment discussed in Section 10.1. Write the flow budget constraint of the

individual as

ȧ(t) = ra(t) − c(t) + W(t),
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and suppose that there are credit market imperfections so that a(t) ≥ 0. Construct an example

in which Theorem 10.1 does not apply. Can you generalize this example to the case in which

the individual can save at the rate r but can only borrow at the rate r ′ > r?

(b) Now modify the environment in part a so that the instantaneous utility function of the

individual is

u(c(t), 1 − l(t)),

where l(t) denotes total hours of work, and labor supply at the market is equal to l(t) − s(t),

so that the individual has a nontrivial leisure choice. Construct an example in which Theorem

10.1 does not apply.

10.3 Derive (10.9) from (10.8).

10.4 Consider the model presented in Section 10.2 and suppose that the effective discount rate r

varies across individuals (e.g., because of credit market imperfections). Show that individuals

facing a higher r would choose lower levels of schooling. What happens if you estimate the wage

regression similar to (10.12) in a world in which the source of disparity in schooling is differences

in discount rates across individuals?

10.5 Verify that Theorems 7.13 and 7.14 from Chapter 7 can be applied to the Ben-Porath and lead to

(10.14) as necessary and sufficient conditions for an optimal path of human capital investments.

[Hint: use a similar argument to that in Section 7.7 in Chapter 7.]

10.6 Consider the following variant of the Ben-Porath model, in which the human capital accumulation

equation is given by

ḣ(t) = s(t)φ(h(t)) − δhh(t),

where φ is strictly increasing, differentiable, and strictly concave, with s(t) ∈ [0, 1]. Assume that

individuals are potentially infinitely lived and face a Poisson death rate of ν > 0. Show that the

optimal path of human capital investments involves s(t) = 1 for some interval [0, T ] and then

s(t) = s∗ for t ≥ T .

10.7 Modify the Ben-Porath model studied in Section 10.3 as follows. Assume that the horizon is finite,

and suppose that φ′(0) < ∞. Also, suppose that

φ′(h(0)) > δh/(1 − exp(−δhT )),

where recall that δh is the rate of depreciation of human capital.

(a) Provide the necessary conditions for an interior solution. Highlight how these necessary

conditions should be modified to allow for corner solutions where s(t) might take the value

of 0 or 1.

(b) Show that under these conditions the optimal path of human capital accumulation involves an

interval [0, t ′) of full-time schooling with s(t) = 1for all t ∈ [0, t ′), where t ′ > 0, followed by

another interval of on-the-job investment s(t) ∈ (0, 1), and finally an interval of no human

capital investment, that is, s(t) = 0 for all t ∈ (t ′′, T ], where t ′′ < T . [Hint: Suppose that

the first part of the claim is not true, and show that in this case the necessary conditions

must hold as equality. Combining the two necessary conditions, derive a first-order linear

nonautonomous differential equation for the costate variable λ(t), and solve this differential

equation with the boundary condition λ(T ) = 0. Then show that given the implied value

for λ(0) and the inequality above, the necessary conditions at t = 0 cannot be satisfied.

Next use the assumption that φ′ < ∞ together with the fact that the costate variable λ(t)

is continuous and must satisfy λ(T ) = 0 to prove that s(t) must be equal to zero for some

interval [T − ξ, T ]. Finally, using these intermediate steps, conclude that s(t) must take

intermediate values before this final interval.]
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(c) How do the earnings of the individual evolve over the life cycle?

(d) How would you test the implications of this model?

10.8 Prove that the current-value Hamiltonian in (10.24) is jointly concave in (k(t), h(t), ik(t), ih(t)).

10.9 Prove that (10.25) implies the existence of a relationship between physical and human capital of

the form h = ξ(k), where ξ(.) is uniquely defined, strictly increasing, and differentiable.

10.10 (a) Prove Proposition 10.1.

(b) Show that the differential equation for consumption growth alternatively could have been

written as

ċ(t)

c(t)
=

1

εu(c(t))
[fh(k(t), ξ(k(t))) − δh − ρ].

10.11 Derive (10.26).

10.12 Consider the neoclassical growth model with physical and human capital discussed in Section

10.4.

(a) Specify the consumer maximization problem in this economy.

(b) Define a competitive equilibrium (specifying firm optimization and market clearing condi-

tions).

(c) Characterize the competitive equilibrium, and show that it coincides with the solution to the

optimal growth problem.

10.13 Introduce labor-augmenting technological progress at the rate g into the neoclassical growth

model with physical and human capital discussed in Section 10.4.

(a) Define a competitive equilibrium.

(b) Determine transformed variables that remain constant in a steady-state allocation.

(c) Characterize the steady-state equilibrium and the transitional dynamics.

(d) Why does faster technological progress lead to more rapid accumulation of human capital?

* 10.14 Characterize the optimal growth path of the economy in Section 10.4 subject to the additional

constraints that ik(t) ≥ 0 and ih(t) ≥ 0.

10.15 Prove that as long as Y (t) = F(K(t), H(t)) satisfies Assumptions 1 and 2 (see Chapter 2), the

inequality in (10.30) holds.

10.16 Show that the equilibrium dynamics in Section 10.5 remain unchanged if δ < 1.

10.17 Derive (10.33) and (10.34).

10.18 Provide conditions on f (.) and γ (.) such that the unique steady-state equilibrium in the model

of Section 10.5 is locally stable.

10.19 Analyze the economy in Section 10.6 under the closed-economy assumption. Show that an

increase in a1 for group 1 workers now creates a dynamic externality, in the sense that current

output increases, which leads to greater physical and human capital investments in the next period.

10.20 Prove Proposition 10.5.



11
First-Generation Models
of Endogenous Growth

T
he models presented so far focus on physical and human capital accumulation and

generate growth because of exogenous technological progress. While such models are

useful in thinking about sources of income differences among countries that have (free)

access to the same set of technologies, they do not generate sustained long-run growth (of the

country or of the world economy) and have relatively little to say about sources of technology

differences. A systematic analysis of both cross-country income differences and the process

of world economic growth requires models in which technology choices and technological

progress are endogenized. This topic is discussed in Part IV. While models in which technology

evolves as a result of firms’ and workers’ decisions are most attractive in this regard, sustained

economic growth is possible in the neoclassical model as well. I end this part of the book

by investigating sustained endogenous economic growth in neoclassical or quasi-neoclassical

models.

We have already encountered the AK model in Chapter 2. This model relaxed one of the

key assumptions on the aggregate production function of the economy (Assumptions 1 and 2

from Chapter 2) and prevented diminishing returns to capital. Consequently, continuous capital

accumulation could act as the engine of sustained economic growth. This chapter starts with a

“neoclassical” version of the AK model, which not only shows the possibility of endogenous

growth in the neoclassical growth model, but also provides us with a tractable model that

has applications in diverse areas. This model is not without shortcomings, however. The most

important one is that capital is the only (or essentially the only) factor of production, and

asymptotically, the share of national income accruing to capital tends to 1. I then present two

different two-sector endogenous growth models, which behave very similarly to the baseline

AK model but avoid this counterfactual prediction. The first of these models incorporates

physical and human capital accumulation and is thus a close cousin of the neoclassical growth

model with physical and human capital studied in Section 10.4. The second, which builds on

the work by Rebelo (1991), is a substantially richer model and is also interesting since it allows

investment and consumption goods sectors to have different capital intensities.

I conclude this chapter with a presentation of Paul Romer’s (1986a) article that started

the endogenous growth literature and rejuvenated the interest in economic growth among

economists. While Romer’s objective was to model technological change, he achieved this

by introducing technological spillovers—similar to those we encountered in Chapter 10.

387



388 . Chapter 11 First-Generation Models of Endogenous Growth

Consequently, while the competitive equilibrium of Romer’s model is not Pareto optimal and

the engine of economic growth can be interpreted as a form of knowledge accumulation, in

many ways the model is still neoclassical in nature. In particular, we will see that in reduced

form it is very similar to the baseline AK model (except for its welfare implications).

11.1 The AK Model Revisited

Let us start with the simplest neoclassical model of sustained growth, which we already

encountered in the context of the Solow growth model, in particular, Proposition 2.10 in

Section 2.6. This is the so-called AK model, in which the production technology is linear

in capital. The analysis below shows that what matters is not the linearity of the production

technology but the linearity of the accumulation technology. But for now it makes sense to

start with the simpler case of the AK economy.

11.1.1 Demographics, Preferences, and Technology

Our focus in this chapter and in Part IV of the book is on economic growth, and as a first pass we

focus on balanced economic growth, defined as a growth path consistent with the Kaldor facts

(recall Chapter 2). As demonstrated in Chapter 8, balanced growth forces us to adopt CRRA

preferences as in the canonical neoclassical growth model (to ensure a constant intertemporal

elasticity of substitution).

Let us assume that the economy admits an infinitely-lived representative household, with

household size growing at the exponential rate n. The preferences of the representative house-

hold at time t = 0 are given by

∫ ∞

0

exp(−(ρ − n)t)
c(t)1−θ − 1

1 − θ
dt. (11.1)

Labor is supplied inelastically. The flow budget constraint of the household can be written as

ȧ(t) = (r(t) − n)a(t) + w(t) − c(t), (11.2)

where a(t) denotes assets per capita at time t , r(t) is the interest rate, w(t) is the wage rate

per capita, and n is the growth rate of population. As usual, let us impose the no-Ponzi game

constraint,

lim
t→∞

[

a(t) exp

(

−

∫ t

0

(r(s) − n)ds

)]

≥ 0. (11.3)

The Euler equation for the representative household is the same as before and implies the

following rate of consumption growth per capita:

ċ(t)

c(t)
=

1

θ
(r(t) − ρ). (11.4)

The transversality condition of the households then implies that

lim
t→∞

[

a(t) exp

(

−

∫ t

0

(r(s) − n)ds

)]

= 0. (11.5)

As before, this maximization is concave, and thus any solution to these conditions is in fact an

optimal plan for the representative household.
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The final good sector is similar to before, except that Assumptions 1 and 2 are not satisfied.

More specifically, suppose that the aggregate production function is given by

Y (t) = AK(t),

with A > 0. Notice that this production function does not depend on labor, and thus wage

earnings w(t) in (11.2) are equal to zero. This is one of the unattractive features of the baseline

AK model, but it is relaxed below (it is also relaxed in Exercises 11.3 and 11.4). Dividing both

sides of this equation by L(t) and as usual defining k(t) ≡ K(t)/L(t) as the capital-labor ratio,

we obtain per capita output as

y(t) ≡
Y (t)

L(t)

= Ak(t). (11.6)

Equation (11.6) has a number of notable differences from the production functions that satisfy

Assumptions 1 and 2. First, output is only a function of capital, and there are no diminishing

returns (i.e., it is no longer the case that f ′′(.) < 0). This feature is included only for simplicity,

and introducing diminishing returns to capital does not affect the main results of this section

(see Exercise 11.4). The more important assumption is that the Inada conditions embedded in

Assumption 2 are no longer satisfied. In particular,

lim
k→∞

f ′(k) = A > 0.

This feature is essential for sustained growth.

The conditions for profit-maximization are similar to those given before and require

that the marginal product of capital is equal to the rental price of capital: R(t) = r(t) + δ.

Since the marginal product of capital is constant and equal to A from (11.6), we have that for

all t , R(t) = A and

r(t) = r = A − δ. (11.7)

Since the marginal product of labor is zero, labor earnings are also equal to zero.

11.1.2 Equilibrium

A competitive equilibrium in this economy consists of paths of per capita consumption, capital-

labor ratio, wage rates, and rental rates of capital, [c(t), k(t), w(t), R(t)]∞
t=0

, such that the

representative household maximizes (11.1) subject to (11.2) and (11.3) given initial capital-

labor ratio k(0) and factor prices [w(t), r(t)]∞
t=0

such that w(t) = 0 for all t , and r(t) is given

by (11.7).

To characterize the equilibrium, note again that a(t) = k(t). Using the facts that r = A − δ

and w = 0, (11.2), (11.4), and (11.5) imply that

k̇(t) = (A − δ − n)k(t) − c(t), (11.8)

ċ(t)

c(t)
=

1

θ
(A − δ − ρ), (11.9)

and

lim
t→∞

[

k(t) exp(−(A − δ − n)t)
]

= 0. (11.10)
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Since the right-hand side of (11.9) is constant, there must be a constant rate of consumption

growth (and growth is positive as long as A − δ − ρ > 0). The rate of growth of consump-

tion is therefore independent of the level of capital stock per person, k(t). This independence

also implies that there are no transitional dynamics in this model. Starting from any k(0) > 0,

consumption per capita (and as we will see, the capital-labor ratio) immediately starts growing

at a constant rate. To establish this point more formally, let us integrate (11.9) starting from

some initial level of consumption c(0), which, as usual, will be determined from the lifetime

budget constraint. This gives

c(t) = c(0) exp

(

1

θ
(A − δ − ρ)t

)

. (11.11)

Since there is growth in this economy, we have to ensure that household utility is bounded

away from infinity, which is again equivalent to ensuring that the transversality condition is

satisfied. We also want to ensure positive growth. Let us therefore impose

A > ρ + δ > (1 − θ)(A − δ) + θn + δ. (11.12)

The first part of this condition ensures that there will be positive output and consumption

growth, while the second part is the analogue of the condition that ρ + θg > g + n in the

neoclassical growth model with technological progress.

11.1.3 Equilibrium Characterization

Let us first show that there are no transitional dynamics in this economy. In particular, not only

the growth rate of consumption but also the growth rates of capital and output are constant at

all points in time and are equal to the growth rate of consumption given in (11.9). Substituting

for c(t) from (11.11) into (11.8), we obtain

k̇(t) = (A − δ − n)k(t) − c(0) exp

(

1

θ
(A − δ − ρ)t

)

, (11.13)

which is a first-order nonautonomous linear differential equation in k(t). The solution is (recall

again Section B.4):

k(t) = κ exp((A − δ − n)t)

+ [(A − δ)(θ − 1)θ−1 + ρθ−1 − n]−1[c(0) exp(θ−1(A − δ − ρ)t)], (11.14)

where κ is a constant to be determined. Assumption (11.12) ensures that

(A − δ)(θ − 1)θ−1 + ρθ−1 − n > 0.

From (11.14), it may look like capital (capital-labor ratio) is not growing at a constant

rate, since it is the sum of two components growing at different rates. This is where the

transversality condition becomes useful. Let us substitute from (11.14) into the transversality

condition (11.10), which yields

lim
t→∞

[

κ + [(A − δ)(θ − 1)θ−1 + ρθ−1 − n]−1

× c(0) exp(−((A − δ)(θ − 1)θ−1 + ρθ−1 − n)t)
]

= 0.
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Since (A − δ)(θ − 1)θ−1 + ρθ−1 − n > 0, the second term in this expression converges to

zero as t → ∞. But the first term is a constant. Thus the transversality condition can only be

satisfied if κ = 0. Therefore (11.14) implies that

k(t) = [(A − δ)(θ − 1)θ−1 + ρθ−1 − n]−1[c(0) exp(θ−1(A − δ − ρ)t)] (11.15)

= k(0) exp(θ−1(A − δ − ρ)t),

where the second line immediately follows from the fact that capital is equal to k(0) at t = 0.

Therefore capital and output grow at the same rate as consumption.

Equation (11.15) pins down the initial level of consumption per capita as

c(0) = [(A − δ)(θ − 1)θ−1 + ρθ−1 − n]k(0). (11.16)

Note that in this simple AK model, growth is not only sustained but is also endogenous in

the sense of being affected by underlying parameters. For example, consider an increase in

the discount rate, ρ. Recall that in the Ramsey model, such a change only influenced the level

of income per capita—it could have no effect on the growth rate, which was determined by

the exogenous labor-augmenting rate of technological progress. Here it is straightforward to

verify that an increase in ρ reduces the growth rate; households become less patient, and the

rate of capital accumulation declines. Since capital accumulation is the engine of growth, the

equilibrium rate of growth will decline. Similarly, changes in A and θ affect the levels and

growth rates of consumption, capital, and output.

Finally, let us calculate the (equilibrium) saving rate. It is defined as total investment (which

is equal to increase in capital plus replacement investment) divided by output. Thus we have

s =
K̇(t) + δK(t)

Y (t)

=
k̇(t)/k(t) + n + δ

A

=
A − ρ + θn + (θ − 1)δ

θA
, (11.17)

where the last equality exploits the fact that k̇(t)/k(t) = (A − δ − ρ)/θ . This equation implies

that the saving rate, which was taken as constant and exogenous in the basic Solow model, is

again constant over time, but now depends on preferences and technology.

Proposition 11.1 Consider the AK economy with a representative household with prefer-

ences given by (11.1) and the production technology given by (11.6). Suppose that condition

(11.12) holds. Then there exists a unique equilibrium path in which consumption, capital, and

output per capita all grow at the same rate g∗ ≡ (A − δ − ρ)/θ > 0 starting from any initial

positive capital stock per capita k(0) > 0, and the saving rate is given by (11.17).

One important implication of the AK model is that since all markets are competitive, there

is a representative household, and there are no externalities, the competitive equilibrium will

be Pareto optimal. This can be proved either using the First Welfare Theorem (Theorem 5.6)

or by directly constructing the optimal growth solution.
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Proposition 11.2 Consider the AK economy with a representative household with prefer-

ences given by (11.1) and the production technology given by (11.6). Suppose that condition

(11.12) holds. Then the unique competitive equilibrium is Pareto optimal.

Proof. See Exercise 11.2.

11.1.4 The Role of Policy

It is straightforward to incorporate policy differences into this framework and investigate their

implications for the equilibrium growth rate. Suppose that there is a tax rate equal to τ on

capital income as in Chapter 8. The budget constraint of the representative household then

becomes

ȧ(t) = ((1 − τ)r(t) − n)a(t) + w(t) − c(t). (11.18)

Repeating the analysis above immediately implies that this tax adversely affects the growth

rate of the economy, which becomes (see Exercise 11.5):

g =
(1 − τ)(A − δ) − ρ

θ
. (11.19)

Moreover it can be calculated that the saving rate is

s =
(1 − τ)A − ρ + θn − (1 − τ − θ)δ

θA
, (11.20)

which is a decreasing function of τ provided that A − δ > 0. Therefore in this model the

equilibrium saving rate responds endogenously to policy. In addition, since the saving rate

is constant, differences in policies lead to permanent differences in the rate of capital accumu-

lation. This observation has an important implication. While in the baseline neoclassical growth

model, even reasonably large differences in distortions (e.g., eightfold differences in τ ) could

only have limited effects on differences in income per capita, here even small differences in τ

can have very large effects. In particular, consider two economies with the same technology

and preferences but with different (constant) tax rates on capital income, τ and τ ′ > τ . Then

for any τ ′ > τ ,

lim
t→∞

Y (τ ′, t)

Y (τ, t)
= 0,

where Y (τ, t) denotes aggregate output in the economy with tax τ at time t . Therefore even

small policy differences can have very large effects in the long run. So why does the literature

focus on the inability of the standard neoclassical growth model to generate large differences

rather than the possibility that the AK model can generate arbitrarily large differences? The

reason is twofold: first, as noted above, the AK model—with no diminishing returns and the

share of capital in national income asymptoting to 1—is not viewed as a good approximation

to reality. Second, and related to the discussion in Chapter 1, most economists believe that the

relative stability of the world income distribution in the postwar era makes it more attractive to

focus on models in which there is a stationary world income distribution rather than on models

in which small policy differences can lead to permanent growth differences. Whether this last

belief is justified is, in part, an empirical question.
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11.2 The AK Model with Physical and Human Capital

As pointed out in the previous section, a major shortcoming of the baseline AK model is that the

share of capital in national income is equal to 1 (or limits to 1 as in the variants of the AK model

studied in Exercises 11.3 and 11.4). One way of enriching the AK model and avoiding these

problems is to include both physical and human capital. I now briefly discuss this extension.

Suppose that the economy admits a representative household with preferences given by (11.1).

The production side of the economy is similar to Section 10.4, except that human capital now

more plausibly increases the efficiency units of labor (rather than being a separate factor of

production). In particular, the aggregate production function takes the form

Y (t) = F(K(t), H(t)), (11.21)

where H(t) denotes efficiency units of labor (or human capital), which accumulate in the same

way as physical capital. The production function F(., .) now satisfies Assumptions 1 and 2.

Suppose, to simplify the analysis, that there is no population growth, and thus n = 0.

The budget constraint of the representative household is given by

ȧ(t) = r(t)a(t) + w(t)h(t) − c(t) − ih(t), (11.22)

where h(t) denotes the effective units of labor (human capital) of the representative household,

w(t) is wage rate per unit of human capital, and ih(t) is investment in human capital. As in

Section 10.4, human capital evolves according to the differential equation

ḣ(t) = ih(t) − δhh(t), (11.23)

where δh is the depreciation rate of human capital. The evolution of the capital stock is again

given from the observation that k(t) = a(t), and the depreciation rate of physical capital is

denoted by δk. In this model, the representative household maximizes its utility by choosing

the paths of consumption, human capital investments, and asset holdings. Competitive factor

markets imply that

R(t) = f ′(k(t)) and w(t) = f (k(t)) − k(t)f ′(k(t)), (11.24)

where, the effective capital-labor ratio is now given by dividing the capital stock by the stock

of human capital in the economy:

k(t) ≡
K(t)

H(t)
.

A competitive equilibrium of this economy consists of paths of per capita consumption,

capital-labor ratio, wage rates, and rental rates of capital, [c(t), k(t), w(t), R(t)]∞
t=0

, such that

the representative household maximizes (11.1) subject to (11.3), (11.22), and (11.23) given the

initial effective capital-labor ratio k(0) and factor prices [w(t), R(t)]∞
t=0

that satisfy (11.24).

To characterize the competitive equilibrium, let us set up the current-value Hamiltonian for

the representative household with costate variables µa and µh:

H(a, h, c, ih, µa, µk) =
c(t)1−θ − 1

1 − θ
+ µa(t)

[

r(t)a(t) + w(t)h(t) − c(t) − ih(t)
]

+ µh(t)
[

ih(t) − δhh(t)
]

.
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Once again, using Theorem 7.13 we can generate the following candidate solution to this

maximization problem (see Exercise 11.8):

µa(t) = µh(t) = µ(t) for all t,

w(t) − δh = r(t) for all t,

ċ(t)

c(t)
=

1

θ
(r(t) − ρ) for all t.

(11.25)

Intuitively, there are no constraints on human and physical capital investments; thus the shadow

values of these two different types of investments have to be equal at all points in time as

stated in the first condition in (11.25). This in turn yields the second condition in (11.25),

equating the rates of return on human and physical capital. The third condition is the standard

Euler equation. It can be verified that the current-value Hamiltonian is concave and satisfies

the sufficiency conditions in Theorem 7.14. Therefore a solution to the conditions in (11.25)

necessarily solves the representative household’s maximization problem. Moreover, with the

same argument as in Exercise 8.11, this solution is unique.

Combining (11.25) with (11.24) yields

f ′(k(t)) − δk = f (k(t)) − k(t)f ′(k(t)) − δh for all t .

Since the left-hand side is decreasing in k(t), while the right-hand side is increasing, the

effective capital-labor ratio must satisfy

k(t) = k∗ for all t .

Proposition 11.3 Consider the AK economy with physical and human capital, with pref-

erences given by (11.1), and the production technology given by (11.21). Let k∗ be given by

f ′(k∗) − δk = f (k∗) − k∗f ′(k∗) − δh. (11.26)

Suppose that f ′(k∗) > ρ + δk > (1 − θ)(f ′(k∗) − δ) + δk. Then in this economy there exists

a unique equilibrium path in which consumption, human capital, physical capital, and output

all grow at the same rate g∗ ≡ (f ′(k∗) − δk − ρ)/θ > 0 starting from any initial conditions,

where k∗ is given by (11.26). The share of capital in national income is constant and less than

1 at all times.

Proof. See Exercise 11.9.

The advantage of the economy studied here compared to the baseline AK model is that it

generates a stable factor distribution of income, with a significant fraction of national income

accruing to labor (as rewards to human capital). Consequently the current model cannot be

criticized on the basis of generating counterfactual results on the capital share of GDP. A

similar analysis to that in the previous section also shows that the current model generates

long-run differences in growth rates from small policy differences. Therefore it can account

for arbitrarily large differences in income per capita across countries. Nevertheless it does so

partly by generating large human capital differences across countries. As such, the empirical

mechanism through which these large cross-country income differences are generated may

again not fit with the empirical patterns discussed in Chapter 3. Moreover, given substantial

differences in policies across economies in the postwar period, like the baseline AK economy,

the current model suggests significant changes in the world income distribution, whereas the

evidence in Chapter 1 points to a relatively stable postwar world income distribution.
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11.3 The Two-Sector AK Model

The models studied in the previous two sections are attractive in many respects: they generate

sustained growth, and the equilibrium growth rate responds to policy, underlying preferences,

and technology. Moreover, these are very close cousins of the neoclassical model. In fact, as

argued there, the endogenous growth equilibrium is Pareto optimal.

One unattractive feature of the baseline AK model of Section 11.1 is that all national

income accrues to capital. Essentially it is a one-sector model with only capital as the factor

of production. This limitation makes it difficult to apply this model to real-world situations.

The model in the previous section avoids this problem, but at some level it does so by creating

another factor of production that accumulates linearly, so that the equilibrium structure is again

equivalent to the one-sector AK economy. Therefore in some deep sense the economies of both

sections are one-sector models. Another important shortcoming in addition to this one-sector

property is that these models do not delineate the key feature driving sustained growth. What

is important for sustained growth is not that the production technology is AK but instead the

related feature that the accumulation technology is linear. In this section, I discuss a richer two-

sector model of neoclassical endogenous growth based on Rebelo (1991). This model generates

constant factor shares in national income without introducing human capital accumulation. It

also illustrates the role of differences in the capital intensity of the production functions of

consumption and investment goods.

The preference and demographics are the same as in Section 11.1; in particular, (11.1)–

(11.5) apply as before (but with a slightly different interpretation for the interest rate in (11.4)

as discussed below). Moreover, to simplify the analysis, suppose that there is no population

growth, that is, n = 0, and that the total amount of labor in the economy, L, is supplied

inelastically.

The main difference is in the production technology. Rather than a single good used for

consumption and investment, let us now envisage an economy with two sectors. The first sector

produces consumption goods with the following technology:

C(t) = BKC(t)αLC(t)1−α, (11.27)

where the subscript “C” denotes that these are capital and labor used in the consumption sector,

which has a Cobb-Douglas technology. In fact, the Cobb-Douglas assumption here is quite

important in ensuring that the share of capital in national income is constant (see Exercise

11.12). The capital accumulation equation is given by

K̇(t) = I (t) − δK(t),

where I (t) denotes investment. Investment goods are produced in the second sector, which has

a different technology from (11.27):

I (t) = AKI (t). (11.28)

The distinctive feature of the technology for the investment goods sector, (11.28), is that it is

linear in the capital stock and does not feature labor. This assumption is an extreme version

of one often made in two-sector models, that the investment good sector is more capital

intensive than the consumption good sector. In the data there seems to be some support for

this assumption, though the capital intensities of many sectors have been changing over time

as the nature of consumption and investment goods has changed.
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Market clearing implies that for all t , we have

KC(t) + KI (t) ≤ K(t)

for capital, and

LC(t) ≤ L

for labor (since labor is only used in the consumption sector).

An equilibrium in this economy is defined similarly to that in the neoclassical economy but

also features an allocation decision of capital between the two sectors. Moreover, since the

two sectors are producing two different goods—consumption and investment goods—there is

a relative price between the two sectors that adjusts endogenously.

Since both market clearing conditions will hold as equalities (the marginal product of both

factors is always positive), we can simplify notation by letting κ(t) denote the share of capital

used in the investment sector, so that

KC(t) = (1 − κ(t))K(t), and KI (t) = κ(t)K(t).

From profit maximization, the rate of return to capital has to be the same when it is employed

in the two sectors. Let the price of the investment good be denoted by pI (t) and that of the

consumption good by pC(t). Then (11.27) and (11.28) imply

pI (t)A = pC(t)αB

(

L

(1 − κ(t))K(t)

)1−α

. (11.29)

Define a balanced growth path (BGP) as an equilibrium path in which κ(t) is constant and

equal to some κ∗ ∈ [0, 1]. Moreover let us choose the consumption good as the numeraire, so

that pC(t) = 1 for all t . Then differentiating (11.29) implies that in the BGP,

ṗI (t)

pI (t)
= −(1 − α)gK, (11.30)

where gK is the BGP growth rate of capital.

As noted above, the Euler equation (11.4) still holds, but the relevant interest rate has to be

for consumption-denominated loans, denoted by rC(t). This is the interest rate that measures

how many units of consumption good an individual will receive tomorrow by giving up one

unit of consumption today. Since the relative prices of consumption goods and investment

goods are changing over time, the proper calculation goes as follows. By giving up one unit

of consumption, the individual will buy 1/pI (t) units of capital goods. These goods have an

instantaneous return of rI (t). In addition the individual receives the one unit of capital, which

has now experienced a change in its price of ṗI (t)/pI (t). Finally, she has to buy consumption

goods, whose prices change by ṗC(t)/pC(t). Therefore the general formula of the rate of return

denominated in consumption goods in terms of the rate of return denominated in investment

goods is

rC(t) =
rI (t)

pI (t)
+

ṗI (t)

pI (t)
−

ṗC(t)

pC(t)
. (11.31)
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Given the choice of numeraire, ṗC(t)/pC(t) = 0. Moreover, ṗI (t)/pI (t) is given by (11.30).

Finally,

rI (t)

pI (t)
= A − δ

given the linear technology in (11.28). Therefore we have

rC(t) = A − δ +
ṗI (t)

pI (t)
.

and from (11.30), the BGP consumption-denominated rate of return is

rC = A − δ − (1 − α)gK .

From (11.4), this rate of return implies a consumption growth rate of

gC =
Ċ(t)

C(t)
=

1

θ
(A − δ − (1 − α)gK − ρ). (11.32)

Now differentiate (11.27) and use the fact that labor is always constant to obtain

Ċ(t)

C(t)
= α

K̇C(t)

KC(t)
,

which, from the constancy of κ(t) in BGP, implies the following BGP relationship:

gC = αgK .

Substituting this equation into (11.32), we obtain

g∗
K

=
A − δ − ρ

1 − α(1 − θ)
, (11.33)

and

g∗
C

= α
A − δ − ρ

1 − α(1 − θ)
. (11.34)

What about wages? Because labor is being used in the consumption good sector, wages are

positive. Since labor markets are competitive, the wage rate at time t is given by

w(t) = (1 − α)pC(t)B

(

(1 − κ(t))K(t)

L

)α

.

Therefore in the BGP we have

ẇ(t)

w(t)
=

ṗC(t)

pC(t)
+ α

K̇(t)

K(t)

= αg∗
K

,

which implies that wages also grow at the same rate as consumption.
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Moreover, with the same arguments as in Section 11.2, it can be shown that there are no

transitional dynamics in this economy. This analysis establishes the following proposition.

Proposition 11.4 In the above-described two-sector neoclassical economy, there exists

a unique equilibrium where, for any K(0) > 0, consumption and labor income grow at the

constant rate given by (11.34), while the capital stock grows at the constant rate given by

(11.33).

Policy analysis in this model is similar to that in the basic AK model: taxes on investment

income or other policies that discourage investment will depress growth.

One important implication of this model that differs from the neoclassical growth model is

that there is continuous capital deepening. Capital grows at a faster rate than consumption and

output. Whether this feature is realistic is debatable. The Kaldor facts, discussed in Chapter 2,

include constant capital-output ratio as one of the requirements of balanced growth. The

“balanced growth” here does not have this feature. For much of the twentieth century, the

capital-output ratio appears to have been constant, but it has been increasing steadily over

the past 30 years. Part of the reason is relative price adjustments. New capital goods are of

higher quality, which needs to be incorporated in calculating the capital-output ratio. These

calculations have only been performed in the recent past, which may explain why capital-

output ratio has been constant in the earlier part of the twentieth century but not recently. Thus

it is not clear whether a constant or an increasing capital-output ratio is a better approximation

to reality.

11.4 Growth with Externalities

The model that started much of endogenous growth theory and revived economists’ interest

in economic growth was presented in Paul Romer’s (1986a) paper. Romer’s objective was to

model the process of knowledge accumulation. He realized that this would be difficult in the

context of a competitive economy. His initial solution (later updated and improved in his and

others’ work during the 1990s) was to consider knowledge accumulation to be a by-product

of capital accumulation. In other words, Romer introduced technological spillovers, similar to

the human capital externalities discussed in Chapter 10. While arguably crude, this approach

captures an important dimension of knowledge, namely, that knowledge is a largely nonrival

good—once a particular technology has been discovered, many firms can make use of this

technology without preventing others from using the same knowledge. Nonrivalry does not

imply knowledge is also nonexcludable (which would make it a pure public good). A firm that

discovers a new technology may use patents or trade secrecy to prevent others from using it, for

example, to gain a competitive advantage. These issues are discussed in Part IV of the book.

For now it suffices to note that some of the important characteristics of knowledge and its role

in the production process can be captured in a reduced-form way by introducing technological

spillovers. I next discuss a version of the model in Romer’s (1986a) paper that introduces such

technological spillovers as the engine of economic growth. While the type of technological

spillovers used in this model are unlikely to be the engine of sustained growth in practice,

the model is a good starting point for our analysis of endogenous technological progress,

since its similarity to the baseline AK economy makes it a tractable model of knowledge

accumulation.
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11.4.1 Preferences and Technology

Consider an economy without any population growth (we will see why this condition is im-

portant). For reasons that will become clear, instead of working with the aggregate production

function, let us assume that the production side of the economy consists of a set [0, 1] of firms.

The production function of each firm i ∈ [0, 1] is

Yi(t) = F(Ki(t), A(t)Li(t)), (11.35)

where Ki(t) and Li(t) are capital and labor rented by a firm i. Notice that the labor-augmenting

technology, A(t), is not indexed by i, since it is common to all firms. Suppose that the

production function F satisfies Assumptions 1 and 2. Let us normalize the measure of final

good producers to 1, so that

∫ 1

0

Ki(t)di = K(t),

and

∫ 1

0

Li(t)di = L

for all t , where L is the constant level of labor (supplied inelastically). Firms are competitive

in all markets, which implies that they all have the same capital–effective labor ratio, and

moreover factor prices are given by their marginal products:

w(t) =
∂F (K(t), A(t)L)

∂L
,

and

R(t) =
∂F (K(t), A(t)L)

∂K(t)
.

The key assumption of Romer (1986a) is that although firms take A(t) as given, this stock

of technology (knowledge) advances endogenously for the economy as a whole. In particular,

Romer assumes that this takes place because of spillovers across firms and attributes these

spillovers to physical capital. Robert Lucas (1988) develops a similar model in which the

structure is identical, but spillovers work through human capital (i.e., Romer has physical

capital externalities, but Lucas has human capital externalities).

The idea of externalities is not uncommon to economists, but both Romer and Lucas make

an extreme assumption of sufficiently strong externalities that A(t) can grow continuously at

the economy level. In particular, Romer assumes that

A(t) = BK(t), (11.36)

so that the knowledge stock of the economy is proportional to its capital stock. This assumption

can be motivated by “learning-by-doing,” whereby greater investments in certain sectors

increase the experience (of firms, workers, and managers) in the production process, making the

production process itself more productive. Alternatively the knowledge stock of the economy

could be a function of the cumulative output that the economy has produced up to now, thus

giving it more of a flavor of “learning-by-doing.” Notice also that (11.35) and (11.36) imply

that the aggregate production function of this economy exhibits increasing returns to scale. As
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discussed in detail in Part IV, this property is a very common feature of models of endogenous

growth. This feature also highlights that in this class of models we can no longer appeal to

the Representative Firm Theorem (Theorem 5.4). Thus I specified the production function

and equilibrium behavior of each firm in the economy. More generally, Theorem 5.4 applies

when there are no externalities and all firms are price-taking, whereas almost all models

of endogenous technology—starting with the Romer model in this section—involve either

technological externalities or monopolistic competition.

Substituting for (11.36) into (11.35) and using the fact that all firms are functioning at

the same capital–effective labor ratio and that F is homogeneous of degree 1, the production

function of each firm can be written as

Y (t) = F(K(t), BK(t)L).

Since the measure of firms is equal to 1, this equation also gives aggregate output. Using the

fact that F(., .) is homogeneous of degree 1, we can write

Y (t)

K(t)
= F(1, BL)

≡ f̃ (L).

Output per capita is therefore

y(t) ≡
Y (t)

L

=
Y (t)

K(t)

K(t)

L

= k(t)f̃ (L),

where again k(t) ≡ K(t)/L is the capital-labor ratio in the economy.

Marginal products and factor prices can then be expressed in terms of the normalized

production function, now f̃ (L):

w(t) = K(t)f̃ ′(L), (11.37)

and the rental rate of capital is constant at

R(t) = R = f̃ (L) − Lf̃ ′(L). (11.38)

11.4.2 Equilibrium

A competitive equilibrium is defined similarly to that in the neoclassical growth model as a

path of consumption and capital stock for the economy, [C(t), K(t)]∞
t=0

, that maximizes the

utility of the representative household and wage and rental rates, [w(t), R(t)]∞
t=0

, that clear

markets. The important feature is that because the knowledge spillovers in (11.36) are external

to each firm, equilibrium factor prices are given by (11.37) and (11.38)—that is, they do not

price the role of the capital stock in increasing future productivity.

Since the market rate of return is r(t) = R(t) − δ, it is also constant. The usual consumption

Euler equation (11.4) then implies that consumption must grow at the constant rate given by
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g∗
C

=
1

θ
(f̃ (L) − Lf̃ ′(L) − δ − ρ). (11.39)

It is also clear that capital grows at the same rate as consumption, so the rate of capital, output,

and consumption growth are all given by (11.39) (see Exercise 11.15).

Let us assume that

f̃ (L) − Lf̃ ′(L) − δ − ρ > 0, (11.40)

so that there is positive growth, but the growth is not fast enough to violate the transversality

condition (finiteness of utility):

(1 − θ)(f̃ (L) − Lf̃ ′(L) − δ) < ρ. (11.41)

Proposition 11.5 Consider the Romer model with physical capital externalities. Suppose

that conditions (11.40) and (11.41) are satisfied. Then there exists a unique equilibrium path

where starting with any level of capital stock K(0) > 0, capital, output, and consumption grow

at the constant rate (11.39).

Proof. Much of this proposition is proved in the preceding discussion. You are asked to verify

the transversality conditions and show that there are no transitional dynamics in Exercise 11.16.

This model therefore provides us with the first example of endogenous technological

change. The technology of the economy, A(t) as given in (11.36), evolves endogenously as a

result of the investment decisions of firms. Consequently the growth rate of the economy is

endogenous, even though none of the firms purposefully invest in research or acquiring new

technologies.

Population must be constant in this model because of a scale effect. Since f̃ (L) − Lf̃ ′(L)

is always increasing in L (by Assumption 1), a higher population (labor force) L leads to

a higher growth rate. The scale effect refers to this relationship between population and the

equilibrium rate of economic growth. If population were growing, then the economy would

not admit a steady state (BGP), and the growth rate of the economy would increase over time

(with output reaching infinity in finite time, thus violating the finiteness of household utility

and the transversality condition). The implications of positive population growth are discussed

further in Exercise 11.18. Scale effects and how they can be removed are discussed in detail

in Chapter 13.

11.4.3 Pareto Optimal Allocations

Given the presence of externalities, it is not surprising that the decentralized equilibrium

characterized in Proposition 11.5 is not Pareto optimal. To characterize the allocation that

maximizes the utility of the representative household, let us again set up the current-value

Hamiltonian and look for a candidate path that satisfies the conditions in Theorem 7.13 (see

Exercise 11.17). The per capita accumulation equation for this economy can be written as

k̇(t) = f̃ (L)k(t) − c(t) − δk(t).

The current-value Hamiltonian is

Ĥ (k, c, μ) =
c(t)1−θ − 1

1 − θ
+ μ(t)[f̃ (L)k(t) − c(t) − δk(t)],
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and the necessary conditions for a candidate solution are

Ĥc(k, c, μ) = c(t)−θ − μ(t) = 0,

Ĥk(k, c, μ) = μ(t)[f̃ (L) − δ] = −μ̇(t) + ρμ(t),

lim
t→∞

[
exp(−ρt)μ(t)k(t)

]
= 0.

Using standard arguments (recall Section 7.7 in Chapter 7), it is straightforward to verify that

the current-value Hamiltonian satisfies the conditions in Theorem 7.14, so that these conditions

are sufficient for a unique Pareto optimum (see Exercise 11.17).

Combining these equations immediately yields that the social planner’s allocation also

features a constant growth rate of consumption (and output) given by

gS
C

=
1

θ
(f̃ (L) − δ − ρ).

This rate is always greater than g∗
C

as given by (11.39), since f̃ (L) > f̃ (L) − Lf̃ ′(L). Essen-

tially the social planner takes into account that by accumulating more capital, she is improving

productivity in the future. Since this effect is external to the firms, the decentralized economy

fails to internalize this spillover. This result is summarized in the next proposition.

Proposition 11.6 In the above-described Romer model with physical capital externalities,

the decentralized equilibrium is Pareto suboptimal and grows at a slower rate than the

allocation that would maximize the utility of the representative household.

Exercise 11.19 asks you to characterize various different types of policies that can close the

gap between the equilibrium and Pareto optimal allocations.

11.5 Taking Stock

This chapter ends our investigation of (closed-economy) neoclassical growth models. It also

opens the way for the analysis of endogenous technological progress in the next part of the

book. The models presented in this chapter are, in many ways, more tractable and easier than

those in earlier chapters. This tractability is a feature of the linearity of the models (most

clearly visible in the AK model). Such linearity removes transitional dynamics and leads to a

more tractable mathematical structure. Linearity, of course, is essential for sustained economic

growth. If strong concavity sets in (especially concavity consistent with the Inada conditions as

in Assumption 2), sustained (endogenous) growth will not be possible. Therefore (asymptotic)

linearity is an essential ingredient of any model that leads to sustained growth. The baseline AK

model and its cousins make this linear structure quite explicit. While this type of linearity is not

as apparent (and is often derived rather than assumed), it is also a feature of the endogenous

technology models studied in the next part of the book. Nevertheless we will also see that

linearity in the endogenous technology models often results from more interesting economic

interactions than those in the models of this chapter.

There is another sense in which the material in this chapter does not do justice to issues of

sustained growth. As discussed in Chapter 3, modern economic growth appears to be intimately
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connected to technological progress. Except for the Romer model of Section 11.4, the models

studied in this chapter do not feature technological progress. This omission does not imply

that they are necessarily inconsistent with the data. As already noted in Chapter 3, there is a

lively debate about whether the observed total factor productivity growth is partly a result of

the mismeasurement of inputs. If so, it could be that much of what we measure as technological

progress is in fact capital deepening, which is the essence of economic growth in the AK model

and its variants. Consequently the debate about the measurement of total factor productivity

has important implications for what types of models we should use for thinking about world

economic growth and cross-country income differences. In the final analysis, however, it seems

unlikely that some form of technological progress has not played an important role in the

process of economic growth over the past 200 years.

The discussion in this chapter has also revealed another important tension. Chapters 3 and

8 demonstrated that the neoclassical growth model (or the simpler Solow growth model) has

difficulty in generating the very large income differences across countries that we observe in

the data. Even if we choose quite large differences in cross-country distortions (e.g., eightfold

differences in effective tax rates), the implied steady-state differences in income per capita

are relatively modest. As noted before, this observation has generated a large literature that

seeks reasonable extensions of the neoclassical growth model in order to derive more elastic

responses to policy distortions and so provide a better mapping of these models to differences

across countries. The models presented in this chapter, like those that we will encounter in

the next part of the book, suffer from the opposite problem. They imply that even small

differences in policies, technological opportunities, or other characteristics of societies lead

to permanent differences in long-run growth rates. Consequently these models can explain

very large differences in living standards from small policy, institutional, or technological

differences. But this ability is both a blessing and a curse. The by-product of generating

large cross-country differences from small policy or technological differences is that these

models also predict an ever-expanding world income distribution—countries with different

characteristics should grow at permanently different rates. The relative stability of the world

income distribution in the postwar era pointed out in Chapter 1 is then a challenge to the

baseline endogenous growth models.

Although one can debate whether endogenous growth models, with each country growing

at a potentially different long-run rate, are a better approximation to postwar data than models

in which there is a stable world income distribution, at some level this debate is not particularly

interesting. First, there is more to understanding the nature of the growth process and the role

of technological progress than simply looking at the postwar data. As illustrated in Chapter 1,

the era of divergence is not the past 60 years, but the nineteenth century. Therefore we should

not just focus on postwar data but also confront our growth models with historical data. These

data are both richer and more informative about the era when the divergence across countries

began. Second, as discussed in Chapters 18 and 19, most economies do not generate their own

technology by R&D but largely import or adopt these technologies from more advanced nations

(or from the world technology frontier). They also engage in substantial trade with other coun-

tries. Once technological, financial, and trade interdependences across countries are modeled,

the sharp distinction between models of exogenous and endogenous growth disappears. This

point again reiterates the potential pitfalls in modeling “each country as an island,” especially

when we wish to map these models to data. Having noted the importance of understanding inter-

dependences across nations, in Part IV I follow the established literature and develop the models

of endogenous technological progress without international interdependences, only returning

to these themes in Chapters 18 and 19.
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11.6 References and Literature

The AK model discussed in Section 11.1 is a special case of Rebelo’s (1991) model (discussed

in greater detail in Section 11.3). It is also a special case of von Neumann’s (1945) seminal

contribution to growth economics (this 1945 paper is the translation of the original, 1937,

German article). Solow’s (1970) book also discussed the AK model (naturally with exogenous

savings), but dismissed it as uninteresting. A more complete treatment of sustained neoclassical

economic growth is provided in Jones and Manuelli (1990), who show that even convex models

(with production functions that satisfy Assumption 1 but, naturally, not Assumption 2) are

consistent with sustained long-run growth. Exercise 11.4 is a version of the convex neoclassical

endogenous growth model of Jones and Manuelli.

Barro and Sala-i-Martin (2004) discuss a variety of two-sector endogenous growth models

with physical and human capital, similar to the model presented in Section 11.2, though the

model presented here is much simpler than those analyzed in the literature.

Romer (1986a) is a pioneering paper of the endogenous growth literature, and the model

presented in Section 11.4 is based on this paper. The importance of Romer’s paper stems

not only from the model itself but also from two other features. The first is its emphasis

on potential noncompetitive elements to generate long-run economic growth (in this case

knowledge spillovers). The second is its emphasis on the nonrival nature of knowledge and

ideas. These issues are discussed in greater detail in Part IV.

Another paper that has played a major role in the new growth literature is Lucas (1988),

which constructs an endogenous growth model similar to that of Romer (1986a), but with

human capital accumulation and human capital externalities. Lucas’s model also builds on the

important work by Uzawa (1964). Lucas’s paper has played two major roles in the literature.

First, it emphasized the empirical importance of sustained economic growth and thus was

instrumental in generating interest in the newly emerging endogenous growth models. Second,

it emphasized the importance of human capital and especially of human capital externalities.

Since the role of human capital was discussed extensively in Chapter 10, which also showed

that the evidence for human capital externalities is rather limited, I focused on the Romer rather

than the Lucas model in this chapter. It turns out that the Lucas model also generates transitional

dynamics, which are slightly more difficult to characterize than the standard neoclassical

transitional dynamics. A version of the Lucas model is discussed in Exercise 11.21.

11.7 Exercises

11.1 Derive (11.14).

11.2 Prove Proposition 11.2.

11.3 Consider the following continuous-time neoclassical growth model:

∫ ∞

0

exp(−(ρ − n)t)
c(t)1−θ − 1

1 − θ
dt,

with aggregate production function

Y (t) = AK(t) + BL(t),

where A, B > 0.

(a) Define a competitive equilibrium for this economy.
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(b) Set up the current-value Hamiltonian for the representative household. Characterize the

solution. Combine this solution with equilibrium factor prices, and derive the equilibrium

path. Show that the equilibrium path displays nontrivial transitional dynamics.

(c) Determine the evolution of the labor share of national income over time.

(d) Analyze the impact of an unanticipated increase in B on the equilibrium path.

(e) Prove that the equilibrium is Pareto optimal.

11.4 Consider the following continuous-time neoclassical growth model:

∫ ∞

0

exp(−(ρ − n)t)
c(t)1−θ − 1

1 − θ
dt,

with production function

Y (t) = A
[
L(t)

σ−1
σ + K(t)

σ−1
σ

] σ
σ−1

.

(a) Define and characterize a competitive equilibrium for this economy.

(b) Prove that the equilibrium is Pareto optimal.

(c) Show that if σ ≤ 1, sustained growth is not possible.

(d) Show that if A and σ are sufficiently large, this model generates asymptotically sustained

growth because of capital accumulation. Interpret this result.

(e) Characterize the transitional dynamics of the equilibrium path.

(f ) What is happening to the share of capital in national income? Is this behavior plausible? How

would you modify the model to ensure that the share of capital in national income remains

constant?

(g) Now assume that returns from capital are taxed at the rate τ . Determine the asymptotic growth

rate of consumption and output.

11.5 Derive (11.19) and (11.20).

11.6 Consider the neoclassical growth model with Cobb-Douglas technology y(t) = Ak(t)α (expressed

in per capita terms) and log preferences. Characterize the equilibrium path of this economy, and

show that as α → 1, the equilibrium path approaches that of the baseline AK economy. Interpret

this result.

11.7 Consider the baseline AK model of Section 11.1 and suppose that two otherwise-identical

countries have different taxes on the rate of return on capital. Consider the following calibration

of the model: A = 0.15, δ = 0.05, ρ = 0.02, and θ = 3. Suppose that the first country has a capital

income tax rate of τ = 0.2, while the second country has a tax rate of τ ′ = 0.4. Suppose that the

two countries start with the same level of income in 1900 and experience no change in technology

or policies for the next 100 years. What will be the relative income gap between the two countries

in 2000? Discuss this result and explain why you do (or do not) find the implications plausible.

11.8 (a) Verify that Theorems 7.13 and 7.14 from Chapter 7 can be applied to the two-sector model

in Section 11.2. [Hint: use a similar argument to that in Section 7.7.]

(b) Prove that the consumer optimization problem in Section 11.2 leads to the conditions enu-

merated in (11.25).

11.9 Prove Proposition 11.3.

11.10 Prove that the competitive equilibrium of the economy in Section 11.2, characterized in Proposi-

tion 11.3, is Pareto optimal and coincides with the solution to the optimal growth problem.

11.11 Show that the rate of population growth has no effect on the equilibrium growth rate of the

economies studied in Sections 11.1 and 11.2. Explain why. Do you find this prediction to be

plausible?
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11.12 Show that in the model of Section 11.3, if the Cobb-Douglas assumption is relaxed, there does

not exist a BGP with a constant share of capital income in GDP.

11.13 Consider the effect of an increase in α on the competitive equilibrium of the model in Section

11.3. Why does it increase the rate of capital accumulation in the economy?

11.14 Consider a variant of the model studied in Section 11.3 in which the technology in the consumption

good sector is still given by (11.27), while the technology in the investment good sector is

modified to

I (t) = A(KI (t))
β(LI (t))

1−β,

where β ∈ (α, 1). The labor market clearing condition now requires LC(t) + LI (t) ≤ L(t). The

rest of the environment is unchanged.

(a) Define a competitive equilibrium.

(b) Characterize the steady-state equilibrium, and show that it does not involve sustained growth.

(c) Explain why the long-run growth implications of this model differ from those of Section

11.3.

(d) Analyze the steady-state income differences between two economies taxing capital at the

rates τ and τ ′. What are the roles of the parameters α and β in determining these relative

differences? Why do the implied magnitudes differ from those in the one-sector neoclassical

growth model?

11.15 In the Romer model presented in Section 11.4, let g∗
C

be the growth rate of consumption and

g∗ the growth rate of aggregate output. Show that g∗
C

> g∗ is not feasible, while g∗
C

< g∗ would

violate the transversality condition.

11.16 Consider the Romer model presented in Section 11.4. Prove that the allocation in Proposition

11.5 satisfies the transversality condition. Prove also that there are no transitional dynamics in

this equilibrium.

11.17 In the Romer model presented in Section 11.4, verify that Theorems 7.13 and 7.14 can be applied

both to the representative household’s problem and to the social planner’s problem.

11.18 Consider the Romer model presented in Section 11.4, and suppose that population grows at the

rate n > 0. Characterize the labor market clearing conditions. Formulate the dynamic optimization

problem of a representative household, and show that any interior solution to this problem violates

the transversality condition. Interpret this result.

11.19 Consider the Romer model presented in Section 11.4. Provide two different types of tax/subsidy

policies that would make the equilibrium allocation identical to the Pareto optimal allocation.

11.20 Consider the following infinite-horizon economy in discrete time that admits a representative

household with preferences at time t = 0 as

∞∑

t=0

β t C(t)1−θ − 1

1 − θ
,

where C(t) is consumption, and β ∈ (0, 1). Total population is equal to L, there is no population

growth, and labor is supplied inelastically. The production side of the economy consists of a

continuum 1 of firms, each with production function Yi(t) = F(Ki(t), A(t)Li(t)), where Li(t)

is employment of firm i at time t , Ki(t) is capital used by firm i at time t , and A(t) is a common

technology term. Market clearing implies that
∫ 1

0
Ki(t)di = K(t), where K(t) is the total capital

stock at time t , and
∫ 1

0
Li(t)di = L(t). Assume that capital fully depreciates, so that the resource

constraint of the economy is

K(t + 1) =

∫ 1

0

Yi(t)di − C(t).
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Assume also that labor-augmenting productivity at time t , A(t), is given by A(t) = K(t).

(a) Define a competitive equilibrium (where all agents are price takers).

(b) Show that there exists a unique BGP competitive equilibrium, where the economy grows (or

shrinks) at a constant rate every period. Provide a condition on F , β, and θ such that this

growth rate is positive, but the transversality condition is still satisfied.

(c) Explain why any equilibrium must be along the BGP characterized in part c at all points.

* 11.21 Consider the following endogenous growth model due to Uzawa and Lucas. The economy admits

a representative household, and preferences are given by

∫ ∞

0

exp(−ρt)
C(t)1−θ − 1

1 − θ
dt,

where C(t) is consumption of the final good, which is produced as

Y (t) = AK(t)αH 1−α
P (t),

where K(t) is capital, H(t) is human capital, and HP (t) denotes human capital used in production.

The accumulation equations are

K̇(t) = I (t) − δK(t),

and

Ḣ (t) = BHE(t) − δH(t),

where HE(t) is human capital devoted to education (further human capital accumulation), and for

simplicity the depreciation of human capital is assumed to be at the same rate δ as physical capital.

The resource constraints of the economy are I (t) + C(t) ≤ Y (t), and HE(t) + HP (t) ≤ H(t).

(a) Interpret the second resource constraint.

(b) Denote the fraction of human capital allocated to production by h(t) (so that h(t) ≡

HP (t)/H(t)) and calculate the growth rate of final output as a function of h(t) and the

growth rates of accumulable factors.

(c) Assume that h(t) is constant, and characterize the BGP of the economy (with constant

interest rate and constant rate of growth for capital and output). Show that in this BGP,

r∗ ≡ B − δ, and the growth rate of consumption, capital, human capital, and output are given

by g∗ ≡ (B − δ − ρ)/θ . Show also that there exists a unique value of k∗ ≡ K/H consistent

with BGP.

(d) Determine the parameter restrictions to make sure that the transversality condition is satisfied.

(e) Analyze the transitional dynamics of the economy starting with K/H different from k∗.

[Hint: look at the dynamics in three variables, k ≡ K/H , χ ≡ C/K , and h, and consider the

cases α < θ and α ≥ θ separately.]





PART IV

ENDOGENOUS

TECHNOLOGICAL

CHANGE

T
his part of the book focuses on models of endogenous technological change. Chapter 12

discusses various approaches to technological change and provides a brief overview

of some workhorse models from the literature on industrial organization. Chapters 13

and 14 present the baseline endogenous technological progress models developed by Romer,

Grossman and Helpman, and Aghion and Howitt. Chapter 15 considers a richer class of models

in which the direction of technological change—for example, which factors technological

change will augment or complement—is also endogenous.

The models presented in this part of the book are useful for two related purposes. First,

by making technological progress respond to incentives, market structure, and policies, they

allow us to develop a more satisfactory framework for the study of cross-country and over-time

differences in economic performance. Second, they provide a tractable approach to modeling

sustained growth, in which technological progress acts as the engine of long-run growth.





12
Modeling
Technological
Change

W
e have so far investigated models of economic growth of the exogenous and endoge-

nous varieties. But economic growth has not resulted from technological change. It

has been exogenous, sustained by (linear) capital accumulation, or taken place as

a by-product of knowledge spillovers. Since our purpose is to understand the process of eco-

nomic growth, models in which growth results from technological progress and technological

change itself—as a consequence of purposeful investments by firms and individuals—are much

more attractive. These models not only endogenize technological progress, but they also relate

the process of technological change to market structure and to policies concerning antitrust,

competition, and intellectual property rights. They also enable us to discuss issues of directed

technological change. In this chapter, I begin with a brief discussion of different conceptions

of technological change and provide some foundations for the models that come later.

12.1 Different Conceptions of Technology

12.1.1 Types of Technological Change

The literature on technological change often distinguishes among different types of innova-

tions. A first common distinction is between process and product innovations. The latter refers

to the introduction of a new product (e.g., the introduction of the first DVD player). The former

is concerned with innovations that reduce the costs of production of existing products (e.g., the

introduction of new machines to produce existing goods). Models of process and product in-

novations are often mathematically similar. Nevertheless the distinction between the two types

of innovations is still useful in mapping these theories to data.

Process innovations that introduce higher quality versions of existing products or generate

a lower cost technology to produce an existing product might be more important in practice

than innovations reducing costs in production processes. The introduction of a better DVD

player and the innovation to manufacture an existing DVD player at a lower cost would be

411
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examples of such process innovations. These innovations typically lead to the replacement of

older vintages of the same good or machine and to potential competition between existing

producers and the innovator.

In this context, one might additionally wish to distinguish between the introduction of a

higher quality DVD player and the production of a cheaper DVD player, because heterogeneous

consumers may have differential willingness to pay for quality than for quantity. Issues of

differential willingness to pay for quality are important in the theory of industrial organization

and for constructing accurate quality-adjusted price indices. However most growth models

represent the consumer side by a representative household and implicitly assume perfect

substitution between quality and quantity. These features create a close connection between

process innovations that increase the quality of existing products and those that reduce the

costs of production. The following example illustrates why, in the context of typical growth

models, quality improvements and cost reductions are essentially equivalent.

Example 12.1 Consider an economy admitting a representative household with preferences

U(qc(q), y | q), where y stands for a generic good (perhaps representing all other goods),

and c is a particular consumption good available in different qualities. Here c(q) denotes the

amount consumed of the “vintage” of quality q. The utility function is also conditioned on

q. This specification, with q multiplying c(q), implies that quality and quantity are perfect

substitutes, so that higher quality products increase the effective units of consumption. This

assumption is typical in growth models, though it is clearly restrictive: the consumption (use) of

five 1-GHz computers would not give the same services as the use of a single 5-GHz computer.

Let the budget constraint of the representative household be

p(q)c(q) + y ≤ m,

where p(q) is the price of the good of quality (vintage) q, the price of the generic good is

normalized to 1, and m denotes the resources available to the consumer. The problem of the

household can then be equivalently written as

max
x(q),y

U(x(q), y | q)

subject to

p(q)

q
x(q) + y ≤ m,

where x(q) ≡ qc(q) corresponds to the effective units of consumption of good c. It is straight-

forward to see from this problem formulation that proportional increases in quality q and

declines in the price p(q) have the same effects on the effective units of consumption and on

welfare. This observation justifies the claim above that in many models, process innovations

reducing costs of production and quality improvements have identical effects.

Another important distinction in the technological change literature is between macro

and micro innovations (see Mokyr, 1990). The first refers to radical innovations, including

the introduction of general-purpose technologies, such as electricity or the computer, which

potentially change the organization of production in many different product lines. In contrast,

micro innovations refer to the more common innovations that introduce newer models of

existing products, improve the quality of a certain product line, or simply reduce costs. Most of

the innovations modeled below can be viewed as micro innovations, though most endogenous

technology models do not make an explicit distinction between micro and macro innovations.

Empirically it appears that micro innovations are responsible for most productivity growth,
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though they often build upon some macro or general-purpose innovation, such as the invention

of electricity or the microchip (see the evidence and discussion in Abernathy, 1978, and

Freeman, 1982).

12.1.2 A Production Function for Technology

A potentially confusing issue in the study of technological progress is how to conceptualize

the menu of technologies available to firms or individuals. Since our purpose is to develop

models of endogenous technology, firms and/or individuals must have a choice among different

types of technologies, and greater effort, research spending, and investment should lead to

the invention of better technologies. These requirements imply that there must exist a meta

production function (a production function over production functions) that determines how new

technologies are generated as a function of inputs. In what follows I refer to this meta production

function as the “innovation possibilities frontier” (or as the “R&D production function”).

While a meta production function may appear natural to some, there are various economists

and social scientists who do not find this approach compelling. Their argument against the

production function approach to technology is that, by its nature, innovation includes the

discovery of the unknown: how could we put the unknown in the context of a production

function where inputs go in and outputs come out in a deterministic fashion?

Although this question has some descriptive merit (in the sense that describing the discovery

of new technologies with a production function obscures some important details of the inno-

vation process), the concern is largely irrelevant. There is no reason to assume that the meta

production function for technology is deterministic. Both the success of a research project and

the quality of the research output conditional on success can be uncertain, corresponding to a

meta production function with stochastic output. Therefore the production function approach

to technology is not particularly restrictive, as long as uncertain outcomes are allowed, and we

are willing to assume that individuals can make calculations about the effect of their actions on

the probability of success and quality of the research project. Naturally, some observers may

argue that such calculations are not possible. But without such calculations we would have

little hope of modeling the process of technological change (or technology adoption). Since

our objective is to model purposeful innovations, assuming that individuals and firms can make

such calculations is natural, and this assumption is equivalent to assuming the existence of a

meta production function for technologies.

12.1.3 Nonrivalry of Ideas

Another important aspect of technology is emphasized in Paul Romer’s work. As already dis-

cussed in the previous chapter, Romer’s (1986a) first model of endogenous growth introduced

increasing returns to scale to physical capital accumulation. The justification for this assump-

tion was that the accumulation of knowledge could be considered a by-product of the economic

activities of firms. Later work by Romer, which will be studied in the next chapter, took a very

different approach to modeling the process of economic growth, but the same key idea is present

in both his early and later work: the nonrivalry of ideas matters.

By nonrivalry, Romer means that the use of an idea by one producer to increase efficiency

does not preclude its use by others. While the same unit of labor or capital cannot be used by

multiple producers, the same idea can be used by many, potentially increasing everybody’s

productivity. Let us consider a production function of the form F(K, L, A), with A denoting

technology. Romer argues that an important part of this technology is the ideas or blueprints

concerning how to produce new goods, how to increase quality, or how to reduce costs.
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Economists are generally comfortable assuming that the production function F(K, L, A)

exhibits constant returns to scale in capital and labor (K and L), and I adopted this assumption

throughout the first three parts of the book. For example, replication arguments can be used to

justify this type of constant returns to scale (unless land is an important factor of production):

when capital and labor double, the society can always open a replica of the same production

facility, and in the absence of externalities, this new facility will (at least) double output.

Romer argues that endogenizing A naturally leads to increasing returns to scale to all three

inputs, K , L, and A. To understand why nonrivalry is important here, imagine that A is like

any other input. Then the replication argument would require the new production facility to

replicate A as well, and thus we should expect constant returns to scale when we vary all three

inputs, K , L, and A. Instead, when ideas are nonrival, the new production facility does not need

to re-create or replicate A, because it is already available for all firms to use. Then F(K, L, A)

will exhibit constant returns in K and L, and increasing returns to scale in K , L, and A.

Therefore the nonrivalry of ideas and increasing returns are intimately linked. This has

motivated Romer and others to develop endogenous growth models with various conceptions of

technology during the 1980s and 1990s. But the nonrivalry of ideas and the resulting increasing

returns to scale have been a central element in most of these models.

Another important implication of the nonrivalry of ideas is the market size effect. If, once

discovered, an idea can be used as many times as one wishes, then the size of its potential

market will be a crucial determinant of whether it is profitable to implement it and whether to

research it in the first place. This idea is well captured by a famous quote from Matthew Boulton,

James Watt’s business partner, who wrote to Watt: “It is not worth my while to manufacture

your engine for three countries only, but I find it very well worth my while to make it for all the

world” (quoted in Scherer, 1984, p. 13).

To see why nonrivalry is related to the market size effect, imagine another standard (rival)

input that is also essential for production. A greater market size does not necessarily induce

firms to use this alternate input more intensively, since a greater market size and thus greater

sales means that more of this input has to be used. It is the fact that nonrival ideas can be

embedded in as many units as desired, without incurring further costs, that makes the market

size effect particularly important. In the next section, I discuss some empirical evidence on the

importance of the market size effect.

Nevertheless the nonrivalry of ideas does not make ideas or innovations pure public goods.

Recall that pure public goods are both nonrival and nonexcludable. While some discoveries

may be, by their nature, nonexcludable (e.g., the “discovery” that providing excessively high-

powered incentives to CEOs in the form of stock options leads to counterproductive incentives

and cheating), most discoveries can be made partly excludable by patenting. An important

aspect of the process of technological change is the protection of intellectual discoveries from

rivals. For this reason, intellectual property rights protection and patent policy often play an

important role in models of technological progress.

12.2 Science and Profits

Another major question for the economic analysis of technological change is whether innova-

tion is mainly determined by scientific constraints and stimulated by scientific breakthroughs

in particular fields, or whether it is, at least in part, driven by profit motives. Historians

and economists typically give different answers to this question. Many historical accounts

of technological change come down on the side of the science-driven view, emphasizing the

autonomous progress of science and how important breakthroughs—perhaps macro innova-
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tions, as discussed above—have taken place as scientists build on one another’s work with little

emphasis on profit opportunities. For example, in his History of Modern Computing, Ceruzzi

emphasizes the importance of a number of notable scientific discoveries and the role played by

certain talented individuals rather than profit motives and the potential market for computers.

He points out, for example, how important developments took place despite the belief of many

important figures in the development of the computer, such as Howard Aiken, that there would

not be a demand for more than a handful of personal computers in the United States (Ceruzzi,

2003, p. 13). Many economic historians (e.g., Rosenberg, 1976) similarly argue that a key de-

terminant of innovation in a particular field is the largely exogenous growth of scientific and

engineering knowledge in that field.

In contrast, most economists believe that profit opportunities play a much more important

role, and that the demand for innovation is the key to understanding the process of technological

change. John Stuart Mill provides an early and clear statement of this view in his Principles

of Political Economy when he writes:

The labor of Watt in contriving the steam-engine was as essential a part of production

as that of the mechanics who build or the engineers who work the instrument; and was

undergone, no less than theirs, in the prospect of a renumeration from the producers

(quoted in Schmookler, 1966, p. 210).

In fact, profits were very much in the minds of James Watt and his business partner, Matthew

Boulton, as the previous quote illustrates. James Watt also praised the patent system for the

same reasons, arguing that “an engineer’s life without patent was not worthwhile” (quoted

in Mokyr, 1990, p. 248). The view that profit opportunities are the primary determinant of

innovation and invention is articulated by Griliches and Schmookler (1963) and then most

forcefully and eloquently by Schmookler’s seminal study, Invention and Economic Growth.

Schmookler (1966, p. 206) writes that “invention is largely an economic activity which, like

other economic activities, is pursued for gain.”

Schmookler concludes from his analysis of innovations in petroleum refining, papermaking,

railroad construction, and farming that there is no evidence that past breakthroughs have

been the major factor in new innovations. He (Schmookler, 1966, p. 199) argues: “Instead,

in hundreds of cases the stimulus was the recognition of a costly problem to be solved or a

potentially profitable opportunity to be seized.”

If potential profits are a main driver of technological change, then the market size that will

be commanded by new technologies or products will be a key determinant of innovations.

A greater market size increases profits and makes innovation and invention more desirable.

To emphasize this point, Schmookler called two of his chapters “The amount of invention is

governed by the extent of the market.” Schmookler’s argument is most clearly illustrated by

the example of the horseshoe. He documented that there was a very high rate of innovation

throughout the late nineteenth and early twentieth centuries in the ancient technology of

horseshoe making, and no tendency for inventors to run out of additional improvements.

On the contrary, inventions and patents increased, because demand for horseshoes was high.

Innovations came to an end only when “the steam traction engine and, later, internal combustion

engine began to displace the horse” (Schmookler, 1966, p. 93). The classic study by Griliches

(1957) on the spread of hybrid seed corn in U.S. agriculture also provides support for the

view that technological change and technology adoption are closely linked to profitability and

market size.

A variety of more recent papers also reach similar conclusions. Newell, Jaffee, and Stavins

(1999) show that between 1960 and 1980, the typical air conditioner sold at Sears became

significantly cheaper but not much more energy-efficient. On the other hand, between 1980
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and 1990, there was little change in costs, but air conditioners became much more energy-

efficient, which, they argue, was a response to higher energy prices. This example provides

a clear case of the pace and type of innovation responding to profit incentives. In a related

study, Popp (2002) documents evidence consistent with this pattern and finds a strong positive

correlation between patents for energy-saving technologies and energy prices.

Evidence from the pharmaceutical industry also illustrates the importance of profit incen-

tives and especially of the market size on the rate of innovation. Finkelstein (2004) exploits

three different policy changes affecting the profitability of developing new vaccines against six

infectious diseases. She finds that increases in vaccine profitability resulting from these policy

changes are associated with a significant increase in the number of clinical trials to develop

new vaccines against the relevant diseases. Acemoglu and Linn (2004) look at demographi-

cally driven exogenous changes in the market size for drugs and find a significant response in

the rate of innovation to these changes in market sizes.

Overall, existing evidence suggests that market size is a major determinant of innovation

incentives and the amount and type of technological change. This evidence motivates the types

of models presented below, in which technological change is an economic activity and responds

to profit incentives.

12.3 The Value of Innovation in Partial Equilibrium

Let us now turn to the analysis of the value of innovation and R&D to a firm. The equilibrium

value of innovation and the difference between this private value and the social value (defined

as the value to a social planner internalizing externalities) plays a central role in our analysis. As

emphasized at the beginning of the book, economic growth is a process we can only understand

in the context of dynamic general equilibrium analysis. Nevertheless it is useful to start our

investigation of the value of innovation in partial equilibrium, where much of the industrial

organization literature starts.

Throughout this section I consider a single industry. Firms in this industry have access to

an existing technology to produce one unit of the product at the marginal cost ψ > 0 (in terms

of some numeraire). The demand side of the industry is modeled with a demand curve

Q = D(p),

where p is the price of the product and Q is the demand at this price. Throughout I assume

that D(p) is strictly decreasing, differentiable, and satisfies the following conditions:

D(ψ) > 0, and εD(p) ≡ −
pD′(p)

D(p)
∈ (1, ∞).

The first condition ensures that there is positive demand when price is equal to marginal cost,

and the second ensures that the elasticity of demand, εD(p), is greater than 1, so that there

always exists a well-defined (profit-maximizing) monopoly price. Moreover this elasticity is

less than infinity, so that the monopoly price is above marginal cost.

In this chapter, as in the rest of the book, when there are economies with monopolistic or

oligopolistic competition, equilibrium refers to Nash Equilibrium or Subgame Perfect (Nash)

Equilibrium (when the game in question is dynamic). A brief review of these concepts is

contained in Appendix C.
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12.3.1 No Innovation with Pure Competition

Suppose first that there is a large number N of firms with access to the existing technology.

Now imagine that one of these firms, say firm 1, also has access to a research technology for

generating a process innovation. In particular, let us simplify the discussion and suppose that

there is no uncertainty in research, and if the firm incurs a cost μ > 0, it can innovate and reduce

the marginal cost of production to ψ/λ, where λ > 1. Let us suppose that this innovation is

nonrival and is also nonexcludable, either because it is not patentable or because the patent

system does not exist.

Let us now analyze the incentives of this firm to undertake this innovation. First, in the

equilibrium without the innovation, the presence of a large number of N firms, all with the

same technology, ensures that the equilibrium price is equal to marginal cost, pN = ψ , where

the superscript N denotes no innovation. The total quantity demanded is D(ψ) > 0 and can be

distributed among the N firms in any arbitrary fashion. Since price is equal to marginal cost,

the profits of firm 1 in this equilibrium is

πN
1

= (pN − ψ)qN
1

= 0,

where qN
1 denotes the amount supplied by this firm.

Now imagine that firm 1 innovates, but because of nonexcludability, the innovation can and

will be used by all firms in the industry. The same reasoning implies that the equilibrium price

becomes pI = λ−1ψ , and total quantity supplied by all the firms will equal D(λ−1ψ) > D(ψ).

Then the net profits of firm 1 after innovation will be

π I
1

= (pI − λ−1ψ)qI
1

− μ = −μ < 0.

Therefore if it undertakes the innovation, firm 1 will lose money. The reason is simple: the

firm incurs the cost of innovation, μ, but because the knowledge generated by the innovation

is nonexcludable, it is unable to appropriate any of the gains by the innovation. This simple

example underlies a claim dating back to Schumpeter that pure competition will not generate

innovation.

Clearly, this outcome is potentially very inefficient. To illustrate this point, let us calculate

the social value of innovation, which is the additional gain resulting from innovation. A natural

measure of social value is the sum of the consumer and producer surpluses generated from the

innovation. Suppose that after innovation the good continues to be priced at marginal cost.

Then this social value is

S
I =

∫ ψ

λ−1ψ

D(p)dp − μ

=

∫ ψ

λ−1ψ

[D(p) − D(ψ)]dp + D(ψ)λ−1(λ − 1)ψ − μ.

(12.1)

The first term in the second line is the increase in consumer surplus because of the expansion

of output as the price falls from ψ to λ−1ψ (recall that price is equal to marginal cost). The

second term is the savings in costs for already-produced units; in particular, there is a saving of

λ−1(λ − 1)ψ on D(ψ) units. Finally, the last term is the cost of innovation. It is straightforward

to verify that, even though the equilibrium involves no innovation, SI could be arbitrarily large.
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For example, the cost of innovation, μ, could be arbitrarily small (but still positive) and the

productivity gain from innovation, λ, could be arbitrarily large.

12.3.2 Some Caveats

The above example illustrates the problem of innovation under pure competition. The main

problem is the inability of the innovator to exclude others from using this innovation. One way

of ensuring such excludability is via the protection of intellectual property rights or a patent

system, which will create ex post monopoly power for the innovator. This type of intellectual

property right protection is present in most countries and plays an important role in many of

the models we study below.

Before embarking on an analysis of the implications of ex post monopoly power of innova-

tors, some caveats are worth noting. First, even without patents, trade secrecy may be sufficient

to provide some incentives for innovation. Second, firms may engage in innovations that are

only appropriate for their own firm, making their innovations de facto excludable. For exam-

ple, imagine that at the same cost, the firm can develop a new technology that reduces the

marginal cost of production by only λ′ < λ. But this technology is specific to the needs and

competencies of the current firm and cannot be used by any other (or alternatively, λ/λ′ is the

proportional cost of making the innovation excludable). The adoption of this technology may

be profitable for the firm, since the specificity of the innovation acts exactly like patent protec-

tion (see Exercise 12.5). Therefore some types of innovations, in particular those protected by

trade secrecy, can be undertaken under pure competition.

Finally, a number of authors have recently argued that innovations in competitive markets

are possible. One strand of the literature shows that competitive growth may originate because

firms are able to replicate new technologies (e.g., copy software or compact discs) and sell

them to competitors during a certain interval of time before being imitated by others (see, e.g.,

Boldrin and Levine, 2003). Another strand incorporates diminishing returns at the firm level,

which creates profits and potential innovation incentives even for price-taking firms (see, e.g.,

Hellwig and Irmen, 2001). This recent work on competitive growth constitutes a promising

direction for future research, though existing models generate innovations and sustained growth

in competitive equilibria only under somewhat special assumptions.

12.3.3 Innovation and Ex Post Monopoly

Let us now return to the simple environment introduced above and suppose that if firm 1

undertakes a successful innovation, it can obtain a fully enforced patent. Firm 1 then has a better

technology than the rest of the firms and possesses ex post monopoly power. This monopoly

power enables the firm to earn profits from the innovation, potentially encouraging its research

activity in the first place. This is the basis of the claim by Schumpeter, Arrow, Romer, and

others that there is an intimate link between ex post monopoly power and innovation.

Let us now analyze this situation in a little more detail. It is useful to separate two cases.

1. Drastic innovation: a drastic innovation corresponds to a sufficiently high value of λ

such that firm 1 becomes an effective monopolist after the innovation. To determine

which values of λ lead to a situation of this sort, let us first suppose that firm 1 does

indeed act like a monopolist. Then chooses its price to maximize

π I
1

= D(p)(p − λ−1ψ) − μ.
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Clearly this maximization gives the following standard monopoly pricing formula (see

Exercise 12.1):

pM ≡
λ−1ψ

1 − εD(pM)−1
. (12.2)

We say that the innovation is drastic if pM ≤ ψ . It is clear that this is the case when

λ ≥ λ∗ ≡
1

1 − εD(pM)−1
.

When the innovation is drastic, firm 1 can set its unconstrained monopoly price, pM ,

and capture the entire market.

2. Limit pricing: when the innovation is not drastic, so that pM > ψ , or alternatively, when

λ < λ∗, the unique equilibrium involves limit pricing, where firm 1 sets the price

p1 = ψ,

so as to make sure that it still captures the entire market (if, in this case, it were to set

p1 = pM , other firms can profitably undercut firm 1). This type of limit pricing arises

in many situations. In this case, limit pricing results from process innovations by some

firms that now have access to a better technology than their rivals. Alternatively, it can

also arise when a fringe of potential entrants can imitate the technology of a firm (either

at some cost or with lower efficiency) and the firm may be forced to set a limit price to

prevent the fringe from stealing its customers.

Proposition 12.1 Consider the above-described industry. Suppose that firm 1 undertakes

an innovation reducing the marginal cost of production from ψ to λ−1ψ . If pM ≤ ψ (or if

λ ≥ λ∗), then it sets the unconstrained monopoly price p1 = pM and makes profits

π̂ I
1

= D(pM)(pM − λ−1ψ) − μ. (12.3)

If pM > ψ (if λ < λ∗), then firm 1 sets the limit price p1 = ψ and makes profits

π I
1

= D(ψ)λ−1(λ − 1)ψ − μ < π̂ I
1
. (12.4)

Proof. The proof of this proposition involves solving for the equilibrium of an asymmetric

cost Bertrand competition game. While this is standard, it is useful to repeat the argument to

emphasize that, as claimed before the proposition, all demand must be met by the low-cost

firm. Exercise 12.2 asks you to work through the steps of the proof.

The fact that π̂ I
1

> π I
1

is intuitive, since the former refers to the case where λ is greater than

λ∗, whereas in the latter firm 1 has a sufficiently low λ that it is forced to charge a price lower

than the profit-maximizing monopoly price. Note further that π̂ I
1

and π I
1

also correspond to the

value of innovation to firm 1, since without innovation, it would make zero profits. Both of these

expressions can be strictly positive, so that with ex post monopoly innovation is potentially

profitable. This situation corresponds to one in which we start with pure competition, but one

of the firms undertakes an innovation to escape competition and gains ex post monopoly power.

The fact that the ex post monopoly power is important for innovation incentives is consistent

with Schumpeter’s emphasis on the role of monopoly in generating innovations.

Let us next contrast the value of innovation for firm 1 in these two regimes to the social value

of innovation, which is still given by (12.1). Moreover, we can also compare social values in the
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equilibrium in which innovation is undertaken by firm 1 (which charges the profit-maximizing

price) to the full social value of innovation in (12.1), which applies when the product is priced

at marginal cost. The equilibrium social surplus in the regimes with monopoly and limit pricing

(again corresponding to the cases in which λ is greater than or less than λ∗) can be computed as

Ŝ
I
1

= D(pM)(pM − λ−1ψ) +

∫ ψ

pM

D(p)dp − μ,

and

S
I
1

= D(ψ)λ−1(λ − 1)ψ − μ.

(12.5)

Proposition 12.2 We have that

π I
1

< π̂ I
1

< S
I

and

S
I
1

< Ŝ
I
1

< S
I .

Proof. See Exercise 12.3.

This proposition states that the social value of innovation is always greater than the private

value in two senses. The first line states that a social planner interested in maximizing consumer

and producer surplus is always more willing to adopt an innovation, because of an appropri-

ability effect; the firm, even if it has ex post monopoly rights, will be able to appropriate only a

portion of the gain in consumer surplus created by the better technology. In addition, the second

line implies that even conditional on innovation, the gain in social surplus is always less in the

equilibrium supported by ex post monopoly than the gain that the social planner could have

achieved (also by controlling prices). Therefore, even though ex post monopoly power (e.g.,

generated by patents) can induce innovation, the incentives for innovation and the equilibrium

allocations following an innovation are still inefficient. Note also that Ŝ
I
1

might be negative, so

that a potentially productivity-enhancing process innovation can reduce social surplus because

of the cost of innovation, μ. This situation then corresponds to excessive innovation. However

it can be shown that if π̂ I
1

> 0, then Ŝ
I
1

> 0, which implies that excessive innovation is not

possible in this competitive environment (see Exercise 12.4). This result is in contrast with the

results in the next subsection.

12.3.4 The Value of Innovation to a Monopolist: The Replacement Effect

Let us now analyze the same environment as in the previous Section 12.3.3 but assume that

firm 1 is already an unconstrained monopolist with the existing technology. Then with the

existing technology, this firm sets the monopoly price of

p̂M ≡
ψ

1 − εD(pM)−1

and make profits equal to

π̂N
1

= D(p̂M)(p̂M − ψ). (12.6)

If it undertakes the innovation, it will reduce its marginal cost to λ−1ψ and still remain an

unconstrained monopolist. Therefore its profits will be given by π̂ I
1

as in (12.3), with the
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monopoly price pM given by (12.2). Now the value of innovation to the monopolist is

�π̂ I
1

= π̂ I
1

− π̂N
1

= D(pM)(pM − λ−1ψ) − D(p̂M)(p̂M − ψ) − μ,

where π̂ I
1

is given by (12.3) and π̂N
1 by (12.6).

Proposition 12.3 We have �π̂ I
1

< π I
1

< π̂ I
1

, so that a monopolist always has lower inno-

vation incentives than does a competitive firm.

Proof. See Exercise 12.6.

This result, which was first pointed out in Arrow’s (1962) seminal paper, is referred to

as “Arrow’s replacement effect.” The terminology reflects the intuition for the result: the

monopolist has lower incentives to undertake innovation than does the firm in a competitive

industry because the innovation will replace its own already existing profits. In contrast, a

competitive firm makes zero profits and has no profits to replace. An immediate corollary is

as follows.

Corollary 12.1 A potential entrant has stronger incentives to undertake an innovation than

does an incumbent monopolist.

The potential entrant would make zero profits without the innovation. If it undertakes the

innovation, it becomes the ex post monopolist and makes profits equal to π I
1

or π̂ I
1

(depending

on whether there will be limit pricing). Both of these profits are greater than the additional

profits that the incumbent would make by innovating, �π̂ I
1

. This result is a direct consequence

of the replacement effect: while the incumbent would be replacing its own profit-making

technology, the entrant would be replacing the incumbent. The replacement effect and this

corollary imply that in many models entrants have stronger incentives to invest in R&D than

do incumbents.

The observation that entrants are often the engines of process innovations takes us to the

realm of Schumpeterian models. Joseph Schumpeter characterized the process of economic

growth as one of creative destruction, meaning a process in which economic progress is

driven by the prospect of monopoly profits and is accompanied by the destruction of existing

productive units. Because of the replacement effect, it is often entrants, not incumbents, that

undertake greater R&D for inventing and implementing process innovations. Consequently

innovations displace incumbents and destroy their rents. According to Schumpeter, this process

of creative destruction is the essence of the capitalist economic system. Chapter 14 shows that

the process of creative destruction can be the engine of economic growth as well.

In addition to providing an interesting description of the process of economic growth

and highlighting the importance of the market structure, creative destruction is important

because it also brings political economy interactions to the fore of the question of economic

growth. If economic growth takes place through creative destruction, it will create losers—

in particular, the incumbents who are currently enjoying profits and rents. Since incumbents

may be politically powerful, many economic systems may create powerful barriers against the

process of economic growth. The political economy of growth is partly about understanding

the opposition of certain firms, individuals, and groups to technological progress and whether

this opposition will be successful.

There is another, perhaps more surprising, implication of the analysis in this section. This

relates to the business stealing effect, which is closely related to the replacement effect. The

entrant, by replacing the incumbent, is also stealing the business—profits—of the incumbent.

The above discussion suggests that this business stealing effect helps to close the gap between

the private and social values of innovation. It is also possible, however, for the business
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stealing effect to lead to excessive innovation by the entrant. To see the possibility of excessive

innovation, let us first look at the total surplus gain from an innovation starting with the

monopolist. To simplify the discussion, suppose that the innovation is drastic, so that if the

entrant undertakes this innovation, it can set the unconstrained monopoly price pM in (12.2).

Therefore the social value of innovation is Ŝ
I
1
, as given by (12.5).

Proposition 12.4 It is possible that ŜI
1
< π̂ I

1
. Thus the entrant may have excessive incentives

to innovate.

Proof. See Exercise 12.8.

Intuitively, the social planner values the profits made by the monopolist, since these are

part of the producer surplus. In contrast, the entrant only values the profits that it will make

if it undertakes the innovation. This is the essence of the business stealing effect and creates

the possibility of excessive innovations. This result is important because it points out that,

in general, it is not clear whether the equilibrium involves too little or too much innovation.

Whether or not it does so depends on how strong the business stealing effect is relative to the

appropriability effect discussed in Section 12.3.3.

12.4 The Dixit-Stiglitz Model and Aggregate Demand Externalities

The analysis in Section 12.3 focused on the private and the social values of innovations in

a partial equilibrium setting. Growth theory is largely about general equilibrium models of

innovation. Such models require a tractable framework of industry equilibrium, which can

then be embedded in a general equilibrium framework. The most widely used model of

industry equilibrium is the one developed by Dixit and Stiglitz (1977) and Spence (1976),

which captures many of the key features of Chamberlin’s (1933) discussion of monopolistic

competition. Chamberlin (1933) suggested that a good approximation to the market structure

of many industries is one in which each firm faces a downward-sloping demand curve (and

thus has some degree of monopoly power), but there is also free entry into the industry, so that

each firm (or at the very least, the marginal firm) makes zero profits.

The Dixit-Stiglitz model not only formalizes Chamberlin’s account but also allows us to

specify a structure of preferences that leads to constant monopoly markups. This feature turns

out to be very convenient in many growth models, though it also implies that this model may

not be particularly well suited to situations in which market structure and competition affect

markups.

12.4.1 The Dixit-Stiglitz Model with a Finite Number of Products

Consider a static economy that admits a representative household with preferences given by

U(c1, . . . , cN , y) = u(C, y), (12.7)

where

C ≡

(
N∑

i=1

c
ε−1
ε

i

) ε
ε−1

(12.8)

is a consumption index of N differentiated varieties c1, . . . , cN , of a particular good, and y

stands for a generic good, representing all other consumption. The function u(., .) is strictly
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increasing, differentiable in both of its arguments, and jointly strictly concave. The parameter

ε in (12.8) represents the elasticity of substitution between the differentiated varieties, and we

assume that ε > 1. The key feature of (12.8) is that it features love-for-variety, meaning that

the greater is the number of differentiated varieties that the individual consumes, the higher is

his utility. The aggregator over the different consumption varieties in (12.8) appears in many

different models of technological change and economic growth in the remainder of the book.

I refer to it as a “Dixit-Stiglitz aggregator” or “CES aggregator” (where “CES” stands for

constant elasticity of substitution).

To see the love-for-variety feature, consider the case in which

c1 = . . . = cN =
C̄

N
,

so that the household purchases a total of C̄ units of differentiated varieties, distributed equally

across all N varieties. Substituting this equation into (12.7) and (12.8), we obtain

U

(
C̄

N
, . . . ,

C̄

N
, y

)
= u

(
N

1
ε−1C̄, y

)
,

which is strictly increasing in N (since ε > 1) and implies that for a fixed total C̄ units of

differentiated commodities, the larger is the number of varieties over which this total number

of units are distributed, the higher is utility. This property is the essence of the love-for-variety

utility function. What makes this utility function convenient is not only this feature, but also

the fact that it yields isoelastic demands. To derive the demand for individual varieties, let us

normalize the price of the y good to 1 and denote the price of variety i by pi and the total income

of the household by m (in terms of good y). Then the budget constraint of the individual takes

the form

N∑

i=1

pici + y ≤ m. (12.9)

The maximization of (12.7) subject to (12.9) implies the following first-order condition be-

tween varieties:

(
ci

ci′

)− 1
ε

=
pi

pi′
for any i,i′.

Next let P denote the ideal price index, that is, the price index corresponding to the

consumption index C. This price index is defined such that the following first-order condition

for the consumption index holds:

(
ci

C

)− 1
ε

=
pi

P
for i = 1, . . . , N (12.10)

(see Exercise 12.10). Equation (12.10) then gives the ideal price index as

P ≡

(
N∑

i=1

p1−ε
i

) 1
1−ε

. (12.11)
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In many circumstances, it is convenient to choose this ideal price index as the numeraire. Note,

however, that we cannot use (12.11) as the numeraire index in this particular instance, since

the budget constraint is already written with good y as the numeraire. The choice between C

and y is straightforward in this case and boils down to the maximization of the utility function

u(C, y) subject to the budget constraint

PC + y ≤ m, (12.12)

which combines (12.10) and (12.11) with (12.9), to obtain a budget constraint expressed in

terms of C and y. This maximization yields the intuitive first-order condition

∂u(C, y)/∂y

∂u(C, y)/∂C
=

1

P
,

which assumes that the solution is interior, an assumption I maintain throughout this section to

simplify the discussion. The strict joint concavity of u, combined with the budget constraint,

implies that this first-order condition can be expressed as

y = g(P, m) and C =
m − g(P, m)

P
, (12.13)

for some function g(., .).

Next let us consider the production of the varieties. Suppose that each variety can only be

produced by a single firm, which is thus an effective monopolist for this particular commodity.

Also assume that all monopolists maximize profits (and are owned by the representative

household).

Recall that the marginal cost of producing each of these varieties is constant and equal to

ψ . Let us first write down the profit maximization problem of one of these monopolists:

max
pi≥0

((
pi

P

)−ε

C

) (
pi − ψ

)
, (12.14)

where the term in the first parentheses is ci (recall (12.10)) and the second is the difference

between price and marginal cost. The complication in this problem comes from the fact that P

and C are potentially functions of pi. However for N sufficiently large, the effect of pi on these

quantities can be ignored and the solution to this maximization problem becomes very simple

(see Exercise 12.11). This simplification enables us to derive the profit-maximizing price in

the form of a constant markup over marginal cost:

pi = p =
ε

ε − 1
ψ for each i = 1, . . . , N . (12.15)

This result follows because when the effect of firm i’s price choice on P and C is ignored, the

demand function facing the firm, (12.10), is isoelastic with an elasticity ε > 1. Since each firm

charges the same price, the ideal price index P can be computed as

P = N
− 1

ε−1
ε

ε − 1
ψ. (12.16)

Using (12.16), the profits for each firm are obtained as

πi = π = N
− ε

ε−1C
1

ε − 1
ψ for each i = 1, . . . , N.
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Profits are decreasing in the price elasticity for the usual reasons. In addition, profits are

increasing in C, which is a measure of total demand for these differentiated goods, and they

are decreasing in N , since, for given C, a larger number of varieties means less spending on

each variety.

Despite this last effect, the total impact of N on profits can be positive. To see this, let us

substitute for P from (12.16) into (12.13) to obtain

C = N
1

ε−1
ε − 1

εψ

(
m − g

(
N

− 1
ε−1

ε

ε − 1
ψ, m

))
,

and

π =
1

εN

(
m − g

(
N

− 1
ε−1

ε

ε − 1
ψ, m

))
.

It can be verified that depending on the form of the g(.) function in (12.13), which in turn

depends on the shape of the utility function u in (12.7), profits can be increasing in the

number of varieties (see Exercise 12.12). This result may at first appear somewhat surprising:

typically we expect a greater number of competitors to reduce profits. But the love-for-variety

effect embedded in the Dixit-Stiglitz preferences creates a countervailing effect, potentially

increasing demand. This is often referred to as an “aggregate demand externality” in the

macroeconomics literature. The basic idea is that a higher N raises the utility from consuming

each of the varieties because of the love-for-variety effect. It constitutes an “externality”

because the impact of a new variety (or the impact of the increase in the production of a

particular variety) on the demand for other varieties corresponds to a pecuniary externality.

This pecuniary externality can have first-order welfare effects because markets are no longer

competitive and complete (and the First Welfare Theorem no longer applies). This idea plays

an important role in many of the models of endogenous technological change, and we will

encounter it again in models of poverty traps in Chapter 21.

12.4.2 The Dixit-Stiglitz Model with a Continuum of Products

As discussed in the Section 12.4.1 and analyzed further in Exercise 12.12, when N is finite,

the equilibrium in which each firm charges the price given by (12.15) may be viewed as an

approximation (where each firm has only a small effect on the ideal price index and thus ignores

this effect). An alternative modeling assumption would be to assume that there is a continuum

of varieties. When there is a continuum of varieties, (12.15) is no longer an approximation.

Moreover such a model will be more tractable, because the number of firms N need not be a

natural number. For this reason, the version of the Dixit-Stiglitz model with a continuum of

products is often used in the literature and is also used in the rest of this book.

This version of the model is very similar to the one discussed in Section 12.4.1, except that

the utility function of the representative household now takes the form

U
([

ci

]
i∈[0,N ]

, y
)
= u(C, y),

where

C ≡

(∫ N

0

c
ε−1
ε

i di

) ε
ε−1

,
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and N denotes the measure of varieties. The budget constraint facing the representative

household is

∫ N

0

picidi + y ≤ m.

An identical analysis to that in Section 12.4.1 leads to the utility-maximizing decisions given

by (12.10) and to the ideal price index

P =

(∫ N

0

p1−ε
i

di

) 1
1−ε

.

The budget constraint is again given by (12.12). Equation (12.13) then determines y and

C. Since the supplier of each variety is infinitesimal, their price has no effect on P and C.

Consequently, the profit-maximizing pricing decision in (12.15) applies exactly, and each firm

has profits given by

π =
1

εN

(
m − g

(
N

− 1
ε−1

ε

ε − 1
ψ, m

))
,

where g(.) is defined in (12.13).

Using this expression, the entry margin can also be endogenized. Imagine, for example, that

there is an infinite number of potential different varieties, and a particular firm can adopt one of

these varieties at some fixed cost μ > 0 and enter the market. Consequently, as in Chamberlin’s

(1933) model of monopolistic competition, the following free-entry condition has to hold for

all entrants:

1

εN

(
m − g

(
N

− 1
ε−1

ε

ε − 1
ψ, m

))
= μ, (12.17)

and because all firms are ex ante identical, they all make zero profits.

As discussed in the next chapter, there is an intimate link between entry by new products

(firms) and technological change. Leaving a detailed discussion of this connection to the next

chapter, here we can ask a simpler question: do the aggregate demand externalities imply that

there is too little entry? The answer is not necessarily. While the aggregate demand externalities

imply that firms do not take into account the positive benefits their entry creates on other firms,

the business stealing effect identified in Section 12.3.4 is still present and implies that entry

may also reduce the demand for existing products. Thus, in general, whether there is too little

or too much entry in models of product differentiation depends on the details of the model and

the values of the parameters (see Exercise 12.13).

12.4.3 Objectives of Monopolistic Firms

It is useful to briefly discuss the objectives of monopolistically competitive firms. Throughout

this section, I follow the industrial organization and the growth literatures and assume that all

firms maximize profits, even when they are owned by a representative household. One may

object to this assumption, noting that, since this economy is monopolistically competitive and

the First Welfare Theorem does not hold, the representative household might be made better

off if firms pursued a non-profit-maximizing strategy. However, profit maximization is still
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the right objective function for firms, because an allocation in which firms do not maximize

profits (and instead act in the way that a social planner would like them to act) cannot be an

equilibrium. To see this, note that the representative household itself takes prices as given—

for example, it represents a large number of identical price-taking households. If some firms

did not maximize profits, then the households would refuse to hold the stocks of these firms

in their portfolios, and there would be entry by other profit-maximizing firms instead. Thus

as long as the representative household or the set of households on the consumer side act as

price takers (as has been assumed to be the case throughout), profit maximization is the only

consistent strategy for the monopolistically competitive firms.

The only caveat to this arises from a different type of deviation on the production side.

In particular, a single firm may buy all monopolistically competitive firms and act as the

single producer in the economy. This firm might then ensure an allocation that makes the

representative household better off relative to the equilibrium allocation considered here (while

also increasing its profits). Nevertheless, I ignore this type of deviation for two reasons.

First, as usual we are taking the market structure as given, and the market structure here is

monopolistic competition, not pure monopoly (by a single firm). A single firm owning all

production units would correspond to an entirely different market structure, with much less

realism and relevance to the issues studied here. Second, different firms typically specialize

in different sectors of the economy, and it is generally impossible for a single monopolist

to operate all of the economic activities at once. Finally, in a related model, Acemoglu and

Zilibotti (1997) show that a single firm owning all production units cannot be an equilibrium

in the presence of free entry. This issue is discussed further at the end of Chapter 17. Given

these considerations, throughout the book I assume that firms are profit maximizing.

12.4.4 Limit Prices in the Dixit-Stiglitz Model

We have already encountered how limit prices can arise in Section 12.3, when process inno-

vations are nondrastic relative to the existing technology. Another reason limit prices can arise

is because of the presence of a competitive fringe of firms that can imitate the technology of

monopolists. Such a competitive fringe is straightforward to incorporate into the Dixit-Stiglitz

model and will be useful in later chapters as a way of parameterizing competitive pressures.

Let us assume that there is a large number of fringe firms that can imitate the technology

of the incumbent monopolists. Suppose that this imitation is equivalent to the production of a

similar good and is not precluded by patents. It may be reasonable to assume that the imitating

firms will be less efficient than those who have invented the variety in question and produced

it for a while. A simple way of capturing this would be to assume that while the monopolist

creates a new variety by paying the fixed cost μ and then having access to a technology with

the marginal cost of production of ψ , the fringe firms do not pay any fixed costs but can only

produce with a marginal cost of γψ , where γ > 1.

Similar to the analysis in the Section 12.3, if γ ≥ ε/(ε − 1), then the fringe firms are

sufficiently unproductive that they cannot profitably produce even when the monopolists

charge the unconstrained monopoly price given in (12.15). Instead, when γ < ε/(ε − 1), the

monopolists are forced to charge a limit price. The same arguments as in the Section 12.3

establish that this limit price must take the form

p = γψ <
ε

ε − 1
ψ .
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It is then straightforward to see that the entry condition that determines the number of varieties

in the market changes to

(γ − 1)

γN

(
m − g

(
N

− 1
ε−1γψ, m

))
= μ.

12.4.5 Limitations

The most important limitation of the Dixit-Stiglitz model is the feature that makes it tractable:

the constancy of markups as in (12.15). In particular, the model implies that the markup of each

firm is independent of the number of varieties in the market. But this is a very special feature.

Most industrial organization models imply that markups over marginal cost decline in the

number of competing products (see, e.g., Exercise 12.14). While plausible, this property makes

endogenous growth models less tractable, because in many classes of models, endogenous

technological change corresponds to a steady increase in the number of products N . If markups

decline toward zero as N increases, the process of innovation would ulitmately stop, and thus

sustained economic growth would be impossible. The alternative would be to have a model

in which some other variable, perhaps capital, simultaneously increases the potential markups

that firms can charge. While such models can be developed, they are more difficult to analyze

than the standard Dixit-Stiglitz setup. For this reason, the literature typically focuses on Dixit-

Stiglitz specifications.

12.5 Individual R&D Uncertainty and the Stock Market

The final issue I discuss in this chapter involves uncertainty in the research process. As

discussed at the beginning of the chapter, it is reasonable to presume that the output of research

will be uncertain. Thus individual firms undertaking research face a stochastic revenue stream.

When individuals are risk averse, there perhaps should be a risk premium associated with such

stochastic streams of income. This is not necessarily the case, however, when the following

three conditions are satisfied:

1. there are many firms involved in research;

2. the realization of the uncertainty across firms is independent; and

3. households and firms have access to a “stock market,” where each consumer can hold

a balanced portfolio of various research firms.

In many of the models presented in the next two chapters, firms face uncertainty (e.g.,

regarding whether their R&D will be successful or how long their monopoly position will

last), but the three conditions outlined here are satisfied. In this case, even though each firm’s

revenue is risky, the balanced portfolio held by the representative household has deterministic

returns. Here I illustrate this with a simple example.

Example 12.2 Suppose that the representative household has a utility function over con-

sumption given by u(c), where u(.) is strictly increasing, differentiable, strictly concave (so

that the household is risk averse), and satisfies limc→0 u′(c) = ∞. The household starts with

an endowment equal to y > 0. This endowment can be consumed, or it can be invested in a

risky R&D project. Imagine that the R&D project is successful with probability p and will

have a return equal to 1 + R > 1/p per unit of investment. It is unsuccessful with probability

1 − p, in which case it will have zero return. When this project is the only one available, the
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household would be facing consumption risk if it invested in this project. In particular, the

maximization problem that determines how much it should invest is a solution to the following

expected utility maximization:

max
x∈[0,y]

(1 − p)u(y − x) + pu(y + Rx).

The first-order condition of this problem implies that the optimal amount of investment in the

risky research activity is given by

u′(y − x)

u′(y + Rx)
=

pR

1 − p
.

The assumption limc→0 u′(c) = ∞ implies that x < y; thus less than the full endowment of

the individual will be invested in the research activity, even though this project has positive

expected returns. Intuitively, the household requires a risk premium to bear the consumption

risk associated with the risky investment.

Next imagine a situation in which many different firms can invest in similar risky research

ventures. Suppose that the success or failure of each project is independent of the others.

Imagine that the household invests an amount x/N in each of N projects. The Strong Law of

Large Numbers implies that as N → ∞, a fraction p of these projects will be successful, and

the remaining fraction 1 − p will be unsuccessful. Therefore the household receives (almost

surely) a utility of

u(y + (p(1 + R) − 1)x).

Since 1 + R > 1/p, this is strictly increasing in x and implies that the household prefers to

invest all of its endowment in the risky projects, that is, x = y. Therefore the ability to hold a

balanced portfolio of projects with independently distributed returns allows the household to

diversify the risks and act in a risk-neutral manner.

A similar logic applies in many of the models presented in the remainder of the book; even

though individual firms have stochastic returns, the representative household holds a balanced

portfolio of all the firms in the economy and diversifies idiosyncratic risks. This observation

also implies that the objective of each firm is to maximize expected profits (without a risk

premium).

12.6 Taking Stock

This chapter has reviewed several conceptual and modeling issues related to the economics of

R&D. I discussed why ex post monopoly power is important in creating incentives for inno-

vation, how innovation incentives differ between competitive firms and monopolies, and how

these compare to the social value of innovation. In this context, I emphasized the importance

of the appropriability effect, which implies that the private value of innovation often falls short

of its social value, because even with ex post monopoly power, an innovating firm is not able

to appropriate the entire consumer surplus created by a better product or a cheaper process.

I also discussed Arrow’s replacement effect, which implies that incumbent monopolists typi-

cally have weaker incentives for innovation than do entrants. Despite the appropriability effect,

the amount of innovation in equilibrium can be excessive, because of another, countervailing,

force: the business stealing effect, which encourages firms to undertake innovations to become

the new monopolist and take over (“steal”) the monopoly rents. Therefore, whether there is too
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little or too much innovation in equilibrium depends on the market structure and the parameters

of the model.

This chapter has also introduced the Dixit-Stiglitz model, which plays an important role in

the analysis of the next few chapters. This model offers a simple formalization of Chamberlin’s

approach to monopolistic competition, in which each firm has some monopoly power, but free

entry ensures that all firms (or the marginal entrants) make zero profits. The Dixit-Stiglitz

model is particularly tractable, because the markup charged by monopolists is independent of

the number of competing firms. This property makes it an ideal model to study endogenous

growth, because it enables innovation to remain profitable even when the number of products

(or the number of machines) increases continuously.

12.7 References and Literature

The literature on R&D in industrial organization is vast. My purpose in this chapter has not

been to review this literature but to highlight the salient features that are used in the remainder

of the book. The reader who is interested in this area can start with Tirole (1988, Chapter

10), which contains an excellent discussion of the contrast between the private and the social

values of innovation. A more up-to-date reference that surveys the recent developments in the

economics of innovation is Scotchmer (2005).

The classic reference on the private and social values of innovation is Arrow (1962).

Schumpeter (1934) was the first to emphasize the role of monopoly in R&D and innovation.

The importance of monopoly power for innovation and the implications of the nonrival nature

of ideas are discussed in Romer (1990, 1993). Most of the industrial organization literature

also emphasizes the importance of ex post monopoly power and patent systems in providing

incentives for innovation. See, for example, Scotchmer (2005). This perspective has recently

been criticized by Boldrin and Levine (2003).

The idea of creative destruction was also originally developed by Schumpeter (1942).

Models of creative destruction in the industrial organization literature include Reinganum

(1981, 1985). Similar models in the growth literature are developed in Aghion and Howitt

(1992, 1998).

Chamberlin (1933) is the classic reference on monopolistic competition. The so-called

Dixit-Stiglitz model is developed in Dixit and Stiglitz (1977) and in Spence (1976). This model

was first used for an analysis of R&D in Dasgupta and Stiglitz (1980). An excellent exposition

of the Dixit-Stiglitz model is provided in Matsuyama (1995). Tirole (1988) also discusses the

Dixit-Stiglitz model as well as other models of product innovation, including Salop’s (1979)

model, which is presented in Exercise 12.14.

A stimulating general discussion of issues of innovation and the importance of market size

and profit incentives is provided in Schmookler (1966). Recent evidence on the effect of market

size and profit incentives on innovation is discussed in Newell, Jaffee, and Stavins (1999); Popp

(2002); Finkelstein (2004); and Acemoglu and Linn (2004).

Mokyr (1990) contains an excellent history of innovation. Freeman (1982) also provides a

survey of the qualitative literature on innovation and discusses the different types of innovation.

The rest of this part of the book, like this chapter, focuses on monopolistic environments,

in which the appropriate equilibrium concept is not the competitive equilibrium but one

that incorporates game-theoretic interactions. Since all games in this book have complete

information, the appropriate notion of equilibrium is the standard Nash Equilibrium concept, or

when the game is multistage or dynamic, it is the Subgame Perfect Equilibrium or the Markov

Perfect Equilibrium. In these situations, equilibrium always refers to Nash, Subgame Perfect,

or Markov Perfect Equilibrium. The treatment here presumes that the reader is familiar with
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these concepts. A quick introduction to the necessary game theory is provided in the Appendix

of Tirole (1988), and a more detailed treatment can be found in Myerson (1991), Fudenberg

and Tirole (1994), and Osborne and Rubinstein (1994). A brief overview of dynamic (infinite-

horizon) games is provided in Appendix C.

12.8 Exercises

12.1 Derive (12.2).

12.2 Prove Proposition 12.1. In particular, do the following.

(a) Show that even if pM = ψ , the unique (Nash) equilibrium involves q1 = D(pM) and qj = 0

for all j > 1. Why?

(b) Show that when pM > ψ , any price p1 > ψ or p1 < ψ cannot be profit-maximizing. Show

that there cannot be an equilibrium in which p1 = ψ and qj > 0 for some j > 1 [Hint: find a

profitable deviation for firm 1.]

(c) Prove that π̂ I
1

> π I
1

.

12.3 Derive (12.5). Using these relationships, prove Proposition 12.2.

12.4 Prove that if π̂ I
1

> 0, then Ŝ
I
1

> 0 (where these terms are defined in Proposition 12.2).

12.5 Consider the model in Section 12.3, and suppose that there is no patent protection for the

innovating firm. The firm can undertake two different types of innovations at the same cost μ.

The first is a general technological improvement, which can be copied by all firms. It reduces the

marginal cost of production to λ−1ψ . The second is specific to the needs of the current firm and

cannot be copied by others. It reduces the marginal cost of production by λ′ < λ. Show that the

firm would never adopt the λ technology but may adopt λ′ technology. Calculate the difference

in the social values generated by these two technologies.

12.6 Prove Proposition 12.3. In particular, verify that the conclusion is also true with limit pricing, that

is, �π̂ I
1

< π I
1

.

12.7 Consider the model in Section 12.3 with an incumbent monopolist and an entrant. Suppose that

the cost of innovation for the incumbent is μ, while for the entrant it is χμ, where χ ≥ 1. Show that

there exists χ̄ > 1 such that if χ < χ̄ , the entrant has greater innovation incentives, and if χ > χ̄ ,

the incumbent has greater innovation incentives. What is the effect of the elasticity of demand

on the relative innovation incentives of the incumbent and the entrant? Provide an intuition for

this effect.

12.8 (a) Prove Proposition 12.4 by providing an example in which there are excessive innovation

incentives.

(b) What factors make excessive innovation more likely?

12.9 The discussion in the text presumed a particular form of patent policy, which provided ex post

monopoly power to the innovator. An alternative intellectual property rights policy is licensing:

firms that have made an innovation can license the rights to use this innovation to others. This

exercise asks you to work through the implications of this type of licensing. Throughout, think of

the licensing stage as follows: the innovator can make a take-it-or-leave-it-offer to one or many

firms so that they can buy the rights to use the innovation (and produce as many units of the output

as they like) in return for some licensing fee ν. Consider a competitive environment, and show

that if firm 1 is allowed to license its innovation to others, this can never raise its profits and can

never increase its incentives to undertake the innovation. Provide an intuition for this result.

Now modify the model, so that each firm has a strictly convex and increasing cost of producing,

ψ1(q), and also has to pay a fixed cost of ψ0 > 0 to be active (so that the average costs take

the familiar inverted U shape). Show that licensing can be beneficial for firm 1 in this case and

therefore increase innovation incentives. Explain why the results differ between the two cases.
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12.10 Derive the expression for the ideal price index, (12.11), from (12.10) and the definition of the

consumption index C.

12.11 Consider the maximization problem in (12.14) and write down the first-order conditions, taking

into account the impact of pi on P and C. Show that as N → ∞, the solution to this problem

converges to (12.15).

12.12 In the Dixit-Stiglitz model in Section 12.4.1, determine the conditions on the function u(., .) in

(12.7) such that an increase in N raises the profits of a monopolist.

12.13 Suppose that U(C, y) = C + v(y), where v(y) = y1−α/(1− α) with α ∈ (0, 1). Suppose also that

new varieties can be introduced at the fixed cost μ.

(a) Consider the allocation determined by a social planner who also controls prices. Characterize

the number of varieties that a social planner would choose to maximize the utility of the

representative household in this case.

(b) Suppose that prices are given by (12.15). Characterize the number of varieties that the social

planner would choose to maximize the utility of the representative household in this case.

(c) Characterize the equilibrium number of varieties (at which all monopolistically competitive

variety producers make zero profits) and compare this number with the answers to the

previous two parts. Explain the sources of differences between the equilibrium and the social

planner’s solution in each case.

12.14 This exercise asks you to work through the Salop (1979) model of product differentiation, which

differs from the Dixit-Stiglitz model in that equilibrium markups are declining in the number of

firms. Imagine that consumers are located uniformly around a circle with perimeter equal to 1.

The circle indexes both the preferences of heterogeneous consumers and the types of goods. The

point where the consumer is located along the circle corresponds to the type of product that he

most prefers. When a consumer at point x around the circle consumes a good of type z, his utility

is R − t |z − x| − p, while if he chooses not to consume, his utility is 0. Here R can be thought

of as the reservation utility of the individual, while t parameterizes the “transport” costs that the

individual has to pay in order to consume a good that is away from his ideal point along the circle.

Suppose that each firm has a marginal cost of ψ per unit of production.

(a) Imagine a consumer at point x, with the two neighboring firms at points z1 > x > z2. As long

as the prices of these firms are not much higher than those farther away, the consumer will

buy from one of these two firms. Denote the prices of these two firms by p1 and p2. Show

that the price difference that would make the consumer indifferent between purchasing from

the two firms satisfies p1 − p2 = (2x − z1 − z2)t , with t (z1 − x) + p1 ≤ R.

(b) Suppose that p1 and p2 satisfy the above relationships. Then show that all x′ ∈ [z2, x) strictly

prefer to buy from firm 2, and all x′ ∈ (x, z1] strictly prefer to buy from firm 1.

(c) Now assume that there are three firms along the circle at locations z1 > z2 > z3. Show that

firm 2’s profits are given by

π2(p1, p2, p3 | z1, z2, z3) = (p2 − ψ)

(
p1 − p2

2t
+

z1 − z2

2
+

p3 − p2

2t
+

z2 − z3

2

)
,

and calculate its profit-maximizing price.

(d) Suppose that p1 = p3. Show that firm 2 would like to locate half way between z1 and z3. Prove

that an equilibrium with N firms charging the same price must have the distance between

any two firms equal to 1/N .

(e) Show that when there are N equidistant firms, it is an equilibrium for all firms to charge

p = ψ + t/N . Explain why the markup here is a decreasing function of the number of firms,

whereas it was independent of the number of firms in the Dixit-Stiglitz model.
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Expanding Variety Models

T
he simplest models of endogenous technological change are those in which R&D ex-

pands the variety of inputs or machines used in production. This chapter focuses on

models with expanding input varieties; research leads to the creation of new varieties of

inputs (machines), and a greater variety of inputs increases the “division of labor,” raising the

productivity of final good firms (Romer, 1987, 1990). This dynamic can therefore be viewed as

a form of process innovation. An alternative, formulated and studied by Grossman and Help-

man (1991a,b), focuses on product innovation. In this model, research leads to the invention of

new goods, and because households have love-for-variety preferences, they derive greater util-

ity when they consume a greater variety of products. Consequently “real” income increases

as a result of these product innovations. Models of product innovation have a mathematical

structure very similar to the models of process innovation with expanding input variety and

will be discussed at the end of the chapter.

In all of these models, and also in the models of quality competition in the next chapter, I

use the Dixit-Stiglitz constant elasticity structure introduced in the Chapter 12.

13.1 The Lab-Equipment Model of Growth with Input Varieties

An important element of all endogenous technology models is the innovation possibilities

frontier (R&D technology). Let us start with a particular version of the endogenous growth

model with expanding varieties of inputs and an R&D technology that only uses output for

creating new inputs. This model is sometimes referred to as the “lab-equipment” model, since

all that is required for research is investment in equipment or laboratories—rather than the

employment of skilled or unskilled workers or scientists.

13.1.1 Demographics, Preferences, and Technology

Imagine an infinite-horizon economy in continuous time admitting a representative household

with preferences

∫ ∞

0

exp(−ρt)
C(t)1−θ − 1

1 − θ
dt. (13.1)

433
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There is no population growth, and the total population of workers, L, supplies labor inelas-

tically. As discussed in the previous chapter, the representative household owns a balanced

portfolio of all firms in the economy.

The unique final good is produced competitively with the production function

Y (t) =
1

1 − β

(∫ N(t)

0

x(ν, t)1−βdν

)
Lβ, (13.2)

where L is the aggregate labor input, N(t) denotes the different number of varieties of inputs

(machines) available to be used in the production process at time t , and x(ν, t) is the total

amount of input of variety ν used at time t . Let us assume that x depreciate fully after use; thus

they can be interpreted as generic inputs, intermediate goods, machines, or even capital, as long

as we are comfortable with the assumption that there is immediate depreciation. Throughout

the chapter I refer to these inputs as “machines.” The assumption that machines (or inputs) are

“used up” in production or depreciate fully after being used ensures that the amounts (numbers)

of these machines used in the past are not additional state variables. This assumption simplifies

the exposition considerably (though the results are identical without this assumption; see

Exercise 13.23).

The term (1− β) in the denominator is included for notational simplicity. Notice that for a

given N(t), which final good producers take as given, (13.2) exhibits constant returns to scale.

Since some firms have monopoly power in this economy, Theorem 5.4 no longer applies, and

we will not work with the aggregate production function of the entire economy. Nevertheless,

since final good producers are competitive, there is no loss of generality in modeling the final

good sector simply using the production function (13.2).

One can also write (13.2) in the following form:

Y (t) =
1

1 − β
X̃(t)1−βLβ,

where

X̃(t) ≡

(∫ N(t)

0

x(ν, t)

εβ−1

εβ dν

) εβ

εβ−1

,

with εβ ≡ 1/β as the elasticity of substitution between machines. This form emphasizes both

the constant returns to scale properties of the production function and the continuity between

the model here and the Dixit-Stiglitz model of the previous chapter. Throughout I normalize

the price of the final good at each date to 1.

The resource constraint of the economy at time t is

C(t) + X(t) + Z(t) ≤ Y (t), (13.3)

where X(t) is spending on machines (the equivalent of “investment”), and Z(t) is expenditure

on R&D at time t .

Let us next turn to how machines are produced and how new machines are invented. Suppose

that once the blueprint for a particular machine variety is invented, one unit of that machine can

be produced at marginal cost equal to ψ > 0 units of the final good. The innovation possibilities

frontier takes the form

Ṅ(t) = ηZ(t), (13.4)
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where η > 0, and the economy starts with some initial technology stock N(0) > 0. Equation

(13.4) implies that greater spending on R&D leads to the invention of new machines. Through-

out I assume that there is free entry into research, which means that any individual or firm can

spend one unit of the final good at time t to generate a flow rate η of new blueprints. The firm

that discovers a blueprint for a new machine receives a fully enforced perpetual patent on this

machine variety. I also assume that the N(0) initial varieties are supplied by monopolists with

perpetual patents.

There is no aggregate uncertainty in the innovation process. Naturally there is idiosyncratic

uncertainty, but with many different research labs undertaking such expenditures, at the

aggregate level, (13.4) holds deterministically.

Given the patent structure specified above, a firm that invents a new machine variety ν is

the sole (monopolist) supplier of that machine variety and sets a price of px(ν, t) at time t to

maximize profits. Since machines depreciate after use, px(ν, t) can also be interpreted as a

rental price or the user cost of this machine.

The demand for machine variety ν is obtained by maximizing net aggregate profits of the

final good sector. Since machines depreciate after use and labor is hired on the spot market,

the maximization problem of the final good sector can be considered for each point in time

separately and simply requires the maximization of the instantaneous profits of a representative

final good producer. These instantaneous profits can be obtained by subtracting total costs—

the user costs of renting machines and the labor costs—from the value of production. Therefore

the maximization problem at time t is

max
[x(ν,t)]ν∈[0,N(t)],L

1

1 − β

(∫ N(t)

0

x(ν, t)1−βdν

)
Lβ −

∫ N(t)

0

px(ν, t)x(ν, t)dν − w(t)L.

(13.5)

The first-order condition of this maximization problem with respect to x(ν, t) for any

ν ∈ [0, N(t)] yields the demand for machines from the final good sector. These demands take

the following convenient isoelastic form:

x(ν, t) = px(ν, t)−1/βL, (13.6)

which is intuitive, since the elasticity of demand for different machine varieties is εβ ≡ 1/β

(so that x(ν, t) = px(ν, t)−εβL). Equation (13.6) implies that the demand for machines only

depends on the user cost of the machine and on equilibrium labor supply, but not directly on

the interest rate r(t), the wage rate w(t), or the total measure of available machines N(t). This

feature makes the model very tractable.

Next consider the (net present discounted) value of owning the blueprint of a machine of

variety ν. This value is

V (ν, t) =

∫ ∞

t

exp

(
−

∫ s

t

r
(
s′

)
ds′

)
π(ν, s) ds, (13.7)

where

π(ν, t) ≡ px(ν, t)x(ν, t) − ψx(ν, t)
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denotes the profits of the monopolist producing machine ν at time t , x(ν, t) and px(ν, t) are

the profit-maximizing choices for the monopolist, and r(t) is the market interest rate at time t .1

Alternatively, assuming that the value function is differentiable in time, this equation could be

written in the form of a HJB equation as in Theorem 7.10 in Chapter 7:

r(t)V (ν, t) − V̇ (ν, t) = π(ν, t). (13.8)

Exercise 13.1 provides a different derivation of this equation than in Theorem 7.10.

13.1.2 Characterization of Equilibrium

An allocation in this economy is defined by the following objects: time paths of consumption

levels, aggregate spending on machines, and aggregate R&D expenditure,

[C(t), X(t), Z(t)]∞
t=0

; time paths of available machine varieties, [N(t)]∞
t=0

; time paths of

prices and quantities of each machine, [px(ν, t), x(ν, t)]∞
ν∈[0,N(t)],t=0

; and time paths of inter-

est rates and wage rates, [r(t), w(t)]∞
t=0

.

An equilibrium is an allocation in which all monopolists (research firms) choose

[px(ν, t), x(ν, t)]∞
ν∈[0,N(t)],t=0

to maximize the discounted value of profits, the evolution of

[N(t)]∞
t=0

is determined by free entry, the evolution of [r(t), w(t)]∞
t=0

, is consistent with market

clearing, and the evolution of [C(t), X(t), Z(t)]∞
t=0

is consistent with household maximiza-

tion. Note that this equilibrium is not “competitive,” since machine producers have market

power.

Let us start with the firm side. Since (13.6) defines isoelastic demands, the solution to the

maximization problem of any monopolist ν ∈ [0, N(t)] involves setting the same price in every

period (see Exercise 13.2):

px(ν, t) =
ψ

1 − β
for all ν and t .

All monopolists thus charge a constant rental rate equal to a markup over their marginal cost

of production, ψ . Let us normalize the marginal cost of machine production to ψ ≡ (1 − β),

so that

px(ν, t) = px = 1 for all ν and t . (13.9)

Profit-maximization also implies that each monopolist rents out the same quantity of machines

in every period, equal to

x(ν, t) = L for all ν and t . (13.10)

This gives monopoly profits as

π(ν, t) = βL for all ν and t. (13.11)

Equation (13.11) implies that each monopolist sells the same amount of machines, charges the

same price, and makes the same amount of profits at all points in time.

1. As usual, the interest rate r(t) is determined from the prices of (zero net supply) Arrow securities that

households can trade to transfer consumption across dates. The aggregate economy can only transfer resources

across dates by changing the stock of machine varieties, N(t).
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Substituting (13.6) and the machine prices into (13.2) yields a (derived) production function

for the final good:

Y (t) =
1

1 − β
N(t)L. (13.12)

Equation (13.12) is one of the main equations of the expanding variety models. It shows

that even though the aggregate production function exhibits constant returns to scale from the

viewpoint of final good firms (which take N(t) as given), there are increasing returns to scale

for the entire economy. Moreover, (13.12) makes it clear that an increase in the variety of

machines, N(t), raises the productivity of labor and that when N(t) increases at a constant

rate so does output per capita.

The demand for labor from the final good sector follows from the first-order condition of

maximizing (13.5) with respect to L and gives the equilibrium wage rate at time t as

w(t) =
β

1 − β
N(t). (13.13)

Finally, free entry into research implies

ηV (ν, t) ≤ 1, Z(ν, t) ≥ 0, and (ηV (ν, t) − 1)Z(ν, t) = 0 for all ν and t , (13.14)

where V (ν, t) is given by (13.7). To understand (13.14), recall that one unit of final good spent

on R&D leads to the invention of η units of new machines, each with a net present discounted

value of profits given by (13.7). This free-entry condition is written in the complementary

slackness form, since research may not be sufficiently profitable for there to be positive R&D.

In this case, ηV (ν, t) could be strictly less than 1. Nevertheless for the relevant parameter

values there is positive R&D and economic growth (and technological progress), so I often

simplify the exposition by writing the free-entry condition as

ηV (ν, t) = 1.

Note also that since each monopolist ν ∈ [0, N(t)] produces a total amount of machines

given by (13.10) and there are N(t) monopolists, the total expenditure on machines is

X(t) = (1 − β)N(t)L. (13.15)

Finally, the representative household’s problem implies the usual Euler equation for con-

sumption,

Ċ(t)

C(t)
=

1

θ
(r(t) − ρ), (13.16)

and the transversality condition,

lim
t→∞

[
exp

(
−

∫ t

0

r (s) ds

) ∫ N(t)

0

V (ν, t)dν

]
= 0, (13.17)

which is written in the market value form and requires the value of the total wealth of the

representative household, which is equal to the value of corporate assets
∫ N(t)

0
V (ν, t)dν, not

to grow faster than the discount rate (see Exercise 13.3).

In light of the previous equations, an equilibrium can be defined more formally as time

paths of consumption, expenditures, R&D decisions, and total number of machine varieties,
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[C(t), X(t), Z(t), N(t)]∞
t=0

, such that (13.3), (13.7), (13.14), (13.15), (13.16), and (13.17) are

satisfied; time paths of prices and quantities of each machine, [px (ν, t), x(ν, t)]∞
ν∈N(t),t=0

, that

satisfy (13.9) and (13.10); and time paths of interest rate and wages, [r(t), w(t)]∞
t=0

, such that

(13.13) and (13.16) hold.

A balanced growth path (BGP) is an equilibrium path where consumption C(t) and output

Y (t) grow at a constant rate. Equation (13.12) then implies that N(t) must also grow at a

constant rate in a BGP. A BGP can alternatively be referred to as a “steady state,” since it is a

steady state in transformed variables (even though the original variables grow at a constant rate).

13.1.3 Balanced Growth Path

A BGP requires that consumption grows at a constant rate, say g∗
C

. This is possible from (13.16)

only if the interest rate is constant. Let us therefore look for an equilibrium allocation in which

r(t) = r∗ for all t ,

where the asterisk (∗) refers to BGP values. Since profits at each date are given by (13.11) and

the interest rate is constant, (13.8) implies that V̇ (t) = 0. Substituting this in either (13.7) or

in (13.8), we obtain

V ∗ =
βL

r∗
. (13.18)

This equation is intuitive: a monopolist makes a flow profit of βL, and along the BGP this

profit is discounted at the constant interest rate r∗.

Let us next suppose that the (free-entry) condition (13.14) holds as an equality, in which

case we also have

ηβL

r∗
= 1.

This equation pins down the BGP interest rate r∗ as

r∗ = ηβL.

The consumption Euler equation (13.16) then implies that the rate of growth of consumption

in BGP must be given by

g∗
C

=
Ċ(t)

C(t)
=

1

θ
(r∗ − ρ). (13.19)

Moreover it can be verified that the current-value Hamiltonian for the representative house-

hold’s maximization problem is concave. Thus this condition, together with the transversality

condition, is sufficient to characterize the unique optimal consumption plan of the representa-

tive household (recall Theorem 7.14 in Chapter 7 and Exercise 8.11 in Chapter 8).

In a BGP, consumption cannot grow at a different rate than total output (see Exercise 13.6);

thus the growth rate of output in the economy must be

g∗ = g∗
C
.
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Given the BGP interest rate, the long-run growth rate of the economy is then obtained as

g∗ =
1

θ
(ηβL − ρ). (13.20)

Let us next assume that

ηβL > ρ, and (1 − θ)ηβL < ρ. (13.21)

The first inequality ensures that g∗ > 0, while the second one ensures that the representative

household’s utility is finite and the transversality condition is satisfied.

Proposition 13.1 Suppose that condition (13.21) holds. Then in the above-described lab-

equipment expanding input variety model, there exists a unique BGP in which technology,

output, and consumption all grow at the same rate g∗ given by (13.20).

Proof. The preceding discussion establishes all the claims in the proposition except that

the transversality condition holds. Exercise 13.4 verifies this and also shows that the resource

constraint (13.3) is satisfied with positive consumption at all points.

An important feature of this class of endogenous technological progress models is the

presence of the scale effect, which was already discussed in Section 11.4 in the context

of Romer’s (1986a) model: the larger is L, the greater is the growth rate. The scale effect

comes from a very strong form of the market size effect discussed in the previous chapter.

The increasing returns to scale nature of the technology (e.g., as highlighted in (13.12)) is

responsible for this strong form of the market size effect and thus for the scale effect. We will

see in Section 15.5 that it is possible to have variants of the current model that feature the

market size effect but not the scale effect.

13.1.4 Transitional Dynamics

It is straightforward to see that there are no transitional dynamics in this model. To derive this

result, let us go back to the value function for each monopolist in (13.8). Substituting for profits

from (13.11), noting that V (ν, t) is independent of ν, and denoting it by V (t), this equation

implies that

r(t)V (t) − V̇ (t) = βL.

The key observation is that positive growth of output at any point implies that ηV (t) = 1for all

t . In other words, if ηV (t) = 1 for t ∈ (t ′ − ε, t ′ + ε) for some t ′ and ε > 0, then ηV (t) = 1 for

all t . Moreover, given (13.21), zero growth at all points is not possible and thus we must have

ηV (t) = 1at least for some interval of time (see Exercise 13.5). Then differentiating ηV (t) = 1

with respect to time yields V̇ (t) = 0 for all t , which is only consistent with r(t) = r∗ for all t ,

thus yielding

r(t) = ηβL for all t .

Proposition 13.2 Suppose that condition (13.21) holds and that the initial technology stock

is N(0) > 0. Then there exists a unique equilibrium path. In this equilibrium, technology,

output, and consumption always grow at the rate g∗, as in (13.20).

Proof. See Exercise 13.5.
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At some level, this result is not too surprising. The mathematical structure of the expanding

variety model is similar to the AK model of Chapter 11 (as most clearly illustrated by

the derived equation for aggregate output (13.12)). Consequently, as in the AK model, the

economy always grows at a constant rate. Even though the mathematical structures of the

two models are similar, the economics of the model presented here are very different. The

equilibrium in Proposition 13.2 exhibits endogenous technological progress. In particular,

research firms spend resources to invent new machines. They do so because, given their patents,

they can profitably sell these machines to final good producers. It is thus profit incentives that

drive R&D, and R&D drives economic growth. We have therefore arrived at our first model in

which market-driven incentives determine the rate at which the technology possibilities of the

economy evolve over time.

13.1.5 Pareto Optimal Allocations

The presence of monopolistic competition implies that the equilibrium is not necessarily Pareto

optimal (and the First Welfare Theorem no longer applies). First, there is a markup over the

marginal cost of production of machines. Second, the number of machines produced at any

point in time may not be optimal. The first source of inefficiency is familiar from models of

static monopoly, while the second emerges from the endogenous determination of the set of

traded (Arrow-Debreu) commodities in this economy.2

To contrast the equilibrium and the Pareto optimal allocations, let us set up the optimal

growth problem. The optimal growth path is a solution to the social planner’s problem of

maximizing the utility of the (normative) representative household, (13.1), subject to the re-

source constraint (13.3) and the innovation possibilities frontier (13.4), with an initial condition

N(0) > 0. The social planner chooses [x(ν, t)]ν∈[0,N(t)] at each t and the time paths of C(t),

Z(t), and N(t). The resource constraint can be alternatively written as

C(t) + Z(t) ≤
1

1 − β

(∫ N(t)

0

x(ν, t)1−βdν

)
Lβ −

∫ N(t)

0

ψx(ν, t)dν, (13.22)

where the right-hand side is simply equal to net output, defined as Ỹ (t) ≡ Y (t) − X(t).

It is convenient to characterize the solution to the optimal growth problem in two steps.

The first involves the characterization of the static allocation (for given N(t)). The second step

then characterizes the optimal path of consumption C(t) and the number of varieties, N(t).

The first step is equivalent to maximizing net output Ỹ (t) (i.e., the right-hand side of (13.22)).

Maximization gives

xS(ν, t) = (1 − β)−1/βL.

Substituting this equation into (13.2), we find the output level in the Pareto optimal allocation as

Y S(t) =
(1 − β)−(1−β)/β

1 − β
NS(t)L

= (1 − β)−1/βNS(t)L,

2. The latter source of potential inefficiency relates to the issue of endogenously incomplete markets (there is

no way to purchase a machine that is not supplied in equilibrium). Its role is clarified in Section 13.1.6. It is

also discussed in greater detail in Section 17.6.
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where superscript “S” is used to emphasize that the level of technology and thus the level of

output differ between the social planner’s and the equilibrium allocations. Net output Ỹ S(t)

can then be written as

Ỹ S(t) = (1 − β)−1/βNS(t)L −

∫ NS(t)

0

ψxS(ν, t)dν

= (1 − β)−1/βNS(t)L − (1 − β)−(1−β)/βNS(t)L

= (1 − β)−1/ββNS(t)L.

Given this expression and (13.4), the second step of the characterization of the optimal growth

path takes the form (dropping the superscript S to simplify notation)

max

∫ ∞

0

exp(−ρt)
C(t)1−θ − 1

1 − θ
dt,

subject to

Ṅ(t) = η[(1 − β)−1/ββN(t)L − C(t)].

In this problem, N(t) is the state variable, and C(t) is the control variable. Let us set up the

current-value Hamiltonian as

Ĥ (N, C, μ) =
C(t)1−θ − 1

1 − θ
+ μ(t)[η(1 − β)−1/ββN(t)L − ηC(t)].

Once again using Theorem 7.13, a candidate solution to this problem is given by

ĤC(N, C, μ) = C(t)−θ − ημ(t) = 0,

ĤN(N, C, μ) = μ(t)η(1 − β)−1/ββL = ρμ(t) − μ̇(t),

lim
t→∞

[exp(−ρt)μ(t)N(t)] = 0.

It can be easily verified that this current-value Hamiltonian is strictly concave and satisfies the

conditions of Theorem 7.14. Therefore the above conditions uniquely characterize the optimal

growth path (see Exercise 13.8).

Combining these conditions, we obtain the following growth rate for consumption in the

optimal growth path (see again Exercise 13.8):

ĊS(t)

CS(t)
=

1

θ
(η(1 − β)−1/ββL − ρ). (13.23)

Like the equilibrium, the optimal growth allocation involves a constant rate of consumption

growth (thus there are no transitional dynamics). This optimal growth rate of consump-

tion, (13.23), can be directly compared to the growth rate in the decentralized equilibrium,

(13.20). The comparison boils down to that of

(1 − β)−1/ββ compared to β.

The former is always greater, since (1 − β)−1/β > 1, so that the (Pareto) optimal growth rate

is always greater than the equilibrium growth rate.
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Proposition 13.3 In the above-described expanding input variety model, the decentralized

equilibrium is always Pareto suboptimal. Moreover, provided that (1 − θ)η(1 − β)−1/ββL <

ρ, starting with any N(0) > 0, the Pareto optimal allocation involves a constant growth rate of

gS =
1

θ
(η(1 − β)−1/ββL − ρ),

which is strictly greater than the equilibrium growth rate g∗ given in (13.20).

Proof. See Exercises 13.9 and 13.10.

Intuitively, the Pareto optimal growth rate is greater than the equilibrium growth rate because

of the greater social value of innovations. This greater social value stems from the fact that the

Pareto optimal allocation involves no markups and thus uses the available set of machines more

intensively. So the source of inefficiency in equilibrium is related to the pecuniary externality

resulting from monopoly markups, which affect the set of traded commodities (and thus

the rate of growth of machines and technology). Other models of endogenous technological

progress incorporate technological spillovers and thus generate inefficiencies both because of

the pecuniary externality isolated here and because of the technological spillovers.

13.1.6 Policy in Models of Endogenous Technological Progress

The divergence between the decentralized equilibrium and the Pareto optimal allocation intro-

duces the possibility of Pareto improving policy interventions. There are two natural alterna-

tives to consider:

1. Subsidies to research: by subsidizing research, the government can increase the growth

rate of the economy, and this can be turned into a Pareto improvement if taxation is not

distortionary (and in the presence of heterogeneity, if there is appropriate redistribution

of resources so that all parties benefit).

2. Subsidies to machines and/or inputs: inefficiencies also arise because the decentralized

economy is not using as many units of the machines and/or inputs (because of the

monopoly markup), so subsidies to the use of machines by the final good sector would

also increase the growth rate.

Moreover, as in the first-generation endogenous growth models, a variety of different policy

interventions, including taxes on investment income and subsidies of various forms, have

growth effects (rather than merely level effects; see, e.g., Exercise 13.12).

Naturally, once we start thinking of policy as potentially closing the gap between the

decentralized equilibrium and the Pareto optimal allocation, we also have to consider the

objectives of policy makers, and this brings us to issues of political economy, which are the

subject matter of Part VIII. For that reason I do not present a detailed discussion of optimal

policy (leaving some discussion to Exercises 13.11–13.13). Nevertheless it is useful to briefly

discuss the role of competition policy in models of endogenous technological progress.

Recall that the profit-maximizing price that the monopolist charges for machines is

px = ψ/(1 − β). Imagine instead that a fringe of competitive firms can copy the innova-

tion of any monopolist, but they are not able to produce at the same level of costs (because

the inventor has more know-how). In particular, as in the previous chapter, suppose that in-

stead of a marginal cost ψ , the fringe companies have marginal cost of γψ with γ > 1. If

γ > 1/(1− β), then this fringe is not a threat to the monopolist, since the monopolist could set

its ideal, profit-maximizing, markup and the fringe would not be able to enter without making

losses. However, if γ < 1/(1− β), then the fringe would prevent the monopolist from setting
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its ideal monopoly price. In particular, in this case the monopolist would be forced to set a

limit price of

px = γψ, (13.24)

which has an explanation identical to the limit price in the previous chapter.3

When the monopolist charges this limit price, its profits per unit would be

(γ − 1)ψ = (γ − 1)(1 − β),

which is less than monopoly profits per unit in the absence of a competitive fringe. What does

this imply for economic growth? It is straightforward to see that in this case the economy would

grow at a slower rate. For example, in the baseline model with the lab-equipment technology,

this growth rate would be (see Exercise 13.14)

ĝ =
1

θ
(ηγ −1/β(γ − 1)(1 − β)−(1−β)/βL − ρ),

which is less than g∗ given in (13.20). Therefore in this model greater competition, which

reduces markups (and thus static distortions), also reduces long-run growth. This result might

at first appear to be counterintuitive, since the monopoly markup may be thought to be the key

source of inefficiency, and greater competition (lower γ ) reduces this markup. Nevertheless

as mentioned above, inefficiency results both because of monopoly markups and because the

set of available machines may not be chosen appropriately. As γ declines, monopoly markups

decline, but the problem of underprovision of machines becomes more severe. This is because

when monopoly profits are reduced, incentives for research are also reduced. Since γ can also

be interpreted as a parameter of antitrust (competition) policy, this result implies that in the

baseline endogenous technological change models, stricter antitrust policy reduces economic

growth.

Welfare is not the same as growth, and some degree of competition to reduce prices below

the unconstrained monopolistic level might be useful for welfare, depending on the discount

rate of the representative household. Essentially, with a lower markup, households will enjoy a

higher level of consumption for a given level of N , but they will also suffer slower consumption

growth (slower growth of N ). The trade-off between these two opposing effects depends on

the discount rate of the representative household (see Exercise 13.14).

Similar results apply when we consider patent policy. In practice, patents are for limited

durations. In the baseline model, we assumed that patents are perpetual: once a firm invents a

new good, it has a fully enforced patent forever. If patents are strictly enforced, then this might

prevent the competitive fringe from competing, restoring the growth rate of the economy to

(13.20). And even in the absence of a competitive fringe, we can imagine that once the patent

runs out, the firm ceases to make profits on its innovation. In this case, it can easily be shown

that growth is maximized by having patents last as long as possible, but there is again a welfare

trade-off.

The results of this baseline endogenous technology model on the effects of competition

and patent duration on growth are extreme, partly because this model does not incorporate

3. More specifically, if the price of the monopolist were higher than γψ , the fringe could undercut the price

of the monopolist, take over the market, and make positive profits. If it were below this amount, then the

monopolist could increase its price toward the unconstrained monopoly price and make more profits. Thus

there is a unique equilibrium price given by (13.24).
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rich competitive interactions among firms. The quality competition (Schumpeterian) models

introduced in the next chapter allow a more nuanced analysis of the effects of competition and

patents on innovation and economic growth.

13.2 Growth with Knowledge Spillovers

In the previous section, growth resulted from the use of final output for R&D. At some level,

this is similar to that of Rebelo’s (1991) model of sustained growth discussed in Chapter 11,

since the innovation possibilities frontier (R&D technology) is linear in accumulable factors.

An alternative is to have “scarce factors” used in R&D. In other words, instead of the lab-

equipment specification, researchers and scientists are now the key creators of R&D. The lab-

equipment model generated sustained economic growth by investing more and more resources

in the R&D sector. This is impossible with scarce factors, since, by definition, a sustained

increase in the use of these factors in the R&D sector is not possible. Consequently, with

this alternative specification, there cannot be endogenous growth unless there are knowledge

spillovers from past R&D, making the scarce factors used in R&D increasingly productive

over time. In other words, we now need current researchers to “stand on the shoulder of past

giants.” The original formulation of the endogenous technological change model by Romer

(1990) relied on this type of knowledge spillovers. While such knowledge spillovers might be

important in practice, the lab-equipment model studied in the previous section was a better

starting point, because it clearly delineated the role of technology accumulation and showed

that growth need not be generated by technological externalities or spillovers.

Since knowledge spillovers play an important role in many models of economic growth,

it is useful to see how the baseline model of endogenous technological progress works in the

presence of such spillovers. I now present the simplest version of the endogenous technological

change model with knowledge spillovers. The environment is identical to that of the previous

section, with the exception of the innovation possibilities frontier, which now takes the form

Ṅ(t) = ηN(t)LR(t), (13.25)

where LR(t) is labor allocated to R&D at time t . The term N(t) on the right-hand side captures

spillovers from the stock of existing ideas. The greater is N(t), the more productive is an

R&D worker. Notice that (13.25) requires that these spillovers are proportional, or linear. This

linearity is the source of endogenous growth in the current model.

In (13.25), LR(t) is research employment, which comes out of the regular labor force.

An alternative, which was originally used by Romer (1990), would be to suppose that only

skilled workers or scientists can work in the knowledge-production (R&D) sector. Here I use

the assumption that a homogeneous workforce is employed both in the R&D sector and in the

final good sector. Competition between the production and the R&D sectors for workers then

ensures that the cost of workers to the research sector is given by the wage rate in the final

good sector. The only other change is that now the total labor input employed in the final good

sector, represented by the production function (13.2), is LE(t) rather than L, since some of the

workers are employed in the R&D sector. Labor market clearing requires that

LR(t) + LE(t) ≤ L.

Aggregate output is then given by

Y (t) =
1

1 − β
N(t)LE(t), (13.26)
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and profits of monopolists from selling their machines are

π(t) = βLE(t). (13.27)

The net present discounted value of a monopolist (for a blueprint ν) is still V (ν, t) as in

(13.7) or (13.8), with the flow profits given by (13.27). However the free-entry condition is

no longer the same as that which followed from (13.4). Instead (13.25) implies the following

free-entry condition (when there is positive research):

ηN(t)V (ν, t) = w(t). (13.28)

The left-hand side of (13.28) is the return from hiring one more worker for R&D. The term

N(t) is on the left-hand side, because higher N(t) translates into higher productivity of R&D

workers. The right-hand side is the flow cost of hiring one more worker for R&D, w(t).

The equilibrium wage rate must be the same as in the lab-equipment model of the previous

section; in particular, w(t) = βN(t)/(1− β), as in (13.13). Moreover, balanced growth again

requires that the interest rate be constant at some level r∗. Using these observations together

with the free-entry condition (13.28), BGP requires that

ηN(t)
βLE(t)

r∗
=

β

1 − β
N(t). (13.29)

Hence the BGP equilibrium interest rate must be

r∗ = (1 − β)ηL∗
E
,

where L∗
E

is the number of workers employed in production in BGP (given by L∗
E

= L − L∗
R

).

The fact that the number of workers in production must be constant in BGP follows from

(13.29). Now using the Euler equation of the representative household, (13.16), we obtain

Ċ(t)

C(t)
=

1

θ
((1 − β)ηL∗

E
− ρ) ≡ g∗ for all t. (13.30)

To complete the characterization of the BGP equilibrium, the BGP level of employment, L∗
E

,

needs to be determined. The innovation possibilities frontier, (13.25), implies Ṅ(t)/N(t) =

ηL∗
R

= η(L − L∗
E
). Moreover, by definition, the BGP growth rate of consumption must be

equal to the rate of technological progress; thus g∗ = Ṅ(t)/N(t). This implies that the BGP

level of employment is uniquely pinned down as

L∗
E

=
θηL + ρ

(1 − β)η + θη
. (13.31)

The rest of the analysis is unchanged. It can also be verified that there are again no

transitional dynamics in the decentralized equilibrium (see Exercise 13.17).

Proposition 13.4 Consider the above-described expanding input variety model with knowl-

edge spillovers, and suppose that

(1 − θ)(1 − β)ηL∗
E

< ρ < (1 − β)ηL∗
E
, (13.32)

where L∗
E

is the number of workers employed in production in BGP, given by (13.31). Then

starting from any initial level of technology stock N(0) > 0, there exists a unique equilibrium
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path. In this equilibrium, technology, output, and consumption grow at the same rate g∗ > 0,

given by (13.30).

Proof. See Exercise 13.16.

As in the lab-equipment model, the equilibrium allocation is Pareto suboptimal, and the

Pareto optimal allocation involves a higher rate of output and consumption growth. Intuitively,

while firms disregard future increases in the productivity of research resulting from their own

R&D spending, the optimal growth allocation internalizes this effect (see Exercise 13.17).

Finally, it is also useful to note that there is again a scale effect here—greater L increases the

interest rate and the growth rate in the economy.

13.3 Growth without Scale Effects

The models used so far feature a scale effect in the sense that a larger population, L, translates

into a higher interest rate and a higher growth rate. This connection is problematic for three

reasons as argued in a series of papers by Chad Jones and others:

1. Larger countries do not necessarily grow faster (though the larger market of the U.S.

or European economies may have been an advantage during the early phases of the

industrialization process; see also Chapter 21).

2. The population of most nations has not been constant. With population growth as in the

standard neoclassical growth model (e.g., L(t) = exp(nt)L(0)), these models would not

feature balanced growth. Instead the growth rate of the economy would steadily increase

over time, and output per capita would reach infinity in finite time (“explode”).

3. In the data, the fraction of resources (e.g., of employment and output) devoted to R&D

appears to increase steadily, but there is no associated increase in the growth rate.

Each of these arguments against scale effects can be debated (e.g., by arguing that countries

do not provide the right level of analysis because of international trade linkages, or that the

growth rate of the world economy has indeed increased when we look at the past 2,000 years

rather than the past 100 years). Nevertheless together these observations do suggest that the

strong form of scale effects embedded in the baseline endogenous technological change models

may not provide a good approximation to reality. These observations have motivated Jones

(1995) to suggest a modified version of the baseline endogenous technological progress model.

While this modification to remove scale effect can be formulated in the lab-equipment model

(see Exercise 13.22), it is conceptually simpler to do so in the context of the model with

knowledge spillovers discussed in the previous section. In particular, in that model the scale

effect can be removed by reducing the impact of knowledge spillovers.

More specifically, consider the model of the previous section with only two differences.

First, there is population growth at the constant exponential rate n, so that L̇(t) = nL(t). The

economy admits a representative household, with CRRA preferences.

∫ ∞

0

exp(−(ρ − n)t)
c(t)1−θ − 1

1 − θ
dt, (13.33)

where c(t) is per capita consumption of the final good of the economy at time t . The production

function for the final good is again given by (13.2).
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Second, in contrast to the knowledge spillover model studied in the previous section, the

R&D sector only admits limited knowledge spillovers, and (13.25) is replaced by

Ṅ(t) = ηN(t)φLR(t), (13.34)

where φ < 1 and LR(t) is labor allocated to R&D activities at time t . Labor market clearing

requires that

LE(t) + LR(t) ≤ L(t), (13.35)

where LE(t) is the level of employment in the final good sector, and L(t) is population at time

t . The key assumption for the model is that φ < 1. The case where φ = 1 is the one analyzed

in the previous section, and as mentioned above, with population growth it would lead to an

exploding path and to infinite utility for the representative household.

Aggregate output and profits are given by (13.26) and (13.27), as in the previous section.

An equilibrium is also defined similarly. Let us focus on the BGP, where a constant fraction of

workers are allocated to R&D, and the interest rate and the growth rate are constant. Suppose

that this BGP involves positive growth, so that the free-entry condition holds as equality. Then

provided that r∗ > n, the BGP free-entry condition can be written as (see Exercise 13.18)

ηN(t)φ
βLE(t)

r∗ − n
= w(t). (13.36)

As before, the equilibrium wage is determined by the production side and is given by (13.13).

Combining (13.13) with (13.36) gives the following free-entry condition:

ηN(t)φ−1(1 − β)LE(t)

r∗ − n
= 1.

Now differentiating this condition with respect to time, we have

(φ − 1)
Ṅ(t)

N(t)
+

L̇E(t)

LE(t)
= 0.

Since in BGP, the fraction of workers allocated to research is constant, L̇E(t)/LE(t) = n. Thus

the BGP growth rate of technology is given by

g∗
N

≡
Ṅ(t)

N(t)
=

n

1 − φ
. (13.37)

Using (13.12), (13.37) implies that total output grows at the rate g∗
N

+ n. But now there is

population growth, so consumption per capita grows only at the rate

g∗
C

= g∗
N

=
n

1 − φ
. (13.38)

The consumption Euler equation then determines the BGP interest rate as

r∗ = θg∗
N

+ ρ =
θn

1 − φ
+ ρ.

Proposition 13.5 Suppose that ρ > (1 − φ − θ)n/(1 − φ). Then in the expanding input

variety model with limited knowledge spillovers, there exists a unique BGP in which technology
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and consumption per capita grow at the rate g∗
N

, as given by (13.37), and output grows at the

rate g∗
N

+ n.

This analysis therefore shows that sustained (and stable) equilibrium growth of per capita

income is possible in an economy with a growing population. Intuitively, instead of the linear

(proportional) spillovers in the baseline Romer model, the current model allows only a limited

amount of spillovers. Without population growth, these spillovers would not be sufficient to

sustain long-run growth. Continuous population growth steadily increases the market size for

new technologies and generates growth from these limited spillovers. While this pattern is

referred to as “growth without scale effects,” it is useful to note that there are two senses in

which there are limited scale effects in these models. First, a faster rate of population growth

translates into a higher equilibrium growth rate. Second, a larger population size leads to higher

output per capita (see Exercise 13.20). It is not clear whether the data support these types of

scale effects either. Put differently, some of the evidence suggested against the scale effects in

the baseline endogenous technological change models may be inconsistent with this class of

models as well. For example, there does not seem to be any evidence in the postwar data or

from the historical data of the past 200 years that faster population growth leads to a higher

equilibrium growth rate.

It is also worth noting that these models are sometimes referred to as “semi-endogenous

growth” models, because while they exhibit sustained growth, the per capita growth rate of

the economy, (13.38), is determined only by population growth and technology and does not

respond to taxes or other policies. The literature has also developed models of endogenous

growth without scale effects, with equilibrium growth responding to policies, though this

normally requires a combination of restrictive assumptions.

13.4 Growth with Expanding Product Varieties

Finally, I now briefly present the equivalent model in which growth is driven by product

innovations instead of process innovations—that is, by expanding product varieties rather than

expanding varieties of inputs. The economy is in continuous time and has a constant population

equal to L. It admits a representative household with preferences given by

∫ ∞

0

exp(−ρt) log C(t)dt, (13.39)

where

C(t) ≡

(∫ N(t)

0

c(ν, t)
ε−1
ε dν

) ε
ε−1

(13.40)

is the consumption index, which is a Dixit-Stiglitz (CES) aggregate of the consumption of

different varieties. Here c(ν, t) denotes the consumption of product ν at time t , while N(t)

is the total measure of products. I assume throughout that ε > 1. Therefore expanding input

varieties have been replaced with expanding product varieties. The log specification in this

utility function is for simplicity and can be replaced by a CRRA utility function.

The patent to produce each product ν ∈ [0, N(t)] belongs to a monopolist, and the monop-

olist who invents the blueprints for a new product receives a fully enforced perpetual patent

on this product. Each product can be produced with the technology

y(ν, t) = l(ν, t), (13.41)
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where l(ν, t) is labor allocated to the production of this variety. Since the economy is closed,

we have

c(ν, t) = y(ν, t).

As in the model with knowledge spillovers of Section 13.2, I assume that new products can

be invented with the production function given by

Ṅ(t) = ηN(t)LR(t). (13.42)

The reader will notice that there is a very close connection between the model here and

the models of expanding input variety studied so far, especially the model with knowledge

spillovers in Section 13.2. For instance, if the y(ν, t) were interpreted as intermediate goods or

inputs instead of products and if C(t) in (13.40) were interpreted as the production function for

the final good rather than as part of the utility function of the representative household, the two

models would be nearly identical. The only difference would be that, with this interpretation,

labor would be used in the production of the inputs, while in Section 13.2 it is used only in the

final good sector.

Equilibrium and BGP are defined similarly to before. The representative household now

determines both the allocation of its expenditure on different varieties and the time path of

consumption expenditures. Since the economy is closed and there is no capital, all output must

be consumed. The consumption Euler equation then determines the equilibrium interest rate.

Labor market clearing requires that

∫ N(t)

0

l(ν, t)dν + LR(t) ≤ L. (13.43)

Let us start with expenditure decisions. Given the Dixit-Stiglitz preferences, the represented

household’s demands are (see Exercise 13.25)

c(ν, t) =
pc(ν, t)−ε

(∫ N(t)

0
pc(ν, t)1−εdν

)− ε
1−ε

C(t), (13.44)

where pc(ν, t) is the price of product variety ν at time t , and C(t) is defined in (13.40). The

term in the denominator is the ideal price index raised to the power −ε. Let us set this ideal

price index as the numeraire, so that the price of output at every instant is normalized to 1;

that is,

(∫ N(t)

0

pc(ν, t)1−εdν

) 1
1−ε

= 1 for all t . (13.45)

With this choice of numeraire, the Euler equation again becomes (see Exercise 13.26):

Ċ(t)

C(t)
= r(t) − ρ. (13.46)

With an argument similar to those used before, the net present discounted value of the

monopolist owning the patent for product ν can be written as

V (ν, t) =

∫ ∞

t

exp

(
−

∫ s

t

r
(
s′

)
ds′

) [
pc(ν, s)c(ν, s) − w(s)c(ν, s)

]
ds,
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where w(t)c(ν, t) is the total expenditure of the firm to produce a total quantity of c(ν, t) (given

the production function (13.41) and the wage rate at time t , w(t)), while pc(ν, t)c(ν, t) is its

revenue, consistent with the demand function (13.44). The maximization of the net present

discounted value again requires profit maximization at every instant. Since each monopolist

faces the isoelastic demand curve given in (13.44), the profit-maximizing monopoly price is

pc(ν, t) =
ε

ε − 1
w(t) for all ν and t.

All firms thus charge the same price, produce the same amount, and employ the same amount

of labor. At time t , there are N(t) products, so the labor market clearing condition (13.43)

implies that

c(ν, t) = l(ν, t) =
LE(t)

N(t)
for all ν and t , (13.47)

where LE(t) = L − LR(t). The instantaneous profits of each monopolist are

π(ν, t) = pc(ν, t)c(ν, t) − w(t)c(ν, t) =
1

ε − 1

LE(t)

N(t)
w(t) for all ν and t . (13.48)

Since prices, sales, and profits are equal for all monopolists, we can simplify notation by letting

V (t) = V (ν, t) for all ν and t .

In addition, since c(ν, t) = c(t) for all ν, we have

C(t) = N(t)
ε

ε−1c(t) = LE(t)N(t)
1

ε−1 , (13.49)

where the second equality uses (13.47).

Labor demand comes from the research sector as well as from the final good producers.

Labor demand from research can again be determined using the free-entry condition. Assuming

that there is positive research, so that the free-entry condition holds as equality, this demand

takes the form

ηN(t)V (t) = w(t). (13.50)

Combining (13.50) with (13.48) yields

π(t) =
1

ε − 1
LE(t)ηV (t), (13.51)

where π(t) denotes the profits of all monopolists at time t . In BGP, where the fraction of

the workforce working in research is constant, (13.51) implies that profits and the net present

discounted value of monopolists must grow at the same rate. Let us denote the BGP growth

rate of the number of products, N(t), by gN , the growth rate of profit and values by gV , and

the growth rate of wages by gw. Moreover, given the choice of numeraire, the consumption

growth rate in this economy, g∗, must equal the wage growth rate gw. The free-entry condition

(13.50) then implies that g∗ = gN + gV . Given these constant growth rates and the constant

BGP interest rate r∗, (13.48) implies that in BGP:

V (t) =
π(t)

r∗ − g∗ + gN

. (13.52)
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Intuitively, at time t , profits are equal to π(t). Subsequently, because of product expansion,

the number of employees per product decreases at the rate gN , reducing profits, and wages

increase at the rate g∗, increasing profits. Taking into account discounting at the rate r∗ yields

(13.52). Now combining (13.51) with (13.52) gives

r∗ =
η

ε − 1
(L − L∗

R
) + g∗ − gN ,

with L∗
R

denoting the BGP level of employment in the research sector. Combined with the

R&D sector production function (13.42), this equation gives the growth rate of products as

Ṅ(t)

N(t)
= gN = ηL∗

R
.

Then from (13.46), the BGP growth rate is g∗ = r∗ − ρ. Combining this expression with the

previous two equations, we obtain the BGP level of research employment as

L∗
R

=
ηL − (ε − 1)ρ

ηε
. (13.53)

Let us assume that L∗
R

> 0 (i.e., ηL > (ε − 1)ρ), so that there is positive growth (otherwise,

the free-entry condition would hold as inequality and there would be zero growth). Moreover,

from (13.49), g∗ = gN/(ε − 1), and therefore we have

g∗ =
ηL − (ε − 1)ρ

ε(ε − 1)
. (13.54)

Finally, since r∗ > g∗ (because of logarithmic preferences), household utility is always finite,

and the relevant transversality condition is satisfied.

Proposition 13.6 Suppose that ηL > (ε − 1)ρ. Then there exists a unique BGP in which

aggregate consumption expenditure C(t) and the wage rate w(t) grow at the rate g∗ given

by (13.54).

In this equilibrium, there is growth of real income, even though the production function of

each good remains unchanged. This is because, while there is no process innovation reducing

costs or improving quality, the number of products available to households expands because

of product innovations. Since the utility function of the representative household, (13.39),

exhibits love for variety, the expanding variety of products increases utility. What happens

to income depends on the choice of numeraire. The natural numeraire is the one setting the

ideal price index (13.45) equal to 1, which amounts to measuring incomes in similar units at

different dates. With this choice of numeraire, real incomes grow at the same rate as C(t), i.e.,

at the rate g∗. Exercise 13.24 further highlights the similarity between the expanding product

and machine variety models. Exercise 13.27 shows that, as in other expanding variety models,

there are no transitional dynamics in the current model and the equilibrium is again Pareto

suboptimal. Finally, it can be verified that there is again a scale effect here. This discussion then

reveals that whether one wishes to use the expanding input variety or the expanding product
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model is mostly a matter of taste, and perhaps one of context. Both models lead to similar

structures of equilibria, similar effects of policy on equilibrium growth, and similar welfare

properties.

13.5 Taking Stock

In this chapter, we had our first look at models of endogenous technological progress. The

distinguishing feature of these models is the fact that profit incentives shape R&D spending

and investments, which in turn determines the rate at which the technology of the economy

evolves over time. At some level, there are many parallels between the models studied here and

the Romer (1986a) model of growth with externalities discussed in Section 11.4: both have a

mathematical structure similar to the neoclassical AK models (constant long-run growth rate,

no transitional dynamics), both generate endogenous growth (as a function of preferences

and policies), and in both (technological or pecuniary) externalities make the equilibrium

growth rate less than the Pareto optimal growth rate. Nevertheless the fundamental difference

between the Romer (1986a) model and the endogenous technological change model should not

be understated. While one may interpret the Romer (1986a) model as involving “knowledge

accumulation,” this accumulation is not the outcome of purposeful economic activity—it is a

by-product of other decisions (in this particular instance, those involving individual physical

capital accumulation). While such a model may “endogenize” technology, it does so without

explicitly specifying the costs and benefits of investing in new technologies. Since, as discussed

in Chapter 3, technology differences across countries are likely to be important in accounting

for their income differences, understanding the sources of technology differences is an essential

part of our effort to understand the mechanics of economic growth. In this respect, the models

presented in this chapter constitute a major improvement over those in Chapter 11.

The models studied in this chapter, like those of the previous chapter, emphasize the

importance of profits in shaping technology choices. We have also seen the role of monopoly

power and patent length on the equilibrium growth rate. In addition, the same factors that

influence the equilibrium growth rate in the neoclassical AK model also affect equilibrium

economic growth. These include the discount rate ρ as well as taxes on capital income or

corporate profits. Nevertheless the effect of the market structure on equilibrium growth and

innovation rates is somewhat limited in the current models, because the Dixit-Stiglitz structure

and expanding product or input varieties limit the extent to which firms can compete with one

another. The models of quality competition in the next chapter feature a richer interaction

between market structure and equilibrium growth.

An important shortcoming of the models in this chapter (and those in the next two chapters)

should also be noted at this point. In these models, the technology stock of a society is

determined only by its own R&D. Thus technological differences result simply from R&D

differences. In our current world of relatively free knowledge flows, many countries not only

generate technological know-how from their own R&D but also benefit from the advances

in the world technology frontier. Consequently, in practice technology adoption decisions

and the patterns of technology diffusion may be equally important as, or more important

than, R&D toward the invention of new technologies (see Chapter 18). Therefore the major

contribution of the approaches studied in this chapter to our understanding is not necessarily in

pinpointing the exact source of technology differences across countries but in their emphasis

on the endogenous nature of technology and in the perspective they provide for modeling

technological investments. In addition, even if technology adoption and imitation may be



13.7 Exercises . 453

more important than innovation for the growth of some countries, models of endogenous

technological change are essential for understanding world economic growth, since the world

technology frontier advances (in large part) because of R&D.

13.6 References and Literature

Models of endogenous technological progress were introduced in Romer (1987, 1990) and then

subsequently analyzed and advanced by, among others, Aghion and Howitt (1992); Grossman

and Helpman (1991a,b); and Segerstrom, Anant, and Dinopoulos (1990). The lab-equipment

model presented in Section 13.1 appears in Rivera-Batiz and Romer (1991). The model in

Romer (1990) is similar to that presented in Section 13.2 but with skilled workers working in

R&D. Gancia and Zilibotti (2005) provide an excellent survey of many of the models discussed

in this chapter. Matsuyama (1995) gives a lucid discussion of the sources of inefficiency in

Dixit-Stiglitz type models, which is related to the sources of inefficiency in the lab-equipment

model presented in Section 13.1.

The critique of endogenous growth models because of scale effect is contained in Backus,

Kehoe, and Kehoe (1992) and in Jones (1995). Backus, Kehoe, and Kehoe pointed out that

more populous countries did not grow faster in the postwar era. Jones focused on time series

patterns and pointed out the substantial increase in R&D inputs, for example, the total number

of workers involved in research, with no corresponding increase in the equilibrium growth

rate. Others have argued that looking at twentieth-century data may not be sufficient to reach a

conclusion on whether there is a scale effect. Kremer (1993) argues, on the basis of estimates

of world population, that there must have been an increase in economic growth over the past

one million years.

The model in Section 13.3 is similar to that presented in Jones (1995, 1999). Dinopoulos

and Thompson (1998), Segerstrom (1998), Young (1998), and Howitt (1999) develop gener-

alizations of this model where policy affects the equilibrium growth rate.

The model of expanding product varieties was first suggested by Judd (1985). Endogenous

growth models with expanding product varieties were first developed by Grossman and Help-

man (1991a,b). The exposition here is different because I used the ideal price index rather than

Grossman and Helpman’s choice of total expenditure as the numeraire.

13.7 Exercises

13.1 Derive (13.8) from (13.7).

(a) Rewrite (13.7) at time t as

V (ν, t) =

∫ t+�t

t

exp

(

−

∫ s

t

r (τ ) dτ

)

[px(ν, s) − ψ]x(ν, s) ds

+

∫ ∞

t+�t

exp

(

−

∫ s

t

r (τ ) dτ

)

[px(ν, s)x(ν, s) − ψx(ν, s)] ds,

which is just an identity for any �t . Interpret this equation and relate this to the Principle of

Optimality in discrete-time problems (Theorem 6.2).
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(b) Show that for small �t , this equation can be written as

V (ν, t) = [px(ν, t) − ψ]x(ν, t)�t + exp(r(t)�t)V (ν, t + �t) + o(�t),

and thus derive the following equation:

(px(ν, t) − ψ)x(ν, t)�t + exp(r(t)�t)V (ν, t + �t) − exp(r(t) × 0)V (ν, t) + o(�t) = 0.

Interpret this equation and the significance of the term o(�t).

(c) Divide both sides of the equation in part b by �t , take the limit �t → 0, and show that when

the value function is differentiable, you obtain (13.8).

13.2 Derive (13.9) and (13.10) from the profit maximization problem of a monopolist.

13.3 Formulate the household optimization problem in terms of the current-value Hamiltonian and

derive the necessary conditions for an interior continuous solution. Show that these are equivalent

to (13.16) and (13.17).

13.4 Complete the proof of Proposition 13.1. In particular, show that when (13.21) holds, the utility of

the representative household is finite, and the transversality condition is satisfied. Show also that

in equilibrium the resource constraint (13.3) is always satisfied with positive consumption at all

points.

13.5 Prove that in the model of Section 13.1 V (ν, t) = V (t) for all ν and t . Moreover, show that if

ηV (t) = 1 for t ∈ (t ′ − ε, t ′ + ε) for some t ′ and ε > 0, then ηV (t) = 1 for all t , and conversely

that if this condition does not hold for any t ′ and any ε > 0, then ηV (t) < 1 for all t , and there

is no entry at any t . Then show that, given (13.21), no entry at any t cannot be an equilibrium.

Using these observations, provide a proof of Proposition 13.2.

13.6 Consider the expanding variety model of Section 13.1 and denote the BGP growth rates of

consumption and total output by g∗
C

and g∗, respectively.

(a) Show that g∗
C

> g∗ is not feasible.

(b) Show that g∗
C

< g∗ violates the transversality condition.

13.7 Consider a world economy consisting of j = 1, . . . , J , economies. Suppose that each of these is

closed and has access to the same production and R&D technology as described in Section 13.1.

Countries differ in terms of labor force Lj , productivity of R&D ηj , and discount rate ρj . Also

assume that one unit of R&D expenditure costs ζj units of final good in country j . There are no

technological exchanges across countries.

(a) Define the “world equilibrium” in which each country is in equilibrium in analogy with the

equilibrium path of the one-country economy in Section 13.1.

(b) Characterize the world equilibrium. Show that in the world equilibrium, each country grows

at a constant rate starting at t = 0. Provide explicit solutions for these growth rates.

(c) Show that except in “knife-edge” cases, output in each country grows at a different long-run

rate.

(d) Now return to the discussion in Chapters 3 and 8 regarding the effect of policy and taxes on

long-run income per capita differences. Show that, in the model discussed in this exercise,

arbitrarily small differences in policy or discount factors across countries lead to infinitely

large differences in long-run income per capita. Does this property resolve the empirical

challenges discussed in those chapters?

13.8 (a) Verify that Theorem 7.14 from Chapter 7 can be applied to the social planner’s problem in

Section 13.1.

(b) Derive the consumption growth rate in the optimal growth path (13.23).
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13.9 Consider the expanding input variety model of Section 13.1. Show that it is possible for the

equilibrium allocation to satisfy the transversality condition, while the optimal growth path may

violate it. Interpret this result. Does it imply that the solution to the optimal growth problem is less

compelling? Show that when the condition in Proposition 13.3 is satisfied, the optimal growth

path satisfies the transversality condition and yields a finite level of utility for the representative

household.

13.10 Complete the proof of Proposition 13.3, in particular showing that the Pareto optimal allocation

always involves a constant growth rate and no transitional dynamics.

13.11 Consider the expanding input variety model of Section 13.1.

(a) Suppose that a benevolent government has access only to research subsidies, which can be

financed by lump-sum taxes. Can these subsidies be chosen to ensure that the equilibrium

growth rate is the same as the Pareto optimal growth rate? Can they be used to replicate the

Pareto optimal equilibrium path? Would it be desirable for the government to use subsidies

to achieve the Pareto optimal growth rate (from the viewpoint of maximizing social welfare

at time t = 0)?

(b) Suppose that the government now has access only to subsidies to machines, which can again

be financed by lump-sum taxes. Can these be chosen to induce the Pareto optimal growth

rate? Can they be used to replicate the Pareto optimal equilibrium path?

(c) Will the combination of subsidies to machines and subsidies to research be better than either

of these two policies by themselves?

13.12 Consider the expanding input variety model of Section 13.1, and assume that corporate profits

are taxed at the rate τ .

(a) Characterize the equilibrium allocation.

(b) Consider two economies with identical technologies and identical initial conditions but with

different corporate tax rates, τ and τ ′. Determine the relative income of these two economies

(as a function of time).

* 13.13 Consider the expanding input variety model of Section 13.1 with one difference. A firm that

invents a new machine receives a patent, which expires at the Poisson rate ι. Once the patent

expires, that machine is produced competitively and is supplied to final good producers at marginal

cost.

(a) Characterize the BGP equilibrium in this case and show how the growth rate depends on ι.

[Hint: notice that there will be two different machine varieties supplied at different prices.]

(b) Characterize the transitional dynamics. [Hint: show that the growth rate of consumption is

constant but output growth is not.]

(c) What is the value of ι that maximizes the equilibrium rate of economic growth?

(d) Show that a policy of ι = 0 does not necessarily maximize social welfare at time t = 0.

13.14 Consider the formulation of competition policy in Section 13.1.6.

(a) Characterize the equilibrium fully.

(b) Write down the welfare of the representative household at time t = 0 in this equilibrium.

(c) Maximize the welfare function derived in part b by choosing a value of γ .

(d) Why is the optimal value of γ not equal to some γ ∗ ≥ 1/(1 − β)? Provide an interpretation

in terms of the trade-off between level and growth effects.

(e) What is the relationship between the optimal value of γ and ρ?
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13.15 This exercise asks you to construct and analyze the equivalent of the lab-equipment expanding

variety model of Section 13.1 in discrete time. Suppose that the economy admits a representative

household with preferences at time 0 given by

∞
∑

t=0

β t C(t)1−θ − 1

1 − θ
,

with β ∈ (0, 1) and θ ≥ 0. Production technology is the same as in the text, and the innovation

possibilities frontier of the economy is given by N(t + 1) − N(t) = ηZ(t).

(a) Define the equilibrium in BGP allocations.

(b) Characterize the BGP and compare the structure of the equilibrium to that in Section 13.1.

(c) Show that there are no transitional dynamics, so that starting with any N(0) > 0, the economy

grows at a constant rate.

13.16 Complete the proof of Proposition 13.4. In particular, show that the equilibrium path involves no

transitional dynamics and that under (13.32), utility is finite and the transversality condition is

satisfied.

13.17 Characterize the Pareto optimal allocation in the economy of Section 13.2. Show that it involves

a constant growth rate greater than the equilibrium growth rate in Proposition 13.4 and has no

transitional dynamics.

13.18 Derive (13.36) and explain why the denominator is equal to r∗ − n.

13.19 Consider the model of endogenous technological progress with limited knowledge spillover as

discussed in Section 13.3.

(a) Characterize the transitional dynamics of the economy starting from an arbitrary N(0) > 0.

(b) Characterize the Pareto optimal allocation, and compare it to the equilibrium allocation in

Proposition 13.5.

(c) Analyze the effect of the following two policies: first, a subsidy to research; second, a patent

policy, in which each patent expires at the rate ι > 0. Explain why the effects of these policies

on economic growth are different than their effects in the baseline endogenous growth model.

13.20 Consider the model in Section 13.3. Suppose that there are two economies with identical pref-

erences, technology, and initial conditions, except country 1 starts with population L1(0) and

country 2 starts with L2(0) > L1(0). Show that income per capita is always higher in country 2

than in country 1.

13.21 Characterize the equilibrium dynamics in the model of Section 13.3 starting with an initial level

of technology N(0) > 0.

13.22 Consider the lab-equipment model of Section 13.1, but modify the innovation possibilities frontier

to be

Ṅ(t) = ηN(t)−φZ(t),

where φ > 0.

(a) Define an equilibrium and characterize the market clearing factor prices and determine the

free-entry condition.

(b) Show that without population growth, there will be no sustained growth in this economy.

(c) Now consider population growth at the exponential rate n, and show that this model generates

sustained equilibrium growth, as in the model analyzed in Section 13.3.

13.23 Consider the baseline endogenous technological change model with expanding machine varieties

in Section 13.1. Suppose that x now denotes machines that do not immediately depreciate. In
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contrast, once produced, these machines depreciate at an exponential rate δ. Preferences and the

rest of the production structure remain unchanged.

(a) Define the equilibrium in BGP allocations.

(b) Formulate the maximization problem of producers of machines. [Hint: it is easier to formulate

the problem in terms of machine rentals rather than machine sales.]

(c) Characterize the equilibrium in this economy, and show that all the results are identical to

those in Section 13.1.

13.24 Consider the following model. Population at time t is L(t) and grows at the constant rate n (i.e.,

L̇(t) = nL(t)). All agents have preferences given by

∫ ∞

0

exp(−ρt)
C(t)1−θ − 1

1 − θ
dt,

where C is consumption of the final good produced as

Y (t) =

(

∫ N(t)

0

y(ν, t)βdν

)1/β

,

where y(ν, t) is the amount of intermediate good ν used in production at time t , and N(t) is

the number of intermediate goods at time t . The production function of each intermediate is

y(ν, t) = l(ν, t), where l(ν, t) is labor allocated to this good at time t . New goods are produced

by allocating workers to R&D, with the production function Ṅ(t) = ηNφ(t)LR(t), where φ ≤ 1

and LR(t) is labor allocated to R&D at time t . Labor market clearing requires that

∫ N(t)

0

l(ν, t)dv + LR(t) = L(t).

Risk-neutral firms hire workers for R&D. A firm that discovers a new good becomes the monopoly

supplier, with a perfectly enforced patent.

(a) Characterize the BGP in the case where φ = 1 and n = 0, and show that there are no

transitional dynamics. Why is this? Why does the long-run growth rate depend on θ? Why

does the growth rate depend on L? Do you find this dependence plausible?

(b) Suppose that φ = 1 and n > 0. What happens? Interpret.

(c) Characterize the BGP when φ < 1 and n > 0. Does the growth rate depend on L? Does it

depend on n? Why? Do you think that the configuration φ < 1 and n > 0 is more plausible

than the one with φ = 1 and n = 0?

13.25 Derive (13.44). [Hint: use the first-order condition between two products ν and ν′, and then

substitute into the budget constraint of the representative household with total expenditure,

denoted by C(t).]

13.26 Using (13.44) and the choice of numeraire in (13.45), set up the household maximization problem

in the form of the current-value Hamiltonian (derive the budget constraint explicitly). Derive the

consumption Euler equation (13.46).

13.27 Consider the model analyzed in Section 13.4.

(a) Show that the allocation described in Proposition 13.6 always involves finite utility and

satisfies the transversality condition.

(b) Show that in this model there are no transitional dynamics.

(c) Characterize the Pareto optimal allocation, and show that the equilibrium growth rate in

Proposition 13.6 is less than the growth rate in the Pareto optimal allocation.



14
Models of
Schumpeterian
Growth

T
he previous chapter presented the basic endogenous technological change models based

on expanding input, machine, or product varieties. The advantage of these models is

their tractability. While the expansion of the variety of machines used in production

captures certain aspects of the economics of innovation, most process innovations in practice

either increase the quality of an existing product or reduce the costs of production. Therefore

typical process innovations have a number of distinct features compared to the “horizontal

innovations” of the previous chapter. For example, in the expanding machine variety model

a newly invented computer is used alongside all previous vintages of computers; in reality, a

newly invented computer often replaces existing vintages. Thus models of expanding machine

variety may not provide a good description of innovation dynamics in practice because they

do not capture the competitive aspect of innovations. These competitive aspects bring us to the

realm of Schumpeterian creative destruction in which economic growth is driven, at least in

part, by new firms replacing incumbents and new machines and products replacing old ones.

For this reason, the models discussed in this chapter are referred to as “Schumpeterian growth

models.” My purpose in this chapter is to develop tractable models of Schumpeterian growth.

Schumpeterian growth raises a number of novel and important issues. First, in contrast

to the models of expanding varieties, there may be direct price competition among various

producers with different vintages of quality or different costs of producing the same product.

This competition affects both the description of the growth process and several of its central

implications. For example, market structure and antitrust policy can play potentially richer roles

in models exhibiting this type of price competition. Second, competition between incumbents

and entrants brings the replacement and business stealing effects discussed in Chapter 12 to

the forefront and raises the possibility of excessive innovation.

This description suggests that a number of new and richer issues arise in the context of

Schumpeterian growth models. One may then expect models of Schumpeterian models to

be significantly more complicated than expanding varieties models. This is not necessarily

the case, however. This chapter presents the basic models of competitive innovations, first

proposed by Aghion and Howitt (1992) and then further developed by Grossman and Helpman

458
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(1991a,b) and Aghion and Howitt (1998). The literature on models of Schumpeterian economic

growth is now large, and an excellent survey is presented in Aghion and Howitt (1998). My

treatment here highlights the most important implications of these models and maximizes the

similarity to the mathematical structure of the expanding varieties models. Several applications

of these models are discussed later in the chapter and in the exercises.

14.1 A Baseline Model of Schumpeterian Growth

14.1.1 Preferences and Technology

The economy is in continuous time and admits a representative household with the standard

CRRA preferences (e.g., (13.1) in the previous chapter). Population is constant at L, and labor

is supplied inelastically. The resource constraint at time t again takes the form

C(t) + X(t) + Z(t) ≤ Y (t), (14.1)

where C(t) is consumption, X(t) is aggregate spending on machines, and Z(t) is total expen-

diture on R&D at time t .

There is a continuum of machines used in the production of a unique final good. Since

there is no expansion of machine varieties, the measure of machines can be normalized to 1

without loss of generality. Each machine line is denoted by ν ∈ [0, 1]. The engine of economic

growth here is process innovations that lead to quality improvements. Let us first specify how

the qualities of different machine lines change over time. Let q(ν, t) be the quality of machine

line ν at time t . The following “quality ladder” determines the quality of each machine variety:

q(ν, t) = λn(ν,t)q(ν, 0) for all ν and t, (14.2)

where λ > 1, q(ν, 0) ∈R+, and n(ν, t) denotes the number of innovations on this machine

line between time 0 and time t . This specification implies that there is a quality ladder for each

machine variety, and each innovation takes the machine quality up by one rung on this ladder.

These rungs are proportionally equidistant, so that each improvement leads to a proportional

increase in quality by an amount λ > 1. Growth is the result of these quality improvements.

Note that the number of innovations in machine line ν by time t , n(ν, t), is a random variable,

and thus q(ν, t) is also a random variable. Therefore there are stochastic changes in machine

qualities.

The production function of the final good is similar to that in the previous chapter, except that

now the quality of the machines matters for productivity. The aggregate production function

takes the form

Y (t) =
1

1 − β

(

∫ 1

0

q(ν, t)x(ν, t | q)1−βdν

)

Lβ, (14.3)

where x(ν, t | q) is the quantity of machine variety ν of quality q used in the production process.

In writing this expression, I conditioned on the qualities of machines, the q(ν, t)s, at time t . In

addition, as we will see below, because the realizations of different qualities are independent,

aggregate output in (14.3) will be nonstochastic.

Note also that as in the previous chapter, this production function can be written as

Y (t) =
1

1 − β
X̃(t)1−βLβ,
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where

X̃(t) ≡

(

∫ 1

0

q(ν, t)x(ν, t | q)

εβ−1

εβ dν

)

εβ

εβ−1

,

with εβ ≡ 1/β. This form emphasizes the continuity with the expanding variety models of

Chapter 12.

An implicit assumption in (14.3) is that at any point in time only one quality of any machine

is used. This assumption is without loss of generality, because different qualities of the same

machine are perfect substitutes and in equilibrium only the leading-edge (highest quality)

machine of each machine line is employed. This feature is the source of creative destruction:

when a higher quality machine is invented it will replace (“destroy”) the previous vintage of

the same machine.

I next specify the technology for producing machines of different qualities and the innova-

tion possibilities frontier of this economy. New machine vintages are invented by R&D. The

R&D process is cumulative, in the sense that new R&D builds on the know-how of existing

machines. For example, consider the machine line ν that has quality q(ν, t) at time t . R&D

on this machine line attempts to improve over this quality. If a firm spends Z(ν, t) units of the

final good for research on this machine line, then it generates a flow rate

ηZ(ν, t)

q(ν, t)

of innovation. The innovation advances the know-how of the production of this machine to the

new rung of the quality ladder, creating a machine variety ν with quality λq(ν, t). Note that

one unit of R&D spending is proportionately less effective when applied to a more advanced

machine. This result is intuitive, since we expect research on more advanced machines to be

more difficult. It is also convenient from a mathematical point of view, because the benefit

of research is also increasing with the quality of the machine (in particular, the quality

improvements are proportional: an innovation increases quality from q(ν, t) to λq(ν, t)). Note

also that the costs of R&D are identical for the current incumbent and new firms.

There is again free entry into research; thus any firm or individual can undertake this type

of research on any of the machine lines. As in the expanding varieties models of the previous

chapter, the firm that makes an innovation has a perpetual patent on the new machine that it

has invented. But the patent system does not preclude other firms undertaking research based

on the machine invented by this firm.

Once a particular machine of quality q(ν, t) has been invented, any quantity of this machine

can be produced at marginal cost ψq(ν, t). Once again, the fact that the marginal cost is pro-

portional to the quality of the machine is natural, because producing higher-quality machines

should be more expensive.

One noteworthy issue here concerns the identity of the firm that undertakes R&D and

innovation. In the expanding varieties model, this was irrelevant, since machines could not

be improved upon, so there was only R&D for new machines, and who undertook the R&D

was not important. Here, in contrast, existing machines can be (and are) improved, and this is

the source of economic growth. We have already seen in Chapter 12 that if the costs of R&D

are identical for incumbents and new firms, Arrow’s replacement effect implies that it will be

entrants that undertake the R&D. The same applies in this model. The incumbent has weaker

incentives to innovate, since it would replace its own machine (thus destroying the profits that

it is already making). In contrast, a new entrant does not have this replacement calculation

in mind. As a result, with the same technology of innovation, it is always the entrants that
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undertake the R&D investments (see Exercise 14.2). In practice, established firms contribute

significantly to innovations and productivity growth, and this issue is discussed in Sections

14.3 and 14.4.

14.1.2 Equilibrium

An allocation in this economy consists of time paths of consumption levels, aggregate spending

on machines, and aggregate R&D expenditure, [C(t), X(t), Z(t)]∞
t=0

; time paths of qualities

of leading-edge machines denoted by [q(ν, t)]∞
ν∈[0,1],t=0

; time paths of prices and quanti-

ties of each machine and the net present discounted value of profits from that machine,

[px(ν, t | q), x(ν, t | q), V (ν, t | q)]∞
ν∈[0,1],t=0

; and time paths of interest rates and wage rates,

[r(t), w(t)]∞
t=0

. Recall that q(ν, t) and thus the corresponding prices, quantities, and values

are stochastic (and thus the paths referred to above are stochastic processes). Nevertheless the

aggregates are nonstochastic, simplifying the analysis. An equilibrium is defined below.

Let us start with the final good producers. A similar analysis to that in the previous chapter

implies that the demand for machines from final good producers is

x(ν, t | q) =

(

q(ν, t)

px(ν, t | q)

)1/β

L for all ν ∈ [0, 1] and all t , (14.4)

where px(ν, t | q) refers to the price of machine of variety ν of quality q(ν, t) at time t . This

expression stands for px(ν, t | q(ν, t)), where q(ν, t) is the highest quality of this machine

available at time t , but there should be no confusion in this notation, since it is clear that q

here refers to q(ν, t). I use this notation for other variables as well. The price px(ν, t | q)

is determined by the profit-maximization of the monopolist holding the patent for machine

variety ν of quality q(ν, t). Note that the demand from the final good sector for machines in

(14.4) is isoelastic as in the previous chapter, so the unconstrained monopoly price is again

a constant markup over marginal cost. However, in contrast to the previous chapter, there is

now competition between firms that have access to different vintages of a particular machine

variety. Thus, as in Chapter 12, we need to consider two regimes, one in which the innovation

is drastic, so that each firm can charge the unconstrained monopoly price, and the other one in

which limit prices have to be used. Which regime we are in does not affect the mathematical

structure or the substantive implications of the model. Nevertheless we have to choose one of

these two alternatives for consistency. Here let us assume that the quality gap between a new

machine and the machine that it replaces, λ, is sufficiently large. In particular, it satisfies

λ ≥

(

1

1 − β

)

1−β
β

, (14.5)

so that we are in the drastic innovations regime (see Exercise 14.9 for the derivation of

this condition and Exercise 14.10 for the structure of the equilibrium under the alternative

assumption). Let us also normalize ψ ≡ 1 − β as in the previous chapter, which implies that

the profit-maximizing monopoly price (for the highest quality machine at time t) is

px(ν, t | q) = q(ν, t). (14.6)

Combining (14.6) with (14.4) implies

x(ν, t | q) = L. (14.7)
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Consequently, the flow profits of a firm with the monopoly rights on the leading-edge machine

of quality q(ν, t) can be computed as

π(ν, t | q) = βq(ν, t)L. (14.8)

This only differs from the flow profits in the previous chapter because of the presence of the

quality term, q(ν, t). Next, substituting (14.7) into (14.3), total output is given by

Y (t) =
1

1 − β
Q(t)L, (14.9)

where

Q(t) ≡

∫ 1

0

q(ν, t)dν (14.10)

is the average total quality of machines. While the q(ν, t)s are stochastic, their average Q(t) is

deterministic with a law of large numbers type of reasoning (since the realizations of the quality

of different machine lines are independent).1 This expression closely parallels the derived

production function (13.12) in the previous chapter, except that labor productivity is now

determined by the average quality of the machines, Q(t) (instead of the number of machine

varieties, N(t), in the previous chapter). This expression also clarifies the reasoning for the

choice of functional forms above. In particular, the reader can verify that it is the linearity of

the aggregate production function of the final good in the quality of machines that makes labor

productivity depend on average quality. With alternative assumptions, an expression similar to

(14.9) would still apply but would typically involve a different aggregator of machine qualities

rather than the simple average (see, e.g., Section 14.4).2 Next, aggregate spending on machines

is obtained as

X(t) = (1 − β)Q(t)L. (14.11)

As in the previous chapter, labor, which is only used in the final good sector, receives an

equilibrium wage rate of

w(t) =
β

1 − β
Q(t). (14.12)

I next specify the value function for the monopolist of variety ν of quality q(ν, t) at time

t . As before, even though each firm generates a stochastic stream of revenues, the presence

of many firms with independent “draws” implies that each should maximize expected profits.

The net present value of expected profits can be written in the HJB form as

r(t)V (ν, t | q) − V̇ (ν, t | q) = π(ν, t | q) − z(ν, t | q)V (ν, t | q), (14.13)

where z(ν, t | q) is the rate at which new innovations occur in sector ν at time t , while π(ν, t | q)

is the flow of profits. This value function is somewhat different from the ones in the previous

1. Some care is necessary here, since the typical laws of large numbers apply to the average of a countable

sequence of random variables, whereas Q(t) is the “average” of a continuum of random variables. This may

sometimes create technical problems, though in the present context Q(t) is well defined. See, for example,

Uhlig (1996) for more details.

2. Another functional form that makes the relevant aggregate the average of the qualities is used in (14.33)

below.
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chapter (e.g., (13.8)) because of the last term on the right-hand side, which captures the essence

of Schumpeterian growth. When a new innovation occurs, the existing monopolist loses its

monopoly position and is replaced by the producer of the higher quality machine. From then

on, it receives zero profits and thus has zero value. Moreover, in writing this equation, I made

use of the fact that because of Arrow’s replacement effect, it is an entrant that is undertaking

the innovation; thus z(ν, t | q) corresponds to the flow rate at which the incumbent will be

replaced by a new entrant.

Free entry again implies

ηV (ν, t | q) ≤ λ−1q(ν, t) and ηV (ν, t | q) = λ−1q(ν, t) if Z(ν, t | q) > 0. (14.14)

In other words, the value of spending one unit of the final good should not be strictly positive.

Recall that one unit of the final good spent on R&D for a machine of quality λ−1q has a flow rate

of success equal to η/(λ−1q), and in this case, it generates a new machine of quality q, which

has a net present value gain of V (ν, t | q). If there is positive R&D, that is, if Z(ν, t | q) > 0,

then the free-entry condition must hold as equality.

Note also that even though the qualities of individual machines, the q(ν, t)s, are stochastic

(and depend on success in R&D), as long as R&D expenditures, the Z(ν, t | q)s, are non-

stochastic, average quality Q(t) and thus total output Y (t) and total spending on machines

X(t) are nonstochastic. This feature significantly simplifies the analysis.

Household maximization again implies the familiar Euler equation

Ċ(t)

C(t)
=

1

θ
(r(t) − ρ), (14.15)

and the transversality condition

lim
t→∞

[

exp

(

−

∫ t

0

r(s)ds

) ∫ 1

0

V (ν, t | q)dν

]

= 0. (14.16)

This transversality condition is intuitive, since the total value of corporate assets is now
∫ 1

0
V (ν, t | q)dν. Even though the evolution of the quality of each machine line is stochastic,

the value of machine ν of quality q at time t , V (ν, t | q), is nonstochastic. Either q is not the

highest quality in this machine line, in which case V (ν, t | q) is equal to 0, or alternatively, it

is given by (14.13).

These equations complete the description of the environment. An equilibrium can then be

represented as time paths of consumption, aggregate spending on machines, and aggregate

R&D, [C(t), X(t), Z(t)]∞
t=0

, that satisfy (14.1), (14.11), (14.13), and (14.14); stochastic paths

of prices and quantities for machines that have highest quality in their lines at that point,

[px(ν, t | q), x(ν, t | q)]∞
ν∈[0,1],t=0

, given by (14.6) and (14.7); and time paths of aggregate

machine quality, [Q(t)]∞
t=0

, interest rates and wage rates, [r(t), w(t)]∞
t=0

, and value functions,

[V (ν, t | q)]∞
ν∈[0,1],t=0

, that satisfy (14.12)–(14.16). I again start the analysis with the BGP,

where output and consumption grow at constant rates.

14.1.3 Balanced Growth Path

In the BGP, consumption grows at the constant rate g∗
C

. With familiar arguments, this must be

the same rate as output growth g∗. Moreover from (14.15), the interest rate must be constant,

that is, r(t) = r∗ for all t .
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If there is positive growth in this BGP equilibrium, then there must be research at least in

some sectors. Since both profits and R&D costs are proportional to quality, when the free-

entry condition (14.14) holds as equality for one machine line, it holds as equality for all of

them. Thus

V (ν, t | q) =
q(ν, t)

λη
. (14.17)

Note that if this condition holds between t and t + �t , then V̇ (ν, t | q) = 0. This is because

q(ν, t) on the right-hand side of (14.17) refers to the quality of the machine supplied by the

incumbent, which is constant over time (until there is innovation in this machine line). In BGP,

R&D expenditures, z(ν, t), must be constant and the same for all machine lines, and I denote

this common value by z∗ (see Exercise 14.1). Then (14.13) implies

V (ν, t | q) =
βq(ν, t)L

r∗ + z∗
. (14.18)

Notice the difference between this value function and those in the previous chapter: instead

of the discount rate r∗, the denominator has the “effective discount rate” r∗ + z∗, because

incumbent monopolists understand that new innovations will replace them.

Combining this equation with (14.17), we obtain

r∗ + z∗ = ληβL. (14.19)

Moreover, from the fact that g∗
C

= g∗ and from (14.15), we have

r∗ = θg∗ + ρ. (14.20)

To solve for the BGP equilibrium, we need a final equation relating the BGP growth rate of

the economy, g∗, to z∗. From (14.9), this is given by

Ẏ (t)

Y (t)
=

Q̇(t)

Q(t)
.

Note that, by definition, in an interval of time �t , there are z(t)�t sectors that experience one

innovation, and this increases their productivity by λ. The measure of sectors experiencing

more than one innovation within this time interval is o(�t)—that is, it is second-order in �t ,

so that as �t → 0, o(�t)/�t → 0. Therefore

Q(t + �t) = λQ(t)z(t)�t + (1 − z(t)�t)Q(t) + o(�t).

Now subtracting Q(t) from both sides, dividing by �t , and taking the limit as �t → 0 yields

Q̇(t) = (λ − 1)z(t)Q(t). (14.21)

Therefore

g∗ = (λ − 1)z∗. (14.22)

Now combining (14.19)–(14.22), the BGP growth rate of output and consumption is

g∗ =
ληβL − ρ

θ + (λ − 1)−1
. (14.23)
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This analysis establishes the following proposition.

Proposition 14.1 Consider the model of Schumpeterian growth described above. Sup-

pose that

ληβL > ρ > (1 − θ)(λ − 1)ηβL.

Then there exists a unique BGP in which average quality of machines, output, and consumption

grow at rate g∗ given by (14.23). The rate of innovation is g∗/(λ − 1).

Proof. Most of the proof is given in the preceding analysis. Exercise 14.4 asks you to check

that the BGP equilibrium is unique and satisfies the transversality condition.

The above analysis illustrates that the mathematical structure of the model is similar to those

analyzed in the previous chapter. Nevertheless creative destruction—the process of incumbent

monopolists being replaced by new entrants—is an important new element and provides a

different interpretation of the growth process. I return to some of the applications of creative

destruction below.

Before doing this, let us briefly look at transitional dynamics in this economy. Similar

arguments to those used in the previous chapter establish the following result.

Proposition 14.2 In the model of Schumpeterian growth described above, starting with any

average quality of machines Q(0) > 0, there are no transitional dynamics, and the equilibrium

path always involves constant growth at the rate g∗ given by (14.23).

Proof. See Exercise 14.5.

As noted above, only the average quality of machines, Q(t), matters for the allocation

of resources. Moreover, the incentives to undertake research are identical for two machine

varieties ν and ν′, with different quality levels q(ν, t) and q(ν′, t). Thus there are no differential

incentives for R&D in more and less advanced machines. Both features are a result of the

functional form in (14.3). Exercise 14.14 investigates the conditions under which these results

may not apply. Nevertheless the specification chosen in this section is appealing, since it implies

that research is directed toward a broad range of machines rather than a specific subset of

machines.

14.1.4 Pareto Optimality

This equilibrium, like that of the endogenous technology model with expanding varieties, is

Pareto suboptimal. The first reason for this is the appropriability effect, which results because

monopolists are not able to capture the entire social gain created by an innovation. However

Schumpeterian growth also introduces the business stealing effect discussed in Chapter 12.

Consequently the equilibrium rate of innovation and growth can now be too high or too low

relative to the social optimum.

Let us proceed as in the previous chapter, first deriving the quantities of machines that are

used in the final good sector in the optimal growth allocation (for given Q(t)). In this allocation,

there are no markups, and thus

xS(ν, t | q) = ψ−1/βL = (1 − β)−1/βL. (14.24)

Substituting (14.24) into (14.3), we obtain

Y S(t) = (1 − β)−1/βQS(t)L,
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where again the superscript S refers to the optimal (social planner’s) allocation. The net output

that can be distributed between consumption and research expenditure is then

Ỹ S(t) ≡ Y S(t) − XS(t)

= (1 − β)−1/βQS(t)L −

∫ 1

0

ψq(ν, t)xS(ν, t | q)dν

= (1 − β)−1/ββQS(t)L. (14.25)

Moreover, given the specification of the innovation possibilities frontier above (in particular,

recall (14.21)), the social planner can improve the aggregate technology as follows:

Q̇S(t) = η(λ − 1)ZS(t),

because R&D spending of ZS(t) leads to the discovery of better vintages at the flow rate η,

and each new vintage increases average quality by a proportional amount λ − 1.

Given this equation, the optimal growth problem becomes

max

∫ ∞

0

exp(−ρt)
CS(t)1−θ − 1

1 − θ
dt

subject to

Q̇S(t) = η(λ − 1)[(1 − β)−1/ββQS(t)L − CS(t)], (14.26)

where (14.26) is obtained by using the expression for net output (14.25) and the resource

constraint (14.1). In this problem, QS(t) is the state variable, and CS(t) is the control variable.

To characterize this solution, let us set up the current-value Hamiltonian as

Ĥ (QS, CS, μS) =
CS(t)1−θ − 1

1 − θ
+ μS(t)[η(λ − 1)(1 − β)−1/ββQS(t)L − η(λ − 1)CS(t)].

Again using Theorem 7.13, a candidate interior solution satisfies

ĤC(QS, CS, μS) = CS(t)−θ − μS(t)η(λ − 1) = 0,

ĤQ(QS, CS, μS) = μS(t)η(λ − 1)(1 − β)−1/ββL = ρμS(t) − μ̇S(t),

lim
t→∞

[exp(−ρt)μS(t)QS(t)] = 0.

Because the current-value Hamiltonian is concave in C and Q, the sufficiency conditions in

Theorem 7.14 are satisfied. Moreover an argument similar to that in Exercise 8.11 in Chapter

8 establishes that the solution to these conditions gives the unique optimal plan (see Exercise

14.8). Combining these conditions, we obtain the following growth rate for consumption in

the Pareto optimal allocation (see again Exercise 14.8):

ĊS(t)

CS(t)
= gS ≡

1

θ
(η(λ − 1)(1 − β)−1/ββL − ρ). (14.27)

Clearly, total output and average quality also grow at the rate gS in this allocation.

It is straightforward to see that the Pareto optimal allocation is always different than the

equilibrium allocation (because of the monopoly markups in the latter). However, in contrast
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to the expanding varieties models, the Pareto optimal growth rate is not always greater than

the equilibrium growth rate. This can be seen by comparing gS to g∗ in (14.23). In particular,

when λ is very large, gS > g∗, and there is insufficient growth in the decentralized equilibrium.

For example, as λ → ∞, we have gS/g∗ → (1− β)−1/β > 1. In contrast, to obtain an example

in which there is excessive growth in equilibrium, suppose that θ = 1, β = 0.9, λ = 1.3, η = 1,

L = 1, and ρ = 0.38. In this case, it can be verified that gS ≈ 0, while g∗ ≈ 0.18 > gS.3 This

example illustrates the counteracting influences of the appropriability and business stealing

effects discussed above. The following proposition summarizes this result.

Proposition 14.3 In the model of Schumpeterian growth described above, the decentralized

equilibrium is Pareto suboptimal. The equilibrium may have a higher or lower rate of growth

than the Pareto optimal allocation.

It is also straightforward to verify that as in the models of the previous chapter, there is

a scale effect, and thus population growth would lead to an exploding growth path. Exercise

14.11 asks you to construct a Schumpeterian growth model without scale effects.

14.1.5 Policy in Models of Schumpeterian Growth

As in the previous chapter, antitrust policy, patent policy, and taxation affect equilibrium

growth. For example, two economies that tax corporate incomes at different rates grow at

different rates.

Nevertheless the current model may be more appropriate for conducting policy analysis

than the expanding varieties models. In these previous models, there was no reason for any

agent in the economy to support distortionary taxes.4 In contrast, the fact that growth here

takes place through creative destruction implies that there is an inherent conflict of interest and

certain types of distortionary policies may have a natural constituency. To illustrate this point,

which is to be discussed in greater detail in Part VIII of the book, suppose that there is a tax τ

imposed on R&D spending. This has no effect on the profits of existing monopolists and only

influences their net present discounted value via replacement. Since taxes on R&D discourage

R&D, there will be replacement at a slower rate; that is, BGP R&D effort z∗ falls. A slower

replacement rate directly increases the steady-state value of all monopolists given by (14.18).

In particular, the value of a monopolist with a machine of quality q is

V (q) =
βqL

r∗(τ ) + z∗(τ )
,

where the equilibrium interest rate and the replacement rate have been written as functions of

τ . With the tax rate on R&D, the free-entry condition (14.14) becomes

V (q) =
(1 + τ)

λη
q.

This equation shows that V (q) is increasing in the tax rate on R&D, τ . Combining the previous

two equations, it can be seen that in response to a positive rate of taxation, r∗(τ ) + z∗(τ )

must adjust downward, so that the value of current monopolists increases (consistent with

3. Notice that the combination of β = 0.9 and λ = 1.3 is consistent with (14.5), which was used in deriving the

equilibrium growth rate g∗.

4. Naturally, one can enrich these models so that tax revenues are distributed unequally across agents, for

example, with taxes on capital distributed to workers. In this case, even in the basic neoclassical growth model,

some groups could prefer distortionary taxes. Such models is discussed in Part VIII of the book.
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the previous equation). Intuitively, when the costs of R&D are raised because of tax policy,

the value of a successful innovation, V (q), must increase to satisfy the free-entry condition.

This can only happen through a decline in the effective discount rate r∗(τ ) + z∗(τ ). A lower

effective discount rate, in turn, is achieved by a decline in the equilibrium growth rate of the

economy, which now takes the form

g∗(τ ) =
(1 + τ)−1ληβL − ρ

θ + (λ − 1)−1
.

This growth rate is strictly decreasing in τ . But as the previous expression shows, incumbent

monopolists benefit from an increase in τ and would be in favor of such a “growth-retarding”

policy.

Therefore an important advantage of models of Schumpeterian growth is that they provide

us with clues about why some societies may adopt policies that reduce the equilibrium growth

rate. Since taxing R&D by new entrants benefits incumbent monopolists, when incumbents are

politically powerful such distortionary taxes can emerge in the political economy equilibrium,

even though they are not in the interest of the society at large.

14.2 A One-Sector Schumpeterian Growth Model

The model of Schumpeterian growth presented in the previous section was designed to maxi-

mize the parallels between this class of models and those based on expanding varieties. I now

discuss a model more closely related to the original Aghion and Howitt (1992) paper. There are

two major differences from the previous section. First, there is only one sector experiencing

quality improvements rather than a continuum of machine varieties. Second, the innovation

possibilities frontier uses a scarce factor, labor, as in the model of knowledge spillovers in

Section 13.2 of the previous chapter. Since there are many parallels between this model and

the one in the previous section, I only provide a brief exposition.

14.2.1 The Basic Aghion-Howitt Model

The household side is the same as before, with the only difference being that we now assume

households are risk neutral, so that the interest rate is determined as r∗ = ρ at all points in time.

Population is again equal to L, and labor is supplied inelastically. The aggregate production

function of the unique final good is

Y (t) =
1

1 − β
x(t | q)1−β(q(t)LE(t))β, (14.28)

where q(t) is the quality of the unique machine used in production and is written in the labor-

augmenting form for simplicity; x(t | q) is the quantity of this machine used at time t ; and

LE(t) denotes the amount of labor used in production at time t , which is less than L, since

LR(t) workers are employed in the R&D sector. Market clearing requires that

LE(t) + LR(t) ≤ L.

Once invented, a machine of quality q(t) can be produced at the constant marginal cost ψ in

terms of the final good. Let us again normalize ψ ≡ 1− β. The innovation possibilities frontier

now involves labor being used for R&D. In particular, each worker employed in the R&D sector
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generates a flow rate η of a new machine. When the current machine used in production has

quality q(t), the new machine has quality λq(t).

Let us once again assume that (14.5) is satisfied, so that the monopolist can charge the

unconstrained monopoly price. Then an analysis similar to that in the previous section implies

that the demand for the leading-edge (highest quality) machine is given by

x(t | q) = px(t)−1/βq(t)LE(t),

where again q is the quality of this machine, and px(ν, t) denotes its price. Let the monopoly

price for the highest quality machine be px(t | q) = ψ/(1 − β) = 1 for all q and t .5 Conse-

quently the demand for the machine of quality q at time t is x(t | q) = q(t)LE(t), and monopoly

profits are π(t | q) = βq(t)LE(t). Aggregate output can then be written as

Y (t | q) =
1

1 − β
q(t)LE(t),

which again conditions on the quality of the machine available at the time, q. This equation

also implies that the equilibrium wage, determined from (14.28), is given by

w(t | q) =
β

1 − β
q(t).

When there is no need to emphasize time dependence, I write this wage rate as a function of

machine quality, that is, as w(q).

Let us now focus on a “steady-state equilibrium” in which the flow rate of innovation is

constant and equal to z∗. Steady state here is in quotation marks since, even though the flow

rate of innovation is constant, consumption and output growth are not constant because of the

stochastic nature of innovation (and this is the reason I do not use the term “BGP” in this

context). In any case, steady state implies that a constant number of workers, L∗
R

, work in

research. Since the interest rate is equal to r∗ = ρ, this implies that the steady-state value of a

monopolist with a machine of quality q is given by

V (q) =
βq

(

L − L∗
R

)

ρ + z∗
,

where I used the fact that in steady state total employment in the final good sector is equal to

L∗
E

= L − L∗
R

. Free entry requires that when the current machine quality is q, wages in the R&D

sector should be equal to the flow benefits. These flow benefits from R&D are equal to ηV (λq),

since, when current machine quality is q, one more worker in R&D leads to the discovery of a

new machine of quality λq at the flow rate η. In addition, given the R&D technology, we must

have z∗ = ηL∗
R

. Combining these relations, we obtain

λ(1 − β)η
(

L − L∗
R

)

ρ + ηL∗
R

= 1,

5. This expression follows the original Aghion and Howitt (1992) paper and assumes that innovators ignore

their effect on equilibrium wages. In the baseline model presented in Section 14.1, since there was a continuum

of monopolistically competitive firms, each had no effect on equilibrium wages. Here, instead, the single

monopolist could recognize that its price also affects equilibrium wages and thus the cost of R&D for its

competitors. In this case, it may want to set a lower price than ψ/(1 − β). Following Aghion and Howitt

(1992), I ignore this issue.
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which uniquely determines the steady-state number of workers in research as

L∗
R

=
λ(1 − β)ηL − ρ

η + λ(1 − β)η
, (14.29)

as long as this expression is positive (otherwise the free-entry condition would be slack and

there would be zero growth).

In contrast to the model in the previous section, output does not grow at a constant rate. Since

there is only one sector undergoing technological change and this sector experiences growth

only at finite intervals, the growth rate of the economy has an uneven nature. In particular, it

can be verified that the economy has constant output for an interval of time (of average length

1/
(

ηL∗
R

)

; see Exercise 14.16) and then experiences a burst of growth when a new machine is

invented. This pattern of uneven growth is a consequence of having only one sector rather than

a continuum (or a large number of them). Whether it provides a better approximation to reality

than the model of the previous section is open to debate. While modern capitalist economies

do not grow at constant rates, they also do not have as jagged a growth performance as that

implied by this model.

The results of this analysis are summarized in the next proposition.

Proposition 14.4 Consider the one-sector Schumpeterian growth model presented in this

section and suppose that

ρ < λ(1 − β)ηL <
log λ + 1 + λ(1 − β)

log λ
ρ. (14.30)

Then there exists a unique steady-state equilibrium in which L∗
R

workers work in the research

sector, where L∗
R

is given in (14.29). The economy has an average growth rate of g∗ =

ηL∗
R

log λ. Equilibrium growth is “uneven,” in the sense that the economy has constant output

for a while and then grows by a discrete amount when an innovation takes place.

Proof. Much of the proof is provided by the preceding analysis. Exercise 14.17 asks you to

verify that the average growth is given by g∗ = ηL∗
R

log λ and that (14.30) is necessary for the

above-described equilibrium to exist and to satisfy the transversality condition.

Therefore this analysis shows that the basic insights of the one-sector Schumpeterian model,

as originally developed by Aghion and Howitt (1992), are very similar to the baseline model of

Schumpeterian growth presented the Section 14.1. The main difference is that growth has an

uneven flavor in the one-sector model, because it is driven by infrequent bursts of innovation,

preceded and followed by periods of no growth.

14.2.2 Uneven Growth and Endogenous Cycles

Section 14.2.1 showed how the basic one-sector Schumpeterian growth model involves an

uneven pattern of economic growth. There is another source of uneven growth in this basic

model, which is more closely related to the process of creative destruction. Schumpeterian

growth implies that future growth reduces the value of current innovations, because it causes

more rapid replacement of existing technologies. This effect has not played a role in our analysis

so far, because in the model with a continuum of sectors, growth takes a smooth form and as

Proposition 14.2 shows, there is a unique equilibrium path with no transitional dynamics. The

one-sector growth model analyzed in this section allows these effects to manifest themselves.
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To show the potential for these creative destruction effects, I now construct a variant of the

model which exhibits endogenous growth cycles.

The only difference from the setup Section 14.2.1 is that the R&D technology now implies

that LR workers in research leads to innovation at the rate

η(LR)LR,

where η(.) is a strictly decreasing function, representing an externality in the research process.

When more firms try to discover the next generation of technology, there is more crowding-out

in the research process, making it less likely for each of them to innovate. Each firm ignores

its effect on the aggregate rate of innovation and thus takes η(LR) as given (this assumption is

not important, as shown by Exercise 14.22). Consequently when the current machine quality

is q, the free-entry condition takes the form

η(LR(q))V (λq) = w(q),

where LR(q) is employment in research when the current machine quality is q.

Let us now look for an equilibrium with the following cyclical property: the rate of in-

novation differs when the innovation in question is an odd-numbered innovation versus an

even-numbered innovation (say with the number of innovations counted starting from some

arbitrary date t = 0). This type of equilibrium is possible when all agents in the economy expect

there to be such an equilibrium (i.e., it is a “self-fulfilling” equilibrium). Denote the number

of workers in R&D for odd- and even-numbered innovations by L1
R

and L2
R

. Then, following

the analysis in the previous subsection, in any equilibrium with a cyclical pattern the values

of odd- and even-numbered innovations (with a machine of quality q) can be written as (see

Exercise 14.20):

V 2(λq) =
βq(L − L2

R
)

ρ + η(L2
R
)L2

R

, and V 1(λq) =
βq(L − L1

R
)

ρ + η(L1
R
)L1

R

, (14.31)

and the free-entry conditions take the form

η(L1
R
)V 2(λq) = w(q), and η(L2

R
)V 1(λq) = w(q),

where w(q) is the equilibrium wage with technology of quality q. The reason η(L1
R
) multi-

plies the value for an even-numbered innovation is because L1
R

researchers are employed for

innovation today, when the current technology is odd-numbered, but the innovation that this

research will produce is even-numbered and thus has value V 2(λq). Therefore the following

two conditions must hold in equilibrium:

η
(

L1
R

)λ(1 − β)q(L − L2
R
)

ρ + η(L2
R
)L2

R

= 1, and η
(

L2
R

)λ(1 − β)q(L − L1
R
)

ρ + η(L1
R
)L1

R

= 1. (14.32)

It can then be verified that these two equations can have solutions L1
R

and L2
R

�= L1
R

, which

would correspond to the possibility of a two-period endogenous cycle (see Exercise 14.21).

14.2.3 Labor Market Implications of Creative Destruction

Another important implication of creative destruction is related to the fact that growth de-

stroys existing productive units. So far this only led to the destruction of the monopoly rents of
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incumbent producers without any loss of employment. In more realistic economies, creative de-

struction may dislocate previously employed workers, and these workers may experience some

unemployment before finding a new job. How creative destruction may lead to unemployment

is discussed in Exercise 14.19.

A final implication of creative destruction that is worth noting relates to the destruction

of firm-specific skills. It may be efficient for workers to accumulate human capital that is

specific to their employers. Creative destruction implies that productive units will have shorter

horizons in an economy with rapid economic growth. An important consequence might be that

in rapidly-growing economies, workers (and sometimes firms) may be less willing to make a

range of relationship-specific investments.

14.3 Innovation by Incumbents and Entrants

A key aspect of the growth process is the interplay between innovations and productivity

improvements by existing firms on the one hand and entry by more productive new firms on

the other. The evidence from industry studies, which is discussed in greater detail in Section

18.1, suggests that a large part of productivity growth at the industry level (and thus in the

aggregate) comes from productivity improvements by continuing plants, though entry by new

plants also makes a nontrivial contribution to industry productivity growth. The Schumpeterian

models presented in this chapter have emphasized entry by new firms as the engine of growth.

Interpreted literally, these models predict that all growth should be driven by entry, which is at

odds with the facts. The expanding variety models presented in the previous chapter also do not

provide a framework for the analysis of the interplay between existing firms and new entrants.6

In this and the next sections, I discuss models that feature productivity growth by continuing

plants (firms). The model in this section features productivity growth by both incumbents and

entrants. The model in the next section is richer in many respects, but does not allow entry.

The two models together provide a first glimpse at the types of models that might be useful for

studying the industrial organization of innovation and productivity growth.

14.3.1 Model

The economy is largely identical to that in Section 14.1, with a representative household with

the standard CRRA preferences. Population is constant at L, and labor is supplied inelastically.

The resource constraint is given by (14.1). The production function of the unique final good is

Y (t) =
1

1 − β

(

∫ 1

0

q(ν, t)βx(ν, t | q)1−βdν

)

Lβ, (14.33)

where x(ν, t | q) is the quantity of machine variety ν of quality q used in the production process,

and the measure of machines is again normalized to 1. This aggregate production function is

similar to (14.3), except that the quality of machines has an exponent β. This modification has

no effects on the results concerning growth, but implies that firms with different productivity

levels will have different levels of sales (see Exercise 14.28). The engine of economic growth

6. In the expanding variety models, the identity of the firms that are undertaking the innovation does not matter,

so one could assume that it is the existing producers that are inventing new varieties, though this is tantamount

to determining the distribution of productivity improvements across firms by assumption.
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is again quality improvements, but these are driven by two types of innovations: (1) innovation

by incumbents and (2) creative destruction by entrants.

Let q(ν, t) be the quality of machine line ν at time t . In particular, the quality ladder for

each machine variety again takes the form

q(ν, t) = λn(ν,t)q(ν, s) for all ν and t,

where λ > 1, and n(ν, t) now denotes the number of incremental innovations on this machine

line between times s ≤ t and t , where time s is the date at which this particular type of

technology was first invented, and q(ν, s) refers to its quality at that point. The incumbent

has a fully enforced patent on the machines that it has developed (though this patent does not

prevent entrants leapfrogging the incumbent’s machine quality). I assume that at time t = 0 each

machine line starts with some quality q(ν, 0) > 0 and is owned by an incumbent. Incremental

innovations can only be performed by the incumbent producer. So we can think of those as

“tinkering” innovations that improve the quality of the machine. More specifically, if the current

incumbent spends an amount z(ν, t)q(ν, t) of the final good for incremental innovation on a

machine of quality q(ν, t), it has a flow rate of innovation equal to φz(ν, t) for φ > 0. The

resulting new machine is of quality λq(ν, t).

Alternatively, a new firm (entrant) can undertake R&D to innovate over the existing ma-

chines in machine line ν at time t . If the current quality of machine is q(ν, t), then by spending

one unit of the final good this new firm innovates at the flow rate η(ẑ(ν, t))/q(ν, t), where

η(.) is a strictly decreasing, continuous, and differentiable function, and ẑ(ν, t) is R&D ex-

penditure by new entrants for machine line ν at time t . Incumbents also have access to the

same technology for radical innovation as the entrants. However Arrow’s replacement effect

implies that incumbents would never use this technology (since entrants make zero profits from

this technology, the profits of incumbents would be negative; see Exercise 14.24). Incumbents

still find it profitable to use the technology for incremental innovations, which is not available

to entrants.

The presence of the strictly decreasing function η, which was also used in Section 14.2.2,

captures the fact that when many firms are undertaking R&D to replace the same machine line,

they are likely to try similar ideas; thus there will be some amount of external diminishing

returns (new entrants are “fishing out of the same pond”). Since each entrant attempting R&D

on this line is potentially small, they all take η(ẑ(ν, t)) as given. Throughout I assume that

zη(z) is strictly increasing in z, so that greater aggregate R&D toward a particular machine

line increases the overall probability of discovering a superior machine. I also suppose that

η(z) satisfies the following Inada-type assumptions:

lim
z→∞

η(z) = 0, and lim
z→0

η(z) = ∞. (14.34)

An innovation by an entrant leads to a new machine of quality κq(ν, t), where κ > λ.

Therefore innovations by entrants are more radical than those of incumbents. Existing empirical

evidence from studies of innovation support the notion that innovations by new entrants are

more significant or radical than those of incumbents.7 Whether the entrant was a previous

incumbent on this specific machine line or whether it is currently an incumbent in some other

machine line does not matter for its technology of innovation.

7. Nevertheless, it may take a while for the successful entrants to realize the full productivity gains from these

innovations, and the treatment here abstracts from this aspect.
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Once a particular machine of quality q(ν, t) has been invented, any quantity of this machine

can be produced at the marginal cost ψ . I again normalize ψ ≡ 1 − β. Total expenditure on

R&D is

Z(t) =

∫ 1

0

[z(ν, t) + ẑ(ν, t)]q(ν, t)dν, (14.35)

where q(ν, t) refers to the highest quality of machine variety ν at time t . Notice also that total

R&D is the sum of R&D by incumbents and entrants (z(ν, t) and ẑ(ν, t), respectively).

An allocation in this economy consists of time paths of consumption, aggregate spending

on machines, and aggregate R&D expenditure, [C(t), X(t), Z(t)]∞
t=0

; (stochastic) time paths

for R&D efforts by incumbent and entrants, [z(ν, t), ẑ(ν, t)]∞
ν∈[0,1],t=0

; (stochastic) time

paths of prices and quantities of leading-edge machines and the net present discounted value

of profits from those machines, [px(ν, t | q), x(ν, t | q), V (ν, t | q)]∞
ν∈[0,1],t=0

; and time paths

of interest rates and wage rates, [r(t), w(t)]∞
t=0

. An equilibrium is given by an allocation in

which R&D decisions by entrants maximize their discounted value; pricing, quantity, and

R&D decisions by incumbents maximize their discounted value; the representative household

chooses the path of consumption optimally; and the labor and capital markets clear. As usual,

a BGP is an equilibrium path in which output and consumption grow at a constant rate.

Profit maximization by the final good sector implies that the demand for machines of highest

quality is given by a slight variant of (14.4) in Section 14.1:

x(ν, t | q) = px(ν, t | q)−1/βq(ν, t)L for all ν ∈ [0, 1] and all t , (14.36)

where px(ν, t | q) refers to the price of machine variety ν of quality q(ν, t) at time t . Since

the demand from the final good sector for machines in (14.36) is isoelastic, the unconstrained

monopoly price is given by the usual formula, as a constant markup over marginal cost. In this

context, I introduce the analogue of condition (14.5),

κ ≥

(

1

1 − β

)

1−β
β

, (14.37)

which ensures that new innovations can charge the unconstrained monopoly price. By impli-

cation, incumbents that make further innovations can also charge the unconstrained monop-

oly price.

14.3.2 Equilibrium

Since the demand for machines in (14.36) is isoelastic and ψ ≡ 1 − β, the profit-maximizing

monopoly price (for the highest quality machine) is

px(ν, t | q) = 1. (14.38)

Combining (14.38) this with (14.36) implies that

x(ν, t | q) = qL. (14.39)

Consequently, the flow profits of a firm with the monopoly rights on the machine of quality

q is again given by (14.8). Substituting (14.39) into (14.33), total output is given by (14.9),

that is, Y (t) = Q(t)L/(1− β), with the average quality of machines Q(t) given as in (14.10).
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Moreover, since the labor market is competitive, the wage rate at any point in time is given by

(14.12) as before.

Let us next determine R&D effort levels by incumbents and entrants. To do this, let us write

the net present value of a monopolist with the highest quality of machine q at time t in machine

line ν. This value satisfies the standard HJB equation

r(t)V (ν, t | q) − V̇ (ν, t | q) = max
z(ν,t |q)≥o

{π(ν, t | q) − z(ν, t | q)q(ν, t) (14.40)

+ φz(ν, t | q)(V (ν, t | λq) − V (ν, t | q)) − ẑ(ν, t | q)η(ẑ(ν, t | q))V (ν, t | q)},

where ẑ(ν, t | q)η(ẑ(ν, t | q)) is the rate at which radical innovations by entrants occur in

sector ν at time t , and φz(ν, q | q) is the rate at which the incumbent improves its technology.

The first term in (14.40), π(ν, t | q), is the flow of profits given by (14.8), while the second

term is the expenditure of the incumbent for improving the quality of its product. The second

line includes changes in the value of the incumbent due to innovation either by itself (at the

rate φz(ν, t | q), the quality of its product increases from q to λq) or by an entrant (at the rate

ẑ(ν, t | q)η(ẑ(ν, t | q)), the incumbent is replaced and receives zero value from then on).8 The

value function is written with a maximum on the right-hand side, since z(ν, t | q) is a choice

variable for the incumbent.

Free entry by entrants implies a free-entry condition similar to (14.14) in Section 14.1,

η(ẑ(ν, t | q))V (ν, t | κq) ≤ q(ν, t), ẑ(ν, t | q) ≥ 0 and

η(ẑ(ν, t | q))V (ν, t | κq) = q(ν, t) if ẑ(ν, t | q) > 0,
(14.41)

which takes into account that by spending an amount q(ν, t), the entrant generates a flow

rate of innovation equal to η(ẑ), leading a product of quality κq, thus earning the value

η(ẑ(ν, t | q))V (ν, t | κq).

In addition, the incumbent’s choice of R&D effort implies a similar complementary slack-

ness condition:

φ(V (ν, t | λq) − V (ν, t | q)) ≤ q(ν, t), z(ν, t | q) ≥ 0 and

φ(V (ν, t | λq) − V (ν, t | q)) = q(ν, t) if z(ν, t | q) > 0.
(14.42)

Finally, household maximization implies the familiar Euler equation and the transversality

condition given by (14.15) and (14.16) as before.

As usual, in the BGP we have r(t) = r∗ (from (14.15)). Moreover z(ν, t | q) = z(q), and

ẑ(ν, t | q) = ẑ(q). These together imply that in the BGP, V̇ (ν, t | q) = 0 and V (ν, t | q) = V (q).

Furthermore, since profits and costs are both proportional to quality q, we can also see that

ẑ(q) = ẑ and V (q) = vq (Exercise 14.23, in fact, shows that ẑ(ν, t | q) = ẑ(t) and

V (ν, t | q) = v(t)q in any equilibrium, even outside the BGP). These results enable a straight-

forward characterization of the BGP and the dynamic equilibrium.9

Let us first look for an interior BGP equilibrium. This solution implies that incumbents

undertake research, and thus

φ(V (ν, t | λq) − V (ν, t | q)) = q(ν, t). (14.43)

8. The fact that the incumbent receives a zero value from then on follows from the assumption that a previous

incumbent has no advantage relative to other entrants in competing for another round of innovations.

9. While ẑ(q) = ẑ for all q, it is not necessarily true that z(q) = z for all q. In fact, as we will see, the equilibrium

only pins down the average R&D intensity of incumbents.
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Given the linearity of V in q, (14.43) implies the following convenient equation for the value

of a firm with a machine of quality q:

V (q) =
q

φ(λ − 1)
. (14.44)

Moreover, from the free-entry condition (again holding as equality), we have

η(ẑ)V (κq) = q, or V (q) =
q

κη(ẑ)
.

Combining this expression with (14.44), we obtain

φ(λ − 1)

κη(ẑ)
= 1.

Thus the BGP R&D level by entrants, ẑ∗, is implicitly defined by

ẑ(q) = ẑ∗ ≡ η−1

(

φ(λ − 1)

κ

)

for all q > 0. (14.45)

In addition, in BGP (14.40) implies that

V (q) =
βLq

r∗ + ẑ∗η(ẑ∗)
. (14.46)

Next, combining (14.46) with (14.44) and (14.45), the BGP interest rate is obtained as

r∗ = φ(λ − 1)βL − ẑ∗η(ẑ∗). (14.47)

From (14.15), the growth rate of consumption and output is therefore given by

g∗ =
1

θ
(φ(λ − 1)βL − ẑ∗η(ẑ∗) − ρ). (14.48)

Equation (14.48) already has some interesting implications. In particular, it determines the

relationship between the rate of innovation by entrants ẑ∗ and the BGP growth rate g∗. In stan-

dard Schumpeterian models, this relationship is positive. In contrast, here it is straightforward

to see that there is a negative relationship between ẑ∗ and g∗.

Equations (14.45) and (14.48) determine the BGP growth rate of the economy but do not

specify how much of productivity growth is driven by creative destruction (innovation by

entrants) and how much of it by productivity improvements by incumbents. To determine

this breakdown, it is useful to repeat the analysis in Section 14.1. Recall, at this point, that

z(ν, t | q) is not a function of ν but could still depend on q. Consequently the law of motion

of Q(t) is

Q(t + �t) = (λφz(t)�t)Q(t) + (κẑ(t)η(ẑ(t))�t)Q(t)

+ (1 − φz(t)�t − ẑ(t)η(ẑ(t))�t)Q(t) + o(�t),
(14.49)

where

z(t) ≡

∫ 1

0
z(ν, t | q)q(ν, t)dν

Q(t)
(14.50)
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is the average R&D effort of incumbents at time t . Now subtracting Q(t) from both sides of

(14.49), dividing by �t , and taking the limit as �t → 0, we obtain

Q̇(t)

Q(t)
= (λ − 1)φz(t) + (κ − 1)ẑ(t)η(ẑ(t)). (14.51)

Therefore an alternative expression for the growth rate of the economy, which decomposes

growth into the component coming from incumbent firms (the first term) and that coming

from new entrants (the second term), is given by

g∗ = (λ − 1)φz∗ + (κ − 1)ẑ∗η(ẑ∗), (14.52)

where z∗ is the average BGP R&D effort of incumbents. The constancy of this average R&D

effort in BGP follows from (14.51) together with the facts that in BGP the growth rate of

average quality is g∗ and the R&D effort by entrants on each machine line is ẑ∗. While (14.48)

pins down the BGP growth rate of output and consumption, (14.52) determines z∗ and thus

how much of growth is driven by innovation by incumbents and how much of it by innovation

by entrants. Moreover it can also be verified that this economy does not have any transitional

dynamics (see Exercise 14.23). Therefore if an equilibrium with growth exists, it involves

growth at the rate g∗. To ensure that such an equilibrium exists, we need to verify that R&D

is profitable both for entrants and for incumbents. The condition that the BGP interest rate r∗,

given by (14.47), should be greater than the discount rate ρ is sufficient for there to be positive

aggregate growth. In addition, this interest rate should not be so high that household utility

reaches an infinite value (or that the transversality condition is violated). Finally, we need to

ensure that there is also innovation by incumbents. The following condition ensures all three

of these requirements (see again Exercise 14.23):

φ(λ − 1)βL − (θ(κ − 1) + 1)ẑ∗η(ẑ∗) > ρ > (1 − θ)(φ(λ − 1)βL − ẑ∗η(ẑ∗)), (14.53)

with ẑ∗ given by (14.45).

Another set of interesting implications of this model concern firm-size dynamics. The size

of a firm can be measured by its sales and is equal to

x(ν, t | q) = qL for all ν and t .

To determine the law of motion of firm sales, let us focus on the equilibrium where

z(ν, t | q) = z∗ for all q. Then the quality of each incumbent firm increases at the flow rate

φz∗, with z∗ given by (14.48) and (14.52). At the same time, each incumbent is also replaced

at the flow rate ẑ∗η(ẑ∗). Therefore for �t sufficiently small, the stochastic process for the size

of a particular firm is given by

x(ν, t + �t | q) =

⎧

⎪

⎨

⎪

⎩

λx(ν, t | q) with probability φz∗�t + o(�t),

0 with probability ẑ∗η(ẑ∗)�t + o(�t),

x(ν, t | q) with probability (1 − φz∗�t − ẑ∗η(ẑ∗)�t) + o(�t),

(14.54)

for all ν and t , where ẑ∗ is given by (14.45) and z∗ by (14.48) and (14.52). Therefore firms have

random growth, and surviving firms expand on average. However firms also face a probability

of replacement (extinction), and in fact, eventually each firm will necessarily be replaced.

Proposition 14.5 Consider the above-described economy starting with an initial condition

Q(0) > 0. Suppose that (14.34) and (14.53) are satisfied, and focus on an equilibrium in which
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all incumbents exert the same level of R&D effort. Then there exists a unique equilibrium.

In this equilibrium growth is always balanced, and technology Q(t), aggregate output Y (t),

and aggregate consumption C(t), grow at the rate g∗ as in (14.48), with ẑ∗ given by (14.45).

Equilibrium growth is driven by both innovation by incumbents and creative destruction by

entrants. Any given firm expands on average as long as it survives, but it is eventually replaced

by a new entrant with probability one.

Proof. See Exercise 14.23.

Proposition 14.5 focuses on equilibria in which all incumbents exert the same R&D effort.

Exercise 14.27 shows that the same conclusions hold when we do not focus on such equilibria.

It is also straightforward to verify that for plausible parameter values, the BGP characterized

here involves a significant fraction of productivity improvements generated by incumbents.

Therefore this class of models can lead to richer equilibrium patterns with both incumbents

and entrants contributing to innovation and productivity growth.

14.3.3 The Effects of Policy on Growth

Let us now use this model to analyze the effects of policies on equilibrium productivity growth

and its decomposition between incumbents and entrants. Since the model has a Schumpeterian

structure (with quality improvements as the engine of growth and creative destruction playing

a major role), it may be conjectured that entry barriers (or taxes on potential entrants) will

have a negative effect on economic growth as in the baseline model earlier in this chapter. To

investigate whether this is the case, let us suppose that there is a tax τe on R&D expenditure

applied to entrants and a tax τi on R&D expenditure paid by incumbents (naturally, these

quantities can be taken to be negative and interpreted as subsidies as well). Note also that the

tax on entrants, τe, can be interpreted as a more strict patent policy than the one in the baseline

model, where the entrant did not have to pay the incumbent for partially benefiting from its

accumulated knowledge. Nevertheless, to keep the analysis brief, I only focus on the case in

which tax revenues are collected by the government rather than rebated back to incumbents as

patent fees.

Repeating the above analysis yields the following equilibrium conditions:

η(ẑ∗)V (κq) = (1 + τe)q, or V (q) =
q(1 + τe)

κη(ẑ∗)
. (14.55)

The equation that determines the optimal R&D decisions of incumbents, (14.43), is also

modified because of the tax rate τi and becomes φ(V (λq) − V (q)) = (1 + τi)q. Combining

this with (14.55), we obtain

φ

(

(λ − 1)(1 + τe)

κη(ẑ∗)(1 + τi)

)

= 1.

Consequently the BGP R&D level by entrants ẑ∗, when their R&D is taxed at the rate τe, is

given by

ẑ∗ ≡ η−1

(

φ(λ − 1)(1 + τe)

κ(1 + τi)

)

. (14.56)
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Equation (14.46) still applies, so that the BGP interest rate is r∗ = (1 + τe)
−1κη(ẑ∗)βL −

ẑ∗η(ẑ∗), which, by substituting for (14.56), can be written as

r∗ =
φ(λ − 1)βL

1 + τi

− ẑ∗η(ẑ∗),

and the BGP growth rate is

g∗ =
1

θ

(

φ(λ − 1)βL

1 + τi

− η(ẑ∗)ẑ∗ − ρ

)

,

with ẑ∗ given by (14.56). The following result is now immediate.

Proposition 14.6 The growth rate of the economy is decreasing in the tax rate on incum-

bents, that is, dg∗/dτi < 0, and is increasing in the tax rate on entrants, that is, dg∗/dτe > 0.

The result in this proposition is rather surprising and extreme. As shown above, in the base-

line Schumpeterian model, making entry more difficult, either by using entry barriers or by

taxing R&D by entrants, has negative effects on economic growth. Despite the Schumpeterian

nature of the current model, blocking entry increases equilibrium growth. Moreover, as Exer-

cise 14.25 shows, in the decentralized equilibrium of this economy there tends to be too much

entry, so a tax on entry also tends to improve welfare. The intuition for this result is related to

the main departure of this model from the standard Schumpeterian models. In contrast to the

baseline Schumpeterian models, the engine of growth is still quality improvements, but these

are undertaken by both incumbents and entrants. Entry barriers, by protecting incumbents, in-

crease their value, and greater value of incumbents encourages more R&D investments and

faster productivity growth. Taxing entrants makes incumbents more profitable, and this en-

courages further innovation by the incumbents. Taxes on entrants or entry barriers also further

increase the contribution of incumbents to productivity growth.

Nevertheless this result should be interpreted with considerable caution. The model in this

section is special in that the R&D technology of incumbents is linear. This linearity is important

for Proposition 14.6. Exercise 14.26 characterizes the equilibrium when φ(z) is a concave

function of z and shows that the effect of taxes on entrants in this case is ambiguous. Therefore

Proposition 14.6 should be read as emphasizing a particular new channel in the starkest possible

way, not as a realistic description of how innovation responds to tax policies.

14.4 Step-by-Step Innovations *

In the baseline Schumpeterian model and also in the extended Schumpeterian model of the

previous section, new entrants could undertake innovation on any machine and did not need

to have developed any know-how on a particular line of business. This assumption led to a

simple structure, in many ways parallel to the models of expanding varieties studied in the

previous chapter. However, quality improvements in practice may have a major cumulative

aspect. Often, only firms that have already reached a certain level of knowledge in a particular

product or machine line can engage in further innovations. Abernathy (1978, p. 70), for

instance, concludes his study of a number of diverse industries by stating that “each of the

major companies seems to have made more frequent contributions in a particular area,” and

he argues that this is because previous innovations in a field facilitate future innovations. This

aspect is entirely absent from the baseline model of Schumpeterian growth, where any firm
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can engage in research to develop the next higher quality machine (and in addition, Arrow’s

replacement effect implies that incumbents do not undertake R&D, though this aspect was

relaxed and generalized in the Section 14.3). A more realistic description of the research process

may involve only a few firms engaging in continuous and cumulative innovation. These firms

are then in continuous competition in a particular product or machine line.

This section presents a model of cumulative innovation of this type. Following Aghion

et al. (2001), I refer to this model as one of step-by-step innovation. Such models are not

only useful in providing a different conceptualization of the process of Schumpeterian growth,

but they also enable us to endogenize the equilibrium market structure and allow a richer

analysis of the effects of competition and intellectual property rights (IPR) policy. Together

with the model of innovation by incumbents and entrants presented in the previous section, this

model is a first step toward a framework in which existing firms (continuing establishments)

contribute to productivity growth and build on their own past innovations (consistent with

the empirical evidence as discussed in Section 18.1). In fact, the model in this section has a

number of distinctive features relative to those presented so far. For instance, previous models

predict that weaker patent protection and greater competition should reduce economic growth.

Nevertheless existing empirical evidence suggests that industries with greater competition

typically exhibit faster growth. Schumpeterian models with an endogenous market structure

show that, under certain circumstances, greater competition (and weaker IPR protection) may

increase growth.

14.4.1 Preferences and Technology

The economy admits a representative household with labor endowment normalized to 1 and

supplied inelastically. To simplify the analysis, I assume that the instantaneous utility function

takes a logarithmic form. Thus the representative household has preferences given by

∫ ∞

0

exp(−ρt) log C(t)dt, (14.57)

where ρ > 0 is the discount rate, and C(t) is consumption at date t .

Let Y (t) be the total production of the final good at time t . The economy is closed, and the

final good is used only for consumption (there is no investment or spending on machines), so

that C(t) = Y (t). The standard Euler equation from (14.57) then implies that

g(t) ≡
Ċ(t)

C(t)
=

Ẏ (t)

Y (t)
= r(t) − ρ, (14.58)

where this equation defines g(t) as the growth rate of consumption and output, and r(t) is the

interest rate at date t .

The final good Y is produced using a continuum 1 of intermediate goods according to the

Cobb-Douglas production function

Y (t) = exp

(

∫ 1

0

log y(ν, t)dν

)

, (14.59)

where y(ν, t) is the output of νth intermediate at time t . Throughout, I take the price of the

final good (or the ideal price index of the intermediates) as the numeraire and denote the price

of intermediate ν at time t by py(ν, t). I also assume that there is free entry into the final good
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sector. These assumptions, together with the Cobb-Douglas production function (14.59), imply

that each final good producer has the following demand for intermediates:

y(ν, t) =
Y (t)

py(ν, t)
for all ν ∈ [0, 1]. (14.60)

Intermediate ν ∈ [0, 1] comes in two different varieties, each produced by one of two firms.

These two varieties are perfect substitutes and compete à la Bertrand. No other firm is able to

produce in this industry. Firm i = 1 or 2 in industry ν has the following technology:

yi(ν, t) = qi(ν, t)li(ν, t), (14.61)

where li(ν, t) is the employment level of the firm, and qi(ν, t) is its level of technology at

time t . The only difference between the two firms is their technology, which is determined

endogenously. Equation (14.61) implies that the marginal cost of producing intermediate ν for

firm i at time t is

MCi(ν, t) =
w(t)

qi(ν, t)
, (14.62)

where w(t) is the wage rate in the economy at time t .

Let us denote the technological leader in each industry by i and the follower by −i, so that

qi(ν, t) ≥ q−i(ν, t).

Bertrand competition between the two firms implies that all intermediates are supplied by the

leader at the limit price (see Exercise 14.29):

p
y

i (ν, t) =
w(t)

q−i(ν, t)
. (14.63)

Equation (14.60) then implies the following demand for intermediates:

yi(ν, t) =
q−i(ν, t)

w(t)
Y (t). (14.64)

R&D leads to stochastic innovations. When the leader innovates, its technology improves

by a factor λ > 1. The follower, on the other hand, can undertake R&D to catch up with the

frontier technology. Let us assume that because this innovation is for the follower’s variant of

the product and results from its own R&D efforts, it does not constitute infringement of the

patent of the leader, and the follower does not have to make any payments to the technological

leader in the industry.

I simplify the analysis by assuming that R&D investments by the leader and the follower

have the same costs and probability of success. In particular, in all cases, each firm (in every

industry) has access to the following R&D technology (innovation possibilities frontier):

zi(ν, t) = �(hi(ν, t)), (14.65)

where zi(ν, t) is the flow rate of innovation at time t , and hi(ν, t) is the number of workers

hired by firm i in industry ν to work in the R&D process at time t . Let us assume that � is twice

continuously differentiable and satisfies �′(.) > 0, �′′(.) < 0, and �′(0) < ∞, and that there

exists h̄ ∈ (0, ∞) such that �′(h) = 0 for all h ≥ h̄. The assumption that �′(0) < ∞ implies that
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there is no Inada condition when hi(ν, t) = 0. The last assumption, on the other hand, ensures

that there is an upper bound on the flow rate of innovation. Recalling that the wage rate for labor

is w(t), the cost for R&D is therefore w(t)G(zi(ν, t)), where G(zi(ν, t)) ≡ �−1(zi(ν, t)), and

the assumptions on � immediately imply that G is twice differentiable and satisfies G′(.) > 0,

G′′(.) > 0, G′(0) > 0, and limz→z̄ G′(z) = ∞, where z̄ ≡ �(h̄) is the maximal flow rate of

innovation (with h̄ defined above).

Let us next turn to the evolution of technologies within each industry. Suppose that leader

i in industry ν at time t has a technology level of

qi(ν, t) = λni(ν,t), (14.66)

and that the follower −i’s technology at time t is

q−i(ν, t) = λn−i(ν,t), (14.67)

where, naturally, ni(ν, t) ≥ n−i(ν, t). Let us denote the technology gap in industry ν at time t

by n(ν, t) ≡ ni(ν, t) − n−i(ν, t). If the leader undertakes an innovation within a time interval of

�t , then the technology gap rises to n(ν, t + �t) = n(ν, t) + 1(the probability of two or more

innovations within the interval �t is again o(�t)). If, on the other hand, the follower undertakes

an innovation during the interval �t , then n(ν, t + �t) = 0. In addition, let us assume that there

is an IPR policy of the following form: the patent held by the technological leader expires at

the exponential rate κ < ∞, in which case, the follower can close the technology gap. Given

this specification, the law of motion of the technology gap in industry ν can be expressed as

n(ν, t + �t) =

⎧

⎪

⎨

⎪

⎩

n(ν, t) + 1 with probability zi(ν, t)�t + o(�t),

0 with probability (z−i(ν, t) + κ)�t + o(�t),

n(ν, t) with probability 1 − (zi(ν, t) + z−i(ν, t) + κ)�t − o(�t)),

(14.68)

In the first line, when n(ν, t) = 0 so that the two firms are neck-and-neck, by convention

zi(ν, t) = 2z0(v, t). Here o(�t) again represents second-order terms, in particular, the prob-

abilities of more than one innovation within an interval of length �t . The terms zi(ν, t) and

z−i(ν, t) are the flow rates of innovation by the leader and the follower, respectively, while κ

is the flow rate at which the follower is allowed to copy the technology of the leader.

We next write the instantaneous operating profits for the leader (the profits exclusive of

R&D expenditures and license fees). Profits of leader i in industry ν at time t are

�i(ν, t) =
(

p
y

i
(ν, t) − MCi(ν, t)

)

yi(ν, t)

=

(

w(t)

q−i(ν, t)
−

w(t)

qi(ν, t)

)

Y (t)

p
y

i
(ν, t)

=
(

1 − λ−n(ν,t)
)

Y (t), (14.69)

where recall that n(ν, t) is the technology gap in industry ν at time t . The first line simply uses

the definition of operating profits as price minus marginal cost times quantity sold. The second

line uses the fact that the equilibrium limit price of firm i is p
y

i (ν, t) = w(t)/q−i(ν, t) as given

by (14.63), and the final equality uses the definitions of qi(ν, t) and q−i(ν, t) from (14.66) and

(14.67). The expression in (14.69) also implies that there will be zero profits in an industry that

is neck-and-neck (i.e., with n(ν, t) = 0). Followers also make zero profits, since they have no
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sales. Since the profits �i(ν, t) in (14.69) only depend on Y (t) and the gap between the leader

and the follower, n(ν, t), let us denote them by �n(t).

The Cobb-Douglas aggregate production function in (14.59) is responsible for the simple

form of the profits (14.69), since it implies that profits only depend on the technology gap of

the industry and aggregate output. This simplifies the analysis below by making the technology

gap in each industry the only industry-specific state variable relevant to payoff.

The objective function of each firm is to maximize the net present discounted value of net

profits. In doing this, each firm takes the paths of interest rates [r(t)]∞
t=0

, aggregate output levels

[Y (t)]∞
t=0

, wages [w(t)]∞
t=0

, the R&D decisions of all other firms, and policies as given. Note

that as in the baseline model of Schumpeterian growth in Section 14.1, even though technology

and output in each sector are stochastic, total output Y (t), given by (14.59), is nonstochastic.

14.4.2 Equilibrium

Let μ(t)≡{μn(t)}
∞
n=0

denote the distribution of industries over different technology gaps, with
∑∞

n=0
μn(t) = 1. For example, μ0(t) denotes the fraction of industries in which the firms are

neck-and-neck at time t . Throughout, I focus on Markov Perfect Equilibria (MPE), where

strategies are only functions of the payoff-relevant state variables. MPE is a natural equilibrium

concept in this context, since it does not allow for implicit collusive agreements between the

follower and the leader (see Appendix C for references and a further discussion of MPE). While

such collusive agreements may be likely when there are only two firms in the industry, in most

industries there are many more firms and also many potential entrants, making collusion more

difficult. To simplify notation, I drop the dependence on industry ν and refer to R&D decisions

by zn for the technological leader that is n steps ahead and by z−n for a follower that is n steps

behind. I also denote the list of decisions by the leader and follower with technology gap n at

time t by ξn(t) ≡
〈

zn(t), p
y

i (ν, t), yi(ν, t)
〉

and ξ−n(t) ≡ z−n(t), respectively. Throughout, ξ

indicates the whole sequence of decisions at every state: ξ(t) ≡ {ξn(t)}
∞
n=−∞.10

An MPE is represented by time paths [ξ∗(t), w∗(t), r∗(t), Y ∗(t)]∞
t=0

such that

1. [p
y∗
i (ν, t)]∞

t=0
and [y∗

i
(ν, t)]∞

t=0
implied by [ξ∗(t)]∞

t=0
satisfy (14.63) and (14.64);

2. R&D policies [z∗(t)]∞
t=0

are best responses to themselves; that is, [z∗(t)]∞
t=0

maxi-

mizes the expected profits of firms taking aggregate output [Y ∗(t)]∞
t=0

, factor prices

[w∗(t), r∗(t)]∞
t=0

, and the R&D policies of other firms [z∗(t)]∞
t=0

as given;

3. aggregate output [Y ∗(t)]∞
t=0

is given by (14.59); and

4. the labor and capital markets clear at all times given the factor prices [w∗(t), r∗(t)]∞
t=0

.

Let us now characterize this equilibrium. Since only the technological leader produces,

labor demand in an industry with technology gap n(ν, t) = n can be expressed as

ln(t) =
λ−nY (t)

w(t)
for n ≥ 0. (14.70)

10. There are two sources of abuse of notation here. First, pricing and output decisions, given by (14.63) and

(14.64), depend on the aggregate level of output Y (t) as well. However, profits, as given by (14.69), and other

choices do not depend on Y (t), and I suppress this dependence without any effect on the analysis. Second, the

sequences [p
y∗
i

(ν, t)]∞
t=0

and [y∗
i
(ν, t)]∞

t=0
are stochastic, while the rest of the objects specified above are not.

Since the stochastic nature of these sequences has no effect on the analysis, I suppress this feature as well.
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In addition, there is demand for labor coming from R&D of both followers and leaders in all

industries. Using (14.65) and the definition of the G function, we can express demand for R&D

labor in an industry with technology gap n as

hn(t) = G(zn(t)) + G(z−n(t)). (14.71)

The labor market clearing condition can then be expressed as

1 ≥

∞
∑

n=0

μn(t)

(

1

ω(t)λn
+ G(zn(t)) + G(z−n(t))

)

, (14.72)

and ω(t) ≥ 0, with complementary slackness, where

ω(t) ≡
w(t)

Y (t)
(14.73)

is the labor share at time t . The labor market clearing condition (14.72) uses the fact that total

supply is equal to 1, and the demand cannot exceed this amount. If demand falls short of 1,

then the wage rate w(t) and thus the labor share ω(t) have to be equal to zero (though this will

never be the case in equilibrium).

The relevant index of aggregate quality in this economy is no longer the average but instead

reflects the Cobb-Douglas aggregator in the production function (14.59). It is

log Q(t) ≡

∫ 1

0

log q(ν, t)dν. (14.74)

Given (14.74), the equilibrium wage can be written as (see Exercise 14.30)

w(t) = Q(t)λ
−

∑∞

n=0
nμn(t). (14.75)

14.4.3 Steady-State Equilibrium

Let us now focus on steady-state MPEs, where the distribution of industries μ(t) ≡ {μn(t)}
∞
n=0

is stationary, and ω(t) defined in (14.73) and the growth rate g∗ are constant over time. If

the economy is in steady state at time t = 0, then by definition, Y (t) = Y0e
g∗t , and w(t) =

w0 exp(g∗t). The two equations also imply that ω(t) = ω∗ for all t ≥ 0.

Standard arguments imply that the value function for a firm that is n steps ahead (when the

follower chooses z∗
−n

(t)) is given by

r(t)Vn(t) − V̇n(t) = max
zn(t)

{[�n(t) − w∗(t)G(zn(t))] (14.76)

+ zn(t)[Vn+1(t) − Vn(t)] + [z∗
−n

(t) + κ][V0(t) − Vn(t)]}.

In steady state, the net present value of a firm that is n steps ahead, Vn(t), also grows at a

constant rate g∗ for all n ≥ 0. Let us then define normalized values as

vn(t) ≡
Vn(t)

Y (t)
(14.77)

for all n, which will be independent of time in steady state—that is, vn(t) = vn.



14.4 Step-by-Step Innovations . 485

Using (14.77) and the fact that, from (14.58), r(t) = g(t) + ρ, the steady-state value

function (14.76) can be written as

ρvn = max
zn

{(1 − λ−n) − ω∗G(zn) + zn[vn+1 − vn] (14.78)

+ [z∗
−n

+ κ][v0 − vn]} for all n ≥ 1,

where z∗
−n

is the equilibrium value of R&D for a follower that is n steps behind, and ω∗ is the

steady-state labor share (while zn is now explicitly chosen to maximize vn).

Similarly the value for neck-and-neck firms is

ρv0 = max
z0

{

−ω∗G(z0) + z0[v1 − v0] + z∗
0
[v−1 − v0]

}

, (14.79)

while the values for followers do not depend on how many steps behind the leader they are

(because a single innovation is sufficient to catch up with the leader) and are given by

ρv−1 = max
z−1

{

−ω∗G(z−1) + [z−1 + κ][v0 − v−1

]

}. (14.80)

The maximization problems involved in the value functions are straightforward and immedi-

ately yield the following profit-maximizing R&D decisions:

z∗
n
= max

{

G′−1

(

[vn+1 − vn]

ω∗

)

, 0

}

, (14.81)

z∗
−1

= max

{

G′−1

(

[v0 − v−1]

ω∗

)

, 0

}

, (14.82)

z∗
0
= max

{

G′−1

(

[v1 − v0]

ω∗

)

, 0

}

, (14.83)

where z∗
−1

is the R&D decision by all followers, and G′−1(.) is the inverse of the derivative of

the G function. Since G is twice differentiable and strictly convex, G′−1 is differentiable and

strictly increasing. These equations therefore imply that innovation rates, the z∗
n
s, are increasing

in the incremental value of moving to the next step and decreasing in the cost of R&D, as

measured by the normalized wage rate ω∗. Note also that since G′(0) > 0, these R&D levels

can be equal to zero, which is taken care of by the max operator.

The response of innovation rates, z∗
n
, to the increments in values, vn+1 − vn, is the key

economic force in this model. For example, a policy that reduces the patent protection of

leaders that are n + 1 steps ahead (by increasing κ) will make being n + 1 steps ahead less

profitable, thus reducing vn+1 − vn and z∗
n
. This corresponds to the standard disincentive effect

of relaxing IPR protection. However, relaxing IPR protection may also create a beneficial

composition effect: because {vn+1 − vn}
∞
n=0

is a decreasing sequence, it implies that z∗
n−1

is

higher than z∗
n

for n ≥ 1 (see Proposition 14.9 below). Weaker patent protection (in the form

of shorter patent lengths) shifts more industries into the neck-and-neck state and potentially

increases the equilibrium level of R&D in the economy.
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Given the equilibrium R&D decisions, the steady-state distribution of industries across

states μ∗ has to satisfy the following accounting identities:

(z∗
n+1

+ z∗
−1

+ κ)μ∗
n+1

= z∗
n
μ∗

n
for n ≥ 1, (14.84)

(z∗
1
+ z∗

−1
+ κ)μ∗

1
= 2z∗

0
μ∗

0
, (14.85)

2z∗
0
μ∗

0
= z∗

−1
+ κ. (14.86)

The first expression equates exit from state n + 1 (which takes the form of the leader going

one more step ahead or the follower catching up to the leader) to entry into this state (which

takes the form of a leader from the state n making one more innovation). Equation (14.85)

performs the same accounting for state 1, taking into account that entry into this state comes

from innovation by either of the two firms that are competing neck-and-neck. Finally, (14.86)

equates exit from state 0 with entry into this state, which comes from innovation by a follower

in any industry with n ≥ 1.

The labor market clearing condition in steady state can then be written as

1 ≥

∞
∑

n=0

μ∗
n

(

1

ω∗λn
+ G(z∗

n
) + G(z∗

−n
)

)

, and ω∗ ≥ 0, (14.87)

with complementary slackness.

The next proposition characterizes the steady-state growth rate in this economy.

Proposition 14.7 The steady-state growth rate in the above economy is given by

g∗ = log λ

(

2μ∗
0
z∗

0
+

∞
∑

n=1

μ∗
n
z∗
n

)

. (14.88)

Proof. Equations (14.73) and (14.75) imply

Y (t) =
w(t)

ω(t)
=

Q(t)λ
−

∑∞

n=0
nμ∗

n(t)

ω(t)
.

Since ω(t) = ω∗ and
{

μ∗
n

}∞

n=0
are constant in steady state, Y (t) grows at the same rate as Q(t).

Therefore

g∗ = lim
�t→0

log Q(t + �t) − log Q(t)

�t
.

During an interval of length �t , in a fraction μ∗
n

of the industries with technology gap n ≥ 1the

leaders innovate at a rate z∗
n
�t + o(�t), and in the fraction μ∗

0
of the industries with technology

gap of n = 0 both firms innovate, so that the total innovation rate is 2z∗
0
�t + o(�t)). Since each

innovation increases productivity by a factor λ, we obtain the preceding equation. Combining

these observations yields

log Q(t + �t) = log Q(t) + log λ

(

2μ∗
0
z∗

0
�t +

∞
∑

n=1

μ∗
n
z∗
n
�t + o(�t)

)

.

Subtracting log Q(t), dividing by �t , and taking the limit as �t → 0 gives (14.88).

This proposition clarifies that the steady-state growth comes from two sources: (1) R&D

decisions of leaders or of firms in neck-and-neck industries and (2) the distribution of industries
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across different technology gaps, μ∗ ≡ {μ∗
n
}∞
n=0

. The latter channel reflects the composition

effect discussed above. This type of composition effect implies that the relationship between

competition and growth (or IPR protection and growth) is more complex than in the models dis-

cussed so far, because such policies change the equilibrium market structure (the composition

of industries).

A steady-state equilibrium can be summarized by
〈

μ∗, v, z∗, ω∗, g∗
〉

such that the distribu-

tion of industries μ∗ satisfies (14.84), (14.85), and (14.86); the values v ≡{vn}
∞
n=−∞ satisfy

(14.78), (14.79), and (14.80); the R&D decisions z∗ are given by (14.81), (14.82), and (14.83);

the steady-state labor share ω∗ satisfies (14.87); and the steady-state growth rate g∗ is given

by (14.88). I next provide a characterization of the steady-state equilibrium. The first result is

a technical one that is necessary for this characterization.

Proposition 14.8 In a steady-state equilibrium, v−1 ≤ v0, and {vn}
∞
n=0

forms a bounded

and strictly increasing sequence converging to some positive value v∞. Moreover there exists

n∗ ≥ 1 such that z∗
n
= 0 for all n ≥ n∗.

Proof. Let {zn}
∞
n=−1

be the R&D decisions of a firm and {vn}
∞
n=−1

be the sequence of values,

taking the decisions of other firms and the industry distributions, {z∗
n
}∞
n=−1

, {μ∗
n
}∞
n=−1

, ω∗, and

g∗, as given. By choosing zn = 0 for all n ≥ −1, the firm guarantees vn ≥ 0 for all n ≥ −1.

Let πn denote normalized flow profits when the technology gap is n. Then, since πn ≤ 1 for

all n ≥ −1, vn ≤ 1/ρ for all n ≥ −1, establishing that {vn}
∞
n=−1

is a bounded sequence, with

vn ∈ [0, 1/ρ] for all n ≥ −1.

Proof of v1 > v0: Suppose, first, that v1 ≤ v0. Then (14.83) implies z∗
0
= 0, and by the

symmetry of the problem in equilibrium, (14.79) would imply v0 = v1 = 0. As a result,

from (14.82) we obtain z∗
−1

= 0. Equation (14.78) then implies that when z∗
−1

= 0, v1 ≥

(1 − λ−1)/(ρ + κ) > 0, yielding a contradiction and proving that v1 > v0.

Proof of v−1 ≤ v0: Suppose, to obtain a contradiction, that v−1 > v0. Then (14.82) implies

z∗
−1

= 0, which leads to v−1 = κv0/(ρ + κ). The last equation contradicts v−1 > v0, since

κ/(ρ + κ) < 1 (given that κ < ∞).

Proof of vn < vn+1 : Suppose, to obtain a contradiction, that vn ≥ vn+1. Now (14.81) implies

z∗
n
= 0, and (14.78) becomes

ρvn = (1 − λ−n) + z∗
−1

[v0 − vn] + κ[v0 − vn].

Also from (14.78), the value for state n + 1 satisfies

ρvn+1 ≥ (1 − λ−n−1) + z∗
−1

[v0 − vn+1] + κ[v0 − vn+1].

Combining the two previous expressions yields

(1 − λ−n) + z∗
−1

[v0 − vn] + κ[v0 − vn] ≥ 1 − λ−n−1 + z∗
−1

[v0 − vn+1] + κ[v0 − vn+1].

Since λ−n−1 < λ−n, this implies vn < vn+1, contradicting the hypothesis that vn ≥ vn+1 and

establishing the desired result: vn < vn+1.

Consequently {vn}
∞
n=−1

is nondecreasing and {vn}
∞
n=0

is (strictly) increasing. Since a non-

decreasing sequence in a compact set must converge, {vn}
∞
n=−1

converges to its limit point v∞,

which must be strictly positive, since {vn}
∞
n=0

is strictly increasing and has a nonnegative initial

value. Exercise 14.31 completes the proof by showing that there exists n∗ ≥ 1 such that z∗
n
= 0

for all n ≥ n∗.

The next proposition provides the most important economic insights of this model and shows

that z∗ ≡
{

z∗
n

}∞

n=0
is a decreasing sequence. Thus technological leaders that are further ahead
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undertake less R&D. Intuitively, the benefits of further R&D investments are decreasing in

the technology gap, since greater values of the technology gap translate into smaller increases

markups and profits (recall (14.69)). The fact that leaders who are sufficiently ahead of their

competitors undertake little R&D is the main reason composition effects play an important

role in this model. For example, all else equal, closing the technology gaps between leaders

and followers increases R&D spending and equilibrium growth.

Proposition 14.9 In any steady-state equilibrium, z∗
n+1

≤ z∗
n

for all n ≥ 1, and moreover

z∗
n+1

< z∗
n

if z∗
n
> 0. Furthermore, z∗

0
> z∗

1
, and z∗

0
≥ z∗

−1
.

Proof. From (14.81),

δn+1 ≡ vn+1 − vn < vn − vn−1 ≡ δn (14.89)

is sufficient to establish that z∗
n+1

≤ z∗
n
. Let us write

ρ̄vn = max
zn

{(1 − λ−n) − ω∗G(zn) + zn[vn+1 − vn] + (z∗
−1

+ κ)v0}, (14.90)

where ρ̄ ≡ ρ + z∗
−1

+ κ . Since z∗
n+1

, z∗
n
, and z∗

n−1
are maximizers of the value functions vn+1,

vn, and vn−1, respectively, (14.90) implies

ρ̄vn+1 = 1 − λ−n−1 − ω∗G(z∗
n+1

) + z∗
n+1

[vn+2 − vn+1] + (z∗
−1

+ κ)v0,

ρ̄vn ≥ 1 − λ−n − ω∗G(z∗
n+1

) + z∗
n+1

[vn+1 − vn] + (z∗
−1

+ κ)v0,

ρ̄vn ≥ 1 − λ−n − ω∗G(z∗
n−1

) + z∗
n−1

[vn+1 − vn] + (z∗
−1

+ κ)v0,

ρ̄vn−1 = 1 − λ−n+1 − ω∗G(z∗
n−1

) + z∗
n−1

[vn − vn−1] + (z∗
−1

+ κ)v0.

(14.91)

Now taking differences with ρ̄vn and using the definition of δn yields

ρ̄δn+1 ≤ λ−n(1 − λ−1) + z∗
n+1

(δn+2 − δn+1)

ρ̄δn ≥ λ−n+1(1 − λ−1) + z∗
n−1

(δn+1 − δn).

Therefore

(ρ̄ + z∗
n−1

)(δn+1 − δn) ≤ −kn + z∗
n+1

(δn+2 − δn+1),

where kn ≡ (λ − 1)2λ−n−1 > 0. Now to obtain a contradiction, suppose that δn+1 − δn ≥ 0.

From the previous equation, this implies that δn+2 − δn+1 > 0 since kn is strictly positive.

Repeating this argument successively, we have that if δn′+1 − δn′ ≥ 0, then δn+1 − δn > 0 for

all n ≥ n′. However we know from Proposition 14.8 that {vn}
∞
n=0

is strictly increasing and

converges to a constant v∞. Thus δn+1 − δn < 0 for sufficiently large n (with δn ↑ 0), which

contradicts the hypothesis that δn+1 − δn ≥ 0 for all n ≥ n′ ≥ 0 and establishes that z∗
n+1

≤ z∗
n
.

To see that the inequality is strict when z∗
n
> 0, it suffices to note that (14.89) has already been

established, that is, δn+1 − δn < 0. Thus if (14.81) has a positive solution, then we necessarily

have z∗
n+1

< z∗
n
.

Proof of z∗
0
≥ z∗

−1
: (14.79) can be written as

ρv0 = −ω∗G(z∗
0
) + z∗

0
[v−1 + v1 − 2v0]. (14.92)



14.5 Taking Stock . 489

We have v0 ≥ 0 from Proposition 14.8. Suppose v0 > 0. Then (14.92) implies z∗
0
> 0 and

v−1 + v1 − 2v0 > 0, or (14.93)

v1 − v0 > v0 − v−1.

This inequality combined with (14.83) and (14.82) yields z∗
0
> z∗

−1
. Suppose next that v0 = 0.

The Inequality (14.93) now holds as a weak inequality and implies that z∗
0
≥ z∗

−1
. Moreover,

since G(.) is strictly convex and z∗
0

is given by (14.83), (14.92) implies z∗
0
= 0, and thus z∗

−1
= 0.

Proof of z∗
0
> z∗

1
: See Exercise 14.32.

This proposition therefore shows that the greatest amount of R&D is undertaken in neck-

and-neck industries. This explains why composition effects can increase aggregate innovation.

Exercise 14.33 shows how a relaxation of IPR protection can increase growth.

So far, I have not provided a closed-form solution for the growth rate in this economy.

It turns out that this is generally not possible because of the endogenous market structure in

these types of models. Nevertheless it can be proved that a steady-state equilibrium exists in

this economy, though the proof is somewhat more involved and does not generate additional

insights for our purposes (see Acemoglu and Akcigit, 2006).

An important feature is that equilibrium markups are endogenous and evolve over time

as a function of competition between the firms producing in the same product line. More

importantly, Proposition 14.9 implies that when a particular firm is sufficiently ahead of its

rival, it undertakes less R&D. Therefore this model, in contrast to the baseline Schumpeterian

model and also contrary to all expanding varieties models, implies that greater competition

(e.g., that generated by closing the gap between the followers and leaders) may increase growth

because it induces the leaders to undertake more R&D to escape the competition from the

followers. Similarly the model can be extended to incorporate different market structures and

entry barriers, and in this case, the effect of competition on growth can be positive or negative.

14.5 Taking Stock

This chapter presented the basic Schumpeterian model of economic growth. Schumpeterian

growth incorporates the process of creative destruction, where new products or machines

replace older models and new firms replace incumbent producers.

The baseline model features process innovations leading to quality improvements. The

description of economic growth that emerges from this model is, in many ways, more realistic

than the expanding variety models. In particular, technological progress does not always

correspond to new products or machines complementing existing ones but instead involves

the creation of higher quality producers replacing incumbents. Arrow’s replacement effect,

discussed in Chapter 12, implies that there is a strong incentive for new entrants to undertake

research because the new, higher-quality products will replace the products of incumbents,

leading to Schumpeterian creative destruction as the engine of economic growth. Even though

the description of economic growth in this model is richer, the mathematical structure turns

out to be quite similar to the models with expanding varieties. In reduced form, the model

again resembles an AK economy. An important difference is that now the growth rate of the

economy, through the rate of replacement of old products, affects the value of innovation.

A major insight of Schumpeterian models is that growth comes with potential conflicts of

interest. The process of creative destruction destroys the monopoly rents of previous incum-

bents. This raises the possibility that distortionary policies may arise endogenously as a way

of protecting the rents of politically powerful incumbents. Models of creative destruction thus
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naturally raise the political economy issues that are central for understanding the fundamental

causes of economic growth and provide us with insights about both the endogenous nature of

technology and the potential resistance to technological change.

Schumpeterian models also enable us to make greater contact with the industrial organi-

zation of innovation. The process of creative destruction implies that market structures may

be evolving endogenously over time. Nevertheless the baseline Schumpeterian models have a

number of shortcomings, and addressing these is an interesting and important area for future

research. An important discrepancy between the baseline models and the data is that, while the

models predict all productivity growth should come from creative destruction and entry, in the

data much of it comes from the incumbent firms and plants. Section 14.3 provided a first look

at how the baseline models can be extended to account for these patterns and to provide a richer

framework for the analysis of the industrial organization of innovation. A second important

shortcoming of the baseline models is that they predict that markups are constant, and there

is always a single firm supplying the entire market. These implications can also be relaxed by

considering a richer framework, for example, by allowing cumulative or step-by-step innova-

tion and competition between multiple firms that engage in innovation. Section 14.4 showed

how the baseline model can be extended in this direction. Perhaps more interestingly, in mod-

els that incorporate different aspects of the industrial organization of innovation, the effects of

competition and patent protection on economic growth are potentially richer. This observation

suggests that (extensions of ) Schumpeterian models might provide a useful framework for the

analysis of a range of policies, including antitrust, licensing, and IPR policies, on growth.

14.6 References and Literature

The baseline model of Schumpeterian growth presented in Section 14.1 is based on the work

by Aghion and Howitt (1992). Similar models have also been developed by Segerstrom,

Anant, and Dinopoulos (1990) and Grossman and Helpman (1991a,b). Aghion and Howitt

(1998) provide an excellent survey of many Schumpeterian models of economic growth and

numerous extensions. The specific modeling assumptions made in the presentation here draw

on Acemoglu (1998). The original Aghion and Howitt (1992) approach is very similar to that

used in Section 14.2. Aghion and Howitt (1992) also discuss uneven growth and potential

growth cycles, which were presented in Section 14.2. Uneven growth and cycles are also

possible in other models of endogenous technology, as shown by Matsuyama (1999). I only

discussed the possibility of such cycles in the context of Schumpeterian growth, since the forces

leading to such cycles are more pronounced in these models.

The effect of creative destruction on unemployment was first studied in Aghion and Howitt

(1994). The implications of creative destruction for firm-specific investments are discussed in

François and Roberts (2003) and in Martimort and Verdier (2004).

The model in Section 14.3 draws on Acemoglu (2008b) and is a first attempt to introducing

productivity growth driven both by incumbents and by entrants. Klette and Kortum (2004)

construct a related model of firm and aggregate innovation dynamics based on expanding

product varieties. Klepper (1996) documents various facts about the firm size, entry and exit,

and innovation.

Step-by-step or cumulative innovations have been analyzed in Aghion, Harris, and Vickers

(1999) and Aghion et al. (2001). The model presented here is a simplified version of Acemoglu

and Akcigit (2006). The notion of MPE used in Section 14.4 is further discussed in Appendix C

and in Fudenberg and Tirole (1994).



14.7 Exercises . 491

Nickell (1996); Blundell, Griffith, and Van Reenen (1999); and Aghion et al. (2005) provide

evidence that greater competition may encourage economic growth and technological progress.

The last paper shows that industries in which the technology gap between firms is smaller are

typically more innovative. Aghion et al. (2001, 2005) show that in step-by-step models of

innovation greater competition may increase growth.

14.7 Exercises

14.1 Prove that in the baseline model of Schumpeterian growth in Section 14.1, BGP R&D toward

different machine varieties must be equal to some z∗. [Hint: use (14.14) together with (14.13).]

14.2 (a) Prove that in the baseline model of Schumpeterian growth in Section 14.1, all R&D is

undertaken by entrants, and R&D is never done by incumbents. [Hint: rewrite (14.13) by

allowing for a choice of R&D investments.]

(b) Now suppose that the flow rate of success of R&D is φη/q for an incumbent as opposed to

η/q for an entrant. Show that for any value of φ ≤ λ/(λ − 1), the incumbent still chooses

zero R&D. Explain this result.

14.3 The baseline endogenous technological change models, including the model of Schumpeterian

growth in this chapter, assume that new products are protected by perpetual patents. This as-

sumption is not strictly necessary for the logic of these models. Suppose that there is no patent

protection for any innovation, but copying an innovator requires a fixed cost ε > 0. Any firm, after

paying this cost, has access to the same technology as the innovator. Prove that in this environment

there is no copying and all the results of the model with fully enforced perpetual patents apply.

14.4 Complete the proof of Proposition 14.1. In particular, verify that the equilibrium growth rate is

unique, strictly positive, and such that the transversality condition (14.16) is satisfied.

14.5 Prove Proposition 14.2.

14.6 Modify the baseline model of Section 14.1 so that the aggregate production function for the final

good is

Y (t) =
1

1 − β

(

∫ 1

0

(q(ν, t)x(ν, t | q))1−βdν

)

Lβ.

All the other features of the model remain unchanged. Show that a BGP does not exist. What

would you change in the model to ensure the existence of a BGP?

* 14.7 In the baseline Schumpeterian growth model, instead of (14.3), suppose that the production

function of the final good sector is given by

Y (t) =
1

1 − β

(

∫ 1

0

q(ν, t)ζ1x(ν, t | q)1−βdν

)

Lβ.

Suppose also that producing one unit of an intermediate good of quality q costs ψqζ2 and that

one unit of final good devoted to research on the machine line with quality q generates a flow rate

of innovation equal to η/qζ3. Characterize the equilibrium of this economy and determine what

combinations of the parameters ζ1, ζ2, and ζ3 ensure balanced growth.

14.8 (a) Verify that Theorem 7.14 from Chapter 7 can be applied to the optimal growth problem in

the baseline Schumpeterian model of Section 14.1.

(b) Show that the solution to this problem is unique. [Hint: recall Exercise 8.11 in Chapter 8.]

(c) Derive (14.27).
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14.9 Show that condition (14.5) is sufficient to ensure that a firm that innovates will set the un-

constrained monopoly price. [Hint: First suppose that the innovator sets the monopoly price

ψq/(1 − β) for a product of quality q. Then consider the firm with the next highest quality,

λ−1q. Suppose that this firm sells at marginal cost, ψλ−1q. Find the value of λ such that final

good producers are indifferent between buying a machine of quality q at the price ψq/(1 − β)

versus a machine of quality λ−1q at the price ψλ−1q.]

14.10 Analyze the baseline model of Schumpeterian growth in Section 14.1 assuming that (14.5) is not

satisfied.

(a) Show that monopolists set a limit price.

(b) Characterize the BGP equilibrium growth rate.

(c) Characterize the Pareto optimal allocation, and compare it to the equilibrium.

(d) Now consider a hypothetical economy in which the previous highest quality producer dis-

appears, so that the monopolist can charge a markup of 1/(1 − β) instead of the limit price.

Show that the BGP growth rate in this hypothetical economy is strictly greater than the growth

rate characterized in part b. Explain this result.

14.11 Suppose that there is constant exponential population growth at the rate n. Modify the baseline

model of Section 14.1 so that there is no scale effect and the economy grows at the constant rate

(with positive growth of income per capita). [Hint: suppose that one unit of final good spent on

R&D for improving the machine of quality q leads to flow rate of innovation equal to η/qφ, where

φ > 1.]

* 14.12 Consider a model of Schumpeterian growth where the xs do not depreciate fully after use (similar

to Exercise 13.23 in the previous chapter). Preferences and the rest of technology are the same as

in Section 14.1.

(a) Formulate the maximization problem of a monopolist with the highest quality machine, and

define the equilibrium and BGP allocations.

(b) Show that, contrary to Exercise 13.23 in the previous chapter, the results are different than

those in Section 14.1. Explain why depreciation of machines was not important in the

expanding varieties model but is important in Schumpeterian models.

14.13 Consider a version of the model of Schumpeterian growth in which innovations reduce costs

instead of increasing quality. In particular, suppose that the aggregate production function is

given by

Y (t) =
1

1 − β

(

∫ 1

0

x(ν, t)1−βdν

)

Lβ,

and the marginal cost of producing machine variety ν at time t is given by MC(ν, t). Every

innovation reduces this cost by a factor λ.

(a) Define the equilibrium and BGP allocations.

(b) Specify a form of the innovation possibilities frontier that is consistent with balanced growth.

(c) Derive the BGP growth rate of the economy, and show that there are no transitional dynamics.

(d) Compare the BGP growth rate to the Pareto optimal growth rate of the economy. Can there

be excessive innovation?

14.14 Consider the model in Section 14.2, with R&D performed by workers. Suppose instead that the

aggregate production function for the final good is given by

Y (t) =
1

1 − β

(

∫ 1

0

q(ν, t)x(ν, t | q)1−βdν

)

LE(t)β,

where LE(t) denotes the number of workers employed in final good production at time t .
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(a) Show that in this case, there will only be R&D for the machine with the highest q(ν, t).

(b) How would you modify the model so that the equilibrium has balanced R&D across sectors?

14.15 Consider the model of Schumpeterian growth in Section 14.1, with one difference: conditional

on success, an innovation generates a random improvement of λ over the previous technology,

where the distribution function of λ is H(λ) and has support [(1 − β)−(1−β)/β, λ̄].

(a) Define and characterize the BGP.

(b) Why is the lower support of λ taken to be (1− β)−1? How would the analysis change if this

condition were relaxed?

(c) Show that there are no transitional dynamics in this economy.

(d) Compare the BGP growth rate to the Pareto optimal growth rate of the economy. Can there

be excessive innovation?

14.16 In the model of Section 14.2 show that the economy experiences no growth of output for intervals

of average length 1/(ηL∗
R
).

14.17 (a) Prove Proposition 14.4, in particular verifying that the allocation described there is unique,

the average growth rate is given by g∗ = log ληL∗
R

, and condition (14.30) is necessary and

sufficient for the existence of the equilibrium described in the proposition.

(b) Explain why the growth rate features log λ rather than λ − 1 as in the model of Section 14.1.

14.18 Consider the one-sector Schumpeterian model in discrete time. Suppose as in the model in Section

14.2 that households are risk neutral, there is no population growth, and the final good sector has

the production function given by (14.28). There is a linear production technology for intermediate

goods whereby any intermediate good (that has been invented) can be produced at the marginal

cost of ψ units of the final good. Assume also that the R&D technology is such that LR > 0

workers employed in research at time t necessarily leads to an innovation at time t + 1, and

the number of workers used in research simply determines the quality (size) of the innovation

via the function �(LR); that is, if date t quality is q, the new, date t + 1, machine has quality

q ′ = �(LR)q. Assume that there will be innovation only if LR > 0 and �(.) is strictly increasing,

differentiable, strictly concave, and satisfies the appropriate Inada conditions.

(a) Characterize the BGP and specify restrictions on parameters so that the transversality con-

dition is satisfied. [Hint: to simplify the algebra, you may wish to assume that once the new

machine is invented, the old one cannot be used any longer, so that there is no limit pricing.]

(b) Compare the BGP growth rate to the Pareto optimal growth rate of the economy. Show that

the size of innovations is always too small relative to the size of innovations in the Pareto

optimal allocation.

* 14.19 Consider the one-sector Schumpeterian model in discrete time analyzed in the previous exercise,

except that now �(.) denotes the probability of innovation, and each innovation improves the

quality of a machine q to λq, where λ > 1. Suppose that when a new innovation arrives a fraction

ϕ of workers employed in the final good production are unable to adapt to this new technology

and need to remain unemployed for one time period to “retool.”

(a) Define the equilibrium and steady-state (BGP) allocations. [Hint: also specify the number of

unemployed workers in equilibrium.]

(b) Define the appropriate generalization of the steady state for this economy, and determine the

number of unemployed workers in this equilibrium.

(c) Show that the economy experiences bursts of unemployment followed by periods of full

employment.

(d) Show that a decline in ρ increases the average growth rate and the average unemployment

rate in the economy.

* 14.20 Derive (14.31)–(14.32).
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* 14.21 Consider the model discussed in Section 14.2.2.

(a) Choose a functional form for η(.) such that equations (14.32) have solutions L1
R

and L2
R

�= L1
R

.

Explain why, when such solutions exist, there is an equilibrium with two-period endogenous

cycles.

(b) Show that even when such solutions exist, there also exists a steady-state equilibrium with

constant research.

(c) Show that when such solutions do not exist, there exists an equilibrium that exhibits oscilla-

tory transitional dynamics converging to the steady state in part b.

* 14.22 Show that the qualitative results in Section 14.2.2 generalize when there is a single firm under-

taking research, thus internalizing the effect of LR on η(LR).

* 14.23 This exercise sketches the proof of Proposition 14.5.

(a) Note that in an interior BGP where φ(V (ν, t | λq) − V (ν, t | q)) = q, V must be linear in q,

and thus V (ν, t | q) = vq as used in the text. Given this observation, show that ẑ∗ is uniquely

determined by (14.45) and is strictly positive, and (14.48) gives the unique BGP growth rate,

which is also strictly positive. Next use (14.48) and (14.52) to show that z∗ is also strictly

positive. Finally, show that the transversality condition (14.16) is satisfied when (14.53) holds.

(b) Now show that the interior BGP from part a also gives the unique dynamic equilibrium

path. First, show that when (14.43) holds, V (ν, t | q) is everywhere linear in q and thus

can be written as V (ν, t | q) = v(t)q for some function v(t). Therefore, from (14.43),

φ(λ − 1)v(t) = 1 for all t . Differentiating this equation with respect to time, establish that

(14.41) must hold as equality, so that η(ẑ(ν, t | κ−1q))v(t) = 1 for all t . From this conclude

that r(t)v = βL − ẑη(ẑ)v for all t , and thus all variables must immediately take their BGP

values, r(t) = r∗ and ẑ(t) = ẑ∗ for all t .

Second, sketch the argument for the case in which (14.43) does not hold for some

ν ∈ N ⊂ [0, 1], q, and t . [Hint: use (14.40) to derive a differential equation for ẑ(ν, t | q), and

show that the unique steady state of this differential equation is the BGP allocation above

and this steady state is unstable.]

14.24 Suppose that in the model of Section 14.3 incumbents also have access to the radical innovation

technology used by entrants. Show that there cannot exist an equilibrium where incumbents

undertake positive R&D with this technology.

14.25 Set up the social planner’s problem (of maximizing the utility of the representative household) in

Section 14.3.

(a) Show that this maximization problem corresponds to a concave current-value Hamiltonian,

and derive the unique solution to this problem. Show that this solution involves the consump-

tion of the representative household growing at a constant rate at all points.

(b) Show that the social planner may choose higher growth, because she avoids the monopoly

markup over machines. Alternatively, she may choose lower entry because of the negative

externality in the research process. Give numerical examples in which the growth rate in the

Pareto optimal allocation is greater than or less than the decentralized growth rate.

14.26 Consider the model of Section 14.3, and suppose that the R&D technology of the incumbents

for innovation is such that if an incumbent with a machine of quality q spends an amount zq

for incremental innovations, then the flow rate of innovation is φ(z) (and this innovation again

increases the quality of the incumbent’s machine to λq). Assume that φ(z) is strictly increasing,

strictly concave, differentiable, and satisfies limz→0 φ′(z) = ∞ and limz→∞ φ′(z) = 0.

(a) Focus on steady-state (BGP) equilibria and conjecture that V (q) = vq. Using this conjecture,

show that incumbents choose R&D intensity z∗ such that (λ − 1)v = φ′(z∗). Combining this

equation with the free-entry condition for entrants and the equation for growth rate given by

(14.52), show that there exists a unique BGP equilibrium (under the conjecture that V (q) is

linear).
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(b) Is it possible for an equilibrium to involve different levels of z for incumbents with different-

quality machines?

(c) In light of your answer to part b, what happens if we consider the “limiting case” of this

model where φ(z)= constant?

(d) Show that this equilibrium involves positive R&D both by incumbents and entrants.

(e) Now introduce taxes on R&D by incumbents and entrants at the rates τi and τe, respectively.

Show that, in contrast to the results in Proposition 14.6, the effects of both taxes on growth

are ambiguous. What happens if η(z) = constant?

* 14.27 Prove Proposition 14.5 for the case in which z(ν, t | q) could differ across incumbents with

different levels of q. Show that the same BGP as in Proposition 14.5 applies and is essentially

unique, in the sense that average incumbent R&D effort is always equal to z∗.

14.28 Consider the model of Section 14.3, but modify the production function to Y (t) =

[
∫ 1

0
q(ν, t)x(ν, t | q)1−βdν]Lβ/(1 − β) and assume that production of an input of quality q

requires ψq units of the final good as in the baseline model of Section 14.1. Show that the

equilibrium growth rate and the decomposition of productivity growth between incumbents and

entrants are identical in this case to the results in Section 14.3, but there are no firm-size dynam-

ics. Explain why. Are there dynamics in profits? How does the distribution of profits across firm

evolve over time?

* 14.29 Derive (14.63).

* 14.30 Derive (14.75). [Hint: write

log Y (t) =

∫ 1

0

log q(ν, t)l(ν, t)dν =

∫ 1

0

[

log q(ν, t) + log
Y (t)

w(t)
λ−n(ν)

]

dν,

and rearrange this equation.]

* 14.31 Complete the proof of Proposition 14.8 by showing that there exists n∗ ≥ 1 such that z∗
n
= 0 for

all n ≥ n∗.

* 14.32 Complete the proof of Proposition 14.9; in particular, prove that z∗
0

> z∗
1

[Hint: use similar

arguments to the first part of the proof.]

* 14.33 Consider a steady-state equilibrium in the model of Section 14.4. Suppose that κ = 0 and G′(0) <

(1 − λ)/ρ. Let z∗ ≡ G′−1((1 − λ)/ρ), and suppose also that

G′(0) <
z∗(1 − λ)/ρ + G(z∗)

ρ + z∗
.

(a) Show that in this case the steady-state equilibrium has zero growth.

(b) Show that κ > 0 leads to a positive growth rate. Interpret this result, and contrast it to the

negative effects of relaxing the protection of IPR in the baseline model of Schumpeterian

growth.

* 14.34 Modify the model presented in Section 14.4 such that followers can now use the innovation of

the technological leader and immediately leapfrog the leader, but in this case they have to pay a

license fee of ζ to the leader.

(a) Characterize the BGP in this case.

(b) Write the value functions.

(c) Explain why licensing can increase the growth rate of the economy in this case, and contrast

this result to the one in Exercise 12.9, where licensing was never used in equilibrium. What

is the source of the difference between the two sets of results?

14.35 Consider the following one-period model. There are two Bertrand duopolists producing a ho-

mogeneous good. At the beginning of each period, duopolist 1’s marginal cost of production is
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determined as a draw from the uniform distribution [0, c̄1], and the marginal cost of the second

duopolist is determined as an independent draw from [0, c̄2]. Both cost realizations are observed,

and then prices are set. Demand is given by Q = A − P , with A > 2 max{c̄1, c̄2}.

(a) Characterize the equilibrium pricing strategies and calculate expected ex ante profits of the

two duopolists.

(b) Now imagine that both duopolists start with a cost distribution [0, c̄] and can undertake R&D

at cost μ. If they do, with probability η, their cost distribution shifts to [0, c̄ − α], where α < c̄.

Find the conditions under which one of the duopolists invests in R&D and the conditions

under which both do.

(c) What happens when c̄ declines? Interpreting the decline in c̄ as increased competition, discuss

the effect of increased competition on innovation incentives. Why is the answer different from

that implied by the baseline endogenous technological change models of expanding varieties

or Schumpeterian growth?
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T
he previous two chapters introduced the basic models of endogenous technological

change. These models provide us with a tractable framework for the analysis of aggregate

technological change but focus on a single type of technology. Even when there are

multiple types of machines, they all play the same role in increasing aggregate productivity.

There are two important respects in which these models are incomplete. First, technological

change in practice is often not “neutral”: it benefits some factors of production and some agents

in the economy more than others. Only in special cases, such as in economies with Cobb-

Douglas aggregate production functions, can these types of biases be ignored. The study of why

technological change is sometimes biased toward certain factors or sectors is both important for

understanding the nature of endogenous technology and also for clarifying the distributional

effects of technological change, which determine which groups embrace new technologies and

which oppose them. Second, limiting the analysis to only one type of technological change

potentially obscures the different competing effects that determine the nature of technological

change.

The purpose of this chapter is to extend the models of the last two chapters to consider

directed technological change, which endogenizes the direction and bias of new technologies

that are developed and adopted. Models of directed technological change not only generate

new insights about the nature of endogenous technological progress, but also enable us to ask

and answer new questions about recent and historical technological developments.

I start with a brief discussion of a range of economic problems in which considering the

endogenous bias of technology is important and also present some of the general economic

insights that are important in models of directed technological change. The main results are

presented in Section 15.3. The rest of the chapter generalizes these results and presents a

few of their applications. Section 15.6 uses these models to return to the question raised

in Chapter 2 concerning why technological change might take a purely labor-augmenting

(Harrod-neutral) form. Section 15.8 presents an alternative approach to this question suggested

by Jones (2005).

497
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15.1 Importance of Biased Technological Change

To see the potential importance of the biased technological change, let us first review a number

of examples.

1. Perhaps the most important example of biased technological change is the so-called

skill-biased technological change,which plays an important role in the analysis of recent

changes in the wage structure. Figure 15.1 plots a measure of the relative supply of skills

(defined as the number of college equivalent workers divided by noncollege equivalents)

and a measure of the return to skills, the college premium. It shows that over the past

60 years, the U.S. relative supply of skills has increased rapidly, but there has been no

tendency for the returns to college to fall—on the contrary, there has been an increase

in the college premium over this time period. The standard explanation for this pattern

is that new technologies over the postwar period have been skill biased. In fact, at

some level this statement is tautological; if skilled and unskilled workers are imperfect

substitutes, an increase in the relative supply of skills, without some countervailing

skill-biased changes in demand, will necessarily reduce the skill premium.

The figure also shows that beginning in the late 1960s, the relative supply of skills

increased more rapidly than before (compare the slope of the relative supply curve

before and after 1969). Starting in the late 1970s, the skill premium also increases more

rapidly than before. The standard explanation for this increase is an acceleration in the

skill bias of technological change that happens to be coincidental with (or following

shortly after) the significant changes in the relative supply of skills.

An obvious question concerns why technological changes have been skill-biased

over the past 60 or even 100 years. Relatedly, why does it appear that skill-biased

technological change accelerated starting in the 1970s, precisely when the supply
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FIGURE 15.1 Relative supply of college graduates and the college premium in the U.S. labor market.
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of skills increased rapidly? While some economists are happy to treat the bias of

technological change as exogenous, this is not entirely satisfactory. We have seen

that understanding the endogenous nature of technology is important for our study of

cross-country income differences and the process of modern economic growth. It is

unlikely that while the amount of aggregate technological change is endogenous, the

bias of technological change is entirely exogenous. It is therefore important to study the

determinants of endogenous bias of technological change and ask why technological

change has become more skill-biased in recent decades.

2. This conclusion is strengthened when we look at the historical process of technological

change. In contrast to the developments during recent decades, technological changes

during the eighteenth and nineteenth centuries appear to have been unskill-biased.

The artisan shop was replaced by the factory and later by interchangeable parts and

the assembly line. Products previously manufactured by skilled artisans started to

be produced in factories by workers with relatively few skills, and many previously

complex tasks were simplified, reducing the demand for skilled workers. Mokyr (1990,

p. 137) summarizes this process as follows:

First in firearms, then in clocks, pumps, locks, mechanical reapers, typewriters,

sewing machines, and eventually in engines and bicycles, interchangeable

parts technology proved superior and replaced the skilled artisans working

with chisel and file.

Even though the types of skills valued in the labor market during the nineteenth

century were different from those supplied by college graduates in today’s labor mar-

kets, the juxtaposition of technological change biased toward college graduates in the

recent past and biased against the most skilled workers of the time in the nineteenth

century is both puzzling and intriguing. It raises the question: why was technological

change, which has been generally skill-biased over the twentieth century, biased toward

unskilled workers in the nineteenth century?

3. As another example, consider the potential effect of labor market conditions on tech-

nological change. Beginning in the late 1960s and the early 1970s, both unemployment

and the share of labor in national income increased rapidly in a number of continental

European countries. During the 1980s, unemployment continued to increase, but the

labor share started a steep decline, and in many countries it fell below its initial level.

Blanchard (1997) interprets the first phase as the response of these economies to a wage

push by workers, and the second phase as a possible consequence of capital-biased tech-

nological changes. Is there a connection between capital-biased technological changes

in European economies and the wage push preceding it?

4. The other obvious example of the importance of directed technological change is

the common restriction to Harrod-neutral (purely labor-augmenting) technological

progress in growth models. Recall from Chapters 2 and 8 that if technological change

is not labor-augmenting, equilibrium growth will not be balanced. But a range of evi-

dence suggests that modern economic growth has been relatively balanced. Is there any

reason to expect technological change to be endogenously labor-augmenting?

This chapter shows that a framework of directed technological change can provide potential

answers to these questions. The main insight is to think of profit incentives as affecting not only

the amount but also the direction of technological change. Before presenting detailed models,

let us review the basic arguments, which are quite intuitive.
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Imagine an economy with two different factors of production, say L and H (correspond-

ing, e.g., to unskilled and skilled workers), and two different types of technologies that can

complement (augment) either one or the other factor. We would expect that when the prof-

itability of H -augmenting technologies is greater than the L-augmenting technologies, more

of the former type will be developed by profit-maximizing (research) firms. What determines

the relative profitability of developing different technologies? The answer to this question sum-

marizes most of the economics in the models of directed technological change. Two potentially

counteracting effects shape the relative profitabilities of different types of technologies:

1. The price effect: there are stronger incentives to develop technologies when the goods

produced by these technologies command higher prices.

2. The market size effect: it is more profitable to develop technologies that have a larger

market (e.g., for the reasons discussed in Chapter 12).

An important result of the analysis in this chapter is that this market size effect is powerful

enough to outweigh the price effect. In fact, under fairly general conditions the following two

results hold.

Weak Equilibrium (Relative) Bias An increase in the relative supply of a factor always

induces technological change that is biased in favor of this factor.

Strong Equilibrium (Relative) Bias If the elasticity of substitution between factors is

sufficiently large, an increase in the relative supply of a factor induces sufficiently strong

technological change bias toward this factor that the endogenous-technology relative demand

curve becomes upward sloping.

To explain these concepts in a little more detail, suppose that the (inverse) relative demand

curve takes the form wH/wL = D(H/L, A), where wH/wL is the relative price of the H

factor, relative to the L factor, H/L is the relative supply of the H factor, and A ∈R+ is

a technology term, for now taken to be one-dimensional for simplicity. Technology A is H -

biased if D is increasing in A, so that a higher A increases the relative demand for the H factor.

Standard microeconomic theory implies that D is always decreasing in H/L. Equilibrium bias

concerns the behavior of A as H/L changes, so let us write this as A(H/L). As a normalization,

suppose that A is H -biased, so that D(H/L, A) is increasing in A. Weak equilibrium bias

then corresponds to A(H/L) being increasing (nondecreasing) in H/L. Strong equilibrium

bias, on the other hand, implies that A(H/L) is sufficiently responsive to an increase in H/L

that the total effect of the change in relative supply H/L is to increase wH/wL. In other words,

let the endogenous-technology relative demand curve be wH/wL = D(H/L, A(H/L)) ≡

D̃(H/L). Then strong equilibrium bias corresponds to this endogenous-technology relative

demand curve, D̃, being increasing.

At first, both the weak and the strong equilibrium bias results appear surprising. However

they become quite intuitive once the logic of directed technological change is understood.

Moreover they have a range of important implications. In particular, Section 15.3.3 shows how

the weak and the strong relative bias results provide us with potential answers to the questions

posed at the beginning of this section.

15.2 Basics and Definitions

Before studying directed technological change, it is useful to clarify the difference between

factor-augmenting and factor-biased technological changes, which are sometimes confused

in the literature. Suppose that the production side of the economy can be represented by an

aggregate production function
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FIGURE 15.2 The effect of H -biased technological change on relative demand and relative factor

prices.

Y (t) = F(L(t), H(t), A(t)),

where L(t) is labor, and H(t) denotes another factor of production (which could be skilled la-

bor, capital, land, or some intermediate goods), and A(t) ∈R+ represents technology. For con-

creteness, let us refer to H as skilled labor. Without loss of generality imagine that ∂F/∂A > 0,

so a greater level of A corresponds to better technology. Recall that technological change is

(everywhere) L-augmenting if the production function can be written as F(AL, H). Con-

versely, H -augmenting technological change corresponds to the production function taking

the special form F(L, AH).

Though often equated with factor-augmenting changes, the concept of factor-biased techno-

logical change is very different. We say that technological change is L-biased if it increases the

relative marginal product of factor L compared to factor H . Mathematically, this corresponds to

∂
∂F (L,H,A)/∂L
∂F(L,H,A)/∂H

∂A
≥ 0.

Put differently, biased technological change shifts out the relative demand curve for a factor, so

that its relative price increases at given factor proportions (given relative quantity of factors).

Conversely, technological change is H -biased if this inequality holds in reverse. Figure 15.2

plots the effect of an H -biased (skill-biased) technological change on the relative demand for

factor H and on its relative price (the skill premium).

These concepts can be further clarified using the CES production function (recall Example

2.3 in Chapter 2), which can be written as

Y (t) =
[

γL(AL(t)L(t))
σ−1
σ + γH (AH (t)H(t))

σ−1
σ

]
σ

σ−1
,
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where AL(t) and AH (t) are two separate technology terms, the γis determine the importance

of the two factors in the production function, and γL + γH = 1. Finally, σ ∈ (0, ∞) is the

elasticity of substitution between the two factors. Recall that when σ = ∞, the two factors are

perfect substitutes, and the production function is linear; when σ = 1, the production function

is Cobb-Douglas; and when σ = 0, there is no substitution between the two factors, and the

production function is Leontief. Let us refer to the case where σ > 1 as “gross substitutes,”

and to σ < 1 as “gross complements.” While there are multiple definitions of complementarity

in the microeconomics literature, this terminology is useful to distinguish between σ < 1 and

σ > 1, which have very different implications in the current context.

Clearly, by construction, AL(t) is L-augmenting, while AH (t) is H -augmenting. Interest-

ingly, whether technological change that is L-augmenting (or H -augmenting) is L-biased or

H -biased depends on the elasticity of substitution σ . Let us first calculate the relative marginal

product of the two factors (see Exercise 15.1):

MPH

MPL

= γ

(

AH (t)

AL(t)

)
σ−1
σ

(

H(t)

L(t)

)− 1
σ

, (15.1)

where γ ≡ γH/γL. The relative marginal product of H is decreasing in its relative abundance,

H(t)/L(t). This is simply the consequence of the usual substitution effect, leading to a negative

relationship between relative supplies and relative marginal products (or prices) and thus to a

downward-sloping relative demand curve as drawn in Figure 15.2. The effect of AH (t) on this

relative marginal product depends on σ , however. If σ > 1, an increase in AH (t) (relative to

AL(t)) increases the relative marginal product of H . In contrast, when σ < 1, an increase in

AH (t) reduces the relative marginal product of H . Therefore when the two factors are gross

substitutes, H -augmenting technological change is also H -biased. In contrast, when the two

factors are gross complements, the relationship is reversed, and H -augmenting technological

change is now L-biased. Naturally, when σ = 1, the production function is Cobb-Douglas, and

neither a change in AH (t) nor in AL(t) is biased toward either of the factors.1

The intuition for why, when σ < 1, H -augmenting technological change is L-biased is

simple but important: with gross complementarity (σ < 1), an increase in the productivity of

H increases the demand for labor L by more than the demand for H . As a result, the marginal

product of labor increases by more than the marginal product of H . This can be seen most

clearly in the extreme case where σ → 0, so that the production function becomes Leontief. In

this case, starting from a situation in which γLAL(t)L(t) = γHAH (t)H(t), a small increase in

AH (t) creates an “excess supply of the services” of the H factor (and thus “excess demand”

for L), and the price of factor H falls to 0.

I have so far defined the meaning of H -biased and L-biased technological changes. It is also

useful to define two concepts that play a major role in the remainder of this chapter. There is

weak equilibrium bias of technology if an increase in the relative supply of H , H/L, induces

technological change biased toward H . Mathematically, this is equivalent to

∂MPH/MPL

∂AH/AL

dAH/AL

dH/L
≥ 0.

1. Also note for future reference that it can be easily verified from (15.1) that σ indeed satisfies the definition

of the elasticity of substitution: σ = −[d log(MPH/MPL)/d log(H/L)]−1.
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From (15.1), it is clear that this condition will hold if

d(AH (t)/AL(t))
σ−1
σ

dH/L
≥ 0,

so that in response to the change in relative supplies, AH (t)/AL(t) changes in a direction that

is biased toward the factor that has become more abundant.

On the other hand, there is strong equilibrium bias if an increase in H/L induces a

sufficiently large change in the bias of technology so that, following the change in factor

supplies, the marginal product of H relative to that of L increases. Mathematically, this is

equivalent to

dMPH/MPL

dH/L
> 0,

where I now use a strict inequality to distinguish strong equilibrium bias from the case in which

relative marginal products are independent of relative supplies (e.g., because factors are perfect

substitutes). These equations make it clear that the major difference between weak and strong

equilibrium bias is whether the relative marginal product of the two factors are evaluated at the

initial relative supplies (in the case of weak bias) or at the new relative supplies (in the case of

strong bias). Consequently strong equilibrium bias is a much more demanding concept than

weak equilibrium bias.

15.3 Baseline Model of Directed Technological Change

In this section, I present the baseline model of directed technological change, which uses

the expanding varieties model of endogenous technological change and the lab-equipment

specification of the innovation possibilities frontier introduced in Chapter 13. The former

choice is motivated by the fact that the expanding varieties model is somewhat simpler to

work with than the model of Schumpeterian growth introduced in the previous chapter. The

lab-equipment specification, on the other hand, highlights that none of the results here depend

on technological externalities. Section 15.4 considers a model of directed technological change

with knowledge spillovers, and Exercise 15.18 shows that the main results generalize to a model

of Schumpeterian growth.

The baseline economy has a constant supply of two factors, L and H , and admits a

representative household with the standard CRRA preferences given by

∫ ∞

0

exp(−ρt)
C(t)1−θ − 1

1 − θ
dt, (15.2)

where, as usual, ρ > 0. The supply side is represented by an aggregate production function

combining the outputs of two intermediate sectors with a constant elasticity of substitution:

Y (t) =
[

γLYL(t)
ε−1
ε + γHYH (t)

ε−1
ε

]
ε

ε−1
, (15.3)

where YL(t) and YH (t) denote the outputs of two intermediate goods. As the indices indicate,

the first is L-intensive, while the second is H -intensive. The parameter ε ∈ [0, ∞) is the

elasticity of substitution between these two intermediate goods. The assumption that (15.3)
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features a CES simplifies the analysis but is not crucial for the results. How relaxing this

assumption affects the results is discussed at the end of this chapter.

The resource constraint of the economy at time t takes the form

C(t) + X(t) + Z(t) ≤ Y (t), (15.4)

where, as before, X(t) denotes total spending on machines, and Z(t) is aggregate R&D spend-

ing. The two intermediate goods are produced competitively with the following production

functions:

YL(t) =
1

1 − β

(

∫ NL(t)

0

xL(ν, t)1−βdν

)

Lβ, (15.5)

YH (t) =
1

1 − β

(

∫ NH (t)

0

xH (ν, t)1−βdν

)

H β, (15.6)

where xL(ν, t) and xH (ν, t) denote the quantities of the different machine varieties (used in

the production of one or the other intermediate good) and β ∈ (0, 1).2 These machines are

again assumed to depreciate after use. The parallel between these production functions and

the aggregate production function of the economy in the baseline expanding product varieties

model of Chapter 13 is obvious. There are two important differences, however. First, these are

now production functions for intermediate goods rather than the final good. Second, the two

production functions (15.5) and (15.6) use different types of machines. The range of machines

complementing labor, L, is [0, NL(t)], while the range of machines complementing factor H

is [0, NH (t)].

Again as in Chapter 13, all machines in both sectors are supplied by monopolists that

have a fully enforced perpetual patent on the machines. I denote the prices charged by these

monopolists at time t by px
L(ν, t) for ν ∈ [0, NL(t)] and px

H
(ν, t) for ν ∈ [0, NH (t)]. Once

invented, each machine can be produced at the fixed marginal cost ψ > 0 in terms of the

final good, which I again normalize to ψ ≡ 1 − β. Thus total resources devoted to machine

production at time t are

X(t) = (1 − β)

(

∫ NL(t)

0

xL(ν, t)dν +

∫ NH (t)

0

xH (ν, t)dν

)

.

The innovation possibilities frontier, which determines how new machine varieties are

created, is assumed to take a form similar to the lab-equipment specification in Chapter 13:

ṄL(t) = ηLZL(t), and ṄH (t) = ηHZH (t), (15.7)

where ZL(t) is R&D expenditure directed at discovering new labor-augmenting machines at

time t , while ZH (t) is R&D expenditure directed at discovering H -augmenting machines.

Total R&D spending is the sum of these two, that is,

Z(t) = ZL(t) + ZH (t).

2. Note that the range of machines used in the two sectors are different (there are two disjoint sets of machines);

I use the index ν to denote either set of machines for notational simplicity.
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The value of a monopolist that discovers one of these machines is again given by the standard

formula for the present discounted value of profits:

Vf (ν, t) =

∫ ∞

t

exp

(

−

∫ s

t

r(s′)ds′

)

πf (ν, s)ds, (15.8)

where πf (ν, t) ≡ px
f
(ν, t)xf (ν, t) − ψxf (ν, t) denotes instantaneous profits for f = L or H ,

and r(t) is the market interest rate at time t . The HJB version of this value function is

r(t)Vf (ν, t) − V̇f (ν, t) = πf (ν, t). (15.9)

Throughout, the price of the final good is normalized to one at each t , which is equivalent

to setting the ideal price index of the two intermediates equal to one, that is,

[

γ ε
L
pL(t)1−ε + γ ε

H
pH (t)1−ε

]
1

1−ε
= 1 for all t , (15.10)

where pL(t) is the price index of YL at time t , and pH (t) is the price of YH . Intertemporal

prices are therefore given by the interest rates [r(t)]∞
t=0

. Finally, factor prices for L and H are

denoted by wL(t) and wH (t), respectively.

15.3.1 Characterization of Equilibrium

An allocation in this economy is defined by the following objects: time paths of consumption

levels, aggregate spending on machines, and aggregate R&D expenditure,

[C(t), X(t), Z(t)]∞
t=0

; time paths of available machine varieties, [NL(t), NH (t)]∞
t=0

; time

paths of prices and quantities of each machine, [px
L
(ν, t), xL(ν, t)]∞

ν∈[0,NL(t)],t
and

[px
H

(ν, t), xH (ν, t)]∞
ν∈[0,NH (t)],t

; and time paths of factor prices, [r(t), wL(t), wH (t)]∞
t=0

.

An equilibrium is an allocation in which all existing monopolists (research firms) choose

[px
f
(ν, t), xf (ν, t)]∞

ν∈[0,Nf (t)],t=0
for f = L, H to maximize profits; the evolution of

[NL(t), NH (t)]∞
t=0

is determined by free entry; the time paths of factor prices,

[r(t), wL(t), wH (t)]∞
t=0

, are consistent with market clearing; and the time paths of

[C(t), X(t), Z(t)]∞
t=0

are consistent with household maximization.

To characterize the (unique) equilibrium, let us first consider the maximization problem of

producers in the two sectors. Since machines depreciate fully after use, these maximization

problems are static and can be written as

max
L,[xL(ν,t)]ν∈[0,NL(t)]

pL(t)YL(t) − wL(t)L −

∫ NL(t)

0

px
L
(ν, t)xL(ν, t)dν, (15.11)

max
H,[xH (ν,t)]ν∈[0,NH (t)]

pH (t)YH (t) − wH (t)H −

∫ NH (t)

0

px
H

(ν, t)xH (ν, t)dν. (15.12)

The main difference between these problems and the maximization problem facing final good

producers in Chapter 13 is the presence of prices pL(t) and pH (t), which reflect the fact that

these sectors produce intermediate goods, whereas factor and machine prices are expressed in

terms of the numeraire, the final good.
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These two maximization problems (15.11) and (15.12) immediately imply the following

demand for machines in the two sectors:

xL(ν, t) =

(

pL(t)

px
L(ν, t)

)1/β

L for all ν ∈ [0, NL(t)] and all t, (15.13)

xH (ν, t) =

(

pH (t)

px
H (ν, t)

)1/β

H for all ν ∈ [0, NH (t)] and all t . (15.14)

Similar to the demands for machines in Chapter 13, these are isoelastic, so profit maximization

implies that each monopolist sets a constant markup over marginal cost and thus

px
L
(ν, t) = px

H
(ν, t) = 1 for all ν and t .

Substituting these prices into (15.13) and (15.14), we have

xL(ν, t) = pL(t)1/βL and xH (ν, t) = pH (t)1/βH for all ν and all t .

Since these quantities do not depend on the identity of the machine, only on the sector that is

being served, profits are also independent of machine variety. In particular,

πL(t) = βpL(t)1/βL, and πH (t) = βpH (t)1/βH . (15.15)

Equation (15.15) implies that the net present discounted values of monopolists only depend

on which sector they are supplying and can be denoted by VL(t) and VH (t).

Next, combining the demand for machines with (15.5) and (15.6) yields the derived pro-

duction functions for the two intermediate goods:

YL(t) =
1

1 − β
pL(t)

1−β
β NL(t)L, (15.16)

YH (t) =
1

1 − β
pH (t)

1−β
β NH (t)H. (15.17)

These derived production functions are similar to (13.12) in Chapter 13, except for the presence

of the price terms.

Finally, the prices of the two intermediate goods are derived from the marginal product

conditions of the final good technology, (15.3), which imply

p(t) ≡
pH (t)

pL(t)
= γ

(

YH (t)

YL(t)

)− 1
ε

= γ

(

p(t)
1−β
β

NH (t)H

NL(t)L

)− 1
ε

= γ
εβ
σ

(

NH (t)H

NL(t)L

)−
β
σ

, (15.18)

where again γ ≡ γH/γL, and

σ ≡ ε − (ε − 1)(1 − β) = 1 + (ε − 1)β.
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is the (derived) elasticity of substitution between the two factors. The first line of this expression

simply defines p(t) as the relative price between the two intermediate goods and uses the fact

that the ratio of the marginal productivities of the two intermediate goods must be equal to this

relative price. The second line substitutes from (15.16) and (15.17). Using (15.18), the relative

factor prices in this economy are obtained as

ω(t) ≡
wH (t)

wL(t)

= p(t)1/β NH (t)

NL(t)

= γ
ε
σ

(

NH (t)

NL(t)

)
σ−1
σ

(

H

L

)− 1
σ

. (15.19)

The first line defines ω(t) as the relative wage of factor H compared to factor L. The second

line uses the definition of marginal product combined with (15.16) and (15.17), and the third

line, (15.19), uses (15.18). I refer to σ as the (derived) elasticity of substitution between the

two factors, since it is equal to

σ = −

(

d log ω(t)

d log(H/L)

)−1

.

To complete the description of equilibrium in the technology side, we need to impose the

following free-entry conditions:

ηLVL(t) ≤ 1, ZL(t) ≥ 0, and ηLVL(t) = 1 if ZL(t) > 0, (15.20)

ηHVH (t) ≤ 1, ZH (t) ≥ 0, and ηHVH (t) = 1 if ZH (t) > 0. (15.21)

Finally, household optimization implies

Ċ(t)

C(t)
=

1

θ
(r(t) − ρ), (15.22)

and

lim
t→∞

[

exp

(

−

∫ t

0

r(s)ds

)

(NL(t)VL(t) + NH (t)VH (t))

]

= 0, (15.23)

which uses the fact that NL(t)VL(t) + NH (t)VH (t) is the total value of corporate assets in this

economy.

Let us next define the BGP equilibrium as an equilibrium path where consumption grows at

the constant rate g∗ and the relative price p(t) is constant. From (15.10) this definition implies

that pL(t) and pH (t) are also constant.

Let VL and VH be the BGP net present discounted values of new innovations in the two

sectors. Then (15.9) implies that

VL =
βp

1/β

L L

r∗
, and VH =

βp
1/β

H
H

r∗
, (15.24)

where r∗ is the BGP interest rate, while pL and pH are the BGP prices of the two intermediate

goods. The comparison of these two values is of crucial importance. As discussed intuitively
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above, the greater is VH relative to VL, the greater are the incentives to develop H -augmenting

machines, NH , rather than NL. Taking the ratio of these two expressions yields

VH

VL

=

(

pH

pL

)
1
β H

L
.

This expression highlights the two effects on the direction of technological change discussed

in Section 15.1.

1. The price effect manifests itself because VH/VL is increasing in pH/pL. The greater is

this relative price, the greater is VH/VL and thus the greater are the incentives to invent

technologies complementing the H factor. Since goods produced by relatively scarce

factors are relatively more expensive, the price effect favors technologies complement-

ing scarce factors.

2. The market size effect is a consequence of the fact that VH/VL is increasing in H/L.

The market for a technology is the workers (or other factors) that use and work with this

technology. Consequently an increase in the supply of a factor translates into a greater

market for the technology complementing that factor. The market size effect encourages

innovation for the more abundant factor.

The above discussion is incomplete, however, since prices are endogenous. Combining

(15.24) with (15.18), relative prices can be eliminated, and the relative profitability of the

technologies becomes

VH

VL

= γ
ε
σ

(

NH

NL

)− 1
σ

(

H

L

)
σ−1
σ

. (15.25)

Note for future reference that an increase in the relative factor supply, H/L, will increase

VH/VL as long as σ > 1, and it will reduce it if σ < 1. Thus the elasticity of substitution

between the factors, σ , regulates whether the price effect dominates the market size effect.

Since σ is not a primitive but a derived parameter, we would like to know when it is greater

than 1. It is straightforward to check that

σ >=< 1 ⇐⇒ ε >=< 1.

So the two factors will be gross substitutes when the two intermediate goods are gross substi-

tutes in the production of the final good.

Next, using the two free-entry conditions (15.20) and (15.21) and assuming that both of

them hold as equalities, we obtain the following BGP technology market clearing condition:

ηLVL = ηHVH. (15.26)

Combining (15.26) with (15.25), we obtain the following BGP ratio of relative technologies:

(

NH

NL

)∗

= ησγ ε

(

H

L

)σ−1

, (15.27)

where η ≡ ηH/ηL, and the asterisk (∗) denotes that this expression refers to the BGP value.

The notable feature here is that relative productivities are determined by the innovation pos-

sibilities frontier and the relative supply of the two factors. Equation (15.27) contains most

of the economics of directed technology. However, before discussing (15.27), it is useful to

characterize the BGP growth rate of the economy. This is done in the next proposition.
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Proposition 15.1 Consider the directed technological change model described above.

Suppose that

β
[

γ ε
H

(ηHH)σ−1 + γ ε
L
(ηLL)σ−1

]
1

σ−1
> ρ, and

(1 − θ)β
[

γ ε
H

(ηHH)σ−1 + γ ε
L
(ηLL)σ−1

]
1

σ−1
< ρ.

(15.28)

Then there exists a unique BGP equilibrium in which the relative technologies are given by

(15.27), and consumption and output grow at the rate

g∗ =
1

θ

(

β
[

γ ε
H

(ηHH)σ−1 + γ ε
L
(ηLL)σ−1

]
1

σ−1
− ρ

)

. (15.29)

Proof. The derivation of (15.29) is provided by the argument preceding the proposition.

Exercise 15.2 asks you to check that (15.28) ensures that free-entry conditions (15.20) and

(15.21) must hold, to verify that this is the unique relative equilibrium technology, to calcu-

late the BGP equilibrium growth rate, and to verify that household utility is finite and the

transversality condition is satisfied.

It can also be verified that there are simple transitional dynamics in this economy whereby

starting with technology levels NH (0) and NL(0), there always exists a unique equilibrium path,

and it involves the economy monotonically converging to the BGP equilibrium of Proposition

15.1. This result is stated in the next proposition.

Proposition 15.2 Consider the directed technological change model described above.

Starting with any NH (0) > 0 and NL(0) > 0, there exists a unique equilibrium path. If

NH (0)/NL(0) < (NH/NL)∗ as given by (15.27), then ZH (t) > 0 and ZL(t) = 0 until

NH (t)/NL(t) = (NH/NL)∗. If NH (0)/NL(0) > (NH/NL)∗, then ZH (t) = 0 and ZL(t) > 0

until NH (t)/NL(t) = (NH/NL)∗.

Proof. See Exercise 15.3.

More interesting than the aggregate growth rate and the transitional dynamics behavior of

the economy are the results concerning the direction of technological change and its effects on

relative factor prices. These are studied next.

15.3.2 Directed Technological Change and Factor Prices

Let us start by studying (15.27). This equation implies that when σ > 1, there is a positive rela-

tionship between the relative supply of the H factor, H/L, and the relative factor-augmenting

technologies, N∗
H

/N∗
L

. In contrast, if the derived elasticity of substitution σ is less than 1,

the relationship is reversed. This might suggest that, depending on the elasticity of substi-

tution between factors (or between the intermediate goods), changes in factor supplies may

induce technological changes that are biased in favor of or against the factor that is becoming

more abundant. However, this conclusion is not correct. Recall from Section 15.2 that N∗
H

/N∗
L

refers to the ratio of factor-augmenting technologies (or to the ratio of physical productivities).

What matters for the bias of technology is the value of marginal product of factors, which is

affected by changes in relative prices. We have already seen that the relationship between

factor-augmenting technologies and factor-biased technologies is reversed precisely when σ

is less than 1. Thus when σ > 1, an increase in N∗
H

/N∗
L

is relatively biased toward H , while

when σ < 1, it is a decrease in N∗
H

/N∗
L

that is relatively biased toward H .
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This argument immediately establishes the following weak equilibrium bias result.

Proposition 15.3 Consider the directed technological change model described above.

There is always weak equilibrium (relative) bias in the sense that an increase in H/L always

induces relatively H -biased technological change.

Recall that weak bias was defined in Section 15.2 with a weak inequality, so that the

proposition is also correct when σ = 1, even though in this case it can be verified easily from

(15.27) that N∗
H

/N∗
L

does not depend on H/L.

Proposition 15.3 is the basis of the discussion about induced biased technological change

in Section 15.1 and already gives us a range of insights about how changes in the relative

supplies of skilled workers may be at the root of the skill-biased technological change. These

implications are further discussed in Section 15.3.3.

The results of this proposition reflect the strength of the market size effect discussed above.

Recall that the price effect creates a force favoring factors that become relatively scarce. In

contrast, the market size effect, which is related to the nonrivalry of ideas discussed in Chapter

12, suggests that technology should change in a way that favors factors that are becoming

relatively abundant. Proposition 15.3 shows that the market size effect always dominates the

price effect.

Proposition 15.3 characterizes the direction of the induced technological change but does

not specify whether this induced effect is strong enough to make the endogenous-technology

relative demand curve for factors upward sloping. As mentioned in Section 15.1, directed

technological change can lead to the seemingly paradoxical result that relative demand curves

can be upward sloping once the endogeneity of technology is taken into account. To obtain

this result, let us substitute for (NH/NL)∗ from (15.27) into the expression for the relative

wage given technologies, (15.19), and obtain the following BGP relative factor price ratio (see

Exercise 15.4):

ω∗ ≡

(

wH

wL

)∗

= ησ−1γ ε

(

H

L

)σ−2

. (15.30)

Inspection of this equation establishes conditions for strong equilibrium (relative) bias.

Proposition 15.4 Consider the directed technological change model described above. If

σ > 2, there is strong equilibrium (relative) bias in the sense that an increase in H/L raises ω∗.

Figure 15.3 illustrates the results of Propositions 15.3 and 15.4, referring to H as skilled

labor and L as unskilled labor as in the first application discussed in Section 15.1. The curve

marked with CT corresponds to the constant-technology relative demand from (15.19). It is

always downward sloping because it holds the relative technologies, NH/NL, constant, and thus

only features the usual substitution effect. The fact that this curve is downward sloping follows

from basic producer theory. The curve marked as ET1 applies when technology is endogenous,

but the condition in Proposition 15.4, that σ > 2, is not satisfied. Proposition 15.3 states that

even in this case an increase in H/L induces skill-biased (H -biased) technological change.

Thus when H/L is higher than its initial level, the induced-technology effect will shift the

constant-technology demand curve CT to the right (i.e., as technology changes, another CT

curve, above the original one, applies). The skill premium following the increase in H/L is

therefore ωET 1 rather than ωCT . When H/L is below its initial level, the same effect shifts

CT to the left. Consequently, the locus of points corresponding to the endogenous-technology

demand, ET1, is shallower than the constant-technology demand curve CT . (This can be also

verified comparing the relative demand functions with constant and endogenous technology,

(15.19) and (15.30), and noting that σ − 2 is never less than −1/σ ).
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FIGURE 15.3 The relationship between the relative supply of skills and the skill premium in the model

of directed technical change.

There is an obvious analogy between this result and Samuelson’s LeChatelier Principle,

which states that long-run demand curves, which apply when all factors can adjust, must be

more elastic than the short-run demand curves, which hold some factors constant. We can

think of the endogenous-technology demand curve as adjusting the “factors of production”

corresponding to technology. However, the analogy is imperfect, because the effects here are

caused by general equilibrium changes, while the LeChatelier Principle focuses on partial

equilibrium effects. In fact, in basic producer theory, with or without the LeChatelier effects,

all demand curves must be downward sloping, whereas here ET2, which applies when the

conditions of Proposition 15.4 hold, is upward sloping: higher levels of relative supply of

skills correspond to higher skill premiums (ωET 2 is greater than ω0 in Figure 15.3).

A complementary intuition for this result can be obtained by going back to the importance

of the nonrivalry of ideas discussed in Chapter 12. Here, as in the basic endogenous technology

models of the last two chapters, the nonrivalry of ideas leads to an aggregate production

function that exhibits increasing returns to scale (in all factors, including technologies). It is this

increasing returns to scale that leads to potentially upward-sloping relative demand curves. Put

differently, the market size effect, which results from the nonrivalry of ideas and is at the root

of aggregate increasing returns, can create sufficiently strong induced technological change to

increase the relative marginal product and the relative price of the factor that has become more

abundant.

15.3.3 Implications

One of the most interesting applications of Propositions 15.3 and 15.4 is to changes in the

wage structure and the skill premium. For this application, suppose that H stands for college-

educated workers. In the U.S. labor market, the skill premium has shown no tendency to decline
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despite a large increase in the supply of college-educated workers. On the contrary, following a

brief period of decline during the 1970s in the face of the large increase in the supply of college-

educated workers, the skill (college) premium has increased sharply throughout the 1980s and

1990s, to reach a level not experienced in the postwar era. Figure 15.1 above showed these

general patterns.

The most popular explanation for these patterns is skill-biased technological change. For

example, computers or new information technologies (IT) are argued to favor skilled workers

relative to unskilled workers. But why should the economy adopt and develop more skill-biased

technologies throughout the past 30 years, or more generally throughout the entire twentieth

century? This question becomes more relevant once we remember that during the nineteenth

century many of the technologies that were fueling economic growth, such as the factory system

and the spinning and weaving innovations, were unskill-biased rather than skill-biased. Thus,

in summary, the following stylized facts are relevant:

1. secular skill-biased technological change increasing the demand for skills throughout

the twentieth century;

2. possible acceleration in skill-biased technological change over the past 25 years; and

3. a range of important technologies biased against skilled workers during the nineteenth

century.

Propositions 15.3 and 15.4 provide us with a framework for thinking about these issues.

1. According to Propositions 15.3 and 15.4, the increase in the number of skilled workers

that has taken place throughout the twentieth century should cause steady skill-biased

technological change. Therefore models of directed technological change offer a natural

explanation for the secular skill-biased technological developments of the past century.

2. The more rapid increase in the number of skilled workers over the past 25 years, shown

in Figure 15.1, should also induce an acceleration in skill-biased technological change.

If σ > 2 and Proposition 15.4 applies, then this acceleration can also lead to a rapid

increase in the skill premium. How this class of models might account for the dynamics

of factor prices in the face of endogenously changing technologies is discussed later in

this section.

3. Can the framework also explain the prevalence of skill-replacing/labor-biased techno-

logical change in the late eighteenth and nineteenth centuries? While we know less

about both changes in relative supplies and technological developments during these

historical periods, available evidence suggests that there were large increases in the

number of unskilled workers available to be employed in the factories. Bairoch (1988,

p. 245), for example, describes this rapid expansion of unskilled labor in the cities as

follows: “between 1740 and 1840 the population of England . . . went up from 6 mil-

lion to 15.7 million. . . . while the agricultural labor force represented 60–70% of the

total work force in 1740, by 1840 it represented only 22%.” Habakkuk’s well-known

account of nineteenth-century technological development (1962, pp. 136–137) also em-

phasizes the increase in the supply of unskilled labor in English cities, and attributes it

to a variety of factors. First, “technical changes in agriculture increased the supply of

labor available to industry” (p. 137). Second, “population was increasing very rapidly”

(p. 136). Third, labor reserves of rural industry came to the cities. Fourth, “there was a

large influx of labor from Ireland” (p. 137).

In addition to accounting for the recent skill-biased technological developments and for

the historical technologies that appear to have been biased toward unskilled workers, this

framework also gives a potential interpretation for the dynamics of the college premium during
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FIGURE 15.4 Dynamics of the skill premium in response to an exogenous increase in the relative

supply of skills, with an upward-sloping endogenous-technology relative demand curve.

the 1970s and 1980s. It is reasonable to presume that NH/NL changes slowly as a result of the

gradual buildup and development of new technologies (as the analysis of transitional dynamics

in Proposition 15.2 shows). In this case, a rapid increase in the supply of skills first reduces the

skill premium as the economy moves along a constant technology (constant NH/NL) curve as

shown in Figure 15.4. After a while technology starts adjusting and the economy moves back

to the upward-sloping relative demand curve, with a relatively sharp increase in the college

premium. This approach can therefore explain both the decline in the college premium during

the 1970s and its subsequent large surge, and relates both of these phenomena to the large

increase in the supply of skilled workers.

If, on the other hand, σ < 2, then the long-run relative demand curve is downward sloping,

though again it is shallower than the short-run relative demand curve. Following the increase

in the relative supply of skills, there is again an initial decline in the college premium, and as

technology starts adjusting, the skill premium increases. But it ends up below its initial level

(Figure 15.5).

Consequently, a model of directed technological change can shed light both on the secular

skill bias of technology and on the relatively short-run changes in technology-induced factor

prices. Before discussing other implications of these results, a couple of further issues are worth

noting. First, Proposition 15.4 shows that upward-sloping relative demand curves arise only

when σ > 2. In the context of substitution between skilled and unskilled workers, an elasticity

of substitution much higher than 2 is unlikely. Most estimates put the elasticity of substitution

between 1.4 and 2. Section 15.4 shows that whether or not σ > 2 is not critical for this result;

what is necessary for upward-sloping relative demand curves is that σ should be greater than a

certain threshold (see, in particular, Proposition 15.8). Second, we would like to understand the

relationship between the market size and the scale effects, in particular whether the results on
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FIGURE 15.5 Dynamics of the skill premium in response to an increase in the relative supply of skills,

with a downward-sloping endogenous-technology relative demand curve.

induced technological change are an artifact of the scale effect (which many economists do not

view as an attractive feature of endogenous technological change models). Section 15.5 shows

that this is not the case and exactly the same results apply when scale effects are removed. Third,

we would like to apply these ideas to investigate whether there are reasons for technological

change to be endogenously labor-augmenting in the neoclassical growth model. This issue is

investigated in Section 15.6. Finally, it is also useful to contrast the equilibrium allocation to

the Pareto optimal allocation, which is done in Exercise 15.6. This exercise shows that the

qualitative results here, including the weak and the strong equilibrium bias results, also hold

in the Pareto optimal allocation.

15.4 Directed Technological Change with Knowledge Spillovers

I now consider the directed technological change model of the previous section with knowledge

spillovers. This exercise has three purposes. First, it shows how the main results on the direction

of technological change can be generalized to a model using the other common specification

of the innovation possibilities frontier. Second, this analysis shows that the strong bias result

in Proposition 15.4 can hold under somewhat weaker conditions. Third, this formulation is

essential for the study of labor-augmenting technological change in Section 15.6.

The lab-equipment specification of the innovation possibilities frontier is special in one

respect: it does not feature state dependence. State dependence refers to the phenomenon in

which the path of past innovations affects the relative costs of different types of innovations.

The lab-equipment specification implied that R&D spending always leads to the same increase

in the number of L-augmenting and H -augmenting machines. I now introduce a specification
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with knowledge spillovers, which allows for state dependence. Recall that, as discussed in

Section 13.2 in Chapter 13, when there are scarce factors used for R&D, then growth cannot be

sustained by continuously increasing the amount of these factors allocated to R&D. Therefore,

to achieve sustained growth, these factors need to become more and more productive over time,

because of spillovers from past research. Here for simplicity, let us assume that R&D is carried

out by scientists and that there is a constant supply of scientists equal to S (Exercise 15.17 shows

that the results are similar when workers can be employed in the R&D sector). With only one

sector, the analysis in Section 13.2 indicates that sustained endogenous growth requires Ṅ/N to

be proportional to S. With two sectors, there is instead a variety of specifications with different

degrees of state dependence, because productivity in each sector can depend on the state of

knowledge in both sectors. A flexible formulation is the following:

ṄL(t) = ηLNL(t)(1+δ)/2NH (t)(1−δ)/2SL(t), and ṄH (t) = ηHNL(t)(1−δ)/2NH (t)(1+δ)/2SH (t),

(15.31)

where δ ≤ 1, and SL(t) is the number of scientists working to produce L-augmenting machines,

while SH (t) denotes the number of scientists working on H -augmenting machines. Clearly,

market clearing for scientists requires that

SL(t) + SH (t) ≤ S. (15.32)

In this specification, δ measures the degree of state dependence: when δ = 0, there is no state

dependence—(∂ṄH/∂SH )/(∂ṄL/∂SL) = ηH/ηL regardless of the levels of NL and NH—

because both NL and NH create spillovers for current research in both sectors. In this case,

the results are identical to those in the previous section. In contrast, when δ = 1, there is an

extreme amount of state dependence. In this case, (∂ṄH/∂SH )/(∂ṄL/∂SL) = ηHNH/ηLNL,

so an increase in the stock of L-augmenting machines today makes future labor-complementary

innovations cheaper but has no effect on the cost of H -augmenting innovations. This discussion

clarifies the role of the parameter δ and the meaning of state dependence. In some sense, state

dependence adds another layer of “increasing returns,” this time not for the entire economy, but

for specific technology lines. In particular, a significant amount of state dependence implies

that when NH is high relative to NL, it becomes more profitable to undertake more NH -type

innovations.

With this formulation of the innovation possibilities frontier, the free-entry conditions

become (see Exercise 15.7)

ηLNL(t)(1+δ)/2NH (t)(1−δ)/2VL(t) ≤ wS(t),

ηLNL(t)(1+δ)/2NH (t)(1−δ)/2VL(t) = wS(t) if SL(t) > 0.

(15.33)

and

ηHNL(t)(1−δ)/2NH (t)(1+δ)/2VH (t) ≤ wS(t),

ηHNL(t)(1−δ)/2NH (t)(1+δ)/2VH (t) = wS(t) if SH (t) > 0,

(15.34)

where wS(t) denotes the wage of a scientist at time t . When both of these free-entry conditions

hold, BGP technology market clearing implies

ηLNL(t)δπL = ηHNH (t)δπH , (15.35)

where δ captures the importance of state dependence in the technology market clearing con-

dition, and profits are not conditioned on time, since they refer to the BGP values, which are
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constant as in the previous section (recall (15.15)). When δ = 0, this condition is identical

to (15.26). Therefore, as claimed above, all results concerning the direction of technological

change are the same as those in the lab-equipment specification.

This is no longer true when δ > 0. To characterize the results in this case, let us combine

condition (15.35) with (15.15) and (15.18). This yields the equilibrium relative technology as

(see Exercise 15.8)

(

NH

NL

)∗

= η
σ

1−δσ γ
ε

1−δσ

(

H

L

)
σ−1
1−δσ

, (15.36)

where recall that γ ≡ γH/γL and η ≡ ηH/ηL. This expression shows that the relationship

between the relative factor supplies and relative physical productivities now depends on δ.

This result is intuitive: as long as δ > 0, an increase in NH reduces the relative costs of H -

augmenting innovations, so for technology market equilibrium to be restored, πL needs to

increase relative to πH . Substituting (15.36) into the expression for relative factor prices for

given technologies, which is still given by (15.19), yields the following long-run (endogenous-

technology) relationship between relative factor prices and relative factor supplies:

ω∗ ≡

(

wH

wL

)∗

= η
σ−1
1−δσ γ

(1−δ)ε
1−δσ

(

H

L

)
σ−2+δ
1−δσ

. (15.37)

As claimed above, when δ = 0, both (15.36) and (15.37) are identical to their counterparts in

the previous section, (15.27) and (15.30).

The growth rate of this economy is determined by the number of scientists. In BGP, both

sectors grow at the same rate, so we need ṄL(t)/NL(t) = ṄH (t)/NH (t), or

ηHNH (t)δ−1SH (t) = ηLNL(t)δ−1SL(t).

Combining this equation with (15.32) and (15.36), we obtain the following BGP condition for

the allocation of researchers between the two different types of technologies:

η
1−σ
1−δσ

(

1 − γ

γ

)−
ε(1−δ)
1−δσ

(

H

L

)−
(σ−1)(1−δ)

1−δσ

=
S∗

L

S − S∗
L

. (15.38)

Notice that given H/L, the BGP researcher allocations, S∗
L

and S∗
H

, are uniquely determined,

and this determines the BGP growth rate as in the next proposition.

Proposition 15.5 Consider the directed technological change model with knowledge

spillovers and state dependence in the innovation possibilities frontier. Suppose that

(1 − θ)
ηLηH (NH/NL)(δ−1)/2

ηH (NH/NL)(δ−1) + ηL

S < ρ,

where NH/NL is given by (15.36). Then there exists a unique BGP equilibrium in which the

relative technologies are given by (15.36), and consumption and output grow at the rate

g∗ =
ηLηH (NH/NL)(δ−1)/2

ηH (NH/NL)(δ−1) + ηL

S. (15.39)

Proof. See Exercise 15.9.
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In contrast to the model with the lab-equipment technology, transitional dynamics do not

always take the economy to the BGP equilibrium, however. This is because of the additional

increasing returns to scale mentioned above. With a high degree of state dependence, when

NH (0) is very high relative to NL(0), it may no longer be profitable for firms to undertake

further R&D directed at labor-augmenting (L-augmenting) technologies. Whether this is so

depends on a comparison of the degree of state dependence δ and the elasticity of substitution σ .

The elasticity of substitution matters because it regulates how prices change as a function of the

composition of technology, and thus determines the strength of the price effect on the direction

of technological change. The next proposition analyzes the transitional dynamics in this case.

Proposition 15.6 Consider the directed technological change model with knowledge

spillovers and state dependence in the innovation possibilities frontier. Suppose that σ < 1/δ.

Then starting with any NH (0) > 0 and NL(0) > 0, there exists a unique equilibrium path.

If NH (0)/NL(0) < (NH/NL)∗ as given by (15.36), then ZH (t) > 0 and ZL(t) = 0 until

NH (t)/NL(t) = (NH/NL)∗. If NH (0)/NL(0) > (NH/NL)∗, then ZH (t) = 0 and ZL(t) > 0

until NH (t)/NL(t) = (NH/NL)∗.

If σ > 1/δ, then starting with NH (0)/NL(0) > (NH/NL)∗, the economy tends to

NH (t)/NL(t) → ∞ as t → ∞, and starting with NH (0)/NL(0) < (NH/NL)∗, it tends to

NH (t)/NL(t) → 0 as t → ∞.

Proof. See Exercise 15.11.

Of greater interest for the focus here are the results on the direction of technological change.

The first result on weak equilibrium bias immediately generalizes from the previous section.

Proposition 15.7 Consider the directed technological change model with knowledge

spillovers and state dependence in the innovation possibilities frontier. Then there is always

weak equilibrium (relative) bias in the sense that an increase in H/L always induces relatively

H -biased technological change.

Proof. See Exercise 15.12.

While the results regarding weak bias have not changed, inspection of (15.37) shows that

it is now easier to obtain strong equilibrium (relative) bias.

Proposition 15.8 Consider the directed technological change model with knowledge

spillovers and state dependence in the innovation possibilities frontier. Then if

σ > 2 − δ,

there is strong equilibrium (relative) bias in the sense that an increase in H/L raises the

relative marginal product and the relative wage of the H factor compared to the L factor.

Intuitively, the additional increasing returns to scale coming from state dependence makes

strong bias easier to obtain, because the induced technology effect is stronger. When a particular

factor, say H , becomes more abundant, this encourages an increase in NH relative to NL

(in the case where σ > 1). State dependence makes further increases in NH more profitable,

culminating in a larger effect on NH/NL. Since with σ > 1 greater values of NH/NL increase

the relative price of factor H compared to L, this tends to make the strong bias result more

likely.

Returning to the discussion of the implications of the strong bias results for the behavior of

the skill premium in the U.S. labor market, Proposition 15.8 implies that values of the elasticity

of substitution between skilled and unskilled labor significantly less than 2 may be sufficient to

generate strong equilibrium bias. How much lower than 2 the elasticity of substitution can be



518 . Chapter 15 Directed Technological Change

depends on the parameter δ. Unfortunately, this parameter is not easy to measure in practice,

even though existing evidence suggests that there is some amount of state dependence in the

R&D technologies. For example, state dependence is confirmed by the empirical finding that

most patents developed in a particular industry build upon and cite previous patents in the same

industry.

15.5 Directed Technological Change without Scale Effects

This section shows that the market size effect and its implications for the direction of techno-

logical change are independent of whether there are scale effects. The market size effect here

refers to the relative market sizes of the users of two different types of technologies, whereas

the scale effect concerns the impact of the size of the population on the equilibrium growth

rate. The results in this section show that it is possible to entirely separate the market size effect

responsible for the weak and strong endogenous bias results from the scale effect.

Consider the knowledge-based R&D model of the previous section, but only with limited

spillovers from past research. In particular, suppose that (15.31) is modified to

ṄL = ηLNλ
L
SL, and ṄH = ηHNλ

H
SH , (15.40)

where λ ∈ (0, 1]. In the case where λ = 1, the knowledge-based R&D formulation of the

previous section applies but now with extreme state dependence. When λ < 1, the extent of

spillovers from past research are limited, and this economy does not have steady growth in the

absence of population growth.

Let us also modify the baseline environment by assuming that total population, including

the population of scientists, grows at the exponential rate n. With a similar argument to that in

Section 13.3 in Chapter 13, it can be verified that when λ < 1, output per capita in this economy

grows at the rate (see Exercise 15.14)

g∗ =
n

1 − λ
. (15.41)

The important point for the focus here concerns the market size effect on the direction

of technological change. To investigate this issue, note that the technology market clearing

condition implied by (15.40) is (see Exercise 15.16)

ηLNλ
L
πL = ηHNλ

H
πH , (15.42)

which is analogous to (15.35). The same analysis as above implies that equilibrium relative

technology can be derived as

(

NH

NL

)∗

= η
σ

1−λσ γ
ε

1−λσ

(

H

L

)
σ−1

1−λσ

. (15.43)

Now combining (15.43) with (15.19)—which still determines the relative factor prices given

technology—we obtain

ω∗ ≡

(

wH

wL

)∗

= η
σ−1

1−λσ γ
(1−λ)ε
1−λσ

(

H

L

)
σ−2+λ
1−λσ

. (15.44)

This equation shows that even without scale effects, the same results as before apply.
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Proposition 15.9 Consider the directed technological change model with no scale effects

described above. Then there is always weak equilibrium (relative) bias, meaning that an

increase in H/L always induces relatively H -biased technological change. Moreover, if

σ > 2 − λ,

then there is strong equilibrium (relative) bias in the sense that an increase in H/L raises the

relative marginal product and the relative wage of the H factor compared to the L factor.

15.6 Endogenous Labor-Augmenting Technological Change

One of the advantages of the models of directed technological change is that they allow us

to investigate why technological change might be purely labor-augmenting as required for

balanced growth (recall Theorem 2.6 in Chapter 2). This section shows that models of directed

technological change create a natural reason for technology to be more labor-augmenting

than capital-augmenting. However, under most circumstances, the resulting equilibrium is not

purely labor-augmenting and as a result, a BGP fails to exist. Nevertheless, in one important

special case, the model delivers long-run purely labor-augmenting technological changes

exactly as in the neoclassical growth model, thus providing a rationale for one of the strong

assumptions of the standard growth models.

In thinking about labor-augmenting technological change, it is useful to consider a two-

factor model with H corresponding to capital, that is, H(t) = K(t), in the aggregate production

function (15.3). Correspondingly, let us use NL and NK to denote the varieties of machines in

the two sectors. Let us also simplify the discussion by assuming that there is no depreciation

of capital, so that the price of capital K(t) is equal to the interest rate r(t).

Let us first note that in the context of capital-labor substitution, the empirical evidence

suggests that an elasticity of substitution of σ < 1 is much more plausible (whereas in the

case of substitution between skilled and unskilled labor, the evidence suggests that σ > 1).

An elasticity less than 1 is not only consistent with the available empirical evidence, but it is

also economically plausible. For example, with the CES production function an elasticity of

substitution between capital and labor greater than 1 would imply that production is possible

without labor or without capital, which appears counterintuitive.

Now recall that when σ < 1, factor-augmenting and factor-biased technologies are reversed.

Therefore labor-augmenting technological change corresponds to capital-biased technological

change. Then the question becomes: Under what circumstances would the economy generate

relatively capital-biased technological change? And when will the equilibrium technology be

sufficiently capital biased that it corresponds to Harrod-neutral technological change? What

distinguishes capital from labor is the fact that it accumulates. In other words, most growth

models feature some type of capital deepening, with K(t)/L increasing as the economy grows.

Then in contrast to the analysis so far, which looked at the effect of one-time changes in relative

supplies, the focus must now be on the implications of continuous changes in the relative

supply of capital on technological change. In light of this observation, the answer to the first

question above is straightforward: capital deepening, combined with Proposition 15.3, implies

that technological change should be more labor- than capital-augmenting.

The next proposition summarizes the main idea of the previous paragraph. For simplic-

ity, this proposition treats the increase in K(t)/L as a sequence of one-time increases (full

equilibrium dynamics are investigated in the next two propositions).
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Proposition 15.10 In the baseline model of directed technological change with H(t) =

K(t) as capital, if K(t)/L is increasing over time and σ < 1, then NL(t)/NK(t) will also

increase over time, that is, technological change will be relatively labor-augmenting.

Proof. Equation (15.27) or (15.36) together with σ < 1 implies that an increase in K(t)/L

raises NL(t)/NK(t).

This result already gives us important economic insights. The logic of directed technological

change indicates that there are natural reasons for technology to be more labor- than capital-

augmenting. While this is encouraging, the next proposition shows that the results are not

easy to reconcile with the fact that technological change should be purely labor-augmenting

(Harrod neutral). To state this result in the simplest possible way and to facilitate the analysis

in the rest of this section, let us simplify the analysis and suppose that capital accumulates at

an exogenous rate, that is,

K̇(t)

K(t)
= sK > 0. (15.45)

Proposition 15.11 Consider the baseline model of directed technological change with

the knowledge spillovers specification and state dependence. Suppose that δ < 1 and capital

accumulates according to (15.45). Then there exists no BGP.

Proof. See Exercise 15.21.

Intuitively, even though technological change is more labor- than capital-augmenting,

there is still capital-augmenting technological change in equilibrium. This, combined with

capital accumulation, is inconsistent with balanced growth. In fact, an even more negative

result can be proved (see again Exercise 15.21): in any asymptotic equilibrium, the interest

rate cannot be constant, and thus consumption and output growth cannot be constant.

In contrast to these negative results, there is a special case that justifies the basic structure of

the neoclassical growth model. This takes place when there is extreme state dependence, that is,

δ = 1. Though somewhat extreme, this case is also a natural benchmark. In particular, it posits

that knowledge spillovers are limited to the same class of technologies, so that the innovation

possibilities frontier (written in terms of labor- and capital-augmenting technologies) takes

the form

ṄL(t)

NL(t)
= ηLSL(t), and

ṄK(t)

NK(t)
= ηKSK(t).

In this case, it can be verified that technology market equilibrium implies the following relation-

ship in BGP between the shares of capital and labor in national income (see Exercise 15.22):

r(t)K(t)

w(t)L
= η−1. (15.46)

Thus directed technological change implies that in the long run, the share of capital is con-

stant in national income. Long-run constant factor shares (combined with capital deepening)

means that asymptotically all technological change must be purely labor-augmenting. More

specifically, recall from (15.19) that

r(t)

w(t)
= γ

ε
σ

(

NK(t)

NL(t)

)
σ−1
σ

(

K(t)

L

)− 1
σ

,
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where γ ≡ γK/γL and γK replaces γH in the production function (15.3). Consequently

r(t)K(t)

w(t)L(t)
= γ

ε
σ

(

NK(t)

NL(t)

)
σ−1
σ

(

K(t)

L

)
σ−1
σ

.

In this case, (15.46) combined with (15.45) implies that

ṄL(t)

NL(t)
−

ṄK(t)

NK(t)
= sK . (15.47)

Moreover it can be verified that the equilibrium interest rate is given by (see Exercise 15.23)

r(t) = βγKNK(t)

[

γL

(

NL(t)L

NK(t)K(t)

)
σ−1
σ

+ γK

]
1

σ−1

. (15.48)

Let us now define a BGP as an equilibrium path in which consumption grows at a constant

rate (though the two sectors and the two technology stocks need not grow at the same rate).

From (15.22), this is possible only if r(t) is constant and equal to some r∗. Equation (15.47)

then implies that (NL(t)L)/(NK(t)K(t)) is constant, and (15.48) implies that NK(t) must also

be constant. Therefore (15.47) implies that for the economy to ultimately converge to a BGP,

long-run technological change must be purely labor-augmenting. This argument is summarized

in the following proposition.

Proposition 15.12 Consider the baseline model of directed technological change with

the two factors corresponding to labor and capital. Suppose that the innovation possibilities

frontier is given by the knowledge spillovers specification with extreme state dependence, that

is, δ = 1, and that capital accumulates according to (15.45). Then there exists a unique BGP

allocation in which there is only labor-augmenting technological change, the interest rate is

constant and consumption and output grow at constant rates.

Proof. Part of the proof is provided by the argument preceding the proposition. Exercise

15.24 asks you to complete the proof and show that no other constant BGP allocation can

exist.

Notice that Proposition 15.12 does not imply that all technological change must be Harrod

neutral (purely labor-augmenting). Along the transition path, there can be (and in fact there will

be) capital-augmenting technological change. However, in the long run (i.e., asymptotically or

as t → ∞), all technological change is labor-augmenting.

It can also be verified that the BGP allocation with purely labor-augmenting technological

change is globally stable if σ < 1 (see Exercise 15.25). This result is reasonable, especially

in view of the results in Proposition 15.6, which indicated that the stability of equilibrium

dynamics in the model with the knowledge spillovers requires σ < 1/δ. Since here there is

extreme state dependence (δ = 1), stability requires σ < 1. Intuitively, if capital and labor

were gross substitutes (σ > 1), the equilibrium would involve rapid accumulation of capital

and capital-augmenting technological change, leading to an asymptotically increasing growth

rate of consumption. However when capital and labor are gross complements (σ < 1), capital

accumulation increases the price of labor more than proportionately, and the profits from

labor-augmenting technologies increase more than the profits from capital-augmenting ones.

This encourages further labor-augmenting technological change. These strong price effects

are responsible for the stability of the BGP allocation in Proposition 15.12. Intuitively, an
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elasticity of substitution between capital and labor that is less than 1 induces the economy to

strive toward a balanced allocation of effective capital and labor units (where “effective” here

refers to capital and labor units augmented with their complementary technologies). Since

capital accumulates at a constant rate, a balanced allocation implies that the productivity of

labor should increase faster; in particular, the economy should converge to an equilibrium path

with purely labor-augmenting technological progress.

15.7 Generalizations and Other Applications

The results presented so far rely on a range of specific assumptions that are inherent in en-

dogenous technological change models (e.g., Dixit-Stiglitz preferences and linear structure to

ensure sustained growth). One may naturally wonder whether the results on weak and strong

equilibrium biases generalize to situations in which these assumptions are relaxed. The answer

is broadly yes. In Acemoglu (2007a), I show that, as long as only factor-augmenting techno-

logical changes are possible, the main results presented here also apply in an environment in

which production and cost functions take more general forms. In particular, in this general en-

vironment, there is always weak (relative) equilibrium bias in response to increases in relative

supplies, and there will be strong equilibrium bias when the elasticity of substitution is suffi-

ciently high. However, once we allow for a richer menu of technological changes, these results

do not necessarily hold. Nevertheless the essence of the results is much more general. In Ace-

moglu (2007a), I define the complementary notions of weak and strong absolute equilibrium

biases, which refer to whether the equilibrium price of a factor changes as the supply of that

factor changes (rather than the price of a factor relative to the price of another factor, which

is what I have focused on in this chapter). Under very weak regularity assumptions, there is

always weak absolute equilibrium bias, in the sense that an increase in the supply of a factor

always induces technological change biased in favor of that factor. Moreover, even though

standard producer theory implies that an increase in the supply of a factor should reduce its

price, under plausible assumptions the induced technology effect can be strong enough that

the price of the factor that has become more abundant can increase. In this case, there is strong

absolute equilibrium bias, and the (general equilibrium) demand curves for factors are upward

sloping. Since these results require additional notation and somewhat different mathematical

arguments, I do not present them here.

It is also useful to briefly discuss a number of other important applications of the models

of directed technological change. To save space, these are left as exercises. In particular,

Exercise 15.19 shows how this model can be used to shed light on the famous Habakkuk

hypothesis in economic history, which relates the rapid technological progress in nineteenth-

century United States to relative labor scarcity. Despite the importance of this hypothesis in

economic history, there have been no compelling models of this process. This exercise shows

why neoclassical models may have difficulties in explaining these patterns and how a model

of directed technological change can account for this phenomenon as long as the elasticity of

substitution between capital and labor is less than 1.

Exercise 15.20 shows the effects of international trade on the direction of technological

change. It highlights that international trade often affects the direction in which new technolo-

gies are developed and this often works through the price effect emphasized above.

Exercise 15.26 returns to the discussion of the technological change and unemployment

experiences of continental European countries discussed above. It shows how a “wage push

shock” can first increase equilibrium unemployment and then induce endogenous capital-

biased technological change, which reduces the demand for employment, further increasing

unemployment.



15.8 An Alternative Approach to Labor-Augmenting Technological Change . 523

Finally, Exercise 15.27 shows how the relative supply of factors can be endogenized and

studies the two-way causality between relative supplies and relative technology.

15.8 An Alternative Approach to Labor-Augmenting
Technological Change*

The models presented so far in this chapter are all based on the basic directed technological

change framework developed in Acemoglu (1998, 2002a). Section 15.6 showed how this

approach can be used to provide conditions under which technological change is endogenously

labor-augmenting. An alternative approach to this problem is suggested in a recent paper by

Jones (2005). I now briefly discuss this alternative approach.

The models developed so far treat the different types of technologies (e.g., NL and NH in

the previous sections) as state variables. Thus short-run production functions correspond to

the production possibilities sets for given state variables, while long-run production functions

apply when technology state variables also adjust. Jones proposes a different approach, building

on a classic paper by Houthakker (1955). Houthakker suggested that the aggregate production

function should be derived as the upper envelope of different ideas (or “activities”). Each

technique or activity corresponds to a particular way of combining capital and labor (thus to a

Leontief production function of these two factors of production). However, when a producer

has access to multiple ways of combining capital and labor, the resulting envelope is different

than Leontief. In a remarkable result, Houthakker showed that if the distribution of techniques

is given by the Pareto distribution (defined formally below), this upper envelope of a large

number of activities corresponds to a Cobb-Douglas production function. Houthakker thus

suggested a justification for Cobb-Douglas production functions based on “activity analysis.”

Jones builds on and extends these insights. He argues that the long-run production function

should be viewed as the upper envelope of a large number of ideas generated over time. At

a given point in time, the set of ideas that the society has access to is fixed, and these ideas

determine the short-run production function of the economy. In the long run, however, the

society generates more ideas (either exogenously or via R&D), and the long-run production

function is obtained as the upper envelope of this expanding set of ideas. Using a combination

of Pareto distribution and Leontief production possibilities for a given idea, Jones shows that

there is a major difference between short-run and long-run production functions. In particular,

as in Houthakker’s analysis, the long-run production function takes a Cobb-Douglas form and

implies a constant share of capital in national income. However, this is not necessarily the case

for short-run production functions. Then, with an argument similar to that in Section 15.6, the

economy adjusts from the short-run to long-run production functions by undergoing a form of

labor-augmenting technological change.

I now provide a brief sketch of Jones’s model, focusing on the main economic insights. As

pointed out above, the key building block of Jones’s model are “ideas.” An idea is a technique

for combining capital and labor to produce output. At any given point in time, the economy

has access to a set of ideas. Let us denote the set of possible ideas by I and the set of ideas

available at time t by I(t) ⊂ I. Each idea i ∈ I is represented by a vector (ai, bi). The essence

of the model is to construct the production possibilities set of the economy from the set of

available ideas. To do this, we first need to specify how a given idea is used for production. Let

us suppose that there is a single final good Y that can be produced using any idea i ∈ I with a

Leontief production function given by

Y (t) = min{biK(t), aiL(t)}, (15.49)



524 . Chapter 15 Directed Technological Change

where K(t) and L(t) are the amounts of capital and labor, respectively, in the economy. In

general, the economy may use multiple ideas; thus K(t) and L(t) should be indexed by i

to denote the amount of capital and labor allocated to idea i. However, I follow Jones and

assume that at any point in time the economy uses a single idea. This assumption is restrictive

but simplifies the model and its exposition significantly (see Exercise 15.29). The production

function (15.49) makes it clear that ai corresponds to the labor-augmenting productivity of

idea i and bi is its capital-augmenting productivity.

Recall from Section 15.6 that the standard model delivers purely labor-augmenting techno-

logical change only under the (special) assumption of extreme state dependence, that is, δ = 1

(see Proposition 15.12). In this model, we also have to make a special assumption, which,

following Houthakker, is that ideas are independently and identically drawn from a Pareto dis-

tribution. A random variable y has a Pareto distribution if its distribution function is given by

G(y) = 1 − Ŵy−α for Ŵ > 0 and α > 0. Now assuming that each component of the idea, ai

and bi, is independently drawn from two Pareto distributions, we have

Pr[ai ≤ a] = 1 −

(

a

γa

)−α

, and Pr[bi ≤ b] = 1 −

(

b

γb

)−β

,

for a ≥ γa > 0, b ≥ γb > 0, α > 0, β > 0, and α + β > 1(see Exercise 15.31 for the importance

of this last inequality).

This Pareto assumption plays a crucial role in the result of this model. It is therefore

appropriate to understand what the special features of the Pareto distribution are and why

this distribution plays an important role in many different areas of economics. The Pareto

distribution has two related special features. One is that its tails are “thick” (and for this reason,

the variance of a variable that has a Pareto distribution may be infinite; see Exercise 15.30). The

second special feature is that if y has a Pareto distribution, then its expected value conditional

on being greater than some y′, E[y | y ≥ y′], is proportional to y′. Thus loosely speaking,

the Pareto distribution has a certain degree of proportionality built into it. The expectation of

something better in the future is proportional to what has been achieved today. This property

makes it quite convenient in the modeling of growth-related processes.

Now, given this structure, let us define the function

G(b, a) ≡ Pr
[

ai ≥ a and bi ≥ b
]

=

(

b

γb

)−β (

a

γa

)−α

(15.50)

as the joint probability ai ≥ a and bi ≥ b. Denote the level of aggregate output that can be

produced using technique i with capital K and labor L by Ỹi(K, L). Before the realization of

ai and bi for idea i, this level of output is a random variable. Since the production function is

Leontief, the distribution of Ỹi can be represented by the distribution function of this variable,

H(y) ≡ Pr[Ỹi ≤ y] = 1 − Pr[aiL ≥ y and biK ≥ y] (15.51)

= 1 −G

(

y

K
,

y

L

)

= 1 − γKβLαy−(α+β),

where the second line follows from the definition of the function G and the third line

from (15.50) with γ ≡ γ α
a
γ

β

b
. Thus the distribution of Ỹi is also Pareto (provided that

y ≥ min{γbK, γaL}).
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Let us next turn to the “global” production function, which describes the maximum amount

of output that can be produced using any of the available techniques. In other words, let

Ỹ (K, L) = maxi∈I(t) Ỹi(K, L). Let N(t) denote the total number of production techniques

(ideas) that are available in the set I(t) (at time t). Then by time t N(t) distinct ideas have

been discovered. Since, by assumption, these N(t) ideas are drawn independently, the global

production function can be alternatively written as

Ỹ (t ; N(t)) = F(K(t), L(t); N(t)) ≡ max
i=1,...,N(t)

min{biK(t), aiL(t)}. (15.52)

Since the realization of the N(t) ideas are random, output at time t , Ỹ (t ; N(t)), conditional

on capital K(t) and L(t), is also a random variable. We are interested in determining its

distribution. Here the fact that the N(t) draws of ideas are independent simplifies the analysis.

The probability that the realization of Ỹ (t ; N(t)) is less than y is equal to the probability that

each of the N(t) ideas produces less than y. Therefore

Pr[Ỹ (t ; N(t)) ≤ y] = H(y)N(t). (15.53)

= (1 − γK(t)βL(t)αy−(α+β))N(t).

Equation (15.53) makes it clear that as the number of ideas N(t) becomes large, the probability

that Ỹ (t ; N(t)) is less than any level of y will go to zero. This is simply a restatement of

the fact that output grows without bound, which here follows from the fact that the Pareto

distribution has unbounded support. Therefore we cannot simply determine the distribution

of output as N(t) → ∞. Instead we have to look at aggregate output normalized by an

appropriate variable, such as its expected value (and apply a type of reasoning similar to the

Central Limit Theorem). Given the Pareto distribution, the normalizing factor turns out to be

n(t) ≡ (γN(t)K(t)βL(t)α)
1

α+β , so that

Pr
[

Ỹ (t ; N(t)) ≤ (γN(t)K(t)βL(t)α)
1

α+β y
]

= (1 − γK(t)βL(t)α(n(t)y)−(α+β))N(t)

=

(

1 −
y−(α+β)

N(t)

)N(t)

, (15.54)

where the second line, (15.54), makes it clear that n(t) ≡ (γN(t)K(t)βL(t)α)
1

α+β was indeed

the correct normalizing factor. Now recalling that limN→∞(1 − x/N)N = exp(−x), we have

lim
N(t)→∞

Pr
[

Ỹ (t ; N(t)) ≤ (γN(t)K(t)βL(t)α)
1

α+β y
]

= exp(−y−(α+β)) (15.55)

for y > 0. Equation (15.55) gives the famous Fréchet distribution, which is one of the three

limiting distributions for extreme values.3 More specifically, (15.55) implies that

Ỹ (t ; N(t))

(γN(t)K(t)βL(t)α)1/α+β
∼ Fréchet(α + β),

3. In particular, a fascinating result in statistics shows that regardless of the distribution F(y), if we take N

independent draws from F and look at the probability distribution of the highest draw, then as N → ∞, this

distribution converges to one of the following three distributions: the Weibull, the Gumbel, or the Fréchet. See,

for example, Billingsley (1995, Section 14).
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so that the long-run distribution of output, appropriately normalized, converges asymptotically

to a Fréchet distribution. Then as N(t) becomes large (i.e., as t → ∞ and more ideas are

discovered), the long-run global production function behaves approximately as

Ỹ (t ; N(t)) ≈ ε(t)(γN(t)K(t)βL(t)α)
1

α+β, (15.56)

where ε(t) is a random variable drawn from a Fréchet distribution. The intuition for this result is

similar to Houthakker’s result that aggregation over different units producing with techniques

drawn independently from a Pareto distribution leads to a Cobb-Douglas production func-

tion. The implications are different, however. In particular, since the long-run production

function behaves approximately as Cobb-Douglas, it implies that factor shares must be constant

in the long run. However the short-run production function (for a finite number of ideas) is not

Cobb-Douglas. Therefore as N(t) increases, the production function evolves endogenously

toward the Cobb-Douglas limit with constant factor shares, and as in the analysis in Section

15.6, this means that technological change must ultimately become purely labor-augmenting.

Therefore Jones’s model shows that insights related to Houthakker’s derivation of a static

production function also imply that the short-run production function evolves endogenously

on average, with labor-augmenting technological change dominating the limiting behavior

and making sure that the economy, in the long run, acts as if it has a Cobb-Douglas production

function.

Although this idea is interesting and the Pareto distribution appears in many important con-

texts and has various desirable properties, it is not clear whether it provides a compelling

reason for technological change to be labor-augmenting in the long run. Labor-augmenting

technological change should be an equilibrium outcome (resulting from the research and inno-

vation incentives of firms and workers). The directed technological change models emphasized

how these incentives play out under various equilibrium scenarios. In the current model, the

Cobb-Douglas production function arises purely from aggregation. There are no equilibrium

interactions, price, or market size effects. Related to this, the unit of analysis is unclear. The

same argument can be applied to a single firm, to an industry, or to a region. Thus if we

are happy with this argument for the economy as a whole, we may also wish to apply it to

firms, industries, and regions, concluding that the long-run production function of every unit

of production or every firm, industry, and region should be Cobb-Douglas. However, existing

evidence indicates that there are considerable differences in the production functions across

industries, and they cannot be well approximated by Cobb-Douglas production functions (see

the overview of the evidence on industry and aggregate production functions in Acemoglu,

2003a). This suggests that it would be interesting to combine the aggregation of different ac-

tivities or “ideas” as in Houthakker’s and Jones’s papers with equilibrium interactions, which

might delineate at what level the aggregation should take place and why it may apply to (some)

economies but not necessarily to single firms or industries.

15.9 Taking Stock

This chapter introduced the basic models of directed technological change. These approaches

differ from the endogenous technological change models of the previous two chapters because

they not only determine the evolution of aggregate technology but also the direction and bias of

technological change. Models of directed technological change enable us to investigate a range

of new questions. These include the sources of skill-biased technological change over the past

100 years, the causes of acceleration in skill-biased technological change during more recent

decades, the causes of unskilled-biased technological developments during the nineteenth
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century, the impact of international trade on the direction of technological change, and the

relationship between labor market institutions and the types of technologies that are developed

and adopted. Last but not least, they also enable an investigation of why technological change

in neoclassical-type models may be largely labor-augmenting.

A relatively simple class of directed technological change models can shed light on all these

questions. These models are quite tractable and allow closed-form solutions for equilibrium

relative technologies and long-run growth rates. Their implications for the empirical questions

mentioned above stem from two important, and perhaps at first surprising, results, which we

can refer to as “weak equilibrium bias” and “strong equilibrium bias” results. The first states

that, under fairly weak assumptions, an increase in the relative supply of a factor always induces

endogenous changes in technology that are relatively biased toward that factor. Consequently

any increase in the ratio of skilled to unskilled workers or in the capital-labor ratio has major

implications for the relative productivities of these factors. The more surprising result is that

for the strong equilibrium bias, which states that contrary to basic producer theory, (relative)

demand curves can slope up. In particular, if the elasticity of substitution between factors is

sufficiently high, a greater relative supply of a factor causes sufficiently strong induced techno-

logical change to make the resulting relative price of the more abundant factor increase. In other

words, the long-run (endogenous-technology) relative demand curve becomes upward slop-

ing. The possibility that relative demand curves may be upward sloping not only has a range of

important empirical implications, but also illustrates the strength of induced technology effects.

This chapter also presented a number of applications of these ideas to several empirically

important areas. Models of directed technological change are in their infancy, and there

are many theoretical dimensions in which further developments are possible. Perhaps more

importantly, there are also numerous applications of these ideas.

Finally, the models in this chapter have further emphasized that technology should not be

thought of as a black box; instead it should be modeled as the outcome of decisions by firms,

individuals, and other agents in the economy. This implies that profit incentives play a major

role both in the aggregate rate of technological progress and in the biases of the technologies

that are being developed and adopted.

15.10 References and Literature

Models of directed technological change were developed in Acemoglu (1998, 2002a, 2003a,b,

2007a), Kiley (1999), and Acemoglu and Zilibotti (2001). These papers use the term “di-

rected technical change,” but here I used the related term “directed technological change,” to

emphasize continuity with the models of endogenous technological change studied in the pre-

vious chapters. The framework presented here builds on Acemoglu (2002a). A more general

framework, without functional form restrictions, is presented in Acemoglu (2007a).

Other papers modeling the direction of technological change include Xu (2001), Gancia

(2003), Thoenig and Verdier (2003), Ragot (2003), Duranton (2004), Benabou (2005), Caselli

and Coleman (2005), and Jones (2005).

Models of directed technological change are closely related to the earlier literature on

induced innovation. The induced innovation literature was started indirectly by Hicks, who in

The Theory of Wages (1932, pp. 124–25), argued: “A change in the relative prices of the factors

of production is itself a spur to invention, and to invention of a particular kind—directed to

economizing the use of a factor which has become relatively expensive.” An important paper

by Kennedy (1964) introduced the concept of “innovation possibilities frontier” and argued

that it is the form of this frontier—rather than the shape of a given neoclassical production

function—that determines the factor distribution of income. Kennedy, furthermore, argued
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that induced innovations would push the economy to an equilibrium with a constant relative

factor share (see also Drandakis and Phelps, 1965, and Samuelson, 1965). Around the same

time, Habakkuk (1962) published his important treatise, American and British Technology in

the Nineteenth Century: The Search for Labor-Saving Inventions, where he argued that labor

scarcity and the search for labor-saving inventions were central determinants of technological

progress. The flavor of Habakkuk’s argument was one of induced innovations: labor scarcity

increased wages, which in turn encouraged labor-saving technological change. Nevertheless

neither Habakkuk nor the induced innovation literature provided micro-founded approaches

to technological change or technology adoption. For example, in Kennedy’s specification the

production function at the firm level exhibited increasing returns to scale because, in addition

to factor quantities, firms could choose “technology quantities,” but this increasing returns to

scale was not taken into account in the analysis. Similar problems are present in other earlier

works as well. It was also not clear who undertook the R&D activities and how they were

financed and priced. These shortcomings reduced the interest in this literature.

The analysis in Acemoglu (1998) and the subsequent work in this area, instead, starts from

the explicit microfoundations of the endogenous technological change models discussed in the

previous two chapters. The presence of monopolistic competition avoids the problems that the

induced innovations literature had with increasing returns to scale.

Acemoglu (2002a, b) shows that the specific way in which endogenous technological change

is modeled does not affect the major results on the direction of technological change. This is

also illustrated in Exercises 15.18 and 15.28. In addition, even though the focus here has been

on technological progress, in Acemoglu (2007a), I show that all results generalize to models of

technology adoption. There I also introduce the alternative concepts of weak absolute bias and

strong absolute bias, which focus on the marginal product of a factor rather than on the relative

marginal product, and I prove that there are considerably more general theorems on weak and

strong absolute biases. In the text here, I refer to weak relative bias and strong relative bias

to distinguish the results here from the absolute bias results. The results in Acemoglu (2007a)

also show that the CES aggregator used here is unnecessary for the results. Nevertheless I have

kept the CES structure to simplify the exposition.

Changes in U.S. wage inequality over the past 60 years are surveyed in Autor, Katz,

and Krueger (1998); Katz and Autor (2000); and Acemoglu (2002b). The last paper also

discusses how models on directed technological change can provide a good explanation for

changes in wage inequality over the past 100 years and also for changes in the direction of

technological change in the U.S. and UK economies over the past 200 years. There are many

studies estimating the elasticity of substitution between skilled and unskilled workers. The

estimates are typically between 1.4 and 2. See, for example, Katz and Murphy (1992), Angrist

(1995), Krusell et al. (1999). A number of these estimates are summarized and discussed in

Hammermesh (1993) and Acemoglu (2002b).

Evidence that nineteenth-century technologies were generally labor complementary (un-

skilled biased) is provided in James and Skinner (1985) and Mokyr (1990), while Goldin and

Katz (1998) argue the same for a range of important early twentieth-century technologies.

Blanchard (1997) discusses the persistence of European unemployment and argues that the

phase during the 1990s can only be understood by changes in technology reducing demand

for high-cost labor. This idea is the basis of Exercise 15.26. Caballero and Hammour (1999)

provide an alternative and complementary explanation to that suggested here.

Acemoglu (2003b) suggested that increased international trade can cause endogenous skill-

biased technological change. Exercise 15.20 is based on this idea. Variants of this story have

been developed by Xu (2001), Gancia (2003), and Thoenig and Verdier (2003).

The model of long-run purely labor-augmenting technological change presented in Section

15.6 was first proposed in Acemoglu (2003a), and the model presented here is a simplified
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version of the one in that paper (see also Funk, 2002). The assumption that the elasticity of

substitution between capital and labor is less than 1 receives support from a variety of different

empirical strategies. The evidence is summarized in Acemoglu (2003a). Section 15.8 builds

on Jones (2005). See also Houthakker (1955) and Lagos (2001).

15.11 Exercises

15.1 Derive (15.1).

15.2 Complete the proof of Proposition 15.1. In particular, verify that in any BGP, (15.27) must hold,

and derive the equilibrium growth rate as given by (15.29). Also prove that (15.28) ensures that

the two free-entry conditions, (15.20) and (15.21), must hold as equalities. Finally, check that

this condition is also sufficient to guarantee that household utility is finite and the transversality

condition is satisfied. [Hint: calculate the equilibrium interest rate and then use (15.22).]

15.3 Prove Proposition 15.2. [Hint: use (15.9) to show that when NH (0)/NL(0) does not satisfy (15.27),

then (15.20) and (15.21) cannot both hold as equalities.]

15.4 Derive (15.30).

15.5 Explain why in Proposition 15.1 the effect of γ on the BGP growth rate, (15.29), is ambiguous.

When is this effect positive? Provide an intuition.

15.6 This exercise asks you to characterize the Pareto optimal allocation in the model of Section 15.3.

Set up the optimal growth problem in this model. Show that in the optimal growth (Pareto optimal)

allocation, there are no markups and thus

xS
L
(ν, t) = (1 − β)−1/βpL(t)1/βL, and xS

H
(ν, t) = (1 − β)−1/βpH (t)1/βH.

Using these expressions, show that the optimal growth problem can be characterized using the

current-value Hamiltonian

H(NS
L

, NS
H

, ZS
L
, ZS

H
, CS, μL, μH ) =

CS(t)1−θ − 1

1 − θ
+ μL(t)ηLZS

L
(t) + μH (t)ηHZS

H
(t),

where

CS(t) = (1 − β)−1/ββ
[

γ
ε/σ

L

(

NS
L

(t)L
)

σ−1
σ

+ γ
ε/σ

H

(

NS
H

(t)H
)

σ−1
σ

]
σ

σ−1
− ZS

L
(t) − ZS

H
(t).

Show that this problem has a unique solution, where, as t → ∞,
(

NS
H/NS

L

)

converges to a

unique
(

NS
H/NS

L

)∗
that is identically given by (15.27) and that the growth rate of consumption

converges to

gS =
1

θ

(

(1 − β)−1/ββ
[

γ ε
H

(ηHH)σ−1 + γ ε
L
(ηLL)σ−1

]
1

σ−1
− ρ

)

.

Show that this growth rate is strictly greater than the BGP equilibrium growth rate g∗ given by

(15.29). Finally, show that the equivalents of weak and strong equilibrium bias results hold in this

optimal growth allocation.

15.7 Derive the free-entry conditions (15.33) and (15.34). Provide an intuition for these conditions.

15.8 Derive (15.36).

15.9 Prove Proposition 15.5. In particular, check that there is a unique BGP and that the BGP growth

rate satisfies the transversality condition.
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15.10 In the model of Section 15.4, show that an increase in ηH raises the number of scientists working

in H -augmenting technologies in the BGP, S∗
H

, when σ > 1 (and σ < 1/δ) and reduces it when

σ < 1. Interpret this result.

15.11 (a) Prove Proposition 15.6. In particular, use (15.9) and show that when (15.36) is not satisfied,

both free-entry conditions cannot hold simultaneously. Then show that if σ < 1/δ, there are

greater incentives to undertake research for the technology that is relatively scarce, and the

opposite holds when σ > 1/δ.

(b) Interpret the economic significance of the condition σ < 1/δ. [Hint: relate this to the fact

that when σ < 1/δ, ∂(N δ
H

VH/N δ
L
VL)/∂(NH/NL) < 0, but the inequality is reversed when

σ > 1/δ.]

15.12 Prove Proposition 15.7.

15.13 Characterize the Pareto optimal allocation in the model with knowledge spillovers and state

dependence (Section 15.4). Show that the relative technology ratio in the stationary Pareto optimal

allocation no longer coincides with the BGP equilibrium. Explain why this result differs from that

in Section 15.3.

15.14 Derive (15.41).

15.15 Show that in the model of Section 15.5 if λ = 1, there exists no BGP.

15.16 Derive (15.42) and (15.43).

* 15.17 Generalize the model of Section 15.4 so that there are no scientists and the R&D sector also uses

skilled and unskilled workers. Thus the labor market clearing conditions now become

HE(t) + HR
L

(t) + HR
H

(t) ≤ H, and

LE(t) + LR
L
(t) + LR

H
(t) ≤ L,

where HE(t) and LE(t) denote employment in the final good sector, and HR
L

(t), HR
H

(t), LR
L
(t),

and LR
H

(t) denote the employment in the two R&D sectors. Suppose that the R&D technologies

for both sectors combine skilled and unskilled workers according to the same constant returns to

scale production function.

(a) Define the equilibrium and BGP allocations, and specify the free-entry conditions.

(b) Characterize the BGP equilibrium.

(c) Show that the equivalents of Propositions 15.3 and 15.4 hold in this environment.

(d) Characterize the transitional dynamics, and show that they are similar to those in Proposi-

tion 15.2.

(e) Characterize the Pareto optimal allocation in this economy and show that the Pareto optimal

ratio of technologies in the stationary equilibrium are also given by (15.27).

* 15.18 Consider a version of the baseline directed technological change model introduced in Section 15.3

with the only difference being that technological change is driven by quality improvements rather

than expanding machine varieties. In particular, let us suppose that the intermediate goods are

produced with the production functions

YL(t) =
1

1 − β

(

∫ 1

0

qL(ν, t)xL(ν, t | q)1−βdν

)

Lβ , and

YH (t) =
1

1 − β

(

∫ 1

0

qH (ν, t)xH (ν, t | q)1−βdν

)

H β.

Producing a machine of quality q costs ψq, where we again normalize ψ ≡ 1− β. R&D of amount

Zf (ν, t) directed at a particular machine of quality qf (ν, t) leads to an innovation at the flow rate
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ηf Zf (ν, t)/qf (ν, t) and leads to an improved machine of quality λqf (ν, t), where f = L or H ,

and λ ≥ (1− β)−(1−β)/β , so that firms that undertake an innovation can charge the unconstrained

monopoly price.

(a) Define and characterize the equilibrium and BGP allocations.

(b) Show that the relative technologies in the BGP equilibrium are given by (15.27).

(c) Show that the equivalents of Propositions 15.3 and 15.4 hold in this environment.

(d) Characterize the transitional dynamics, and show that they are similar to those in Proposi-

tion 15.2.

(e) Characterize the Pareto optimal allocation in this economy, and show that the Pareto optimal

ratio of technologies in the stationary equilibrium is also given by (15.27).

(f ) What are the pros and cons of this model relative to the baseline model studied in Sec-

tion 15.3?

15.19 As a potential application of the models of directed technological change, consider the famous

Habakkuk hypothesis, which claims that technology adoption in the U.S. economy during the

nineteenth century was faster than in Britain because of relative labor scarcity in the former (which

increased wages and encouraged technology adoption).

(a) First, consider a neoclassical-type model with two factors, labor and technology, F(A, L),

where F exhibits constant returns to scale, and A is a technology term, chosen by each firm

with costs Ŵ(A) in terms of the final good. Assume that Ŵ is continuous, differentiable, strictly

increasing, and convex. Show that an increase in wages (caused by a decline in labor supply

or an exogenous increase in wages because of a minimum wage) cannot increase A.

(b) Next, consider the directed technological change model studied in this chapter with H

interpreted as land, and assume that NH is fixed (so that only R&D increases NL). Show that if

σ > 1, the opposite of the Habakkuk hypothesis obtains. If in contrast σ is sufficiently smaller

than 1, the model delivers results consistent with the Habakkuk hypothesis. Interpret this

result, and explain why the implications are different from the neoclassical model considered

in part a.

15.20 Consider the baseline model of directed technological change in Section 15.3 and assume that it

is in steady state.

(a) Show that in steady state the relative price p of the two intermediate goods is proportional

to (H/L)−β .

(b) Now assume that the economy opens up to world trade and faces a relative price of intermedi-

ate goods p′ < p. Derive the implications of this for the endogenous changes in technology.

Explain why the results are different from those in the text. [Hint: relate your results to the

price effect.]

15.21 (a) Prove Proposition 15.11. Show that in any BGP equilibrium (15.36) holds, and that this

equation is inconsistent with capital accumulation.

(b) Prove that there exists no equilibrium allocation in which consumption grows at a constant

rate. [Hint: show that a relationship similar to (15.36) must hold, and this leads to an increase

in NK(t), which then implies that the interest rate cannot be constant.]

15.22 Derive (15.46).

15.23 Derive (15.48).

* 15.24 Complete the proof of Proposition 15.12 and show that there cannot exist any other BGP equi-

librium.

* 15.25 Show that if σ < 1 and SK < ηLS, then the BGP equilibrium in Proposition 15.12 is globally

stable. Show that if σ > 1, it is unstable. Relate your results to Proposition 15.6.
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15.26 Now let us use the results of Proposition 15.12 to revisit the discussion of the unemployment ex-

periences of continental European economies provided in Blanchard (1997). Consider the model

of Section 15.6. Discuss how a wage push, in the form of a wage floor above the market clearing

level, first causes unemployment and then, if σ < 1, it will cause capital-biased technological

change. Can this model shed light on the persistent unemployment dynamics in continental Eu-

rope? [Hint: distinguish two cases: (1) the minimum wage floor is constant and (2) the minimum

wage floor increases at the same rate as the growth of the economy.]

* 15.27 The analysis in the text has treated the supply of the two factors as exogenous and examined the

impact of relative supplies on factor prices. This exercise investigates at the joint determination

of relative supplies and technologies. Let us focus on a model with the two factors corresponding

to skilled and unskilled labor. Suppose a continuum υ of unskilled agents are born every period,

and each faces a flow rate of death equal to υ, so that population is constant at 1 (as in Section

9.8). Each agent chooses upon birth whether to acquire education and become a skilled worker.

For agent x, schooling of length Kx is necessary to become skilled, and during this time, he earns

no labor income. The distribution of Kx is given by Ŵ(K). The rest of the setup is the same as in

the text. Suppose that Ŵ(K) has no mass points. Define a BGP as a situation in which H/L and

the skill premium remain constant.

(a) Show that in BGP if an individual with cost of education Kx chooses schooling, another with

Kx′ < Kx must also acquire skills and that there exists K̄ such that individuals with Kx > K̄

do not become skilled.

(b) Show that as υ → 0, BGP relative supplies can be approximated by

H

L
≈

Ŵ(K̄)

1 − Ŵ(K̄)
.

(c) Show that as in BGP, K̄ = log ω/(r∗ + υ − g∗), where r∗ and g∗ refer to the BGP interest

rate and growth rate, respectively.

(d) Determine the BGP skill premium by combining the expressions in parts b and c with (15.30).

Can there be multiple equilibria? Explain the intuition.

* 15.28 Consider an economy with a constant population and risk-neutral households discounting the

future at the rate r . The population consists of L unskilled workers, H skilled workers and S

scientists. Utility of each agent is defined over the final good, which is produced as

Y (t) =

(∫ n

0

y(ν, t)
ε−1
ε dν

)
ε

ε−1

,

where ε > 1, and intermediate y(ν, t) can be produced using either skilled or unskilled labor.

When a new intermediate is invented, it is first produced using skilled labor only, with the

production function y(ν, t) = h(ν, t), and eventually, another firm may find a way to produce

this good using unskilled labor with the production function y(ν, t) = l(ν, t). Assume that new

goods are created using scientists according to the innovation possibilities frontier

ṅ(t) = bnn(t)δm(t)1−δSn(t), and ṁ(t) = bmm(t)δn(t)1−δSm(t),

with δ < 1, and Sn(t) and Sm(t) are the number of scientists allocated to the two types of goods

with Sn(t) + Sm(t) ≤ S. Denote the wage of scientists at time t by ω(t). A firm that invents a new

good becomes the monopolist producer, but can be displaced by a new monopolist who finds a

way of producing the good using unskilled labor.

(a) Denote the unskilled wage by w(t) and the skilled wage by v(t). Show that, as long as v(t)

is sufficiently larger than w(t), the instantaneous profits of a monopolist producing skill-

intensive and labor-intensive goods at time t are
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πh(t) =
1

ε − 1

v(t)H

n(t) − m(t)
, and πl(t) =

1

ε − 1

w(t)L

m(t)
.

Interpret these equations. Why is the condition that v(t) is sufficiently larger than w(t)

necessary?

(b) Assume moreover that a firm that undertakes R&D to replace the skill-intensive good has an

equal probability of replacing any of the existing n − m skill-intensive goods. Define a BGP

as an allocation where n and m grow at the same rate g. Show that this condition implies that

output and wages of skilled and unskilled workers must grow at the rate g/(ε − 1). [Hint:

use the equation for the numeraire setting the price of the final good equal to 1 at each date.]

(c) Show that in BGP the wages of scientists also grow at the same rate as the wages of skilled

and unskilled workers.

(d) Show that the BGP must satisfy the following condition

bnμ
1−2δ vH

r − (2 − ε)g/(1 − ε) + μg/(1 − μ)
= bm

wL

r − (2 − ε)g/(1 − ε)
,

where μ ≡ m/n . [Hint: note that a monopolist producing a labor-intensive good will never

be replaced, but a monopolist producing a skill-intensive good faces a constant flow rate of

being replaced; also use the fact that ṁ/(n − m) = gμ/(1 − μ).]

(e) Using demands over varieties (i.e., y(ν, t)/y(ν′, t) = (p(ν, t)/p(ν′, t))−ε), characterize the

BGP path level of μ. What is the effect of an increase in H/L on μ? Interpret.

(f ) Why was it necessary to impose δ < 1 in the innovation possibilities frontier? Briefly discuss

how the analysis would change if δ = 1.

* 15.29 Consider the model presented in Section 15.8.

(a) Show that if capital and labor are allocated in competitive markets, in general more than one

technique is used in equilibrium. [Hint: construct an example in which there are three ideas

i = 1, 2, and 3, such that when only one can be used, it is i = 1, but output can be increased

by allocating some of labor and capital to ideas 2 and 3.]

(b) Show that in this case the aggregation result used in Section 15.8 does not apply.

* 15.30 Suppose that y has a Pareto distribution given by G(y) = 1 − By−α. Determine the variance of

y and show that it may be infinite.

* 15.31 Suppose that y has a Pareto distribution given by G(y) = 1 − By−α with α > 1. Show that

E[y | y ≥ y′] =
α

α − 1
y′.

What happens if α < 1?





PART V

STOCHASTIC GROWTH

T
his part of the book focuses on stochastic growth models and provides a brief intro-

duction to basic tools of stochastic dynamic optimization. Stochastic growth models are

useful for two related reasons. First, a range of interesting growth problems involve either

aggregate uncertainty or nontrivial individual-level uncertainty interacting with investment de-

cisions and the growth process. Some of these models are discussed in Chapter 17. Second,

the stochastic neoclassical growth model has a wide range of applications in macroeconomics

and in other areas of dynamic economic analysis. Various aspects of the stochastic neoclassical

growth model are discussed in the next two chapters. The study of stochastic models requires

us to extend the dynamic optimization tools of Chapters 6 and 7 to an environment in which

either returns or constraints are uncertain (governed by probability distributions).1 Unfortu-

nately, dynamic optimization under uncertainty is considerably harder than the nonstochastic

optimization. The generalization of continuous-time methods to stochastic optimization re-

quires fairly advanced tools from measure theory and stochastic differential equations. While

continuous-time stochastic optimization methods are very powerful, they are not used widely

in macroeconomics and economic growth, and here I focus on discrete-time stochastic mod-

els. Thus the next chapter includes the most straightforward generalization of the discrete-time

dynamic programming techniques presented in Chapter 6 to stochastic environments. A fully

rigorous development of stochastic dynamic programming also requires further mathemati-

cal investment than is typically necessary in most courses on macroeconomics and economic

growth. To avoid a heavy dose of new mathematical tools (in particular, a lengthy detour into

measure theory at this stage of the book), the next chapter develops the basics of stochastic

dynamic programming without measure theory.

1. Throughout, I do not draw a distinction between risk and uncertainty. Some economists follow Frank Knight

and identify risk with situations in which there is a known probability distribution of events and uncertainty

with situations in which such a probability distribution cannot be specified. While “Knightian uncertainty” may

be important in a range of situations, given the set of models being studied here, there is little cost of following

the standard practice of using the word “uncertainty” interchangeably with “risk.”





16
Stochastic Dynamic
Programming

T
his chapter provides an introduction to basic stochastic dynamic programming. To avoid

the use of measure theory in the main body of the text, I first focus on economies in

which stochastic variables take finitely many values. This restriction enables us to use

Markov chains, instead of general Markov processes, to represent uncertainty. Since many

commonly used stochastic processes, such as those based on normal or uniform distributions,

fall outside this class, I then indicate how the results can be generalized to situations in

which stochastic variables can be represented by continuous—or a mixture of continuous and

discrete—random variables. Throughout, my purpose is to provide a basic understanding of the

tools of stochastic dynamic programming and how they can be used in dynamic macroeconomic

models. For this reason, I make a number of judicious choices rather than attempting to provide

the most general results. Throughout, I focus on stationary problems, that is, the equivalents

of Problems 6.2 and 6.3 in Chapter 6. Analogues of Theorems 6.11 and 6.12, which applied to

nonstationary optimization problems under certainity, can be proved using the same arguments

in the stochastic case, and I omit these results to save space.

16.1 Dynamic Programming with Expectations

I use a notation similar to that in Chapter 6. Let us first introduce the stochastic (random)

variable z(t) ∈ Z ≡ {z1, . . . , zN}, with z1 < z2 < . . . < zN . Note that the set Z is finite and

thus compact, which simplifies the analysis considerably. Let the instantaneous payoff at

time t be

U(x(t), x(t + 1), z(t)), (16.1)

where x(t) ∈ X ⊂RK for some K ≥ 1 and U : X × X × Z → R. Equation (16.1) extends

the payoff function in Chapter 6, which took the form U(x(t), x(t + 1)), by making payoffs

directly a function of the stochastic variable z(t). As usual, returns are discounted by some

discount factor β ∈ (0, 1), x(t) again denotes the state variables (state vector), and x(t + 1)

the control variables (control vector) at time t . The initial values of the state vector, x(0), and

of stochastic variable, z(0), are taken as given.

537
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An additional difference from Problem 6.2 in Chapter 6 is that the constraint on x(t + 1) is

no longer of the form x(t + 1) ∈ G(x(t)). Instead the constraint also incorporates the stochastic

variable z(t) and is written as

x(t + 1) ∈ G(x(t), z(t)),

where again G(x, z) is a set-valued mapping (correspondence):

G : X × Z →→ X.

Suppose that the stochastic variable z(t) follows a (first-order) Markov chain.1 The impor-

tant property implied by the Markov chain assumption is that the current value of z(t) only

depends on its value from the last period, z(t − 1). Mathematically, this can be expressed as

Pr
[

z(t) = zj | z(0), . . . , z(t − 1)
]

≡ Pr
[

z(t) = zj | z(t − 1)
]

.

The simplest example of an economic model with uncertainty represented by a Markov chain

would be one in which the stochastic variable takes finitely many values and is independently

distributed over time. In this case, clearly Pr[z(t) = zj | z(0), . . . , z(t − 1)] = Pr[z(t) = zj ],

and the Markov property is trivially satisfied. More generally, Markov chains enable us to

model economic environments in which stochastic shocks are correlated over time. Markov

chains are widely used in probability theory, the study of stochastic processes, and various

areas of dynamic economic analysis. While the theory of Markov chains is relatively straight-

forward, not much of this theory is necessary for the basic treatment of stochastic dynamic

programming here.

The Markov property not only simplifies the mathematical structure of economic models

but also allows us to use relatively simple notation for the probability distribution of the random

variable z(t). We can also represent a Markov chain as

Pr
[

z(t) = zj | z(t − 1) = zj ′

]

≡ qjj ′,

for any j, j ′ = 1, . . . , N , where qjj ′ ≥ 0 for all j, j ′, and

N
∑

j=1

qjj ′ = 1 for each j ′ = 1, . . . , N.

Here qjj ′ is also referred to as a transition probability,meaning the probability of the stochastic

state z transitioning from zj ′ to zj . I make use of this notation in some of the proofs in the next

section.

To see how this particular way of introducing stochastic elements into dynamic optimization

is useful in economic problems, let us start with a simple example, which is also useful for

introducing some additional notation.

Example 16.1 Recall the optimal growth problem, where the objective is to maximize

E0

∞
∑

t=0

β tu(c(t)).

1. I adopt the standard terminology that z(t) follows a Markov chain when it takes finitely (or countably) many

values and that it follows a general Markov process when it has a continuous distribution or a mixture of the

continuous and discrete distributions.
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As usual, c(t) denotes per capita consumption at time t , and u(.) is the instantaneous utility

function. The maximand in this problem differs from those studied so far only because of

the presence of the expectations operator E0, which stands for expectations conditional on

information available at (the beginning of) time t = 0. Expectations are necessary here because

the future values of consumption per capita are stochastic (as they depend on the realizations of

future z values). In particular, suppose that the production function (per capita) takes the form

y(t) = f (k(t), z(t)),

where k(t) again denotes the capital-labor ratio, and z(t) ∈ Z ≡ {z1, . . . , zN} represents a

stochastic variable that affects how much output is produced with a given amount of inputs.

The most natural interpretation of z(t) in this context is as a stochastic TFP term. The resource

constraint (written as an equality) takes the form

k(t + 1) = f (k(t), z(t)) + (1 − δ)k(t) − c(t), (16.2)

and k(t) ≥ 0 for all t with k(0) > 0 given. Again δ represents the depreciation rate. This

formulation implies that at the time consumption c(t) is chosen, the random variable z(t)

has been realized. Thus c(t) depends on the realization of z(t), and in fact on the entire history

of z(t). In particular, let us define

zt ≡ (z(1), . . . , z(t))

as the history of z(t) up to date t . As a convention, this history does not include z(0),

which is taken as given, and this ensures that zt indeed has t elements. In particular, let

Z
t ≡ Z × . . . × Z (the t-times product), so that zt ∈ Z

t . For given k(0), the level of consumption

at time t can be most generally written as

c(t) = c̃[zt],

which simply states that consumption at time t is a function of the entire sequence of random

variables observed up to that point. Clearly consumption at time t cannot depend on future

realizations of the random variable—those values have not yet been realized. A function of the

form c(t) = c̃[zt] is thus natural. Nevertheless not all functions c̃[zt] could be admissible as

feasible plans, because they may violate the resource constraints. (I return shortly to additional

restrictions to ensure feasibility.) There is also no point in making consumption a function of the

history of capital stocks at this stage, since those are endogenously determined by the choice

of past consumption levels and by the realization of past stochastic variables. (When we turn

to the recursive formulation of this problem, we will write consumption as a function of the

current capital stock and the current value of the stochastic variable.) In terms of (16.1), here

x(t) = k(t), so that

x(t + 1) = k(t + 1)

= f (k(t), z(t)) + (1 − δ)k(t) − c̃[zt]

≡ k̃[zt],

where the second line simply uses the resource constraint with equality and the third line defines

the function k̃[zt]. With this notation, feasibility is easier to express, since

k(t + 1) ≡ k̃[zt]
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by definition depends only on the history of the stochastic shocks up to time t and not on

z(t + 1). In addition, from the resource constraint we have

k̃[zt] = f (k̃[zt−1], z(t)) + (1 − δ)k̃[zt−1] − c̃[zt] for all zt−1 ∈ Z
t−1 and z(t) ∈ Z.

(16.3)

The maximization problem can then be expressed as

max
{c̃[zt ],k̃[zt ]}∞

t=0

E0

∞
∑

t=0

β tu(c̃[zt])

subject to (16.3), c̃[zt] ≥ 0 and k̃[zt] ≥ 0 for all zt ∈ Z
t and all t = 0, 1, . . . , and starting with

the initial conditions k̃[z−1] = k(0) and z(0). This maximization problem can also be written

using the instantaneous payoff function U(x(t), x(t + 1), z(t)) introduced in (16.1). In this

case, the maximization problem takes the form

max
{k̃[zt ]}∞

t=0

Et

∞
∑

t=0

β tU(k̃[zt−1], k̃[zt], z(t)), (16.4)

where now U(k̃[zt−1], k̃[zt], z(t)) = u(f (k(t), z(t)) − k(t + 1) + (1− δ)k(t)). Notice the tim-

ing convention here: k̃[zt−1] is the value of the capital stock at time t , which is inherited from

the investments at time t − 1 and thus depends on the history of stochastic shocks up to time

t − 1, zt−1, whereas k̃[zt] is the choice of capital stock for the next period (made at time t)

given the history of stochastic shocks up to time t , zt .

This example can also be used to show how the same maximization problem can be

represented recursively. Since z(t) follows a Markov chain, the current value of z(t) contains

both information about the available resources for consumption and future capital stock and

information regarding the stochastic distribution of z(t + 1). Thus we might naturally expect

the policy function determining the capital stock at the next date to take the form

k(t + 1) = π(k(t), z(t)). (16.5)

With the same reasoning, the recursive characterization would naturally take the form

V (k, z) = sup
y∈[0,f (k,z)+(1−δ)k]

{

u(f (k, z) + (1 − δ)k − y) + βE[V (y, z′) | z]
}

, (16.6)

where E[. | z] denotes the expectation conditional on the current value of z and incorporates

the fact that the random variable z follows a Markov chain. Notice that this expectation is

different from that in (16.4). In (16.4), the expectation is over the entire set of future values of

z, whereas in (16.6), it is over next period’s value of z, z′. Thus one might wish to distinguish

this expectation by writing it as Ez′
[V (y, z′) | z]. But since this notation is cumbersome and

the context makes it clear whether the expectation is over the entire future sequence or just

next period’s value, I do not use it.

Let us suppose that this program has a solution, meaning that there exists a feasible plan that

achieves the value V (k, z) starting with capital-labor ratio k and stochastic variable z. Then

the set of the next date’s capital stock that achieves this maximum value can be represented by

a correspondence �(k, z) for k ∈R+ and z ∈ Z. For any π(k, z) ∈ �(k, z), we have

V (k, z) = u(f (k, z) + (1 − δ)k − π(k, z)) + βE[V (π(k, z), z′) | z].
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When the correspondence �(k, z) is single valued, then π(k, z) is uniquely defined and the

optimal choice of next period’s capital stock can be represented as in (16.5).

Example 16.1 already indicates how a stochastic optimization problem can be written in

sequence form and also gives us a hint about how to express such a problem recursively. I now

do this more systematically. Let a plan be denoted by x̃[zt]. This plan specifies the value of the

vector x ∈RK for time t + 1 (i.e., x(t + 1) = x̃[zt]) for any zt ∈ Z
t . Using the same notation

as in Chapter 6, the sequence problem takes the form

Problem 16.1

V ∗(x(0), z(0)) = sup
{x̃[zt ]}∞

t=0

E0

∞
∑

t=0

β tU(x̃[zt−1], x̃[zt], z(t))

subject to

x̃[zt] ∈ G(x̃[zt−1], z(t)) for all t ≥ 0,

x̃[z−1] = x(0) given.

Here expectations at time t = 0, denoted by E0, are conditioned on z(0) and are over the

possible infinite sequences of (z(1), z(2), z(3), . . .). Throughout the symbolsE0 andE[. | z(0)]

are used interchangeably. In this problem, as in the rest of this and the next chapters, I also

adopt the convention that x̃[z−1] = x(0) and z0 = z(0), and write the maximization problem

with respect to the sequence {x̃[zt]}∞
t=0

(with x̃[z−1] = x(0) implicitly taken as given). The

function V ∗ is conditioned on x(0) ∈RK , since this is the initial value of the vector x, taken

as given, and also on z(0), since the choice of x(1) is made after z(0) is observed (and the

expectations are also conditioned on z(0)). Finally, the first constraint in Problem 16.1 ensures

that the sequence {x̃[zt]}∞
t=0

is feasible.

Similar to (16.6) in Example 16.1, the functional equation corresponding to the recursive

formulation of this problem can be written as follows.

Problem 16.2

V (x, z) = sup
y∈G(x,z)

{

U(x, y, z) + βE[V (y, z′) | z]
}

, for all x ∈ X and z ∈ Z. (16.7)

Here V : X × Z →R is a real-valued function, and y ∈ G(x, z) represents the constraint

on next period’s state vector as a function of the realization of the stochastic variable z.

Problem 16.2 is a direct generalization of the Bellman equation in Problem 6.3 of Chapter

6 to a stochastic dynamic programming setup. One can also write Problem 16.2 as

V (x, z) = sup
y∈G(x,z)

{

U(x, y, z) + β

∫

V (y, z′)Q(z, dz′)

}

for all x ∈ X and z ∈ Z,

where Q(z, .) is the state transition function, which gives the distribution of z′ (tomorrow’s

stochastic variable) given the current value z, and
∫

f (z′)Q(z, dz′) denotes the Lebesgue (or

more properly, the Lebesgue-Stieltjes) integral of the function f with respect to the Markov

process for z given the current value z. This notation is useful in emphasizing that an expectation

is nothing but a Lebesgue integral (and thus contains regular summation as a special case).

Remembering the equivalence between expectations and integrals is important both for a

proper appreciation of the theory and for recognizing where some of the difficulties in the
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use of stochastic methods may lie.2 There is typically little gain in rigor or insight in using

the explicit Lebesgue integral instead of the expectation, and I do not do so unless absolutely

necessary.

As in Chapter 6, let us first introduce the set of feasible plans starting with an initial value

x(t) and a value of the stochastic variable z(t) as

�(x(t), z(t)) = {{x̃[zs]}∞
s=t

: x̃[zs] ∈ G(x̃[zs−1], z(s)) for s = t, t + 1, . . .}.

We denote a generic element of �(x(0), z(0)) by x ≡ {x̃[zt]}∞
t=0

. In contrast to Chapter 6, the

elements of �(x(0), z(0)) are not infinite sequences of vectors in RK , but infinite sequences

of feasible plans x̃[zt] that assign a value x ∈RK for any history zt ∈ Z
t for any t = 0, 1, . . . .

We are interested in using the formulation in Problem 16.2 to characterize the solution to

Problem 16.1; thus we will investigate (1) when the solution V (x, z) to Problem 16.2 coincides

with the solution V ∗(x, z) and (2) when the set of maximizing plans �(x, z) ⊂ �(x, z) also

generates an optimal feasible plan for Problem 16.1 (presuming that both problems have

feasible plans attaining their supremums). Recall that the set of maximizing plans �(x, z)

is defined such that for any π(x, z) ∈ �(x, z),

V (x, z) = U(x, π(x, z), z) + βE[V (π(x, z), z′) | z]. (16.8)

Let us now introduce analogues of Assumptions 6.1–6.5 from Chapter 6 and the appropriate

generalizations of Theorems 6.1–6.6.

Assumption 16.1 The correspondence G(x, z) is nonempty-valued for all x ∈ X and

z ∈ Z. Moreover for all x(0) ∈ X, z(0) ∈ Z, and x ∈ �(x(0), z(0)), the limit of expected

discounted utility limn→∞ E[
∑n

t=0
β tU(x̃[zt−1], x̃[zt], z(t)) | z(0)] exists and is finite.

Assumption 16.2 X is a compact subset of RK, and G is nonempty-valued, compact-

valued, and continuous. Moreover let XG = {(x, y, z) ∈ X × X × Z : y ∈ G(x, z)}, and sup-

pose that U : XG →R is continuous.

Observe that Assumption 16.2 only imposes the compactness of X, since Z is already

compact in view of the fact that it consists of a finite number of elements. Moreover the

continuity of U in (x, y, z) is equivalent to its continuity in (x, y), since Z is a finite set,

so we endow it with the discrete topology, and thus continuity is automatically guaranteed (see

Fact A.12 in Appendix A). As in Chapter 6, these assumptions enable us to establish a number

of useful results about the equivalence between Problems16.1 and 16.2 and the solution to the

dynamic optimization problems specified above. I state these results without proof here. Some

of the proofs are provided in Section 16.2 and the rest are left as exercises.

Our first result is a generalization of Theorem 6.1 from Chapter 6.

Theorem 16.1 (Equivalence of Values) Suppose Assumptions 16.1 holds. Then for any

x ∈ X and any z ∈ Z, V ∗(x, z) that is a solution to Problem 16.1 is also a solution to Prob-

lem 16.2. Moreover any solution V (x, z) to Problem 16.2 is also a solution to Problem 16.1,

so that V ∗(x, z) = V (x, z) for any x ∈ X and any z ∈ Z.

The next theorem establishes the Principle of Optimality for stochastic problems. As in

Chapter 6, the Principle of Optimality enables us to break the returns from an optimal plan

into two parts, the current return and the expected continuation return.

2. In particular, potential difficulties arise when one needs to exchange limits and expectations.
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Theorem 16.2 (Principle of Optimality) Suppose Assumptions 16.1 holds. For x(0) ∈ X

and z(0) ∈ Z, let x
∗ ≡ {x̃∗[zt]}∞

t=0
∈ �(x(0), z(0)) be a feasible plan that attains

V ∗(x(0), z(0)) in Problem 16.1. Then we have

V ∗(x̃∗[zt−1], z(t)) = U(x̃∗[zt−1], x̃∗[zt], z(t)) + βE[V ∗(x̃∗(zt), z(t + 1)) | z(t)] (16.9)

for t = 0, 1, . . . .

Moreover if x
∗ ∈ �(x(0), z(0)) satisfies (16.9), then it attains the optimal value for Prob-

lem 16.1.

The next result establishes the uniqueness of the value function and existence of solutions.

Theorem 16.3 (Existence of Solutions) Suppose that Assumptions 16.1 and 16.2 hold.

Then there exists a unique function V : X × Z →R that satisfies (16.7). This function V is

continuous and bounded in x for each z ∈ Z. Moreover an optimal plan x
∗ ∈ �(x(0), z(0))

exists for any x(0) ∈ X and any z(0) ∈ Z.

The remaining results, as in their analogues in Chapter 6, use further assumptions to

establish concavity, monotonicity, and the differentiability of the value function.

Assumption 16.3 U is concave. That is, for any α ∈ (0, 1) and any (x, y, z), and (x′, y′, z)

in XG, we have

U(αx + (1 − α)x′, αy + (1 − α)y′, z) ≥ αU(x, y, z) + (1 − α)U(x′, y′, z).

Moreover if x �= x′, then

U(αx + (1 − α)x′, αy + (1 − α)y′, z) > αU(x, y, z) + (1 − α)U(x′, y′, z).

In addition, G(x, z) is convex in x. That is, for any z ∈ Z, any α ∈ [0, 1] , and any x, x′, y, y′ ∈

X such that y ∈ G(x, z) and y′ ∈ G(x′, z), we have

αy + (1 − α)y′ ∈ G(αx + (1 − α)x′, z).

Assumption 16.4 For each y ∈ X and z ∈ Z, U(., y, z) is strictly increasing in its first K

arguments, and G is monotone in x in the sense that x ≤ x′ implies G(x, z) ⊂ G(x′, z) for

each z ∈ Z.

Assumption 16.5 U(x, y, z) is continuously differentiable in x in the interior of its do-

main XG.

Theorem 16.4 (Concavity of the Value Function) Suppose that Assumptions 16.1–16.3

hold. Then the unique function V that satisfies (16.7) is strictly concave in x for each z ∈ Z.

Moreover the optimal plan can be expressed as x̃∗[zt] = π(x∗(t), z(t)), where the policy

function π : X × Z → X is continuous.

Theorem 16.5 (Monotonicity of the Value Function I) Suppose that Assumptions 16.1,

16.2, and 16.4 hold, and let V : X × Z →R be the unique solution to (16.7). Then for each

z ∈ Z, V is strictly increasing in x.

Theorem 16.6 (Differentiability of the Value Function) Suppose that Assumptions

16.1, 16.2, 16.3, and 16.5 hold. Let π be the policy function defined above and assume that

x′ ∈ Int X and π(x′, z) ∈ Int G(x′, z) at z ∈ Z. Then V (x, z) is continuously differentiable at

(x′, z) with the gradient with respect to x given by

DxV (x′, z) = DxU(x′, π(x′, z), z). (16.10)
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These theorems have exact analogues in Chapter 6. Since the value function now depends

on the stochastic variable z, an additional monotonicity result can also be obtained. To do this,

let us introduce the following assumption.

Assumption 16.6

1. G is monotone in z in the sense that z ≤ z′ implies G(x, z) ⊂ G(x, z′) for each any

x ∈ X and z, z′ ∈ Z such that z ≤ z′.

2. For each (x, y, z) ∈ XG, U(x, y, z) is strictly increasing in z.

3. The Markov chain for z is monotone in the sense that for any nondecreasing function

f :Z →R, E[f (z′) | z] is also nondecreasing in z (where z′ is next period’s value of z).

To interpret the last part of this assumption, suppose that zj ≤ zj ′ when j < j ′. Then this

condition is satisfied if and only if for any j̄ = 1, . . . , N and any j ′′ > j ′,
∑N

j=j̄
qjj ′′ ≥

∑N

j=j̄
qjj ′ (see Exercise 16.1).

Theorem 16.7 (Monotonicity of the Value Function II) Suppose that Assumptions

16.1, 16.2, and 16.6 hold, and let V : X × Z →R be the unique solution to (16.7). Then for

each x ∈ X, V is strictly increasing in z.

16.2 Proofs of the Stochastic Dynamic Programming Theorems *

This section provides proofs for Theorems 16.1–16.3. The proofs of Theorems 16.5–16.7 are

similar to those of corresponding theorems in Chapter 6 and are left as exercises.

Before proving the theorems presented in the previous section, let us introduce some

additional definitions. For any feasible x ≡{x̃[zt]}∞
t=0

and any initial conditions x(0) ∈ X and

z(0) ∈ Z, define

Ū(x | x(0), z(0)) ≡ E

[ ∞
∑

t=0

β tU
(

x̃[zt−1], x̃[zt], z(t)
)

∣

∣

∣
z(0)

]

,

and note that for any x(0) ∈ X and z(0) ∈ Z,

V ∗(x(0), z(0)) = sup
x∈�(x(0),z(0))

Ū(x | x(0), z(0)).

In view of Assumption 16.1, which ensures that all values are bounded, it follows that V ∗ must

satisfy

V ∗(x(0), z(0)) ≥ Ū(x | x(0), z(0)) for all x ∈ �(x(0), z(0)), (16.11)

and

for any ε > 0, there exists x
′ ∈ �(x(0), z(0))

such that V ∗(x(0), z(0)) ≤ Ū(x′ | x(0), z(0)) + ε.
(16.12)

The conditions for V to be a solution to Problem 16.2 are similar. For any x(0) ∈ X and

z(0) ∈ Z,

V (x(0), z(0)) ≥ U(x(0), y, z) + βE[V (y, z(1)) | z(0)] for all y ∈ G(x(0), z(0)), (16.13)
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and

for any ε > 0, there exists y′ ∈ G(x(0), z(0))

such that V (x(0), z(0)) ≤ U(x(0), y′, z(0)) + βE[V (y′, z(1)) | z(0)] + ε.
(16.14)

The following lemma is a straightforward generalization of Lemma 6.1 in Chapter 6.

Lemma 16.1 Suppose that Assumption 16.1 holds. Then for any x(0) ∈ X, z(0) ∈ Z, and

x ≡
{

x̃[zt]
}∞

t=0
∈ �(x(0), z(0)), we have

Ū(x | x(0), z(0)) = U(x(0), x̃[z0], z(0)) + βE
[

Ū
(

{x̃[zt]}∞
t=1

| x̃[z0], z(1)
)

| z(0)
]

.

Proof. See Exercise 16.2.

Proof of Theorem 16.1.. Suppose that V ∗(x(0), z(0)) is a solution to Problem 16.1 for

x(0) ∈ X and z(0) ∈ Z (and thus (16.11) and (16.12) hold). Then (16.12) implies that given

x(1) ∈ X, for each ε > 0 and each z(1) = zj (j = 1, 2, . . . , N) there exists x
j
ε

∈ �(x(1), zj)

such that

V ∗(x(1), zj) ≤ Ū(xj
ε

| x(1), zj) + ε.

Then, letting j ′ be such that z(0) = zj ′, we have

E[V ∗(x(1), z(1)) | z(0)] =

N
∑

j=1

qjj ′V ∗(x(1), zj)

≤

N
∑

j=1

qjj ′Ū(xj
ε

| x(1), zj) + ε

= E[Ū(xj
ε

| x(1), zj) | z(0)] + ε,

where the second line exploits the fact that
∑N

j=1
qjj ′ = 1, and the third line uses the defi-

nition of the conditional expectation E[. | z(0)]. Next, let xε ≡ (x1
ε
, . . . , x

N
ε

). Then (16.11),

Lemma 16.1, and the previous string of inequalities yield

V ∗(x(0), z(0)) ≥ U(x(0), x̃′[z0], z(0)) + βE[Ū(xε | x(1), zj) | z(0)]

≥ U(x(0), x̃′[z0], z(0)) + βE[V ∗(x(1), z(1)) | z(0)] − βε.

Since the last inequality is true for any ε > 0, it follows that the function V ∗ satisfies (16.13).

Next, take an arbitrary ε > 0. By (16.12), there exists an alternative plan

xε=(x̃ε[z0], x̃ε[z1], . . .) ∈ �(x(0), z(0)) such that

Ū(xε | x(0), z(0)) ≥ V ∗(x(0), z(0)) − ε.

Condition (16.11) implies that for any z(1) ∈ Z,

V ∗(x̃ε[z0], z(1)) ≥ Ū({x̃ε[zt]}∞
t=1

| x̃[z0], z(1)).
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Then from Lemma 16.1, for any ε > 0,

V ∗(x(0), z(0)) − ε ≤ U(x(0), x̃ε[z0], z(0)) + βE
[

Ū
(

{x̃ε[zt]}∞
t=1

| x̃[z0], z(1)
)

| z(0)
]

≤ U(x(0), x̃ε[z0], z(0)) + βE
[

V ∗
(

x̃ε[z0
]

, z(1)
)

| z(0)
]

,

so that V ∗ also satisfies (16.14). This argument establishes that any solution to Problem 16.1

satisfies (16.13) and (16.14), and is thus a solution to Problem 16.2.

To establish the converse, note that (16.13) implies that for any x̃[z0] ∈ G(x(0), z(0)),

V (x(0), z(0)) ≥ U(x(0), x̃[z0], z(0)) + βE
[

V
(

x̃[z0], z(1)
)

| z(0)
]

.

Now for n ∈ N, recursively substituting for V (x̃[z0], z(1)), V (x̃[z1], z(2)), . . . ,

V (x̃[zn−1], z(n)) and taking expectations, we obtain

V (x(0), z(0)) ≥ E
[

n
∑

t=0

β tU
(

x̃[zt−1], x̃[zt], z(t)
)

|z(0)
]

+ βn+1
E
[

V
(

x̃[zn], z(n + 1)
)

| z(0)
]

.

By definition, we have

lim
n→∞

E
[

n
∑

t=0

β tU
(

x̃[zt−1], x̃[zt], z(t)
)

| z(0)
]

= Ū(x | x(0), z(0))

and by Assumption 16.1,

lim
n→∞

βn+1
E[V (x̃[zn], z(n + 1)) | z(0)]

= lim
n→∞

E
[

lim
m→∞

m
∑

t=n+1

β tU
(

x̃[zt−1], x̃[zt], z(t)
)

| z(0)
]

= 0,

so that (16.11) is verified.

Next, let ε > 0. From (16.14), for any ε′ = ε(1− β) > 0 there exists x̃ε[z0] ∈ G(x(0), z(0))

such that

V (x(0), z(0)) ≤ U
(

x(0), x̃ε[z0]
)

+ βE
[

V
(

x̃ε[z0], z(1)
)

| z(0)
]

+ ε′.

Let x̃ε[zt] ∈ G(x̃ε[zt−1], z(t)), and define xε ≡ (x̃ε[z0], x̃ε[z1], x̃ε[z2], . . .). Again substituting

recursively for V (x̃[z0], z(1)), V (x̃[z1], z(2)), . . . , V (x̃[zn−1], z(n)) and taking expectations

yields

V (x(0), z(0)) ≤ E
[

n
∑

t=0

β tU
(

x̃ε[zt−1], x̃ε[zt], z(t)
)

| z(0)
]

+ βn+1
E[V (x̃ε[zn], z(n + 1)) | z(0)] + ε′ + ε′β + . . . + ε′βn

≤ Ū(xε | x(0), z(0)) + ε,



16.2 Proofs of the Stochastic Dynamic Programming Theorems . 547

where the last step follows using ε = ε′
∑∞

t=0
β t and

lim
n→∞

E
[

n
∑

t=0

β tU
(

x̃ε[zt−1], x̃ε[zt], z(t)
)

| z(0)
]

= Ū(xε | x(0), z(0)).

This establishes that V satisfies (16.12) and completes the proof.

Proof of Theorem 16.2. Suppose that

x
∗ ≡ (x̃∗[z0], x̃∗[z1], x̃∗[z2], . . .) ∈ �(x(0), z(0))

is a feasible plan attaining the solution to Problem 16.1. Let x
∗
t
≡ (x̃∗[zt], x̃∗[zt+1], . . .) be the

continuation of this plan from time t ≥ 1.

We first show that for any t ≥ 0, x
∗
t

attains the supremum starting from x̃∗[zt−1] and any

z(t) ∈ Z, that is,

Ū(x∗
t
| x̃∗[zt−1], z(t)) = V ∗(x̃∗[zt−1], z(t)). (16.15)

The proof is by induction. The hypothesis is trivially satisfied for t = 0, since by definition,

x
∗
0
= x

∗ attains V ∗(x(0), z(0)).

Next suppose that the statement is true for t , so that x
∗
t

attains the supremum starting from

x̃∗[zt−1]and any z(t) ∈ Z. Then (16.15) holds for t and for z(t) ∈ Z. Now using this relationship

we will establish that (16.15) holds for t + 1and x
∗
t+1

attains the supremum starting from x̃∗[zt]

and any z(t + 1) ∈ Z.

First, note that (16.15) implies

V ∗(x̃∗[zt−1], z(t)) = Ū(x∗
t
| x̃∗[zt−1], z(t)) (16.16)

= U(x̃∗[zt−1], x̃∗[zt], z(t))

+ βE[Ū(x∗
t+1

| x̃∗[zt], z(t + 1)) | z(t)].

Let xt+1 = (x̃∗[zt+1], x̃[zt+2], . . .) ∈ �(x̃∗[zt], z(t + 1)) be any feasible plan starting with state

vector x̃∗[zt] and stochastic variable z(t + 1). By definition, xt = (x̃∗[zt], xt+1) ∈

�(x̃∗[zt−1], z(t)). Since by the induction hypothesis, V ∗(x̃∗[zt−1], z(t)) is the supremum

starting with x̃∗[zt−1] and z(t), we also have

V ∗(x̃∗[zt−1], z(t)) ≥ Ū(xt | x̃∗[zt−1], z(t))

= U(x̃∗[zt−1], x̃∗[zt], z(t)) + βE[Ū(xt+1 | x̃∗[zt], z(t + 1)) | z(t)]

for any xt+1. Combining this inequality with (16.16) yields

E[Ū(x∗
t+1

| x̃∗[zt]z(t + 1)) | z(t)] ≥ E[Ū(xt+1 | x̃∗[zt], z(t + 1)) | z(t)] (16.17)

for all xt+1 ∈ �(x̃∗[zt], z(t + 1)).
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The last step is by contradiction. Suppose that x
∗
t+1

does not attain the supremum start-

ing from x̃∗[zt] and any z(t + 1) ∈ Z. Then there exists x̂t+1 ∈ �(x̃∗[zt], z(t + 1)) for some

z(t + 1) = ẑ (with positive probability) such that

Ū
(

x
∗
t+1

| x̃∗
[

zt
]

, ẑ
)

< Ū
(

x̂t+1 | x̃∗
[

zt
]

, ẑ
)

.

Construct the sequence x̂
∗
t+1

= x
∗
t+1

if z(t) �= ẑ and x̂
∗
t+1

= x̂t+1 if z(t + 1) = ẑ. Since x
∗
t+1

∈

�(x̃∗[zt], ẑ) and x̂t+1 ∈ �(x̃∗[zt], ẑ), we also have x̂
∗
t+1

∈ �(x̃∗[zt], ẑ). Then without loss of

generality take z(t) = zj ′ and ẑ = z1 (with q1j ′ > 0) to obtain

E[Ū(x̂∗
t+1

| x̃∗[zt], z(t + 1)) | z(t)] =

N
∑

j=1

qjj ′Ū(x̂∗
t+1

| x̃∗[zt], zj)

= q1j ′Ū(x̂t+1 | x̃∗[zt], z1) +

N
∑

j=2

qjj ′Ū(x∗
t+1

| x̃∗[zt], zj)

> q1j ′Ū(x∗
t+1

| x̃∗[zt], z1) +

N
∑

j=2

qjj ′Ū(x∗
t+1

| x̃∗[zt], zj)

= E[Ū(x∗
t+1

| x̃∗[zt], z(t + 1)) | z(t)],

which contradicts (16.17). This completes the induction step and establishes that x
∗
t+1

attains

the supremum starting from x̃∗[zt] and any z(t + 1) ∈ Z. Equation (16.15) then implies that

V ∗(x̃∗[zt−1], z(t)) = Ū(x∗
t
| x̃∗[zt−1], z(t))

= U(x̃∗[zt−1], x̃∗[zt], z(t)) + βE[Ū(x∗
t+1

| x̃∗[zt], z(t + 1)) | z(t)]

= U(x̃∗[zt−1], x̃∗[zt], z(t)) + βE[V ∗(x̃∗(zt), z(t + 1)) | z(t)],

establishing (16.9) and thus completing the proof of the first part of the theorem.

For the second part, suppose that (16.9) holds for x
∗ ∈ �(x(0), z(0)). Then substituting

repeatedly for x
∗ yields

V ∗(x(0), z(0)) =

n
∑

t=0

β tU
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

+ βn+1
E[V ∗(x̃∗(zn), z(n + 1)) | z(0)].

Since V ∗ is bounded, limn→∞ βn+1E[V ∗(x̃∗(zn), z(n + 1)) | z(0)] = 0 and thus

Ū(x∗, z(0)) = lim
n→∞

n
∑

t=0

β tU
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

= V ∗(x(0), z(0)),

Thus x
∗ attains the optimal value in Problem 16.1. This completes the proof of the theorem.

I now provide a proof of Theorem 16.3, working with the value function V in Problem 16.2.

An alternative proof working directly with Problem 16.1 is developed in Exercise 16.3.
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Proof of Theorem 16.3. Consider Problem 16.2. In view of Assumptions 16.1 and 16.2,

there exists some M < ∞ such that |U(x, y, z)| < M for all (x, y, z) ∈ XG. Then
∣

∣V ∗(x, z)
∣

∣ ≤

M/(1− β) for all x ∈ X and all z ∈ Z. Now, consider the function V ∗(., .) ∈ C(X × Z), where

C(X × Z) denotes the set of continuous functions defined on X × Z, where X is endowed with

the sup norm, ‖f ‖ = supx∈X |f (x)|, and Z is endowed with the discrete topology (recall Fact

A.12 in Appendix A). All functions in C(X × Z) are bounded, because they are continuous

and X and Z are compact.

Now define the operator T as

T V (x, z) = max
y∈G(x,z)

{

U(x, y, z) + βE[V (y, z′) | z]
}

. (16.18)

Suppose that V (x, z) is continuous and bounded. Then E[V (y, z′) | z] is also continuous and

bounded, since it is simply given by

E[V (y, z′) | z] ≡

N
∑

j=1

qjj ′V (y, zj),

with j ′ defined such that z = zj ′. Moreover U(x, y, z) is also continuous and bounded over

XG. Thus the maximization problem on the right-hand side of (16.18) is one of maximizing

a continuous function over a compact set, and by Weierstrass’s Theorem (Theorem A.9), it

has a (bounded) solution. Consequently the operator T is well defined and maps the space of

continuous bounded functions over the set X × Z, C(X × Z), into itself. It can be verified that

T also satisfies Blackwell’s sufficient conditions for a contraction (Theorem 6.9). Therefore,

applying Theorem 6.7, a unique fixed point V ∈ C(X × Z) to (16.18) exists and is the unique

solution to Problem 16.2.

Now consider the maximization in Problem 16.2. Since U and V are continuous and

G(x, z) is compact-valued, we can apply Weierstrass’s Theorem once more to conclude

that there exists y ∈ G(x, z) that achieves the maximum. This defines the set of maximizers

�(x, z) ⊂ �(x, z) for Problem 16.2. Let x
∗ ≡ (x̃∗[z0], x̃∗[z1], x̃∗[z2], . . .) ∈ �(x(0), z(0))

with x̃∗[zt] ∈ �(x̃∗[zt−1], z(t)) for all t ≥ 0 and each z(t) ∈ Z. Then from Theorems 16.1 and

16.2, x
∗ is also an optimal plan for Problem 16.1.

The proofs of Theorems 16.4–16.6 are similar to those of Theorems 6.4–6.6 from Chapter 6

and are left as exercises (see Exercises 16.4–16.6). The proof of Theorem 16.7 is similar to

16.5 and is left to Exercise 16.7.

16.3 Stochastic Euler Equations

In Chapter 6 Euler equations and transversality conditions played a central role. In the present

context, instead of the standard Euler equations, we have to work with stochastic Euler

equations. While not conceptually any more involved than the standard Euler equations,

stochastic Euler equations are not always easy to manipulate. Sometimes, as in the permanent

income hypothesis model studied in Section 16.5 below, the stochastic Euler equation can be

used directly. In other instances we may be able to combine the stochastic Euler equation

and the appropriate transversality condition to characterize certain qualitative features of

optimal plans.

Let us follow the treatment in Chapter 6 and also build on the results from Section 16.1.

I use asterisks (∗) to denote optimal values and D for gradients. Using Assumption 16.5 and

Theorem 16.6, we can write the necessary conditions for an interior optimal plan as

DyU(x, y∗, z) + βE[DxV (y∗, z′) | z] = 0, (16.19)
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where x ∈RK is the current value of the state vector, z ∈ Z is the current value of the stochastic

variable, and DxV (y∗, z′) denotes the gradient of the value function evaluated at next period’s

state vector y∗. Now using the stochastic equivalent of the Envelope Theorem for dynamic

programming and differentiating (16.8) with respect to the state vector x yields

DxV (x, z) = DxU(x, y∗, z). (16.20)

There are no expectations, since this equation is conditioned on the realization of z ∈ Z. Note

that y∗ here is a shorthand for π(x, z). Using this notation and combining (16.19) and (16.20),

we obtain the canonical form of the stochastic Euler equation

DyU(x, π(x, z), z) + βE
[

DxU(π(x, z), π(π(x, z), z′), z′) | z
]

= 0,

where, as in Chapter 6, DxU represents the gradient vector of U with respect to its first K

arguments, and DyU represents its gradient with respect to the second set of K arguments.

Writing this equation in the notation more congruent with the sequence version of the problem,

the stochastic Euler equation takes the form

DyU(x̃∗[zt−1], x̃∗[zt], z(t)) + βE[DxU(x̃∗[zt], x̃∗[zt+1], z(t + 1)) | z(t)] = 0 (16.21)

for zt−1 ∈ Z
t−1.

How do we write the transversality condition in this case? The transversality condition again

requires the discounted marginal return from the state variable to tend to zero as the planning

horizon goes to infinity. In a stochastic environment we clearly have to look at expected returns.

In the present context it is sufficient to condition on the information available at date t = 0,

that is, on z(0) ∈ Z. Consequently the transversality condition associated with this stochastic

Euler equation takes the form

lim
t→∞

β t
E[DxU(x̃∗[zt−1], x̃∗[zt], z(t)) . x̃∗[zt−1] | z(0)] = 0. (16.22)

The next theorem generalizes Theorem 6.10 from Chapter 6 to an environment with uncer-

tainty. In particular, it shows that the transversality condition together with the transformed

Euler equations in (16.21) are both necessary and sufficient to characterize a solution to Prob-

lem 16.1 and therefore to Problem 16.2.

Theorem 16.8 (Euler Equations and the Transversality Condition) Let X ⊂RK
+ , and

suppose that Assumptions 16.1–16.5 hold. Then the sequence of feasible plans {x̃∗[zt]}∞
t=0

,

with x̃∗[zt] ∈ Int G(x̃∗[zt−1], z(t)) for each z(t) ∈ Z and each t = 0, 1, . . . , is optimal for

Problem 16.1 given x(0) and z(0) ∈ Z if and only if it satisfies (16.21) and (16.22).

Proof. The proof is similar to that of Theorem 6.10 in Chapter 6.

(Sufficiency) Consider an arbitrary x(0) ∈ X and z(0) ∈ Z, and let x
∗ ≡

{x̃∗[zt]}∞
t=0

∈ �(x(0), z(0)) be a feasible plan satisfying (16.21) and (16.22). For any

x ≡ {x̃[zt]}∞
t=0

∈ �(x(0), z(0)) and any z∞ ∈ Z
∞, define

�x(z
∞) ≡ lim

T →∞
inf

T
∑

t=0

β t
[

U
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

− U
(

x̃[zt−1], x̃[zt], z(t)
)]

as the difference of the realized objective function between the feasible sequences x
∗ and x.
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From Assumptions 16.2 and 16.5, U is continuous, concave, and differentiable, so that for

any z∞ ∈ Z∞ and any x ∈ �(x(0), z(0)),

�x(z
∞) ≥ lim

T →∞
inf

T
∑

t=0

β t
[

DxU
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

.
(

x̃∗[zt−1] − x̃[zt−1]
)

+ DyU
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

.
(

x̃∗[zt] − x̃[zt]
)]

.

Since this inequality is true for any z∞ ∈ Z∞, we can take expectations on both sides to obtain

E[�x(z
∞) | z(0)]

≥ lim
T →∞

inf E
[

T
∑

t=0

β tDxU
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

.
(

x̃∗[zt−1] − x̃[zt−1]
)∣

∣z(0)
]

+ lim
T →∞

inf E
[

T
∑

t=0

β tDyU
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

.
(

x̃∗[zt] − x̃[zt]
)∣

∣z(0)
]

for z(0) ∈ Z. Rearranging the previous expression yields

E[�x(z
∞) | z(0)] ≥

lim
T →∞

inf E
[

T
∑

t=0

β tDyU
(

x̃∗[zt−1], x̃∗[zt], z(t)
)

.
(

x̃∗[zt] − x̃[zt]
)∣

∣z(0)
]

+ lim
T →∞

inf E
[

T
∑

t=0

β t+1DxU
(

x̃∗[zt], x̃∗[zt+1], z(t + 1)
)

.
(

x̃∗[zt] − x̃[zt]
)∣

∣z(0)
]

− lim
T →∞

sup E
[

βT +1DxU
(

x̃∗[zT ], x̃∗[zT +1], z(T + 1)
)

. x̃∗[zT ]
∣

∣z(0)
]

+ lim
T →∞

inf E
[

βT +1DxU
(

x̃[zT ], x̃[zT +1], z(T + 1)
)

. x̃[zT ]
∣

∣z(0)
]

.

Since x∗ ≡ {x̃∗[zt]}∞
t=0

satisfies (16.21), the terms in first and second lines are all equal to zero.

Moreover, since x∗ ≡ {x̃∗[zt]}∞
t=0

satisfies (16.22), the third line is also equal to zero. Finally,

since U is increasing in x, DxU ≥ 0, and x ≥ 0, the fourth line is nonnegative, establishing

that E[�x(z
∞) | z(0)] ≥ 0 for any x ∈ �(x(0), z(0)). Consequently x∗ yields (weakly) greater

value than any feasible x ∈ �(x(0), z(0)) and is therefore optimal.

(Necessity) The proof of necessity mirrors that of the necessity part of Theorem 6.10.

In particular, again define �′
x

as in the proof of that theorem. Consider a feasible plan

x ∈ �(x(0), z(0)) such that x̃[zt] = x̃∗[zt] + εa[zt] for some variation a[zt] ∈RK for each

zt ∈ Zt and ε > 0 sufficiently small (x is feasible, since x∗ ≡ {x̃∗[zt]}∞
t=0

is interior). This
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establishes the necessity of the stochastic Euler equations (16.21). Choosing a feasible plan

x̃[zt] = (1 − ε)x̃∗[zt] and using (16.21) gives

E[�′
x
(z∞) | z(0)] =

− ε lim
T →∞

inf E
[

βT +1DxU
(

x̃∗[zT ], x̃∗[zT +1], z(T + 1)
)

. x̃∗[zT ]
∣

∣z(0)
]

+ lim
T →∞

T
∑

t=0

β to(ε, t).

If (16.22) is violated, the first term can be made negative and if so, it remains negative as ε → 0.

This contradicts the fact that x∗ ≡ {x̃∗[zt]}∞
t=0

is an optimal plan, establishing the necessity part

of the theorem.

16.4 Generalization to Markov Processes *

What happens if z does not take on finitely many values? For example, z may be represented by a

general Markov process, taking values in a compact metric space. The simplest example would

be a one-dimensional stochastic variable z(t) given by the process z(t) = ρz(t − 1) + σε(t),

where ε(t) has a standard normal distribution. At some level, most of the results we care

about generalize to such cases. At another level, however, greater care needs to be taken in

formulating these problems both in the sequence form of Problem 16.1 and in the recursive form

of Problem 16.2. The main difficulty in this case arises in ensuring that there exist appropriately

defined feasible plans, which now need to be “measurable” with respect to the information

set available at the time. To avoid a lengthy detour into measure theory, I assume that both

Z and X are compact and impose sufficient continuity in payoffs and constraints (which

ensures the existence of measurable optimal plans). Under these assumptions, I state the main

theorems for stochastic dynamic programming with general Markov processes. Throughout I

use expectations instead of explicit integrals.

Let us first define Z as a compact subset ofR, which includes Z consisting of a finite number

of elements and Z corresponding to a closed interval as special cases. Suppose that z(t) ∈ Z

represents the uncertainty in this environment and follows a Markov process, that is,

Pr [z(t) | z(0), . . . , z(t − 1)] ≡ Pr [z(t) | z(t − 1)].

This Markov process can also be represented by the state transition function Q(z, .) as

defined above. Let us again use the notation zt ≡ (z(1), . . . , z(t)) to represent the history

of the realizations of the stochastic variable. The objective function and the constraint sets are

represented as in Section 16.1, so that x̃[zt] again denotes a feasible plan, which now also

needs to be measurable with respect to the information sets generated by each zt ∈ Zt . Let the

set of feasible plans after history zt be denoted by �(x̃[zt−1], z(t)). The set of feasible plans

starting with z(0) is then �(x(0), z(0)). Also when there exists a function V that is a solution

to Problem 16.2, let us define �(x, z) ⊂ �(x, z) as the set of all π(x, z) satisfying

V (x, z) = U(x, π(x, z), z) + βE[V (π(x, y), z′) | z].

Finally, the same assumptions as in Section 16.1 are necessary. In addition we now require

the relevant functions to be measurable with respect to the appropriate information sets, and

the correspondence �(x(t), z(t)) to admit a measurable selection for all x(t) ∈ X and zt ∈ Zt .



16.4 Generalization to Markov Processes . 553

However the continuity of U and G imposed in Assumptions 16.1 and 16.2 are sufficient to

ensure such measurability. The only additional assumption we need to impose is the following

(sometimes referred to as the “Feller property”).

Assumption 16.7 The Markov process Q(z, .) is such that for any f : Z → R that is

bounded and continuous, E[f (z′) | z] ≡
∫

f (z′)Q(z, dz′) is a bounded and continuous func-

tion of z on Z.

This assumption is automatically satisfied when Q is a Markov chain (just endow Z with

the discrete topology).

Theorem 16.9 (Existence of Solutions) Suppose that Assumptions 16.1, 16.2, and 16.7

hold. Then any solution V (x, z) to Problem 16.2 coincides with the solution V ∗(x, z) to

Problem 16.1. Moreover if �(x, z) is nonempty for all (x, z) ∈ X × Z, then any plan x̃[zt]

generated by π(x, z) ∈ �(x, z) achieves V ∗(x, z).

This theorem implicitly imposes a lot of structure on Problem 16.1 or 16.2. In particu-

lar, Assumption 16.1 ensures that �(x, z) is nonempty and that for any x ∈ �(x(0), z(0)),

E[
∑∞

t=0
β tU(x̃[zt−1], x̃[zt], z(t)) | z(0)] is well defined and finite valued. Moreover, with the

same arguments as in the proof of Theorem 16.3, Assumption 16.2 ensures that �(x, z) is an

upper hemicontinuous correspondence and thus allows a measurable selection for any z ∈ Z

and x ∈ X (and thus �(x(0), z(0)) also admits a measurable selection for any z(0) ∈ Z and

x(0) ∈ X).

Theorem 16.10 (Continuity of Value Functions) Suppose that Assumption 16.1, 16.2,

and 16.7 hold. Then there exists a unique function V : X × Z → R that satisfies (16.7).

Moreover V is continuous and bounded. Finally, an optimal plan x∗ ∈ �(x(0), z(0)) exists

for any x(0) ∈ X and any z(0) ∈ Z.

Theorem 16.11 (Concavity of Value Functions) Suppose that Assumptions 16.1, 16.2,

16.3, and 16.7 hold. Then the unique function V that satisfies (16.7) is strictly concave in x

for each z ∈ Z. Moreover the optimal plan can be expressed as x̃∗[zt] = π(x(t), z(t)), where

the policy function π : X × Z → X is continuous in x for each z ∈ Z.

Theorem 16.12 (Monotonicity of Value Functions) Suppose that Assumptions 16.1,

16.2, 16.4, and 16.7 hold. Then the unique value function V : X × Z →R that satisfies (16.7)

is strictly increasing in x for each z ∈ Z.

Theorem 16.13 (Differentiability of Value Functions) Suppose that Assumptions 16.1,

16.2, 16.3, 16.5, and 16.7 hold. Let π be the policy function defined above and assume that x′ ∈

Int X and π(x′, z) ∈ Int G(x′, z) for each z ∈ Z. Then V (x, z) is continuously differentiable

at x′, with gradient with respect to x given by

DxV (x′, z) = DxU(x′, π(x′, z), z).

The proofs of these theorems are not difficult, though they are long and require a little care.

Their proofs can be found in Stokey, Lucas, and Prescott (1989, Chapter 9), who also develop

the necessary measure theory and some of the theory of general Markov processes to state

slightly more general versions of these theorems.

Finally, note also that Theorem 16.8 continues to apply in this case, since the statement or

the proof of this theorem did not make use of the fact that z followed a Markov chain.
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16.5 Applications of Stochastic Dynamic Programming

I now present a number of applications of the methods of stochastic dynamic programming.

Some of the most important applications, related to stochastic growth and growth with incom-

plete markets, are left for the next chapter. In each application, I point out how formulating the

problem recursively and using stochastic dynamic programming methods simplify the analysis.

16.5.1 The Permanent Income Hypothesis

One of the most important applications of stochastic dynamic optimization is to the consump-

tion smoothing problem of a household facing an uncertain income stream. This problem was

first discussed by Irving Fisher (1930) and then received its first systematic analysis in Mil-

ton Friedman’s (1957) classic book on consumption theory. With Robert Hall’s (1978) seminal

paper on dynamic consumption behavior, it became one of the most celebrated macroeconomic

models.

Consider a household maximizing discounted lifetime utility

E0

∞
∑

t=0

β tu(c(t)),

with c(t) ≥ 0 as usual denoting consumption. To start with, assume that u(.) is strictly increas-

ing, continuously differentiable, and concave, and denote its derivative by u′(.).

The household can borrow and lend freely at a constant interest rate r > 0; thus its lifetime

budget constraint takes the form

∞
∑

t=0

1

(1 + r)t
c(t) ≤

∞
∑

t=0

1

(1 + r)t
w(t) + a(0), (16.23)

where a(0) denotes its initial assets, and w(t) is its labor income. Suppose that w(t) is random

and takes values from the set W ≡ {w1, . . . , wN}. This corresponds to potential labor income

fluctuations due to aggregate or idiosyncratic shocks facing the household. To simplify the

analysis, let us suppose that w(t) is distributed independently over time and the probability

that w(t) = wj is qj (naturally with
∑N

j=1
qj = 1). Consequently the lifetime budget constraint

(16.23) has to be interpreted as a stochastic constraint. We therefore require this constraint to

hold almost surely (with probability 1), so that there are no positive probability sample paths

where the constraint is violated.

The fact that the lifetime budget constraint is stochastic has important economic implica-

tions. In particular, although there are no explicit borrowing constraints, the fact that the lifetime

budget constraint must hold with probability 1 imposes endogenous borrowing constraints.For

example, suppose that w1 = 0 and q1 > 0 (so that this state corresponds to unemployment and

zero labor income). Then there is a positive probability that the household receives zero in-

come for any sequence of periods of length T < ∞. Then, if the household ever chooses a

negative asset holding, a(t) < 0, there will be a positive probability of violating its lifetime

budget constraint, even if it were to choose zero consumption in all future periods. Therefore

there is an endogenous borrowing constraint, which takes the form

a(t) ≥ −

∞
∑

s=0

1

(1 + r)s
w1 ≡ −b1,

with w1 denoting the minimum value of w within the set W.
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Let us first solve this problem by treating it as a sequence problem, that is, the problem

of choosing a sequence of feasible plans {c̃[wt]}∞
t=0

. This can be done simply by forming

the Lagrangian. Even though there is a single lifetime budget constraint (16.23), it would

be incorrect to treat the problem as if there were a unique Lagrange multiplier λ. This is

because consumption plans are made conditional on the realizations of events up to a certain

date. In particular, consumption at time t is conditioned on the history of shocks up to that

date, wt ≡ (w(0), w(1), . . . , w(t)), and in fact I used the notation c̃[wt] to emphasize that

consumption at date t is a mapping from the history of income realizations, wt . At that point,

since there is also more information about how much the household has earned and how much it

has spent, it is also natural to think that the Lagrange multiplier, which represents the marginal

utility of money, also depends on the realizations of the shocks up to date t , wt . I therefore

write this multiplier as λ̃[wt].

The first-order conditions for this problem give

β tu′(c̃[wt]) =
1

(1 + r)t
λ̃[wt], (16.24)

which requires the (discounted) marginal utility of consumption after history wt to be equated

to the (discounted) marginal utility of income after history wt , λ̃[wt]. While economically

interpretable, this first-order condition is not particularly useful unless we know the law of

motion of the marginal utility of income, λ̃[wt]. This law of motion is not straightforward to

derive in this formulation. An alternative formulation of the sequence problem, where prices

for all possible claims to consumption contingent on any realization of history are introduced,

is more tractable and gives similar results to the recursive approach below. I introduce this

contingent-claims formulation in the analysis of the competitive equilibrium of the neoclassical

growth model under uncertainty in the next chapter.

Instead let us formulate the same problem recursively, which enables sharper results. The

flow budget constraint of the household can be written as

a′ = (1 + r)a + w − c,

where a′ refers to next period’s asset holdings. Conversely, this implies c = (1+ r)a + w − a′.

Then the value function of the household, conditioned on current asset holding a and current

realization of the income shock w, can be written as

V (a, w) = max
a′∈[−b1,(1+r)a+w]

{

u((1 + r)a + w − a′) + βEV (a′, w′)
}

,

where I have made use of the fact that w is distributed independently across periods, so

the expectation of the continuation value is not conditioned on the current realization of w.

Analogous to Example 6.5 in Chapter 6, where we studied the nonstochastic version of this

problem, we need to restrict the set of feasible asset levels to apply Theorems 16.1–16.6 from

Section 16.1. In particular, let us take ā ≡ a(0) + wN/r , where wN is the highest level of labor

income. We can then impose that a(t) ∈ [0, ā] and then again verify the conditions under which

this has no effect on the solution (in particular the condition for a(t) to be always in the interior

of the set; see Exercise 16.11).

The first-order condition for the maximization problem gives

u′(c(t)) = βEt

∂V (a(t + 1), w(t + 1))

∂a
, (16.25)
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where Et denotes the expectations given the information at time t . Noting that ∂V (a′, w′)/∂a

is also the marginal utility of income, this equation is similar to (16.24). The additional mileage

now comes from the Envelope condition in Theorem 16.6, (16.10), which implies that

∂V (a(t), w(t))

∂a
= (1 + r)u′(c(t)).

Combining this equation with (16.25), we obtain the famous stochastic Euler equation of the

permanent income hypothesis:

u′(c(t)) = β(1 + r)Etu
′(c(t + 1)). (16.26)

The notable feature here is that on the right-hand side we have the expectation of the marginal

utility of consumption at date t + 1.

This equation becomes even simpler and perhaps more insightful when the instantaneous

utility function is quadratic, for example, taking the form

u(c) = φc − 1
2
c2,

with φ sufficiently large that in the relevant range u(.) is increasing in c. Using this quadratic

form with (16.26), we obtain Hall’s famous stochastic equation

c(t) = (1 − κ)φ + κEtc(t + 1), (16.27)

where κ ≡ β(1 + r). A striking prediction of this equation is that variables, such as current

or past income, should not predict (future) consumption growth. A large empirical literature

investigates whether this is the case in aggregate or individual data, focusing on excess

sensitivity tests. The dependence of future consumption growth on current income is interpreted

as evidence for excess sensitivity, rejecting (16.27). This rejection is often considered as

evidence in favor of credit constraints (in addition to the endogenous borrowing constraints

highlighted above). Nevertheless excess sensitivity can also emerge without credit constraints

when the utility function is not quadratic (see, e.g., Zeldes, 1989; Caballero, 1990).

Equation (16.27) takes an even simpler form when β = (1+ r)−1, that is, when the discount

factor is the inverse of the gross interest rate. In this case, κ = 1 and c(t) = Etc(t + 1) or

Et�c(t + 1) = 0, so that the expected value of future consumption should be the same as

today’s consumption. This last property is sometimes referred to as the “martingale property.”

Recall that a random variable z(t) is a martingale with respect to some information set �t if

E[z(t + 1) | �t] = z(t). It is a submartingale ifE[z(t + 1) | �t] ≥ z(t) and a supermartingale if

E[z(t + 1) | �t] ≤ z(t). Thus consumption is a martingale, submartingale, or supermartingale,

depending on the value of the interest rate relative to the discount factor. Exercises 16.8 and

16.11 further discuss the implications of (16.27).

16.5.2 Search for Ideas

This section provides another example of an economic problem where dynamic programming

techniques are useful. This example also provides us with an alternative and complementary

way of thinking about the endogeneity of technology to those presented in Part IV.

Consider the problem of a single entrepreneur with a risk-neutral objective function

∞
∑

t=0

β tc(t).
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This entrepreneur’s consumption is given by the income he generates in that period (there is

no saving or borrowing). If the entrepreneur uses an idea of quality a(t), he can then produce

income equal to

y(t) = a(t)

at time t .3 At t = 0, the entrepreneur starts with a(0) = 0. From then on, at each date, he can

either engage in production using one of the techniques he has already discovered or spend

that period searching for a new technique. Let us assume that each period in which he engages

in such a search, he gets an independent draw from a time-invariant distribution function H(a)

defined over a bounded interval [0, ā].

Therefore the decision of the entrepreneur at each date is whether to search for a new

technique or to produce with one of the techniques he has discovered so far. Since there is

no saving or borrowing, the entrepreneur simply consumes his current income c(t) = y(t).

This problem introduces a slightly different perspective on some of the ideas already

discussed in the book. As in the endogenous technological change models studied so far, the

entrepreneur has a nontrivial choice that affects the technology available to him: by searching

more, which is a costly activity in terms of foregone production, he can potentially improve the

set of techniques available to him. Moreover this economic decision is related to the trade-offs

in the standard models of technological progress and technology adoption: whether to produce

with what he has available today or make an “investment” in one more round of search with

the hope of discovering something better. This trade-off is complementary to the incentives to

invest in new technology in the models of endogenous technology.

Here my main objective is to show how dynamic programming techniques can be used

to analyze this problem. Let us first write the maximization problem facing the entrepreneur as

a sequence problem. Let us begin with the class of decision rules of the agent. In particular,

let at ∈ At ≡ [0, ā]t be a sequence of techniques observed by the entrepreneur over the past

t periods, with a(s) = 0, if at time s the entrepreneur engaged in production, and write

at = (a(0), . . . , a(t)). Then a decision rule for this entrepreneur is

q(t) : At → {a(t)} ∪ {search},

which denotes the action of the agent at time t , which is either to produce with the current

technique he has discovered, a(t), or to choose q(t) =“search” and spend that period searching

for a new technique. Let Pt be the set of functions from At into a(t) ∪ {search}, and P∞ the

set of infinite sequences of such functions. The most general way of expressing the problem

of the entrepreneur is

max
{q(t)}∞

t=0
∈P∞

E

∞
∑

t=0

β tc(t)

subject to c(t) = 0 if q(t) =“search” and c(t) = a if q(t) = a, for a(s) = a and for some

s ≤ t . E denotes the expectations operator. Naturally, written in this way, the problem looks

complicated, even daunting. The point of writing it in this way is to show that in certain classes

of models, the dynamic programming formulation is quite tractable even when the sequence

problem may look quite complicated.

To demonstrate this, I now write this optimization problem recursively using dynamic pro-

gramming techniques. Let us simplify the formulation of the recursive form of this problem

3. The use of a here for the quality of ideas, rather than as asset holdings of individual before, should cause no

confusion.
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by making two observations (which are both proved in Exercise 16.12). First, because the

problem is stationary, we can discard all techniques that the entrepreneur has sampled except

the current one and thus write the value of the entrepreneur simply conditioning on the current

technique a, as V (a). Second, we suppose that once the entrepreneur starts producing at some

technique a, he continues to do so forever instead of going back to searching again at

some future date. This observation is also intuitive due to the stationarity of the problem:

if the entrepreneur is willing to accept production at technique a rather than searching further

at time t , he would also do so at time t + 1. This last observation implies that if the entrepre-

neur accepts production at some technique a at date t , he will consume c(s) = a for all s ≥ t .

Consequently we obtain the value of accepting technique a as

V accept(a) =
a

1 − β
.

Therefore we can write

V (a′) = max
{

V accept(a′), βEV
}

= max

{

a′

1 − β
, βEV

}

, (16.28)

where

EV =

∫ ā

0

V (a)dH(a) (16.29)

is the expected continuation value of not producing at the available techniques. The expression

in (16.28) follows from the fact that the entrepreneur chooses whichever option, starting

production or continuing to search, gives him higher utility. That the value of continuing to

search is given by (16.29) follows by definition. At the next date, the entrepreneur has value

V (a) as given by (16.28) when he draws a from the distribution H(a), and thus integrating

over this expression gives EV . The integral is written as a Lebesgue integral, since H(a) may

not have a continuous density.

a slight digression.* Even though the special structure of the search problem enables

a direct solution, it is also useful to see that optimal policies can be derived by applying the

techniques developed in Section 6.4 of Chapter 6. For this, combine the two previous equations

and write

V (a′) = max

{

a′

1 − β
, β

∫ ā

0

V (a)dH(a)

}

, (16.30)

= T V (a′),

where the second line defines the mapping T . Blackwell’s Sufficiency Theorem (Theorem 6.9)

applies directly to (16.30) and implies that T is a contraction, since it is monotone and satisfies

discounting.

Next let V ∈ C([0, ā]), that is, the set of real-valued continuous (hence bounded) functions

defined over the set [0, ā], which is a complete metric space with the sup norm. Then the

Contraction Mapping Theorem (Theorem 6.7) implies that a unique value function V (a) exists.

Thus the dynamic programming formulation of the sequential search problem immediately

leads to the existence of a solution (and thus of optimal strategies, which are characterized

below).
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Moreover, Theorem 6.8 also applies by taking S′ to be the space of nondecreasing con-

tinuous functions over [0, ā], which is a closed subspace of C([0, ā]). Therefore V (a) is

nondecreasing. In fact, using Theorem 6.8 we could also prove that V (a) is piecewise lin-

ear with a flat portion first, followed by an increasing portion. Let the space of such functions

be S′′, which is another (not necessarily closed) subspace of C([0, ā]). Nevertheless now the

second part of Theorem 6.8 applies, since starting with any nondecreasing function V (a),

T V (a) will be such a piecewise linear function. Therefore the theorem implies that the unique

fixed point, V (a), must have this property too.

The digression above used Theorem 6.8 to argue that V (a) would take a piecewise linear

form. In fact, in this case this property can also be deduced directly from (16.30), since V (a)

is a maximum of two functions, one of them constant and the other one linear. Therefore V (a)

must be piecewise linear, with a flat portion first.

Our next task is to determine the optimal policy using the recursive formulation of Problem

16.2. The fact that V (a) is linear (and strictly increasing) after a flat portion immediately tells us

that the optimal policy takes a cutoff rule, meaning that there exists a cutoff technology level R

such that the entrepreneur accepts all techniques above R, while those a < R are turned down

and the entrepreneur continues to search. This cutoff rule property follows because V (a) is

strictly increasing after some level; thus if some technology a′ is accepted, all technologies

with a > a′ will also be accepted.

Moreover, this cutoff rule must satisfy the following equation:

R

1 − β
=

∫ ā

0

βV (a)dH(a), (16.31)

so that the entrepreneur is just indifferent between accepting the technology a = R and waiting

for one more period. Next, since a < R are turned down, we have that for all a < R,

V (a) = β

∫ ā

0

V (a)dH(a)

=
R

1 − β
,

and for all a ≥ R,

V (a) =
a

1 − β
.

Using these observations yields

∫ ā

0

V (a)dH(a) =
RH(R)

1 − β
+

∫

a≥R

a

1 − β
dH(a).

Combining this equation with (16.31), we obtain

R

1 − β
= β

[

RH(R)

1 − β
+

∫

a≥R

a

1 − β
dH(a)

]

. (16.32)

Manipulating this equation gives

R =
β

1 − βH(R)

∫ ā

R

adH(a),
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which is a convenient way of expressing the cutoff rule R. Equation (16.32) can also be

expressed in an alternative and more intuitive way. Rewrite this equation as

R

1 − β
= β

[∫

a<R

R

1 − β
dH(a) +

∫

a≥R

a

1 − β
dH(a)

]

.

Now subtracting

βR

1 − β
=

βR

1 − β

∫

a<R

dH(a) +
βR

1 − β

∫

a≥R

dH(a)

from both sides, we obtain

R =
β

1 − β

∫ ā

R

(a − R)dH(a). (16.33)

The left-hand side is best understood as the cost of foregoing production with a technology of

R, while the right-hand side is the expected benefit of one more round of search. At the cutoff

threshold, these two terms have to be equal, since the entrepreneur must be indifferent between

starting production and continuing search.

Let us now define the right-hand side of equation (16.33), the expected benefit of one more

search, as

γ (R) =
β

1 − β

∫ ā

R

(a − R)dH(a).

Suppose also that H has a continuous density, denoted by h. Then γ is differentiable and

γ ′(R) = −
β

1 − β
(R − R)h(R) −

β

1 − β

∫ ā

R

dH(a) = −
β

1 − β
[1 − H(R)] < 0.

Thus (16.33) has a unique solution. It can be easily verified that a higher β, by making the

entrepreneur more patient, increases the cutoff threshold R.

16.5.3 Other Applications

There are numerous other applications of stochastic dynamic programming. In addition to the

four growth models studied in the next chapter, the following are noteworthy.

1. Asset Pricing: following Lucas (1978), we can consider an economy in which a set of

identical agents trade claims on stochastic returns of a set of given assets (“trees”). Each

agent solves a consumption smoothing problem similar to that in Section 16.5.1, with

the major difference that he or she can now save in assets with stochastic returns rather

than (or in addition to) at a constant interest rate. Market clearing is achieved when

the total supply of assets is equal to total demand. Thus equilibrium prices have to be

such that each agent is happy to hold the appropriate amount of claims on the returns

from these assets. Given the marginal utility of consumption derived from the recursive

formulation, these assets can be priced. Exercise 16.14 considers this case.

2. Investment under Uncertainty: the model of investment with adjustment costs discussed

in Section 7.8 of Chapter 7 has much wider application in macroeconomics and indus-
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trial organization once augmented by the possibility that firms are uncertain about future

demand and/or productivity. Exercise 16.15 considers this case.

3. Optimal Stopping Problems: the search model discussed in Section 16.5.2 is an example

of an optimal stopping problem. More general optimal stopping problems can also

be set up and analyzed as stochastic dynamic programming problems. Exercise 16.16

considers an example of such an optimal stopping problem.

16.6 Taking Stock

The material in this chapter is technical in nature and is more useful for its applications than

for its own sake. It has widespread applications in macroeconomics and economic growth.

The stochastic neoclassical growth model, presented in the next chapter, utilizes the methods

developed here.

In addition to presenting the basic tools of stochastic dynamic programming, this chapter

has presented two important economic models. The first, the stochastic permanent income

hypothesis model, is one of the most famous macroeconomic models and has led both to a large

theoretical and empirical literature. The early empirical literature focused on excess sensitivity

tests as discussed in Section 16.5.1 using aggregate data. The more recent literature focuses on

micro and panel data to derive sharper results about the behavior of individual consumption.

The other substantial model introduced in this chapter is the search-for-ideas model in

Section 16.5.2, which is adapted from McCall’s (1970) labor market search model. McCall’s

model is the basis of much of the modern equilibrium theory of unemployment. While the

model here has been cast in terms of searching for ideas, the reader can easily adapt it to

unemployment and use it as an introduction to equilibrium unemployment theory (see Exercise

16.13). In addition, some of the other applications, mentioned above and treated in the exercises

(including the asset pricing model based on Lucas (1978) and the model of investment under

uncertainty) are widely used in other areas of macroeconomics.

16.7 References and Literature

Most of the references from Chapter 6 are relevant to stochastic dynamic programming as

well. The reader may want to look at Howard (1960), Blackwell (1965), and Puterman (1994)

for advanced treatments. The most complete treatment of discounted stochastic dynamic pro-

gramming problems with economic applications is in Stokey, Lucas, and Prescott (1989). This

chapter covers the same material as Stokey, Lucas, and Prescott, though at a slightly less tech-

nical level. In particular, I presented all the major results of stochastic dynamic programming

without introducing measure theory. A thorough study of stochastic dynamic programming re-

quires a nontrivial investment in these methods. The reader should consult Stokey, Lucas, and

Prescott (1989, Chapters 8–13), who present a more measure-theoretic approach and develop

the necessary material on Markov processes.

The reader may also wish to consult Rudin (1976) or the very lively and readable treatment

in Williams (1991) for some of the basic definitions and results in measure theory used in

the discussion of Markov processes. These references also provide a formal definition of the

Lebesgue integral, which I used informally a number of times throughout the text. A slightly

more advanced but excellent treatment of measure theory is contained in Royden (1994).

Williams (1991) also contains an excellent introductory treatment of martingales, which were

mentioned in Section 16.5.
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Futia (1982) presents a compact and excellent treatment of Markov processes and their

applications to stochastic dynamic models. More advanced and complete treatments of Markov

processes can be found in Gikhman and Skorohod (1974) or Ethier and Kurtz (1986).

A more detailed treatment of the necessity and sufficiency of stochastic transversality

conditions (Theorem 16.8) can be found in Zilcha (1978) and Kamihigashi (2003).

The best survey of work on consumption is Deaton (1992). A survey of recent work can be

found in Browning and Crossley (2001). Exercise 16.11 is based on Chamberlain and Wilson

(2000), and the reader is referred to this paper for some of the subtle mathematical issues that

arise in determining the limiting behavior of the stochastic consumption distribution when the

discount factor is equal to the inverse of the gross interest rate. The search-for-ideas example

in Section 16.5.2 is adapted from McCall’s (1970) labor market search model. Kortum (1997)

provides the first search-theoretical model of technology choice that I am aware of. Kortum’s

model is richer and more insightful than the model presented in Section 16.5.2. Ljungqvist and

Sargent (2005) contains an excellent exposition of the basic McCall model. Pissarides (2000)

and Rogerson, Shimer, and Wright (2004) provide excellent surveys of recent work in search

theory applied to labor market problems.

16.8 Exercises

16.1 Show that Assumption 16.6 part 3 is satisfied if and only if for any j ′′ > j ′ and any j̄ = 1, . . . , N ,
∑N

j=j̄
qjj ′′ ≥

∑N

j=j̄
qjj ′. What does this condition imply about the relationship between the

conditional distribution of z given zj ′′ and given zj ′?

* 16.2 Prove Lemma 16.1.

* 16.3 This exercise develops an alternative proof of Theorem 16.3.

(a) Choose the appropriate topology on Z so that U is continuous on X × X × Z.

(b) Use Theorem A.12 in Appendix A to show that the objective function in Problem 16.1 is

continuous in the product topology; Theorem A.13 and Lemma A.2 to show that the constraint

set is compact; and Theorems A.9 and A.16 to show that V ∗(x(0), z(0)) is well defined,

continuous, and bounded over X × Z.

(c) Deduce the same results for V (x(0), z(0)) by applying Theorem 16.1.

* 16.4 Prove Theorem 16.4.

* 16.5 Prove Theorem 16.5.

* 16.6 Prove Theorem 16.6.

* 16.7 Prove Theorem 16.7.

16.8 Consider the stochastic permanent income hypothesis model studied in Section 16.5 with a general

instantaneous utility function u(c). Explain the conditions under which the excess sensitivity tests

described in that section would fail even when the stochastic Euler equation (16.26) holds. [Hint:

you may want to consider the CRRA preferences for concreteness.]

16.9 (a) Consider the stochastic permanent income hypothesis model studied in Section 16.5 and

assume that the interest rate r is no longer constant but is equal to r(t) > 0 at time t . Derive

the equivalent of (16.26) in this case. Show that excess sensitivity tests can be applied in this

case as well.

(b) Now suppose that r(t) is a random variable taking one of finitely many values, r1, . . . , rN ,

and to simplify the analysis, suppose that the realizations of the interest rate are independent

over time. Derive the equivalent of (16.26) in this case. Show that excess sensitivity tests can

be applied in this case as well.
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16.10 Consider the stochastic permanent income hypothesis model studied in Section 16.5. Suppose

that instead of being distributed independently, w(t) follows a Markov chain. Show that (16.26)

still holds. Now suppose that u(c) takes a quadratic form, and assume that the econometrician

incorrectly believes that w(t) is independently distributed, so that the household has superior

information relative to the econometrician. Show that a regression of consumption growth on

past income realizations still leads to a zero coefficient (thus the excess sensitivity test will not

reject). [Hint: make use of the law of iterated expectations, which states that if � is an information

set that is finer than �′ and z is a random variable, then E[E[z | �] | �′] = E[z | �′].]

* 16.11 In the stochastic permanent income hypothesis model studied in Section 16.5, suppose that

c(t) ≥ 0; u(.) is twice continuously differentiable, everywhere strictly concave, and strictly

increasing; and u′′(.) is increasing. Suppose also that w(t) has a nondegenerate probability

distribution with lower support equal to 0.

(a) Show that consumption can never converge to a constant level.

(b) Prove that if u(.) takes the CRRA form and β < (1 + r)−1, then there exists some ā < ∞

such that a(t) ∈ (0, ā) for all t .

(c) Prove that when β ≤ (1 + r)−1, there may not exist ā < ∞ such that a(t) ∈ (0, ā) for all

t . [Hint: first suppose u(.) takes the CRRA form, consider the case where β = (1 + r)−1,

and take the stochastic sequence with w(t) = wN for an arbitrarily large number of periods,

which is a positive probability sequence. Then generalize this argument to the case where

β ≤ (1 + r)−1.]

(d) Suppose that u′′(.) is nondecreasing. Prove that when β ≤ (1 + r)−1, marginal utility of

consumption follows a (nondegenerate) supermartingale, and therefore consumption must

converge to infinity. [Hint: note that in this case (16.26) implies u′(c(t)) ≥ Eu′(c(t + 1)),

and use this equation to argue that consumption must be increasing “on average.”]

(e) How is the analysis in part d modified if u′′(.) is decreasing?

16.12 Consider the model of searching for ideas introduced in Section 16.5.2. Suppose that the entre-

preneur can use any of the techniques he has discovered in the past to produce at any point in

time, and he can also stop production at any point and go back to searching.

(a) Formulate the maximization problem of the entrepreneur recursively.

(b) Prove that if the entrepreneur has turned down production with some technique a′ at date t ,

he will never accept technique a′ at date t + s, for s > 0 (i.e., he will not accept it for any

possible realization of events between dates t and t + s).

(c) Prove that if the entrepreneur accepts technique a′ at date t , he will continue to produce with

this technique for all dates s ≥ t rather than stopping production and going back to searching.

(d) Using parts a and b, show that the maximization problem of the entrepreneur can be formu-

lated as in the text without loss of any generality.

(e) Now suppose that when not producing, the entrepreneur receives income b. Write the recur-

sive formulation for this case and show that as b increases, the cutoff threshold R increases.

16.13 Formulate the problem in Section 16.5.2 as one of an unemployed worker sampling wages from an

exogenously given stationary wage distribution H(w). The objective of the worker is to maximize

the net present discounted value of his income stream. Assume that once the worker accepts a job

he can work at that wage forever.

(a) Formulate the dynamic maximization problem of the worker recursively, assuming that once

the worker finds a job he never quits.

(b) Prove that the worker never quits a job that he has accepted.

(c) Prove that the worker uses a reservation wage R.

(d) Calculate the expected duration of unemployment for the worker.



564 . Chapter 16 Stochastic Dynamic Programming

(e) Show that if the wages in the distribution H(w) are offered by firms and all workers

are identical, the wage offers of all firms other than those offering w = R are not profit

maximizing. What does this observation imply about the McCall search model?

16.14 Consider an economy populated by identical households, each with preferences given by

E[
∑∞

t=0
β tu(c(t))], where u(.) is strictly increasing, strictly concave, and twice differentiable.

Normalize the measure of agents in the economy to 1. Each household has a claim to a single tree,

which delivers z(t) units of consumption good at time t . Assume that z(t) is a random variable

taking values from the set Z ≡{z1, . . . , zN} and is distributed according to a Markov chain (all

trees have exactly the same output, so there is no gain in diversification). Each household can

sell any fraction of its trees or buy fractions of new trees, though it cannot sell trees short (i.e.,

negative holdings are not allowed). Suppose that the price of a tree when the current realization

of z(t) is z is given by the function p : Z →R+. There are no other assets to transfer resources

across periods.

(a) Show that for a given price function p(z), the flow budget constraint of a representative

household can be written as

c(t) + p(z(t))x(t + 1) ≤ [z(t) + p(z(t))]x(t),

where x(t) denotes the tree holdings of the household at time t . Interpret this constraint.

(b) Show that for a given price function p(z), the maximization problem of the representative

household subject to the flow budget constraint and the constraints that c(t) ≥ 0, x(t) ≥ 0

can be written in a recursive form as follows:

V (x, z) = sup
y∈[0,p(z)−1(z+p(z))x]

{

u((z + p(z))x − p(z)y) + βE[V (y, z′) | z]
}

.

(c) Use the results from Section 16.1 to show that V (x, z) is increasing, strictly concave, and

differentiable in x (in the interior of its domain).

(d) Derive the stochastic Euler equations for this maximization problem.

(e) Now impose market clearing, which implies that x(t) = 1for all t . Explain why this condition

is necessary and sufficient for market clearing.

(f ) Under market clearing, derive p(z), the equilibrium prices of trees as a function of the current

realization of z.

(g) Now assume that households can also trade a riskless bond (which, in equilibrium, will be

in zero net supply). Determine the price of the riskless bond.

16.15 Consider a discrete stochastic version of the investment model from Section 7.8, where a firm

maximizes the net present discounted value of its profits, with discount factor given by (1+ r)−1

and instantaneous returns given by

f (K(t), z(t)) − I (t) − φ(I (t)).

Here f (K(t), z(t)) is the revenue or profit of the firm as a function of its capital stock K(t)

and a stochastic variable z(t), representing productivity or demand. As in Section 7.8, I (t) is

investment, and φ(I (t)) represents adjustment costs.

(a) Assume that z(t) has a distribution represented by a Markov chain. Formulate the sequence

version of the maximization problem of the firm.

(b) Formulate the recursive version of the maximization problem of the firm.

(c) Provide conditions under which the two problems have the same solutions.

(d) Derive the stochastic Euler equation for the investment decision of the firm and compare the

results to those in Section 7.8.
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* 16.16 Consider a general stopping problem, where the objective of the individual is to maximize

E[
∑∞

t=0
β tu(y(t))]. A random variable z(t) follows a Markov chain,and at any t , the individual

can “stop” the process. Let y(t) = 0 while the individual has not stopped and y(t) = z(s) if the

individual has stopped the process at some s ≤ t .

(a) Formulate the problem of the individual as a stochastic dynamic programming problem.

Provide sufficient conditions for there to exist some R∗ such that the individual stops the

process at time t if z(t) ≥ R∗.

(b) Now assume that z(t) has a distribution at time t given by H(z | ζ(t)) and ζ(t) follows a

Markov chain with values in the finite set Z. Formulate the problem of the individual as a

stochastic dynamic programming problem. Prove that there exists a function R∗ : Z →R+

such that the individual stops the process when z(t) ≥ R∗(ζ(t)) when the current state is ζ(t).

Explain why the stopping rule is no longer constant. What does this result imply for the job

acceptance decisions of unemployed workers studied in Exercise 16.13 when the distribution

of wages is different during periods of booms and recessions?



17

Stochastic Growth Models

I
n this chapter I present four models of stochastic growth emphasizing different aspects

of the interaction between growth and uncertainty. The first is the baseline neoclassical

growth model (with complete markets) augmented with stochastic productivity shocks,

first studied by Brock and Mirman (1972). This model is not only an important generalization

of the baseline neoclassical growth of Chapter 8, but also provides the starting point of the

influential Real Business Cycle models, which are used extensively for the study of a range

of short- and medium-run macroeconomic questions. I present this model and some of its

implications in the next three sections. The baseline neoclassical growth model incorporates

complete markets in the sense that households and firms can trade using any Arrow-Debreu

commodity. In the presence of uncertainty, this implies that a full set of contingent claims

is traded competitively. For example, a household can buy an asset that pays one unit of the

final good after a prespecified history. The presence of complete markets—or the full set of

contingent claims—implies that households can fully insure themselves against idiosyncratic

risks. The source of interesting uncertainty in these models is aggregate shocks. For this reason,

the standard neoclassical growth model under uncertainty does not even introduce idiosyncratic

shocks (had they been present, they would have been diversified away).

This discussion shows the importance of contingent claims in the basic neoclassical model

under uncertainty. Moreover, trading in contingent claims is not only sufficient, but it is

essentially also necessary for the representative household assumption to hold in environments

with uncertainty. This result is illustrated in Section 17.4, which considers a model in which

households cannot use contingent claims and can only trade in riskless bonds. This model,

which builds on Bewley’s seminal work in the 1970s and the 1980s, explicitly prevents risk

sharing across households and thus features “incomplete markets”—in particular, one of the

most relevant types of market incompleteness for macroeconomic questions: preventing the

sharing or diversification of idiosyncratic risk. Households face a stochastic stream of labor

income and can only achieve consumption smoothing by “self-insurance,” that is, by borrowing

and lending at a market interest rate. Like the OLG model of Chapter 9, the Bewley model does

not admit a representative household. The Bewley model is not only important in illustrating the

role of contingent claims in models under uncertainty, but also because it is a tractable model

for the study of a range of macroeconomic questions related to risk, income fluctuations, and

policy. Consequently over the past decade or so it has become another workhorse model for

macroeconomic analysis.

The last two sections, Sections 17.5 and 17.6, turn to stochastic OLG models. The first

presents a simple extension of the canonical OLG model that includes stochastic elements.

566
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Section 17.6 shows how stochastic growth models can be useful in understanding the

process of takeoff from low growth to sustained growth, which was discussed in Chapter 1.

A notable feature of the long-run experience of many societies is that the early stages of

economic development were characterized by little growth in income per capita and by frequent

economic crises. The process of takeoff not only led to faster growth but also to a more steady

(less variable) growth process. An investigation of these issues requires a model of stochastic

growth. Section 17.6 presents a model that provides a unified framework for the analysis of

the variability of economic performance and takeoff. The key feature is the tradeoff between

investment in risky activities and safer activities with lower returns. At the early stages of

development, societies do not have enough resources to invest in sufficiently many activities

to achieve diversification and are thus forced to bear considerable risk. As a way of reducing this

risk, they also invest in low-return safe activities, such as a storage or safe technology and low-

yield agricultural products. The result is an equilibrium process that features a lengthy period

of slow or no growth associated with high levels of variability in economic performance. An

economy can escape this stage of development and take off into sustained growth only when

its risky investments are successful for a number of consecutive periods. When this happens,

the economy achieves better diversification and also better risk management through more

developed financial markets. Better diversification reduces risk and also enables the economy

to channel its investments in higher return activities, increasing its productivity and growth rate.

Thus this simple model of stochastic growth presents a stylistic account of the process of takeoff

from low and variable growth to sustained and steady growth. The model I use to illustrate these

ideas features both a simple form of stochastic growth and endogenously incomplete markets.

I therefore use this model to show how some simple ideas from Markov processes can be used

to characterize the stochastic equilibrium path of a dynamic economy and to highlight potential

inefficiencies that can arise in models with endogenous incomplete markets. Finally, this model

gives us a first glimpse of the relationship between financial development and economic growth,

a topic that is discussed more extensively in Chapter 21.

17.1 The Brock-Mirman Model

The first systematic analysis of economic growth with stochastic shocks was undertaken by

Brock and Mirman in their 1972 paper. Brock and Mirman focused on the optimal growth

problem and solved for the social planner’s maximization problem in a dynamic neoclassical

environment with uncertainty. Since, with competitive and complete markets, the First and

Second Welfare Theorems still hold, the equilibrium growth path is identical to the optimal

growth path. Nevertheless the analysis of equilibrium growth is more involved and also

introduces a number of new concepts. I start with the Brock-Mirman approach and then discuss

competitive equilibrium growth under uncertainty in the next section.

The economy is similar to the baseline neoclassical growth model studied in Chapters 6 and

8. It is in discrete time, and the aggregate production function is now given by

Y (t) = F(K(t), L(t), z(t)), (17.1)

where z(t) denotes a stochastic aggregate productivity term affecting how productive a given

combination of capital and labor is in producing the unique final good of the economy. Let

us suppose that z(t) follows a Markov chain with values in the set Z ≡ {z1, . . . , zN}. Many

applications of the neoclassical growth model under uncertainty also assume that the stochastic

shock is a labor-augmenting productivity term, so that the aggregate production function takes

the form Y (t) = F(K(t), z(t)L(t)), though for the analysis here, we do not need to impose
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this additional restriction. Suppose that the production function F satisfies Assumptions 1 and

2 from Chapter 2, and define per capita output and the per capita production function as

y(t) ≡
Y (t)

L(t)

≡ f (k(t), z(t)),

with k(t) ≡ K(t)/L(t) once again corresponding to the capital-labor ratio. A fraction δ of

the existing capital stock depreciates at each date. Finally, suppose also that the numbers

z1, . . . , zN are arranged in ascending order and that j > j ′ implies f (k, zj) > f (k, zj ′) for

all k ∈R+. This assumption implies that higher values of the stochastic shock z correspond

to greater productivity at all capital-labor ratios. In addition, let us assume that z(t) follows

a monotone Markov chain (as defined in Assumption 16.6), so that a higher value of z today

makes higher values in the future more likely.

On the preference side, the economy admits a representative household with instantaneous

utility function u(c) that satisfies Assumption 3 in Chapter 8. The representative household

supplies one unit of labor inelastically, so that K(t) and k(t) can be used interchangeably.

Total consumption C(t) and per capita consumption, here denoted by c(t), are also used

interchangeably. Finally, consumption and saving decisions at time t are made after observing

the realization of the stochastic shock for time t , z(t).

The sequence version of the social planner’s problem of maximizing the expected utility of

the representative household can be written as

max E0

∞
∑

t=0

β tu(c(t)) (17.2)

subject to

k(t + 1) = f (k(t), z(t)) + (1 − δ)k(t) − c(t), and k(t) ≥ 0, (17.3)

with given k(0) > 0. The resource constraint (17.3) must hold at each state and for each history

of the stochastic shock, zt (I have not yet introduced the conditioning on the history of these

shocks to keep the formulation of the initial problem simple).

To characterize the optimal growth path using the sequence problem we would need to

define feasible plans, in particular, the mappings k̃[zt] and c̃[zt] introduced in the previous

chapter, with zt ≡ (z(0), . . . , z(t)) again standing for the history of (aggregate) shocks up to

date t . Rather than going through these steps again, let us directly look at the recursive version

of this program, which can be written as

V (k, z) = max
k′∈[0,f (k,z)+(1−δ)k]

{

u(f (k, z) + (1 − δ)k − k′) + βE[V (k′, z′) | z]
}

, (17.4)

where I used “max” rather than “sup,” since this maximization problem does have a solution.

In particular, the main theorems from the previous chapter immediately apply to this problem

and yield the following result.

Proposition 17.1 In the stochastic optimal growth problem described above, the value

function V (k, z) is uniquely defined, strictly increasing in both of its arguments, strictly

concave in k, and differentiable in k > 0. Moreover there exists a uniquely defined policy

function π(k, z) such that the capital stock at date t + 1 is given by k(t + 1) = π (k(t), z(t)).
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Proof. The proof simply involves verifying that Assumptions 16.1–16.6 from the previous

chapter are satisfied, so that Theorems 16.1–16.7 can be applied. To do this, first define k̄ such

that k̄ = f (k̄, zN) + (1 − δ)k̄, and show that starting with k(0), the capital-labor ratio always

remains within the compact set [0, max{k(0), k̄}].

In addition, the following proposition can also be established.

Proposition 17.2 In the stochastic optimal growth problem described above, the policy

function for next period’s capital stock, π(k, z), is strictly increasing in both of its arguments.

Proof. From Assumption 3, u is differentiable, and from Proposition 17.1, V is differentiable

in k. Then for k > 0 we have

u′(f (k, z) + (1 − δ)k − k′) − βE[V ′(k′, z′) | z] = 0,

where V ′ denotes the derivative of the V (k, z) function with respect to its first argument. Since

from Proposition 17.1 V is strictly concave in k, this equation can hold when the level of k or z

increases only if k′ also increases. For example, an increase in k reduces the first term (because

u is strictly concave); hence an increase in k′ is necessary to increase the first term and to reduce

the second term (by the concavity of V ). The argument for the implications of an increase in

z is similar.

It is also straightforward to derive the stochastic Euler equations corresponding to the

neoclassical growth model with uncertainty. For this purpose, let us first define the policy

function for consumption as

π c(k, z) ≡ f (k, z) + (1 − δ)k − π(k, z),

where π(k, z) is the optimal policy function for next date’s capital stock determined in

Proposition 17.1. Using this notation, the stochastic Euler equation can be written as

u′(π c(k, z)) = βE
[

(f ′(π(k, z), z′) + (1 − δ))u′(π c(π(k, z), z′)) | z
]

, (17.5)

where f ′ denotes the derivative of the per capita production function with respect to the capital-

labor ratio k. In this form, the Euler equation looks complicated. A slightly different way of

expressing this equation makes it both simpler and more intuitive:

u′ (c(t)) = βEt

[

p(t + 1)u′ (c(t + 1))
]

, (17.6)

whereEt denotes the expectation conditional on information available at time t , and p(t + 1) is

the stochastic marginal product of capital (including undepreciated capital) at date t + 1. This

form of writing the stochastic Euler equation is also useful for comparison with the competitive

equilibrium, because p(t + 1) corresponds to the stochastic (date t + 1) dividends paid out by

one unit of capital invested at time t . Finally, we can also write the transversality condition

associated with the optimal plan as

lim
t→∞

E
[

β t(f ′(k(t), z(t)) + (1 − δ))u′(c(t))k(t) | z(0)
]

= 0 (17.7)

given z(0) ∈ Z, where for notational simplicity I have again used c(t) = π c(k(t), z(t)) and

k(t) = π(k(t − 1), z(t − 1)). It is straightforward to verify that Theorem 16.8 applies to this

environment and implies that (17.6) and (17.7) are sufficient to characterize the solution to the

optimal growth problem specified here.

Although Proposition 17.1 characterizes the form of the value function and policy functions,

it has two shortcomings. First, it does not provide us with an analogue of the “Turnpike
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Theorem” (see Section 6.8) of the nonstochastic neoclassical growth model. In particular, it

does not characterize the long-run behavior of the neoclassical growth model under uncertainty.

Second, while the characterization provides a number of qualitative results about the value and

the policy functions, it does not deliver comparative static results.

A full analysis of the long-run behavior of the stochastic growth model would take us too

far afield into the analysis of Markov processes. Nevertheless a few simple observations are

useful to appreciate the salient features of the stochastic law of motion of the capital-labor ratio

in this model. The capital stock at date t + 1 is given by the policy function π , thus

k(t + 1) = π (k(t), z(t)) , (17.8)

which defines a general Markov process, since before the realization of z(t), k(t + 1) is a

random variable, with its law of motion governed by the last period’s value of k(t) and the

realization of z(t). If z(t) has a nondegenerate distribution, k(t) does not typically converge

to a single value (see Exercise 17.4). Instead, we may hope that it converges to an invariant

limiting distribution. It can indeed be verified that this is the case. The Markov process (17.8)

defines a sufficiently well-behaved stochastic process that, starting with any k(0), it converges

to a unique invariant limiting distribution, meaning that when we look at sufficiently faraway

horizons, the distribution of k should be independent of k(0). Moreover the average value

of k(t) in this invariant limiting distribution is the same as the time average of {k(t)}T
t=0

as

T → ∞ (so that the stochastic process for the capital stock is ergodic). Consequently a steady-

state equilibrium now corresponds not to specific values of the capital-labor ratio and output

per capita but to an invariant limiting distribution. If the stochastic variable z(t) takes values

within a sufficiently small set, this limiting invariant distribution would hover around some

particular value, which we may wish to refer to as a “quasi-steady-state” value of the capital-

labor ratio, because even though the equilibrium capital-labor ratio may not converge to this

value, it has a tendency to return to a neighborhood thereof. But in general the range of the

limiting distribution could be quite wide.

To obtain a better understanding of the behavior of the neoclassical growth model under

uncertainty, I next provide a simple example, which allows us to obtain a closed-form solution

for the policy function π .

Example 17.1 Suppose that u(c) = log c, F(K, L, z) = zKαL1−α, and δ = 1. The stochas-

tic shock z again follows a Markov chain over the set Z ≡ {z1, . . . , zN}, with transition

probabilities denoted by qjj ′. Let k ≡ K/L. The stochastic Euler equation (17.5) implies that

1

zkα − π(k, z)
= βE

[

αz′π(k, z)α−1

z′π(k, z)α − π (π(k, z), z′)

∣

∣

∣

∣

z

]

, (17.9)

which is a relatively simple functional equation in a single function π(., .). Though simple, this

functional equation would still be difficult to solve unless we had some idea about what the

solution looked like. Here, fortunately, the method of “guessing and verifying” the solution of

the functional equation becomes handy. Let us conjecture that

π(k, z) = B0 + B1zk
α.

Substituting this guess into (17.9), we obtain

1

(1 − B1)zk
α − B0

= βE

[

αz′(B0 + B1zk
α)α−1

z′(B0 + B1zk
α)α − B0 − B1z

′(B0 + B1zk
α)α

∣

∣

∣

∣

∣

z

]

. (17.10)
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It is straightforward to check that this equation cannot be satisfied for any B0 �= 0 (see Exercise

17.5). Thus imposing B0 = 0 and writing out the expectation explicitly with z = zj ′, (17.10)

becomes

1

(1 − B1)zj ′kα
= β

N
∑

j=1

qjj ′

αzj(B1zj ′kα)α−1

zj(B1zj ′kα)α − B1zj(B1zj ′kα)α
.

Simplifying each term within the summation yields

1

(1 − B1)zj ′kα
= β

N
∑

j=1

qjj ′
α

B1(1 − B1)zj ′kα
.

Now taking zj ′ and k out of the summation and using the fact that, by definition,
∑N

j=1
qjj ′ = 1,

we can cancel the remaining terms and obtain B1 = αβ, so that regardless of the exact Markov

chain for z, the optimal policy rule is

π(k, z) = αβzkα.

The reader can verify that this result is identical to that in Example 6.4 in Chapter 6, with

z there corresponding to a nonstochastic productivity term. Thus in this case the stochastic

elements have not changed the optimal policy function. Exercise 17.6 shows that the same

result applies when z follows a general Markov process rather than a Markov chain.

Using this example, we can fully analyze the stochastic behavior of the capital-labor ratio

and output per capita. In fact, the stochastic behavior of the capital-labor ratio in this economy

is identical to that of the OLG model analyzed in Section 17.5, and Figure 17.1 in that section

applies exactly to this example. A more detailed discussion of these issues is left to Exercise

17.7. Unfortunately, Example 17.1 is one of the few instances where the neoclassical growth

model admits closed-form solutions. In particular, if the depreciation rate of the capital stock

δ is not equal to 1, the neoclassical growth model under uncertainty does not admit an explicit

form characterization (see Exercise 17.8).

17.2 Equilibrium Growth under Uncertainty

Let us now consider the competitive equilibria of the neoclassical growth model under un-

certainty. The environment is identical to that in the previous section, and z corresponds to

an aggregate productivity shock affecting all production units. We continue to assume that z

follows a Markov chain. Defining the Arrow-Debreu commodities in the standard way, so that

goods indexed by different realizations of the history zt correspond to different commodities,

this is an economy with a countable infinity of commodities. The Second Welfare Theorem

(Theorem 5.7 from Chapter 5) applies and implies that the optimal growth path characterized

in the previous section can be decentralized as a competitive equilibrium (see Exercise 17.9).

This result justifies the frequent focus on the optimal growth problems in stochastic growth

models.

Here I briefly discuss the explicit characterization of competitive equilibria of this economy

both to show more explicitly the equivalence between the optimal growth problem and the

equilibrium growth problem under complete markets, and also to introduce a number of

important ideas related to the pricing of various contingent claims in competitive equilibrium
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under uncertainty. The complete markets assumption in this context implies that, in principle,

any commodity—including any contingent claim—can be traded competitively. Nevertheless,

as shown by our analysis in Section 5.8, in practice there is no need to specify or trade all

of these commodities, and a subset of the available commodities is sufficient to provide the

necessary trading opportunities to households and firms. The analysis in this section also

shows which subsets of commodities or contingent claims are typically sufficient to ensure

an equilibrium with complete markets. In particular, I first present the characterization of

the competitive equilibrium under uncertainty when the full set of commodities are traded

and all trades take place at time t = 0. I then show how an equivalent characterization of the

competitive equilibrium can be obtained with sequential trading and with the help of a smaller

set of contingent claims, the Arrow securities (recall Section 5.8). In both formulations, the

key step in the characterization of the equilibrium is the formulation of the appropriate market

clearing conditions and the resulting no-arbitrage conditions.

17.2.1 Competitive Equilibrium with the Full Set of Commodities

Preferences and technology are as in the previous section. Recall that the economy admits a

representative household and that the production side of the economy can be represented by

a representative firm (Theorem 5.4). Let us first consider the problem of the representative

household. This household maximizes the objective function given by (17.2) subject to the

lifetime budget constraint (written from the viewpoint of time t = 0).

To write the lifetime budget constraint of the household, let Zt be the set of all possible

histories of the stochastic variable zt up to date t and Z∞ be the set of infinite histories. With

a slight abuse of notation, I write zt ∈ Z∞ to denote a possible history of length t . For any zt ,

let p0[zt] be the price of the unique final good at time t following history zt in terms of the

final good of date 0. Let c[zt] be the time t consumption of the household following history

zt . Let w0[zt] be the wage rate and thus total labor earnings of the household, in terms of the

final good dated 0 following history zt . Finally, let R0[zt] be the price of one unit of capital

after the state has been revealed as zt . Notice that R0[.] here refers to the price of capital goods,

not to the rental price (whereas in the deterministic growth models R was the rental price of

capital). This convention is simply for notational convenience and without any substantive

implications (see below). Using this notation, the household’s lifetime budget constraint can

be written as

∞
∑

t=0

∑

zt∈Z∞

p0[zt]c[zt] ≤

∞
∑

t=0

∑

zt∈Z∞

w0[zt] + R0[z(0)] k(0). (17.11)

Several features about this lifetime budget constraint are worth noting.1 First and most

importantly, there are no expectations. This is because the economy has complete markets,

which implies that the household is making all of its (lifetime) trades in the initial period of the

economy t = 0 at a well-defined price vector for all Arrow-Debreu commodities. Consequently

the lifetime budget constraint applies in exactly the same way as a static budget constraint

in the standard theory of general equilibrium. More explicitly, the household buys claims to

1. Here c[zt] can be interpreted as a policy mapping from possible histories of the stochastic variable to

consumption levels, which was defined as c̃[zt] in the previous chapter. I use the simpler expression c[zt]

in this chapter both to simplify notation and also to emphasize the slightly different interpretation of this object

in the present context as “contingent claims” on consumption after history zt placed at date t = 0.
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different “contingent” consumption bundles. These bundles are contingent in the sense that

they are conditioned on the history of the aggregate state variable (stochastic shock) zt , and

thus whether they are realized and delivered depends on the realization of the sequence of

the stochastic shock. For example, c[zt] denotes units of final good allocated to consumption

at time t if history zt is realized. If a different history is realized, then this claim will not

be exercised. This way of writing the lifetime budget constraint reiterates the importance of

thinking in terms of Arrow-Debreu commodities.

Second, with this interpretation, the left-hand side is simply the total expenditure of the

household taking the prices of all possible claims (i.e., the entire set of p0[zt]s) as given. The

right-hand side has a similar interpretation, except that it denotes the labor earnings of the

household rather than his expenditures. The last term on the right-hand side, R0[z(0)]k(0), is

the value of the household’s initial capital stock (taking the initial state z(0) as given).

Finally, the right-hand side of (17.11) could also include profits accruing to the households

(as in Definition 5.1 in Chapter 5). The fact that the aggregate production function exhibits

constant returns to scale combined with the presence of competitive markets implies that

equilibrium profits are equal to 0. This enables us to omit the additional term for profits in

the representative household’s budget constraint without loss of generality.

The objective function of the household at time t = 0 can also be written somewhat more

explicitly as

∞
∑

t=0

β t
∑

zt∈Z∞

q[zt | z0]u(c[zt]), (17.12)

where q[zt | z0] is the probability at time 0 that the history zt will be realized at time t . I have

written this in the form of a conditional probability to create continuity between the models that

assume all trades take place at date t = 0 and the models with sequential trading. Notice that

the expectations operator is no longer in this objective function. Instead the explicit summation

over all possible events weighted by their probabilities has been introduced.2

For the characterization of the competitive equilibrium from the viewpoint of trading at time

t = 0, it is most convenient to consider the maximization of (17.12) subject to (17.11)—rather

than specifying this problem recursively, which is the approach adopted in Section 17.2.2.

Assuming an interior solution, the first-order conditions are

β tq[zt | z0]u′(c[zt]) = λp0[zt] (17.13)

for all t and all zt , where λ is the Lagrange multiplier on (17.11) and corresponds to the

marginal utility of income at date t = 0 (see Exercise 17.11 on why a single multiplier for

the lifetime budget constraint is sufficient in this case). Combining this first-order condition

for two different histories zt and ẑt (for date t) yields

u′(c[ẑt])

u′(c[zt])
=

p0[ẑt]/q[ẑt | z0]

p0[zt]/q[zt | z0]
,

2. In fact, more generally we could think of the preferences of the representative household as defined over

the entire set of commodities, that is, as a functional U(c[zt]zt∈Z∞). This representation emphasizes that the

household is maximizing its utility defined over different commodities, which here correspond to consumption

goods at different dates and different states. Equation (17.12) exploits—and emphasizes—the fact that the

household has preferences that are additively separable over these different commodities.
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which shows that the right-hand side is the relative price of consumption claims conditional

on histories zt and ẑt . Combining this first-order condition for histories zt and zt+1 such that

zt+1 = (zt, z(t + 1)), we obtain

βu′(c[zt+1])

u′(c[zt])
=

p0[zt+1]/q[zt+1 | z0]

p0[zt]/q[zt | z0]
, (17.14)

so that the right-hand side now corresponds to the contingent interest rate between date t and

t + 1 conditional on zt (and contingent on the realization of zt+1). While these expressions are

intuitive, they cannot be used to characterize equilibrium consumption or investment sequences

until we know more about the prices p0[zt]. We will be able to derive these prices from the

profit maximization problem of the representative firm.

Let us next write the value of the firm at date t = 0, which takes the form

∞
∑

t=0

β t
∑

zt∈Z∞

{

p0[zt](F (Ke[zt], L[zt], z(t))

+ (1 − δ)Ke[zt]) − R0[zt]Ke[zt] − w0[zt]L[zt]
}

,

where recall that R0[zt] is the price of capital and w0[zt] is the wage rate conditional on history

zt , and Ke[zt] and L[zt] are the capital and labor employment levels, respectively, of the

representative firm after history zt . The superscript “e” is introduced specifically to emphasize

that Ke[zt] refers to capital employed by the firm after history zt (and not to capital that is

saved by the households after history zt). Profit maximization by the firm implies that

p0[zt]

(

∂F (Ke[zt], L[zt], z(t))

∂Ke
+ (1 − δ)

)

= R0[zt],

p0[zt]
∂F (Ke[zt], L[zt], z(t))

∂L
= w0[zt].

Using constant returns to scale and expressing everything in per capita terms, these first-order

conditions can be written as

p0[zt](f ′(ke[zt], z(t)) + (1 − δ)) = R0[zt], (17.15)

p0[zt](f (ke[zt], z(t)) − ke[zt]f ′(ke[zt], z(t))) = w0[zt],

where f ′ denotes the derivative of the per capita production function with respect to the capital-

labor ratio, ke ≡ Ke/L. The first equation relates the price of the final good to the price of capital

goods and to the marginal productivity of capital, while the second equation determines the

wage rate in terms of the price of the final good and the marginal (physical) product of labor.

Equation (17.15) can also be interpreted as stating that the price of a unit of capital good

after history zt , R0[zt], is equal to the value of the dividends paid out by this unit of capital

inclusive of undepreciated capital (i.e., the price of the final good, p0[zt]) times the marginal

product of capital f ′(ke[zt], z(t)) plus the (1− δ) fraction of the capital that is not depreciated

and paid back to the holder of the capital good in terms of date t final good. An alternative

way of formulating the competitive equilibrium and writing (17.15) is to assume that capital

goods are rented—not purchased—by firms, thus introducing a rental price sequence for capital
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goods. Exercise 17.12 shows that this alternative formulation leads to identical results. This

is not surprising because, with complete markets, buying one unit of capital today and selling

contingent claims on 1− δ units of capital tomorrow is equivalent to renting. Whether one uses

the formulation in which capital goods are purchased or rented by firms is then just a matter

of convenience and emphasis.

The key step in the characterization of a competitive equilibrium is the specification of the

set of market clearing conditions. For labor, this is straightforward and requires

L[zt] = 1 for all zt . (17.16)

To write the market clearing condition for capital, recall that per capita production after

history zt is given by f (ke[zt], z(t)) + (1− δ)ke[zt], and this is divided between consumption

c[zt] and savings k[zt]. The capital used at time t + 1(after history zt+1) must be equal to k[zt],

since this is the amount of capital available at the beginning of date t + 1. Market clearing for

capital therefore implies that for any zt+1 = (zt, z(t + 1)),

ke[zt+1] = k[zt], (17.17)

because the amount of available capital at time t is fixed regardless of the realization of z(t + 1).

The capital market clearing condition can then be written as

c[zt] + k[zt] ≤ f (k[zt−1], z(t)) + (1 − δ)k[zt−1] (17.18)

for any zt+1 = (zt, z(t + 1)).

The no-arbitrage conditions that are essential in the characterization of the competitive

equilibrium, which link the price of capital conditional on zt+1 (R0[zt+1]) to the price of the

final good at time t (p0[zt]), are then directly implied by the capital market clearing conditions.

In particular, consider the following riskless arbitrage; the household buys one unit of the final

good after history zt and saves it to be used as capital at time t + 1.3 It simultaneously sells

claims on capital goods for each zt+1 = (zt, z(t + 1)). These combined transactions carry no

risk, since the one unit of the final good bought after history zt covers the obligation to pay

one unit of capital good after any history zt+1 = (zt, z(t + 1)). Consequently, this transaction

should not make or lose money, which implies the no-arbitrage condition

p0[zt] =
∑

z(t+1)∈Z

R0[(zt, z(t + 1))]. (17.19)

A competitive equilibrium is defined in a standard manner as feasible policies determining

consumption, saving, and capital levels, {c[zt], k[zt], ke[zt+1]}zt∈Zt , and price sequences,

{p0[zt], R0[zt], w0[zt]}zt∈Zt , such that households maximize utility (i.e., satisfy (17.13)), firms

maximize profits (i.e., satisfy (17.15) and (17.19)), and labor and capital markets clear (i.e.,

(17.16), (17.17), and (17.18) are satisfied).

3. This assumes that households can themselves save current output to be used as capital at the next date. Since

goods dated t and t + 1 are different Arrow-Debreu commodities, one might alternatively introduce firms that

transform goods dated t into goods dated t + 1, and in this case, the no-arbitrage condition would correspond to

the profit maximization condition of these firms. Whether or not these firms are introduced has no implications

for the rest of the analysis.
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To characterize the equilibrium path, let us substitute from (17.15) and (17.19) into the

first-order condition for consumption given by (17.13) and rearrange to obtain

u′(c[zt]) =
∑

z(t+1)∈Z

λp0[zt+1]

β tq[zt | z0]
(f ′(k[zt], z(t + 1)) + (1 − δ)). (17.20)

Using (17.13) for t + 1, we also have

βu′(c[zt+1]) =
λp0[zt+1]

β tq[zt+1 | z0]
(17.21)

=
λp0[zt+1]

β tq[zt+1 | zt]q[zt | z0]
,

where the second line simply uses the fact that, by the law of iterated expectations, q[zt+1 | z0]

= q[zt+1 | zt]q[zt | z0]. Substituting this into (17.20) gives

u′(c[zt]) = β
∑

z(t+1)∈Z

q[zt+1 | zt](f ′(k[zt], z(t + 1)) + (1 − δ))u′(c[zt+1])

= βE[(f ′(k[zt], z(t + 1)) + (1 − δ))u′(c[zt+1]) | zt] (17.22)

which is identical to (17.6). Since from Theorem 16.8, the stochastic Euler equation (17.6) and

the transversality condition (17.7) are sufficient for optimal growth, the equivalence between

optimal and equilibrium growth under uncertainty follows by observing that the lifetime budget

constraint (17.11) and the transversality condition of the representative household imply (17.7).

To establish this claim, first note that, with an argument similar to that in Section 8.6 of

Chapter 8, the lifetime budget constraint of the representative household (17.11) is equivalent to

lim
t→∞

[

∑

zt−1∈Zt−1

p0[zt−1]k[zt−1]

]

≥ 0. (17.23)

Here k[zt−1] denotes the asset (capital) holdings of the representative household after history

zt−1, and p0[zt−1] is the price of the final good after this history. If this expression were negative,

the household would be accumulating debt and violating the stochastic equivalent of the no-

Ponzi condition (and thus (17.11)). Moreover the transversality condition of the household (or

local nonsatiation) implies that (17.23) must hold as equality. Now combining this with (17.21)

for t − 1 and noting that λ > 0, we obtain

lim
t→∞

[

β t−1
∑

zt−1∈Zt−1

q[zt−1 | z0]u′(c[zt−1])k[zt−1]

]

= 0.

Next using (17.22) and the fact that q[zt | z0] = q[zt | zt−1]q[zt−1 | z0], this equation can be

written as
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lim
t→∞

[

β t
∑

zt∈Zt

q[zt | z0](f ′(k[zt−1], z(t)) + (1 − δ)) u′(c[zt])k[zt−1]

]

= 0,

which is identical to (17.7). This establishes the following proposition.

Proposition 17.3 In the above-described economy, optimal and competitive growth paths

coincide.

Proof. See Exercise 17.13.

17.2.2 Competitive Equilibrium with Sequential Trading

Complementary insights can be obtained by considering the equilibrium problem in its equiv-

alent form with sequential trading and using the appropriate Arrow securities rather than all

trades taking place at the initial date t = 0. To do this, we write the budget constraint of the

representative household somewhat differently. First, normalize the price of the final good at

each date to 1 (recall the discussion in Section 5.8 in Chapter 5). The a[zt]s now correspond

to (basic) Arrow securities that pay out only in specific states on nature. More explicitly, a[zt]

denotes the assets of the household in terms of the final good at date t conditional on history

zt . We interpret {a[zt]}zt∈Zt as a set of contingent claims that the household has purchased that

pay a[zt] units of the final good at date t when history zt is realized. We also denote the price

of a claim to one unit of a[zt] at time t − 1 after history zt−1 by p̄[z(t) | zt−1], where naturally

zt = (zt−1, z(t)). The amount of these claims purchased by the household is denoted directly

by the amount that these claims will pay out, a[(zt−1, z(t))]. Consequently, the flow budget

constraint of the household can be written as

c[zt] +
∑

z(t+1)∈Z

p̄[z(t + 1) | zt] a[(zt, z(t + 1))] ≤ w[zt] + a[zt],

where w[zt] is the equilibrium wage rate after history zt in terms of final goods dated t , so

the right-hand side is the total amount of resources available to the household after history

zt , which is spent on consumption, c[zt], and for purchasing contingent claims to the final

good at the next date, a[(zt, z(t + 1))]. The total expenditure on these claims is equal to
∑

z(t+1)∈Z
p̄[z(t + 1) | zt]a[(zt, z(t + 1))].

With this formulation, we can once again write the sequence version of the optimization

problem of the household. To save space, let us directly go to the recursive formulation, leaving

the sequence version of the problem with sequential trading to Exercise 17.14.

Preparing for the recursive formulation, let a denote the current asset holdings of the

household (in terms of the notation above, you can think of this as the realization of the cur-

rent assets after some history zt). Then the flow budget constraint of the household can be

written as

c +
∑

z′∈Z

p̄[z′ | z] a′[z′ | z] ≤ w + a,

where p̄[z′ | z] summarizes the prices of contingent claims (for next date’s state z′ given current

state z), and a′[z′ | z] denotes the corresponding asset holdings. Let V (a, z) be the value

function of the household when it holds a units of the final good as assets, and the current

realization of the stochastic variable is z. The choice variables of the household are contingent
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asset holdings for the next date, denoted by a′[z′ | z], and consumption today, denoted by c[a, z].

Let us also denote by q[z′ | z] the probability that next period’s stochastic variable is equal to

z′ conditional on today’s value being z. Then, taking the sequence of equilibrium prices p̄ as

given, the value function of the representative household is

V (a, z) = max
{a′[z′|z]}z′∈Z

{

u
(

a + w −
∑

z′∈Z

p̄[z′ | z]a′[z′ | z]
)

+ β
∑

z′∈Z

q[z′ | z]V (a′[z′ | z], z′)

}

. (17.24)

Theorems 16.1–16.7 can again be applied to this value function (see Exercise 17.15). The

first-order condition for current consumption can now be written as

p̄[z′ | z]u′(c[a, z]) = βq[z′ | z]
∂V (a′[z′ | z], z′)

∂a
(17.25)

for any z′ ∈ Z, with c[a, z] denoting the optimal consumption conditional on asset holdings a

and stochastic variable z.

The key to the characterization of the equilibrium is again the capital market clearing

condition. Let us denote the amount of savings of the representative household given the current

value of z by k[z], which is decided before next period’s stochastic shock z′ is realized. Capital

market clearing requires that

a′[z′ | z] = R[z′ | z]k[z] (17.26)

for all z′ ∈ Z. In other words, in the aggregate, the same amount of savings will be present

in all states at the next date, and thus the total claims to the final good in state z′ given last

period’s state z must simply be given by this amount of savings multiplied by the price of

capital R[z′ | z].

The capital market clearing condition (17.26) again provides the key no-arbitrage condition,

which now takes the form

∑

z′∈Z

p̄[z′ | z]R[z′ | z] = 1, (17.27)

where R[z′ | z] is the price of capital goods when the current state is z′ and last period’s state

was z. Intuitively, the cost of one unit of the final good now, which is 1, has to be equal to the

return that the household obtains by saving this good to be used as capital next period. When

tomorrow’s state is z′, the gross rate of return in terms of tomorrow’s goods is R[z′ | z], and

the relative price of tomorrow’s goods in terms of today’s goods is p̄[z′ | z]. Summing over

all possible states z′ tomorrow must then have a total return of 1 to ensure no arbitrage (see

Exercise 17.16). Let us now combine (17.25) with the Envelope condition,

∂V (a, z)

∂a
= u′(c[a, z]),
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and then multiply both sides of (17.25) by R[z′ | z] and sum over all z′ ∈ Z to obtain the

first-order condition of the household as

u′(c[a, z]) = β
∑

z′∈Z

q[z′ | z]R[z′ | z]u′(c[a′, z′]).

= βE[R[z′ | z]u′(c[a′, z′]) | z],

which is identical to (17.6). A similar argument to that in Section 17.2.1 establishes that

the transversality condition of the optimal growth problem, (17.7), is again satisfied in the

competitive equilibrium. Consequently the approach based on sequential trading also leads to

a competitive equilibrium allocation identical to the solution to the optimal growth problem.

The analysis in Sections 17.2.1 and 17.2.2 illustrates the equivalence between the optimal

growth problem (under uncertainty) and the competitive equilibrium allocation (with a com-

plete set of markets). Given this equivalence, also implied directly by the Second Welfare

Theorem (Theorem 5.7), and the fact that the former problem is considerably simpler, much of

the literature focuses on the optimal growth problem rather than the explicit characterization

of the competitive equilibrium under uncertainty. The (stochastic) equilibrium paths of the real

variables are obtained from this optimal growth problem, and equilibrium prices are given by

the Lagrange multipliers. For example, the prices of capital goods, the R[z′ | z]s, which also

give the key intertemporal prices, are given by (17.5) and (17.6) as the marginal product of

capital in the optimal growth path.

17.3 Application: Real Business Cycle Models

One of the most important applications of the neoclassical growth model under uncertainty

over the past 25 years has been to the analysis of short- and medium-run fluctuations. The

approach, pioneered by Kydland and Prescott’s seminal (1982) paper and referred to as the Real

Business Cycle (RBC) theory, uses the neoclassical growth model with aggregate productivity

shocks in order to provide a framework for the analysis of macroeconomic fluctuations.

The Real Business Cycle (RBC) theory has been one of the most active research areas of

macroeconomics in the 1990s and also one of the most controversial. On the one hand,

its conceptual simplicity and relative success in matching certain moments of employment,

consumption, and investment fluctuations for a given (appropriately chosen) sequence of

aggregate productivity shocks have attracted a large following. On the other hand, the absence

of monetary factors and demand shocks, the traditional pillars of Keynesian economics and

previous research on macroeconomic fluctuations, has generated a ferocious opposition and

much debate on the merits of this theory. The merits of the RBC theory are not relevant for

our focus here and would take us too far afield from the key questions of economic growth.

Nevertheless a brief exposition of the canonical RBC model is useful for two purposes. First,

it constitutes one of the most important applications of the neoclassical growth model under

uncertainty and has become one of the workhorse models for macroeconomic research over

the past 25 years. Second, it illustrates how the introduction of labor supply choices into the

neoclassical growth model under uncertainty generates new insights. So far I have assumed,

except in Exercise 8.33 in Chapter 8, that labor is supplied inelastically. Because the issue of

labor supply is central to a number of questions in macroeconomics, a brief analysis of the

neoclassical growth model with labor supply is also useful.
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The environment is identical to that in Sections 17.1 and 17.2, with the only difference being

that the instantaneous utility function of the representative household now takes the form

u(C, L),

where C denotes consumption and L labor supply. I use uppercase letters for consistency with

what comes below. I assume that u is jointly concave and differentiable in both of its arguments

and is strictly increasing in C and strictly decreasing in L. I also assume that L lies in some

convex compact set [0, L̄].

Given the equivalence between the optimal growth and competitive equilibrium allocations,

I focus on the optimal growth formulation, which is the maximization of

E

∞
∑

t=0

β tu(C(t), L(t))

subject to the flow resource constraint

K(t + 1) ≤ F(K(t), L(t), z(t)) + (1 − δ)K(t) − C(t),

where the aggregate productivity shock z(t) again follows a monotone Markov chain.

The social planner’s problem can be written recursively as

V (K, z) = sup
L∈[0,L̄]

K′∈[0,F (K,L,z)+(1−δ)K]

{

u(F (K, L, z) + (1 − δ)K − K ′, L) + βE[V (K ′, z′) | z]
}

.

(17.28)

The following proposition is once again a direct consequence of Theorems 16.1–16.7.

Proposition 17.4 The value function V (K, z) defined in (17.28) is continuous and strictly

concave in K , strictly increasing in K and z, and differentiable in K > 0. There exist unique

policy functions πk(K, z) and π l(K, z) that determine the capital stock for the next period and

labor supply today as functions of the current capital stock K and the stochastic variable z.

Proof. See Exercise 17.17.

Under the assumption that an interior solution exists, the relevant prices can be obtained

from the appropriate multipliers, and standard first-order conditions characterize the form of

the equilibrium. In particular, the two key first-order conditions determine the evolution of

consumption over time and the equilibrium level of labor supply. Denoting the derivatives

of the u function with respect to its first and second arguments by uc and ul, respectively, the

derivatives of the F function by Fk and Fl, and defining the policy function for consumption as

π c(K, z) ≡ F(K, π l(K, z), z) + (1 − δ)K − πk(K, z),
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these first-order conditions take the form

uc(π
c(K, z), π l(K, z))

= βE
[

R(πk(K, z), z′) uc(π
c(πk(K, z), z′), π l(πk(K, z), z′)) | z

]

,

w(K, z)uc(π
c(K, z), π l(K, z))

= −ul(π
c(K, z), π l(K, z)), (17.29)

where

R(K, z) = Fk(K, π l(K, z), z) + (1 − δ), and w(K, z) = Fl(K, π l(K, z), z)

denote the gross rate of return to capital and the equilibrium wage rate respectively. Notice that

the first condition in (17.29) is essentially identical to (17.5), whereas the second is a static

condition determining the level of equilibrium (or optimal) labor supply. The second condition

does not feature expectations, since it is conditional on the current value of the capital stock

K and the current realization of the aggregate productivity variable z.

Why is this framework useful for the analysis of macroeconomic fluctuations? The answer

lies in the fact that estimates of TFP, along the lines described in Chapter 3, indicate that

it is procyclical—that is, it fluctuates considerably and is higher in periods during which

output is above trend and unemployment is low. So let us think of a period in which z is

low. Clearly, if there is no offsetting change in labor supply, output is low, so we can think of

this period as a “recession.” Moreover, under standard assumptions, the wage rate w(K, z) and

equilibrium labor supply declines.4 Thus there is low employment as well as low output. Thus

a negative productivity shock generates two of the important characteristics of a recessionary

period. In addition, if the Markov chain (or more generally the Markov process) governing

the behavior of z exhibits persistence, output will be low the following period as well, so

output and employment exhibit persistent fluctuations. Finally, provided that the aggregate

production function F(K, L, z) takes a form such that low output is also associated with low

marginal product of capital, the expectation of future low output will typically reduce savings

and thus future levels of capital stock (though this depends on the form of the utility function,

which regulates the desire for consumption smoothing and the balance between income and

substitution effects).

This brief discussion suggests that the neoclassical growth model with aggregate produc-

tivity shocks and labor supply choices generates some of the major qualitative features of

the business cycle. The RBC literature argues that this model, under suitable assumptions,

also generates the major quantitative features, such as the correlations between output, in-

vestment, and employment. The bulk of the RBC debate focuses on: (1) whether the model

indeed matches these moments in the data, (2) whether these are the right empirical objects to

look at (e.g., as opposed to persistence in employment or output at different frequencies), and

4. There is no agreement as to whether wages are indeed procyclical. Average wages do not seem to be

procyclical over the business cycle, but this may be because of selection bias, the fact that the composition

of the labor force changes over the business cycle as those who lose their jobs during recessions are typically

different from the average worker. Depending on how one corrects for this potential source of bias, wages

appear to be either mildly procyclical or acyclical. See, for example, Bils (1985); Solon, Barsky, and Parker

(1994); and Abraham and Haltiwanger (1995).



582 . Chapter 17 Stochastic Growth Models

(3) whether a framework in which the driving force of fluctuations is exogenous changes in

aggregate productivity is sidestepping the more interesting question of why there are shocks

that cause recessions. It is fair to say that, while the RBC debate is not as active today as it

was in the 1990s, there has not been a complete agreement on these questions. In the mean-

time, many extensions of the standard RBC model have improved over the bare-bones version

presented here.

The model presented here considers the neoclassical growth model without exogenous

technological progress. Exercise 17.18 introduces exogenous technological progress into this

model and shows that the analysis is essentially unchanged. The next example considers a very

simple case of the RBC model that can be solved in closed form (though the price of doing so

is that some of the interesting features of the model are lost).

Example 17.2 Consider an example economy similar to that studied in Example 17.1. In

particular, suppose that u(C, L) = log C − γL, F(K, L, z) = zKαL1−α, and δ = 1. Pro-

ductivity z follows a monotone Markov chain over the set Z ≡
{

z1, . . . , zN

}

, with transition

probabilities denoted by qjj ′. As in the previous example, let us conjecture that

πk(K, z) = BzKαL1−α.

The stochastic Euler equation for consumption (17.29) then implies that

1

(1 − B)zKαL1−α
= βE

[

αz′(BzKαL1−α)−(1−α)(L′)1−α

(1 − B)z′(BzKαL1−α)α(L′)1−α

∣

∣

∣

∣

∣

z

]

,

where L′ denotes next period’s labor supply. Canceling constants within the expectations and

taking terms that do not involve z′ out of the expectations, this equation simplifies to

1

zKαL1−α
= βE

[

α(BzKαL1−α)−1
∣

∣

∣ z
]

,

which yields B = αβ. The resulting policy function for the capital stock is therefore

πk(K, z) = αβzKαL1−α,

which is identical to that in Example 17.1. Next, the first-order condition for labor implies that

(1 − α)zKαL−α

(1 − B)zKαL1−α
= γ.

The resulting policy function for labor can be obtained as

π l(K, z) =
(1 − α)

γ (1 − αβ)
,

which implies that labor supply is constant. This is because with the logarithmic preferences

here, the income and substitution effects cancel out; thus the increase in wages induced by

a change in aggregate productivity has no effect on labor supply. Exercise 17.19 shows that

the same result obtains when the utility function takes the form of u(C, L) = log C + h(L)

for some decreasing and concave function h. Overall, this simple version of the RBC model

therefore generates positive covariation between output, consumption, and investment, but it

does not lead to labor fluctuations.
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17.4 Growth with Incomplete Markets: The Bewley Model

I now turn to a fundamentally different model of economic growth, where the economy does

not admit a representative household, and idiosyncratic risks are not diversified. This model

was first introduced and studied by Truman Bewley (1977, 1980). It has subsequently been

revived, extended, and applied to a variety of new questions, including the structure of optimal

fiscal policy, business cycle fluctuations, and asset pricing in Aiyagari (1994) and Krusell and

Smith (1998, 2005). Many economists believe that, to a first approximation, such a structure

provides a better approximation to reality than the complete markets neoclassical growth

model. Unfortunately, this model, which is often referred to as the “Bewley economy,” is

considerably more complicated than the baseline neoclassical growth model. Moreover, as

discussed below, the assumption that there is no insurance for individual income fluctuations—

except through self-insurance, that is, the process of accumulating assets to be used on a rainy

day—is extreme and may limit the applications of the current model in the growth context.

The economy is populated by a continuum 1 of households, and the set of households is

denoted by H. Each household has preferences given by (17.2) and supplies labor inelastically.

Suppose also that the second derivative of this utility function, u′′(.), is increasing. In contrast

to the baseline neoclassical growth model, the efficiency units that each household supplies

vary over time. In particular, each household h ∈ H has a labor endowment of zh(t) at time

t , where zh(t) is an independent draw from the set Z ≡ [zmin, zmax] (0 < zmin < zmax < ∞),

so that the minimum labor endowment is zmin. Suppose that the labor endowment of each

household is identically and independently distributed with distribution function G(z) defined

over [zmin, zmax].

The production side of the economy is the same as in the canonical neoclassical growth

model under certainty and is represented by an aggregate production function satisfying

Assumptions 1 and 2 (see Chapter 2), as in (17.1). The only difference is that L(t) is now

the sum (integral) of the heterogeneous labor endowments of all agents and is written as

L(t) =

∫

h∈H

zh(t)dh.

Appealing to a law of large numbers–type argument, L(t) is constant at each date and can be

normalized to 1. Thus output per capita in the economy can be expressed as

y(t) = f (k(t)),

with k(t) = K(t). Notice that there is no longer any aggregate productivity shock. The only

source of uncertainty is idiosyncratic (at the individual household level). Consequently, while

households experience fluctuations in their labor income and consumption, we can imagine

a stationary equilibrium in which aggregates are constant over time. Throughout this section

I focus on such a stationary equilibrium. In particular, in a stationary equilibrium the wage

rate w and the gross rate of return on capital R are constant (though of course their levels

are determined endogenously to ensure equilibrium). Let us first take these prices as given

and look at the behavior of a typical household h ∈ H (I am using the language “typical”

household, since, though not representative, this household faces an identical problem to all

other households in the economy). This household solves the following maximization problem:

maximize (17.2) subject to the flow budget constraint

ah(t + 1) ≤ Rah(t) + wzh(t) − ch(t)
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for all t , where ah(t) is the asset holding of household h ∈ H at time t . Consumption cannot

be negative, so ch(t) ≥ 0. In addition, though we do not impose any exogenous borrowing

constraints, with the same reasoning as in the model of the permanent income hypothesis (see

Section 16.5.1 in the previous chapter), the requirement that the household should satisfy its

lifetime budget constraint in all histories imposes the endogenous borrowing constraint

ah(t) ≥ −
zmin

R − 1
≡ −b (17.30)

for all t (see Exercise 17.20). We can then write the maximization problem of household h ∈ H

recursively as

V h(a, z) = max
a′∈[−b,Ra+wz]

{

u(Ra + wz − a′) + βE[V h(a′, z′) | z]
}

. (17.31)

Standard arguments then establish the following proposition.

Proposition 17.5 The value function V h(a, z) defined in (17.31) is uniquely defined, con-

tinuous, and strictly concave in a; strictly increasing in a and z; and differentiable in a ∈

(−b, Ra + wz). Moreover the policy function that determines next period’s asset holding

π(a, z) is uniquely defined, continuous in a, and nondecreasing in a and z.

Proof. See Exercise 17.21.

The total amount of capital stock in the economy can be obtained by aggregating the asset

holdings of all households in the economy; thus in a stationary equilibrium we have

k(t + 1) =

∫

h∈H

ah(t)dh

=

∫

h∈H

π(ah(t), zh(t))dh.

This equation integrates over all households, taking their asset holdings and the realization of

their stochastic shock as given. It states that both the average of current asset holdings and

also the average of tomorrow’s asset holdings must be equal by the definition of a stationary

equilibrium. To understand this condition, recall that, as in the neoclassical growth model, the

policy function a′ = π(a, z) defines a Markov process. Under fairly weak assumptions this

Markov process admits a unique invariant distribution. If this were not the case, the economy

could have multiple stationary equilibria or there might even be problems of nonexistence.

For our purposes here, we can ignore this complication and assume the existence of a unique

invariant distribution, which is denoted by Ŵ(a), so that the stationary equilibrium capital-labor

ratio is given by

k∗ =

∫ ∫

π(a, z)dŴ(a)dG(z),

which uses the fact that z is distributed identically and independently across households and

over time.

Turning to the production side, factor prices are the same as in the neoclassical growth

model under certainty, that is,

R = f ′(k∗) + (1 − δ), and w = f (k∗) − k∗f ′(k∗).
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Recall from Chapters 6 and 8 that the neoclassical growth model with complete markets and

no uncertainty implies that there exists a unique steady state in which βR = 1, that is,

f ′(k∗∗) = β−1 − (1 − δ), (17.32)

where k∗∗ refers to the capital-labor ratio of the neoclassical growth model under certainty.

In the Bewley economy, (17.32) is no longer true.

Proposition 17.6 In any stationary equilibrium of the Bewley economy, the stationary

equilibrium capital-labor ratio k∗ is such that

f ′(k∗) < β−1 − (1 − δ), (17.33)

and

k∗ > k∗∗, (17.34)

where k∗∗ is the capital-labor ratio of the neoclassical growth model under certainty.

Proof. Suppose f ′(k∗) ≥ β−1 − (1− δ). Then the result in Exercise 16.11 from the previous

chapter implies that each household’s expected consumption is strictly increasing. Thus av-

erage consumption in the population, which is deterministic, is strictly increasing and would

tend to infinity. This is not possible in view of Assumption 2, which implies that aggregate

resources must always be finite. This argument establishes (17.33). Given this result, (17.34)

immediately follows from (17.32) and from the strict concavity of f (.) (Assumption 1).

Intuitively, the interest rate in the incomplete markets economy is depressed relative to

the neoclassical growth model with certainty because each household has an additional self-

insurance, or precautionary, incentive to save. These additional savings increase the capital-

labor ratio and reduce the equilibrium interest rate. Interestingly, therefore, the Bewley econ-

omy, like the OLG model of Chapter 9, leads to a higher capital intensity of production than

the standard neoclassical growth model. Observe that in both cases, the lack of a representative

household plays an important role in this result.

While the Bewley model is an important workhorse for macroeconomic analysis, two of its

features may be viewed as potential shortcomings. First, as already remarked in the context of

the OLG model, the source of inefficiency coming from overaccumulation of capital is unlikely

to be important for explaining income per capita differences across countries. Thus the Bewley

model is not interesting because of the greater capital-labor ratio that it generates. Instead it

is important as an illustration of how an economy might exhibit a stationary equilibrium in

which aggregates are constant while households have uncertain and fluctuating consumption

and income profiles. It also emphasizes the role of idiosyncratic risks in the context of the

neoclassical growth model. Issues of individual risk bearing are important in the context of

economic development as shown in Section 17.6 below and also in Chapter 21. Second,

the incomplete markets assumption in this model may be extreme. In practice, when their

incomes are low, households may receive transfers, either because they have entered into

some form of private insurance or because of government-provided social insurance. Instead

the current model exogenously assumes that there are no insurance possibilities. Models

in which the lack of insurance opportunities are derived from microfoundations (e.g., from

moral hazard or adverse selection) or models in which the set of active markets is determined

endogenously would be more satisfactory. While models of limited insurance due to moral

hazard or adverse selection are beyond the scope of this book, I present an economic growth

model with endogenously incomplete markets in Section 17.6.
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17.5 The Overlapping Generations Model with Uncertainty

Let us now briefly consider a stochastic version of the canonical OLG model from Section

9.3 in Chapter 9. Time is discrete and runs to infinity. Each household lives for two periods.

Suppose as in Section 9.3 that the utility of a household in generation t is given by

Ut

(

c1(t), c2(t + 1)
)

= log c1(t) + β log c2(t + 1). (17.35)

There is a constant rate of population growth equal to n, so that

L(t) = (1 + n)tL(0), (17.36)

where L(0) is the size of the first generation. As in Section 9.3, the aggregate production

technology is Cobb-Douglas but now also includes an aggregate stochastic shock z, which is

assumed to follow a Markov process. Consequently total output at time t is given by

Y (t) = z(t)K(t)αL(t)1−α.

Expressing this in per capita terms yields y(t) = z(t)k(t)α. To simplify the notation, suppose

also that capital depreciates fully (δ = 1). Factor prices clearly only depend on the current

values of z and the capital-labor ratio k:

R(k, z) = αzkα−1, and w(k, z) = (1 − α)zkα. (17.37)

The consumption Euler equation for a household of generation t takes the form

c2(t + 1)

c1(t)
= βR(t + 1) = βR(k, z),

with R(k, z) given by (17.37). The total amount of savings at time t is then given by s(t) =

s(k(t), z(t)) such that

s(k, z) =
β

1 + β
w(k, z), (17.38)

which, as in the canonical OLG and Solow growth models, corresponds to a constant savings

rate, now equal to β/(1 + β).

Combining (17.38) with (17.36) and the fact that δ = 1, the next date’s capital stock k(t + 1)

can be written as

k(t + 1) = π(k, z)

=
s(k, z)

(1 + n)

=
β(1 − α)zkα

(1 + n)(1 + β)
. (17.39)

Clearly, if z = z̄, this equation would have a unique steady state with the capital-labor ratio

given by

k∗ =

[

β(1 − α)z̄

(1 + n)(1 + β)

]
1

1−α

. (17.40)
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FIGURE 17.1 The stochastic correspondence of the overlapping generations model. Values for

next period’s capital-labor ratio within the two curves marked zmin and zmax are possible. The path

k(0) → k(1) → k(2) → k(3) illustrates a particular sample path.

However, when z has a nondegenerate distribution, (17.39) defines a stochastic first-order

difference equation. As in the neoclassical growth model under uncertainty, the long-run

equilibrium of this model corresponds to an invariant distribution of the capital stock. In

this particular case, (17.39) provides us with a tractable stochastic law of motion, and further

insights about equilibrium behavior can be obtained from a diagrammatic analysis.

Suppose that z is distributed with support [zmin, zmax], then the behavior of the economy can

be analyzed by plotting the stochastic correspondence associated with (17.39), which is done in

Figure 17.1. The stochastic correspondence plots the entire range of possible values of k(t + 1)

for a given value of k(t). The upper thick curve corresponds to the realization of zmax, while

the lower thick curve corresponds to the realization of zmin. The dashed curve in the middle is

for z = z̄. Observe that the curves for both zmin and zmax start above the 45
◦

line, which is a

consequence of the Inada condition implied by the Cobb-Douglas technology—the marginal

product of capital is arbitrarily large when the capital stock is close to zero. The stochastic

correspondence enables a simple analysis of the dynamics of certain stochastic models. For

example, Figure 17.1 plots a particular sample path of the capital-labor ratio in this economy,

where starting with k(0), the economy first receives a fairly favorable productivity shock

moving to k(1). Following this, there is another moderately favorable productivity realization,

and the capital-labor ratio increases to k(2). In the following period, however, the realization

of the stochastic variable is quite bad, and the capital-labor ratio and thus output per capita

decline sharply. This figure illustrates the type of dynamics that can emerge. Similar methods

are used in the next section in a somewhat richer model.
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Another noteworthy feature of this model is that, together with the stochastic Solow model

discussed in Exercise 17.3 and the specific form of the neoclassical growth model in Example

17.1, it provides a much simpler model of stochastic growth than the neoclassical growth

model under uncertainty. In the OLG model (with log preferences) and the Solow model, this

is because saving decisions are myopic and remain unaffected by the distribution of stochastic

shocks or even their realizations. Thus for a range of macroeconomic questions, these more

myopic models or the simple neoclassical model of Example 17.1 might provide tractable

alternatives to the full neoclassical growth model under uncertainty.

17.6 Risk, Diversification, and Growth

In this section, I present a stochastic model of long-run growth based on Acemoglu and Zilibotti

(1997). This model is useful for two distinct purposes. First, because it is simpler than the

baseline neoclassical growth model under uncertainty, it enables a complete characterization

of the stochastic dynamics of growth and shows how simple ideas from the theory of Markov

processes can be used in the context of the study of economic growth. Second and more

important, this model introduces a number of issues in the theory of long-run growth. In

particular, I have so far focused on models with balanced growth and relatively well-behaved

transitional dynamics. The experience of economic growth over the past few thousand years

has been much less orderly than implied by these models, however. Until about 200 years ago,

growth in income per capita was relatively rare. Sustained growth in income per capita is a

relatively recent phenomenon. Before this takeoff into sustained growth, societies experienced

periods of growth followed by large slumps and crises. Acemoglu and Zilibotti (1997), Imbs

and Wacziarg (2003), and Koren and Tenreyro (2007) document that even today richer countries

have much more stable growth performances than less developed economies, which suffer from

higher variability in their growth rates. In many ways, this pattern of relatively risky growth

and low productivity followed by a process of capital-deepening, financial development, and

better risk management is a major characteristic of the history of economic growth. The famous

economic historian Fernand Braudel (1973, p. xi) describes the start of economic growth in

Western Europe as follows:

The advance occurred very slowly over a long period and was broken by sharp

recessions. The right road was reached and thereafter never abandoned, only during

the eighteenth century, and then only by a few privileged countries. Thus, before 1750

or even 1800 the march of progress could still be affected by unexpected events, even

disasters.

In the model I present here, these patterns arise endogenously because the extent to which

the economy can diversify risks by investing in imperfectly correlated activities is limited by

the amount of capital it possesses. As the amount of capital increases, the economy achieves

better diversification and faces fewer risks. The resulting equilibrium process thus generates

greater variability and risk at the early stages of development, and these risks are significantly

reduced after the economy manages to take off into sustained growth. Moreover, the desire

of households to avoid risk makes them invest in lower return, less risky activities during the

early stages of development; thus the growth rate of the economy is endogenously limited

during this pre-takeoff stage. In addition, in this model, economic development goes hand-in-

hand with financial development, as greater availability of capital enables better risk sharing

through asset markets. Finally, because the model is one of endogenously incomplete markets,

it also enables us to show that price-taking behavior by itself is not sufficient to guarantee
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Pareto optimality; we will see that the form of inefficiency of the equilibrium in this economy

is interesting both on substantive and methodological grounds.

17.6.1 Preferences, Technology, and Market Structure

Consider an OLG economy in which each generation lives for two periods. There is no

population growth, and the size of each generation is normalized to 1. Production consists of

two sectors. The first sector produces final goods with the Cobb-Douglas production function

Y (t) = K(t)αL(t)1−α, (17.41)

where as usual L(t) is total labor, and K(t) is the total capital stock available at time t . Capital

depreciates fully after use (δ = 1 in terms of our previous notation).

The second sector transforms savings at time t − 1 into capital to be used for production

at time t . This sector consists of a continuum [0, 1] of intermediates, and stochastic elements

only affect this sector. In particular, let us also represent possible states of nature with the unit

interval and assume that intermediate sector j ∈ [0, 1] pays a positive return only in state j and

nothing in any other state. This formulation implies that investing in a sector is equivalent to

buying a (basic) Arrow security that only pays in one state of nature. Since there is a continuum

of sectors, the probability that a single sector has positive payoff is 0, but if a household invests

in a subset J̄ of [0, 1], then there will be positive returns with probability equal to the (Lebesgue)

measure of the set J̄ . This also implies that each intermediate sector is a risky activity, but a

household (and in particular, the representative household in the economy) can diversify risks

by investing in multiple sectors. In particular, if one were to invest in all of the sectors, then

one would receive positive returns with probability 1. What makes the economic interactions

in this model nontrivial is that investing in all sectors may not be possible at every date because

of potential nonconvexities. More specifically, let us assume that each sector has a minimum

size requirement, denoted by M(j), and positive returns will be realized only if aggregate

investment in that sector exceeds M(j).

In light of this description, let I (j, t) be the aggregate investment in intermediate sector j at

time t . This investment generates date t + 1 capital equal to QI(j, t) if state j is realized and

I (j, t) ≥ M(j), and nothing otherwise. Thus aggregate investment in the intermediate sector

exceeding the minimum size requirement is necessary for any positive returns.

In addition to the risky sectors, there is also a safe intermediate sector that transforms one

unit of savings at date t into q units of date t + 1 capital. Suppose that

q < Q, (17.42)

so that the safe option is also less productive.

The requirement that I (j, t) ≥ M(j) combined with the fact that the amount of capital

obtained from savings I (j, t) in state j is equal to QI(j, t) implies that all intermediate sectors

have linear technologies, but only after the minimum size requirement M(j) is met. For any

I (j, t) < M(j), the output is equal to zero. To simplify the exposition and the computations,

let us adopt a simple distribution of minimum size requirements by intermediate sector:

M(j) = max

{

0,
D

(1 − γ )
(j − γ )

}

. (17.43)

This equation implies that intermediate sectors j ≤ γ have no minimum size requirement, so

aggregate investments of any size can be made in these sectors. For the remaining sectors, the
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FIGURE 17.2 Minimum size requirements M(j) of different sectors and demand for assets I ∗(n).

minimum size requirement increases linearly. Figure 17.2 shows the minimum size require-

ments (thick line). This figure is used to illustrate the determination of the set of open sectors

once the equilibrium investments are specified.

It is worth noting that there are three important features introduced so far:

1. Risky investments have a higher expected return than the safe investment, which is

captured by the assumption that Q > q.

2. The output of the risky investments (of the intermediate sectors) are imperfectly corre-

lated so that there is safety in numbers.

3. The mathematical formulation here implies a simple relationship between investments

and returns. As already hinted above, if a household holds a portfolio consisting of an

equiproportional investment I in all sectors j ∈ J ⊆ [0, 1], and the (Lebesgue) measure

of the set J is p, then the portfolio pays the return QI with probability p, and it pays

nothing with probability 1 − p.

The first two features imply that if the aggregate production set of this economy had been

convex, for example because D = 0, all households would have invested an equal amount in

all intermediate sectors and diversified all risks without sacrificing any of the high returns.

However, in the presence of nonconvexities, as captured by the minimum size requirements,

there is a trade-off between insurance and high productivity.

Let us next turn to the preferences of households. Recall that each generation has size

normalized to 1. Consider a household from a generation born at time t . The preferences of

this household are given by
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Riskless assets X(t)
YOUNG OLD

Risky assets {I(j, t )}

Consumption c1(t) Consumption c2(j, t � 1)

Capital K( j, t � 1)

Capital income R(j, t � 1), K(j, t � 1)

Savings s(t)

Wage w(t)

Realization
of uncertainty

FIGURE 17.3 Life cycle of a typical household.

EtUt(c1(t), c2(t + 1)) = log
(

c1(t)
)

+ β

∫ 1

0

log c2(j, t + 1)dj, (17.44)

where c1(t) is the consumption of final goods in the first period of this household’s life (which

is at time t) and c2 refers to consumption in the second period of this household. Et is the

expectations operator, which is necessary, because second-period consumption is risky. This

is spelled out on the right-hand side of (17.44), with c2(j, t + 1) denoting consumption in state

j at time t . The integral replaces the expectation, using the fact that all states are equally likely.

As in the canonical OLG model, each household has 1 unit of labor when young and no labor

endowment when old. Thus the total supply of labor in the economy is equal to 1. Moreover, in

the second period of their lives, households consume the return from their savings. For future

reference, the set of young households at time t is denoted by Ht , and Figure 17.3 depicts

the life cycle and the various decisions of a typical household, emphasizing that uncertainty

affects the return on their savings and thus the amount of capital they will have in the second

period of their lives.

The aggregate capital stock depends on the realization of the state of nature, which deter-

mines how much of the investments in different intermediate sectors at time t is turned into

capital. The capital stock at time t + 1 therefore depends on the realization of the state of na-

ture as well as the composition of investment of young households. In particular, in state j , the

aggregate stock of capital is

K(j, t + 1) =

∫

h∈Ht

(qXh(t) + QIh(j, t))dh,

where Ih(j, t) is the amount of savings invested by (young) household h ∈ Ht in sector j at

time t , and Xh(t) is the amount invested in the safe intermediate sector.

Since the capital stock is random, so are output and factor prices. In particular, both labor

and capital are traded in competitive markets, so the equilibrium factor prices are given by their
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(realized) marginal products. Since the total capital stock in state j at time t + 1 is K(j, t + 1)

and the total supply of labor is equal to 1, these prices are given by

w(j, t + 1) = (1 − α)K(j, t + 1)α

= (1 − α)

(

∫

h∈Ht

(qXh(t) + QIh(j, t))dh

)α

, (17.45)

and

R(j, t + 1) = αK(j, t + 1)α−1

= α

(

∫

h∈Ht

(qXh(t) + QIh(j, t))dh

)α−1

. (17.46)

To complete the description of the environment, let us also specify the market structure of

the intermediate sector. Suppose that households make investments in different intermediate

sectors through financial intermediaries. There is free entry into financial intermediation (either

by a large number of firms or by the households themselves). Any intermediary can form

costlessly and mediate funds for a particular sector; that is, it can collect funds, invest them in

a particular intermediate sector, and provide the corresponding Arrow securities to its investors.

The important requirement is that, to be able to invest, any financial intermediary should raise

enough funds to cover the minimum size requirement. For now, suppose that each financial

intermediary can operate in only a single sector, which rules out the formation of a grand

financial intermediary managing all investments.5 I return to this issue in Section 17.6.5.

Let us denote the price charged for a security associated with intermediate sector j at time

t by P(j, t). Observe that P(j, t) < 1 cannot be part of an equilibrium, since one unit of the

security requires one unit of the final good, so P(j, t) < 1 would lose money. What about

P(j, t) > 1? This case is also ruled out by free entry. Imagine that a particular intermediary

offers security j at some price P(j, t) > 1 and raises enough funds so that the total investment

in this intermediate sector I (j, t) is greater than the minimum size requirement M(j). But

in that case, some other intermediary can also enter, offer a lower price for the security, and

attract all the funds that were otherwise received by the first intermediary. This argument shows

that P(j, t) > 1 is not possible either, so that equilibrium behavior forces P(j, t) = 1 for all

securities being supplied.

17.6.2 Equilibrium

I now characterize the equilibrium of the economy described in Section 17.6.1. Recall the two

observations from the previous paragraph. First, not all intermediate sectors are open at each

date, meaning that there are securities for only a subset of the intermediate sectors at any date.

5. To simplify the notation and the argument, I am sacrificing mathematical rigor here. Since there is a continuum

of sectors, all (equilibrium) statements should be accompanied with the qualifier “almost everywhere.” This

implies that investment in a single sector (or in fact a countable subset of the [0, 1] sectors) may deviate from

optimality. In addition, a fully rigorous analysis would require each financial intermediary to deal with a

set of intermediate sectors of measure ε > 0 and then consider the limit ε → 0. Throughout I ignore these

qualifications and require that investment in each sector be consistent with equilibrium, and I assume that each

intermediary controls a single sector.
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Let the set of intermediate sectors that are open at date t be denoted by J (t). Second, by the

argument at the end of Section 17.6.1, for any j ∈ J (t) free entry implies that P(j, t) = 1.

These two observations enable us to write the problem of a representative household h ∈ Ht

taking prices and the set of available securities at time t as given. This problem takes the

following form:

max
s(t),X(t),[I (j,t)]0≤j≤1

log c(t) + β

∫ 1

0

log c(j, t + 1)dj (17.47)

subject to

X(t) +

∫ 1

0

I (j, t)dj = s(t), (17.48)

c(j, t + 1) = R(j, t + 1)(qX(t) + QI(j, t)), (17.49)

I (j, t) = 0, ∀j �∈ J (t), (17.50)

c(t) + s(t) ≤ w(t), (17.51)

where I have suppressed the superscript h to simplify the notation. Here (17.47) is the expected

utility of the household. Equations (17.48)–(17.51) are the constraints on this maximization

problem. The first one, (17.48), requires that the investment in the safe sector and the sum of

the investments in all other securities equal the total savings of the household, s(t). Equation

(17.49) expresses consumption in state j at time t + 1. Two features are worth noting. First,

recall that households supply labor only when young and consume capital income when old.

Thus second-period consumption for the household is equal to its capital holdings times the

rate of return to capital, R(j, t + 1) given by (17.46). This rate of return is conditioned on

state j (at time t + 1) since the amount of capital and thus the marginal product of capital

differs across states. Second, the amount of capital available to the household is equal to

what it receives from the safe investment, qX(t), plus the return from the Arrow security

for state j , QI(j, t). Equation (17.50) encapsulates a major constraint on household behavior:

it emphasizes that the household cannot invest in any security that is not being supplied in the

market. In particular, recall that I (j, t) ≥ M(t) is necessary for an intermediate sector to be

open, and thus there may be sectors that are not open in equilibrium and their securities will not

be traded. Constraint (17.50) ensures that the household cannot invest in nontraded securities.

Finally, (17.51) requires the sum of consumption and savings to be less than or equal to the

income of the household, which only consists of its wage income, given by (17.45).

We are now in a position to define an equilibrium. A static equilibrium is an equilibrium

for time t , taking the amount of capital available at time t , K(t), and thus the wage w(t) as

given. The tuple

〈

s∗(t), X∗(t), [I ∗(j, t)]0≤j≤J ∗(t), J ∗(t), [P ∗(j, t)]0≤j≤J ∗(t), w∗(j, t), R∗(j, t)
〉

is a static equilibrium if s∗(t), X∗(t), [I ∗(j, t)]0≤j≤1 solve the maximization of (17.47) sub-

ject to (17.48)–(17.51) for given [P ∗(j, t)]0≤j≤J ∗(t), J ∗(t),w∗(j, t), and R∗(j, t); w∗(j, t) and

R∗(j, t) are given by (17.45) and (17.46), respectively. In addition, J ∗(t) and

[P ∗(j, t)]0≤j≤J ∗(t) are such that for all j ∈ J ∗(t), P ∗(j, t) = 1 and the set J ∗(t) is deter-

mined by free entry in the sense that if some j ′ �∈ J ∗(t) were offered for a price P
(

j ′, t
)

≥ 1,

then the solution to the modified maximization problem (17.47) subject to (17.48)–(17.51)

would involve I
(

j ′, t
)

< M(j) (in other words, there is no more room for one more inter-
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mediate sector to open and attract sufficient funds to cover the minimum size requirement). A

dynamic equilibrium is a sequence of static equilibria linked to one another through (17.45)

given the realization of the state j (t) at each t = 1, 2, . . .

Because preferences in (17.47) are logarithmic, the saving rate of all households is constant,

as in the canonical OLG model. Consequently the following saving rule applies regardless of

the risk-return trade-off:

s∗(t) ≡ s∗(w(t)) =
β

1 + β
w(t). (17.52)

Given this result, a household’s optimization problem can be broken into two parts: first, the

amount of savings is determined, and then an optimal portfolio is chosen. This decomposition

of the optimization problem is particularly useful because of two observations:

1. For any j, j ′ ∈ J (t), I ∗(j, t) = I ∗(j ′, t). Intuitively, since each household is facing the

same price for all of the traded symmetric Arrow securities, it prefers to purchase an

equal amount of each, thus achieving a balanced portfolio (see Exercise 17.23).

2. The set of open projects at time t takes the form J ∗(t) = [0, n∗(t)] for some n(t) ∈ [0, 1].

Intuitively, when only a subset of projects can be opened in equilibrium, intermediate

sectors with small minimum size requirements will open before those with greater

minimum size requirements. Consequently, if an intermediate sector j∗ is open, all

sectors j ≤ j∗ must also be open (see Exercise 17.24).

These observations also imply that we can divide the states of nature at time t into two sets:

states in [0, n(t)] that are “good” in the sense that the society is lucky and its risky investments

have delivered positive returns, and states in (n(t), 1] that are “bad” in the sense that the society

is unlucky and its risky investments have zero returns. Clearly the rate of return to capital (and

the wage rate) take different values in these two sets of states. Let us denote the rate of return

to capital when a good state is realized by RG(t + 1) and when a bad state is realized by

RB(t + 1)—these returns are dated t + 1, because they are paid out at time t + 1. In light of

this structure, the maximization problem of a representative household can be written in much

simpler form:

max
X(t),I (t)

n∗(t) log
[

RG(t + 1)(qX(t) + QI(t))
]

+
(

1 − n∗(t)
)

log
[

RB(t + 1)qX(t)
]

(17.53)

subject to

X(t) + n∗(t)I (t) ≤ s∗(t), (17.54)

where n∗(t), RG(t + 1), and RB(t + 1) are taken as given by the representative household, and

s∗(t) is given by (17.52). Clearly, from (17.46)

RB(t + 1) = α(qX(t))α−1

is the marginal product of capital in the bad state, when the realized state is j > n∗(t) and no

risky investment pays off, and

RG(t) = α(qX(t) + QI(t))α−1

applies in the good state (i.e., when the realized state is j ∈ [0, n∗(t)]).
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Maximizing (17.53) subject to (17.54) yields the unique solution

X∗(t) =
(1 − n∗(t))Q

Q − qn∗(t)
s∗(t), (17.55)

and

I ∗(j, t) =

{

I ∗(n∗(t)) ≡
Q−q

Q−qn(t)
s∗(t), for j ≤ n∗(t),

0 for j > n∗(t).
(17.56)

Notably, (17.56) implies that the demand for each asset (or investment in each intermediate

sector) grows as the measure of open sectors increases—that is, I ∗(n) is strictly increasing

in n. This is because when more securities are available, the risk-diversification opportunities

improve, and households become willing to reduce their investments in the safe asset and

increase their investments in risky projects. This represents an important economic force.

Investments in the high-productivity sectors are curtailed because these are riskier than the safe

sector. But since there is “safety in numbers” (i.e., a first-order benefit from diversification),

when there are more financial assets (more open sectors), each household is willing to invest

more in risky assets in total. This complementarity between the set of traded assets and

investments plays an important role in the dynamics of economic development described below.

Equations (17.52), (17.55), and (17.56) characterize the utility-maximizing behavior of

the representative household given the set of intermediate sectors that are open. To completely

characterize the equilibrium, we need to find the set of sectors that are open. This is

equivalent to finding a threshold sector n∗(t) such that all j ≤ n∗(t) can meet their mini-

mum size requirements while no additional sector can enter and raise enough funds to meet

its minimum size requirements. We can find this threshold diagrammatically by plotting the

level of investment for each sector in a balanced portfolio, I ∗(n∗(t)) given by (17.56), together

with the minimum size requirement, M(j) given by (17.43). The first curve can be loosely

interpreted as the demand for assets in the financial market, and the curve for (17.43) can

be thought of as corresponding to the supply of assets. The two curves and their intersection

are plotted in Figure 17.2. The figure shows a unique intersection between the two curves.

However, because both curves are upward sloping, more than one intersection is possible in

general. It can be verified that the condition Q ≥ (2 − γ )q is sufficient to ensure a unique in-

tersection (see Exercise 17.25). If this condition is violated, there might be multiple solutions,

corresponding to multiple equilibria. These equilibria would involve different numbers of open

sectors. When there are few open sectors, households invest a large fraction of their resources

in the safe asset, and in equilibrium only a few risky sectors can be operated. In contrast, when

there is a significant number of open risky sectors, each household invests a large fraction of

its resources in risky assets. This enables more sectors to be open and creates better risk diver-

sification for all households. When such multiple equilibria exist, the equilibrium with more

open sectors gives higher ex ante utility to all households. While interesting for illustrating the

forces at work, one would expect that financial intermediaries might be successful in avoiding

this type of coordination failure. Motivated by this reasoning, let us focus on the part of the

parameter space where Q ≥ (2 − γ )q. In that case, the static equilibrium is uniquely defined,

and the following proposition summarizes this equilibrium.

Proposition 17.7 Suppose that Q ≥ (2 − γ )q. Then given K(t), there exists a unique

time t equilibrium where all sectors j ≤ n∗(t) = n∗[K(t)] are open and those j > n∗[K(t)]

are shut, where

n∗[K(t)] =
(Q + qγ ) −

{

(Q + q)2 − 4q[D−1(Q − q)(1 − γ )ŴK(t)α + γQ]
}1/2

2q
(17.57)
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if K(t) ≤ D1/αŴ−1/α, and n∗[K(t)] = 1 if K(t) > D1/αŴ−1/α, with Ŵ defined as

Ŵ ≡ (1 − α)β/(1 + β). In this equilibrium,

s∗(t) =
β

1 + β
(1 − α)K(t),

and X∗(t) and I ∗(j, t) are given by (17.55) and (17.56), respectively, with n∗(t) = n∗[K(t)].

Proof. See Exercise 17.26.

The equilibrium threshold sector n∗[K] is increasing in K: when there is more capital, the

economy is able to open more intermediate sectors and diversify risks better, encouraging

greater investments in risky activities (see (17.56)).

17.6.3 Equilibrium Dynamics

Let us next turn to the characterization of equilibrium dynamics. Given the static equilibrium

in Proposition 17.7, it is straightforward to characterize the full stochastic equilibrium process.

The law of motion of the capital stock, K(t), will be given by a simple Markov process. Recall

that investments in risky sectors are successful with probability n∗[K(t)] when the capital

stock is K(t), and they are unsuccessful with the complementary probability, 1 − n∗[K(t)].

This implies the following stochastic law of motion for the capital stock:

K(t + 1) =

{

q(1−n∗[K(t)])
Q−qn∗[K(t)]

QŴK(t)α with probability 1 − n∗[K(t)],

QŴK(t)α with probability n∗[K(t)],
(17.58)

where n∗[K(t)] is given by (17.57), and recall that Ŵ ≡ (1− α)β/(1+ β). Notice that the first

line of (17.58) is always less than the second line, because the second line refers to the case in

which the investments in the intermediate sectors have been successful.

Equation (17.58) is a particularly simple Markov process, since given K(t), K(t + 1)

can only take two values.6 A diagrammatic analysis of this Markov process is particularly

illuminating. Consider Figure 17.4, which plots the stochastic correspondence of the Markov

process in (17.58) and is thus similar to Figure 17.1. The main difference is that in Figure 17.1,

any value between the two curves for zmin and zmax was possible. In contrast, here, only values

exactly on the two curves plotted in the figure are possible. The upper curve corresponds to

QŴK(t)α. This curve is the value of the capital stock that would result if households followed

their equilibrium investment strategies given in (17.55) and (17.56), and at each date the

economy turned out to be lucky, so that their investments always had positive returns. The

lower, inverse U-shaped, curve corresponds to q(1 − n∗[K(t)])QŴK(t)α/(Q − qn∗[K(t)])

and thus applies if the economy is unlucky at each date. Both curves start above the 45
◦

line

near zero for the same reason as that given for the similar pattern in Figure 17.1 (because the

aggregate production function (17.41) satisfies the Inada conditions). The economy is on the

upper curve with probability n∗[K(t)] and on the lower curve with probability 1 − n∗[K(t)].

Thus not only do the probabilities of success and failure change with the aggregate capital

stock but so does average productivity. To quantify this variation in average productivity, let

us define expected TFP conditional on the proportion of intermediate sectors that are open:

6. It is a Markov process and not a Markov chain, since for different values of K(t), the possible values of

K(t + 1) belong to the entire R+.
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FIGURE 17.4 The stochastic correspondence of the capital stock.

σ e(n∗[K(t)])) = (1 − n∗[K(t)])
q(1 − n∗[K(t)])

Q − qn∗[K(t)]
Q + n∗[K(t)]Q. (17.59)

Straightforward differentiation establishes that σ e(n∗[K(t)]) is strictly increasing in

n∗[K(t)]. Thus as the economy develops and manages to open more intermediate sectors, its

productivity increases endogenously. Since n∗[K] is increasing in K , this implies that average

productivity is increasing in the capital stock of the economy.

Proposition 17.8 The expected TFP of the economy σ e(n∗[K])) is increasing in n∗ and

thus increasing in K .

Inspection of Figure 17.4 also suggests that the following two levels of capital stock are

special and useful in the analysis:

1. KQSSB refers to the “quasi–steady state” of an economy which always has unlucky

draws. An economy would converge toward this quasi–steady state if it invests accord-

ing to (17.55) and (17.56), but these sectors never have positive payoff due to bad luck.

2. KQSSG refers to the “quasi–steady state” of an economy which always receives good

news, meaning that it is always on the upper curve in Figure 17.4.

These two capital stock levels are plotted in the figure and are also easy to compute as

KQSSB =

[

q(1 − n∗[KQSSB]))

Q − qn∗[KQSSB]
QŴ

]

1
1−α

, and KQSSG = (QŴ)
1

1−α . (17.60)

The form of KQSSG is particularly noteworthy, since it refers to the case in which the

economy never faces any risk and thus acts very much like a standard neoclassical growth
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model. In particular, if in equilibrium, n∗[KQSSG] = 1, then KQSSG becomes a proper steady

state and the economy would stay at this level of capital stock once it reaches it. This is because

once the economy accumulates sufficient capital to open all intermediate sectors, it eliminates

all risk and would always be on the upper curve in Figure 17.4.

Equations (17.57) and (17.60) show that the condition for this good steady state to exist (i.e.,

n∗[KQSSG] = 1) is that the saving level corresponding to KQSSG be sufficient to ensure a bal-

anced portfolio of investments, of at least D, in all the intermediate sectors. It is straightforward

to show that the following condition is sufficient to ensure this:

D < Ŵ
1

1−α Q
α

1−α . (17.61)

Thus when (17.61) is satisfied, the good quasi–steady state indeed generates sufficient capital

to open all sectors and eliminate all risk, becoming a proper steady state. In this case, we denote

KQSSG by KSS. Under the assumption that (17.61) is satisfied, Figure 17.4 shows n∗[KSS].

Now returning to this figure, we can get a better sense of the stochastic equilibrium dynamics.

The figure divides the range of capital stocks into four regions. In region I, the capital stock is

low enough so that both the curves conditional on good draws and on bad draws are above the

45◦ line, so that in this range the economy grows regardless of whether it experiences good or

bad productivity realizations. Next comes region II, which in many ways is the most interesting

one. Here the economy grows if it receives positive shocks but suffers a crisis if its investments

are unsuccessful. Between these two regions lies the bad quasi–steady state KQSSB . The figure

justifies the terminology of calling this level of capital stock a “quasi–steady state,” since when

K < KQSSB , the economy grows toward KQSSB . When K > KQSSB , the economy may grow

or contract. Nevertheless, as noted above, because n∗[K] is increasing in K , in the right-hand

side neighborhood of KQSSB , the economy has the highest probability of contracting (recall

that to the left of KQSSB , negative shocks do not lead to a contraction).

For plausible parameter values, the economy may spend a long time in region II. Acemoglu

and Zilibotti (1997) provide examples where the number of periods the economy spends in

regions I and II could be arbitrarily large. However, when the economy receives a sequence

of good news, it ultimately exits region II and enters region III. The level of capital stock that

divides these two regions, K̄ , is defined such that n∗[K̄]= 1. This means that once the economy

reaches the capital stock of K̄ , it has enough capital to open all sectors. Consequently, in region

III all risk is diversified, and the dynamics are exactly the same as those of the canonical OLG

model without uncertainty. Finally, starting anywhere in region III, the economy travels toward

the steady state KSS, which stands between regions III and IV. Region IV, on the other hand,

has so much capital that even with the positive shocks, it contracts. Naturally, unless it starts

there, the economy never enters region IV.

This discussion, combined with Figure 17.4, gives a complete characterization of the

stochastic equilibrium growth path. In particular, an economy that starts with a low enough

capital stock first experiences growth but then spends a long time fluctuating between success-

ful periods and those of severe crises. Eventually, a string of good periods takes the economy

to a level of capital stock such that much (here, all) of the risks can be diversified. At this level,

we can think of the economy as achieving takeoff as in Rostow’s account discussed in Chapter

1. After takeoff, the economy successfully diversifies all risk, so that growth from this point

onward progresses steadily rather than being subject to significant fluctuations as in region II.

In addition, Proposition 17.8 implies that the aggregate (labor and total factor) productivity

increases after this level of capital. Thus takeoff comes with a decline in the fluctuations in

economic activity and an increase in productivity.

It is also worth noting that as the economy develops by accumulating more capital, it

achieves both higher productivity and also better diversification and management of risks. This



17.6 Risk, Diversification, and Growth . 599

latter takes the form of more sectors being open, which equivalently corresponds to greater

financial intermediation. Thus in this model financial and economic development go hand-in-

hand and are jointly determined in equilibrium (rather than one “causing” the other).

A natural question is whether the economy will reach region III and then region IV. The

next proposition answers this question.

Proposition 17.9 Suppose that condition (17.61) holds. Then the stochastic process

{K(t)}∞
t=1

converges to the point KSS with probability 1.

Proof. See Exercise 17.27.

This proposition establishes that the variability of growth in the economy will eventually

decline (and in fact disappear). But one might wish to know whether the amplitudes of

economic fluctuations are systematically related to the level of the capital stock or output in

the economy. This is particularly relevant, since, as already discussed, both cross-sectional and

time-series comparisons suggest that poorer nations suffer from greater economic variability.

To answer this question, the natural variable to look at is the conditional variance of TFP (whose

expected value was defined in (17.59)). Define σ(n∗[K(t)]) as a random variable that takes the

values q(1− n∗[K(t)])Q/(Q − qn∗[K(t)]) and Q with respective probabilities (1− n∗[K(t)])

and n∗[K(t)]. The expectation of this random variable is σ e(n∗[K(t)])) as defined in (17.59).

Then taking logs, we can rewrite (17.58) as

△ log(K(t + 1)) = log Ŵ − (1 − α) log(K(t)) + log(σ (n∗[K(t)])). (17.62)

It is clear from (17.62) that capital (and output) growth volatility, after removing the deter-

ministic convergence effects due to the standard neoclassical effects, are determined by the

stochastic component σ . Denoting the (conditional) variance of σ(n∗[K(t)] given K(t) by Vn,

we can state the following proposition.

Proposition 17.10 Let

Vn ≡Var(σ (n∗) | n∗) = n∗(1 − n∗)[Q(Q − q)/(Q − qn∗)]2.

If γ ≥ Q/(2Q − q), then ∂Vn/∂K ≤ 0 for all K ≥ 0. If γ < Q/(2Q − q), then there exists K̃

defined such that n∗(K̃) = Q/(2Q − q) < 1, and

∂Vn

∂K
≤ 0 for all K ≥ K̃, and

∂Vn

∂Kt

> 0 for all K < K̃.

Proof. See Exercise 17.28.

The behavior of the variability of growth in this proposition results from the counteracting

effects of two forces: first, as the economy develops, more savings are invested in risky

assets; and second, as more sectors are opened, idiosyncratic risks are better diversified. The

proposition shows that if γ ≥ Q/(2Q − q), the second effect always dominates and thus richer

economies are less risky. If γ < Q/(2Q − q), then the first effect dominates for sufficiently

low levels of capital stock, but once the capital stock reaches a critical threshold, K̃ , the second

effect dominates. Thus except for sufficiently low levels of capital, the variability of the growth

rate is everywhere decreasing in the income level of the economy.
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17.6.4 Efficiency

The Section 17.6.3 characterized the stochastic equilibrium of the economy. Is this equilibrium

Pareto efficient? Since all households are price takers, it may be conjectured that the answer

to this question must be yes. Here I show that this is not the case. Though at first surprising,

this result is in fact intuitive and interesting. First, it results from an economically meaningful

pecuniary externality. Second, it makes sense from the viewpoint of the theory of general equi-

librium: though all households are price takers, this is not an Arrow-Debreu economy, because

the set of traded commodities is determined endogenously by a zero profit condition. To illus-

trate these issues in the most transparent way I ignore any potential source of intertemporal

inefficiency (which, we know from Chapter 9, may arise in OLG economies). I therefore con-

dition on the level of savings s(t) (or the capital stock K(t)) and investigate whether the way in

which savings are allocated across different sectors of the economy is (constrained) efficient.

Consider the social planner’s problem of maximizing the expected utility of the representative

household for given s(t):

max
n(t),X(t),[I (j,t)]0≤j≤n(t)

∫ n(t)

0

log(qX(t) + QI(j, t))dj + (1 − n(t)) log(qX(t)) (17.63)

subject to

X(t) +

∫ n(t)

0

I (j, t)dj ≤ s(t).

The social planner is choosing the set of open sectors, denoted by [0, n(t)]; the amount that

will be invested in the safe sector, X(t); and the allocation of funds among the open sectors,

denoted by [I (j, t)]0≤j≤n(t). In principle, the social planner could have chosen the set of open

sectors not to be an interval of the form [0, n(t)], but the same argument as in Exercise 17.24

ensures that there is no loss of generality in imposing this form. The constraint ensures that

the sum of investments in the safe and the risky sectors is less than the amount of savings

available to the planner. The main difference between this program and the maximization

problem of the representative household, (17.47), is that the social planner also chooses n(t),

while the representative household takes the set of available assets as given. The social planner’s

allocation (and thus the Pareto optimal allocation) is given by the solution to this maximization

problem. The next proposition characterizes the solution.

Proposition 17.11 Let n∗[K(t)] be given by (17.57), and s(t) and K(t) denote the current

level of savings and capital stock available to the social planner. Then the unique solution to

the maximization problem in (17.63) is as follows. For all s(t) < D, the set of open sectors

is given by [0, nS[K(t)]], where nS[K(t)] > n∗[K(t)]. The amount of investment in the safe

sector is given by XS(t), where XS(t) < X∗(K(t)). Finally, there exists j∗(t) ∈ (0, nS[K(t)])

such that the portfolio of risky sectors for each household takes the form

IS(j, t) = M
(

j∗
)

> M(j) for j < j∗(t)

IS(j, t) = M(j) for j ∈ [j∗(t), nS[K(t)]],

IS(j, t) = 0 for j > nS(K(t)).

(17.64)

For all s(t) ≥ D, nS[K(t)] = n∗[K(t)] = 1, and IS(j, t) = s(t) for all j ∈ [0, 1].

Proof. See Exercise 17.29.
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FIGURE 17.5 The Pareto optimal portfolio allocation.

This proposition implies that, when the economy has not achieved full diversification, the

social planner will open more sectors than the decentralized equilibrium. She will finance these

additional sectors by deviating from the balanced portfolio, which is always a feature of the

equilibrium allocation. In other words, she will invest less in the sectors without the minimum

size requirement. The Pareto optimal allocation of funds is shown in Figure 17.5.

The deviation from the balanced portfolio implies that the social planner is implicitly cross-

subsidizing the sectors with high minimum size requirements at the expense of sectors with

low or no minimum size requirements. This is because, starting with a balanced portfolio,

opening a few more sectors always benefits all households, who will be able to achieve better

risk diversification. The only way the social planner can achieve this is by implicitly taxing

sectors that have low or no minimum size requirements (so that they have lower investments)

and subsidizing the marginal sectors with high minimum size requirements.

Why does the decentralized equilibrium not achieve the same allocation? There are two

complementary ways of providing the intuition for this. The first is that a marginal dollar

of investment by a household in a sector with a high minimum size requirement creates a

pecuniary externality, because this investment makes it possible for the sector to be active

and to provide better risk diversification possibilities to all other households. However, each

household, taking equilibrium prices as given, ignores this pecuniary externality and tends

to underinvest in marginal sectors with high minimum size requirements. Thus the source of

inefficiency is that each household ignores its impact on others’ diversification opportunities.

The second intuition for this result is related. Because households take the set of prices as

given and in equilibrium P(j, t) = 1 for all open sectors, they will always hold a balanced

portfolio. However, the Pareto optimal allocation involves cross-subsidization across sectors in

a nonbalanced portfolio. Market prices do not induce the households to hold the right portfolio.

At this point, the reader may wonder why the First Welfare Theorem does not apply in this

environment (especially since all households are price takers). This because the equilibrium
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here does not correspond to an Arrow-Debreu equilibrium. In particular, this is an equilibrium

for an economy with endogenously incomplete markets, where the set of open markets is deter-

mined by a zero profit (free-entry) condition. All commodities that are traded in equilibrium are

priced competitively, but there is no competitive pricing for commodities that are not traded.

Instead, in an Arrow-Debreu equilibrium, all commodities, even those that are not traded in

equilibrium, are priced, and in fact a potential commodity would not be traded in equilibrium

only if its price were equal to zero and at zero prices, there were excess supply. In this sense,

the equilibrium characterized here is not an Arrow-Debreu equilibrium. In fact, it can be ver-

ified that such an Arrow-Debreu equilibrium does not exist in this economy because of the

nonconvexity of the production possibilities set. Instead the equilibrium concept used here is

a more natural competitive equilibrium notion: it requires that all commodities that are traded

in equilibrium are priced competitively and then determines the set of traded commodities by

a free-entry condition. Some additional discussion of this equilibrium concept is provided in

the References and Literature section below.

17.6.5 Inefficiency with Alternative Market Structures

Would the market failure in portfolio choices be overcome if some financial institution could

coordinate households’ investment decisions? Imagine that rather than all households acting in

isolation and ignoring their impact on one anothers’ decisions, funds are intermediated through

a financial coalition-intermediary. This intermediary can collect all the savings and offer to each

saver a complex security (as different from an Arrow security) that pays QIS(j, t) + qXS(t)

in each state j , where IS(j, t) and XS(t) are as in the optimal portfolio. Holding this security

would make each household better off compared to the equilibrium.

Although from this discussion it may appear that the inefficiency identified here may

not be robust to the formation of more complex financial institutions, this is not the case.

The remarkable result is that unless some rather strong assumptions are made about the set

of contracts that a financial intermediary can offer, equilibrium allocations resulting from

competition among intermediaries are identical to the equilibrium allocation in Proposition

17.7. A full analysis of this issue is beyond our current scope, but a brief discussion gives the

flavor. Let us model more complex financial intermediaries as “intermediary-coalitions,” that

is, as sets of households who join their savings together and invest in a particular portfolio of

intermediate sectors. Such coalitions may be organized by a specific household, and if it is

profitable for other households to join the coalition, the organizer of the coalition can charge

a premium (or a joining fee), thus making profits. Let us assume that there is free entry into

financial intermediation or coalition-building, so that any household can attempt to exploit

profit opportunities if there are any. Let us also impose some structure on how the timing of

financial intermediation works and also how households can participate in different coalitions.

Let us adopt the following assumptions:

1. Coalitions maximize a weighted utility of their members at all points in time. In

particular, a coalition cannot commit to a path of action that will be against the interests

of its members in the continuation game.

2. Coalitions cannot exclude other households from investing in a particular project.

The following result is established in Acemoglu and Zilibotti (1997).

Proposition 17.12 The set of equilibria of the financial intermediation game described

above is always nonempty, and all equilibria have the same structure as those characterized

in Section 17.6.2 and Proposition 17.7.
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I do not provide a proof of this proposition, since a formal statement and the proof require

additional notation. But the intuition is straightforward: as shown in Proposition 17.11, the

Pareto optimal allocation involves a nonbalanced portfolio and cross-subsidization across

different sectors. Thus the shadow price of investing in some sectors should be higher than

in others, even though the cost of investing in each sector is equal to 1 (in terms of date t

final goods). These differences in shadow prices then support a nonbalanced portfolio. Recall

also that it is the sectors with no or low minimum size requirements that are being implicitly

taxed in this allocation. This kind of cross-subsidization is difficult to sustain, because each

household can deviate by slightly reducing its investments in coalitions/intermediaries that

engage in cross-subsidization and undertake investments on the side to move its portfolio

toward a balanced one (by investing in sectors with no or low minimum size requirements). At

the end, only allocations without cross-subsidization, that is, those as in Proposition 17.7, can

survive as equilibria.

The most important implication of this result is that even with unrestricted financial in-

termediaries or coalitions, the inefficiency resulting from endogenously incomplete markets

cannot be prevented. The key economic force is that each household creates a positive pecu-

niary externality by holding a nonbalanced portfolio, but in a decentralized equilibrium each

household wishes to and can easily move toward a balanced portfolio, undermining efforts to

sustain the efficient allocation.

17.7 Taking Stock

This chapter presented a number of different models of stochastic growth. My selection of

topics was geared toward achieving two objectives. First, I introduced a number of workhorse

models of macroeconomics, such as the neoclassical growth model under uncertainty and the

basic Bewley model. These models are not only useful for the analysis of economic growth

but also have a wide range of applications in the macroeconomics literature.

Second, the model in Section 17.6 demonstrated how stochastic models can significantly

enrich the analysis of economic growth and economic development. In particular, this model

showed how a simple extension of our standard models can generate an equilibrium path in

which economies spend a long time with low productivity and suffer frequent crises. They take

off into sustained and steady growth once they receive a sequence of favorable realizations.

The takeoff process not only reduces volatility and increases growth, but is also associated

with better management of risk and greater financial development. Though stylistic, this model

provides a good approximation to the economic development process that much of Western

Europe underwent over the past 700 years or so. It also emphasizes the possibility that luck may

have played an important role in the timing of takeoff and perhaps even in determining which

countries were early industrializers. Therefore this model provides an attractive formalization

of the luck hypothesis discussed in Chapter 4. Nevertheless underlying the equilibrium in this

model is a set of market institutions that enable trade and investment in competitive markets.

Thus my interpretation is that the current model shows how random elements and luck can

matter for the timing of takeoff among countries that satisfy the major prerequisites for modern

growth. This could account for some of the current-day cross-country income differences and

may also provide important insights about the beginning of the process of sustained growth.

However institutional factors—which determine whether those prerequisites are satisfied—

are more important for understanding why some parts of the world did not take off during the

nineteenth century and have not yet embarked on a path of sustained and steady growth. These

are topics that are discussed in the rest of the book.
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Section 17.6 also introduced a number of important ideas related to incomplete markets.

The Bewley model presented in Section 17.4 is a prototypical incomplete markets model, and

as with most incomplete markets models in the literature, it takes the set of markets that are

open as given. In contrast, the model in Section 17.6 incorporates endogenously incomplete

markets. The fact that the set of open markets (the set of traded commodities) is determined in

equilibrium with a free-entry condition can lead to a novel Pareto inefficiency due to pecuniary

externalities (even though all households take prices as given). Although this type of Pareto

inefficiency is different from those highlighted so far, there are some important parallels

between the phenomena of an insufficient number of markets being open in this model and

too few machine varieties being introduced in the baseline endogenous technological change

model of Chapter 13.

17.8 References and Literature

The neoclassical growth model under uncertainty, presented in Section 17.1, was first analyzed

by Brock and Mirman (1972). Because the optimal growth problem is considerably easier than

the study of equilibrium growth under uncertainty, most analyses in the literature focus on the

optimal growth problem and then appeal to the Second Welfare Theorem. Stokey, Lucas, and

Prescott (1989) provide an example of this approach. An analysis of the full stochastic dynam-

ics of this model requires a more detailed discussion of the general theory of Markov processes.

Space restrictions preclude me from presenting these tools. The necessary material can be found

in Stokey, Lucas, and Prescott (1989, Chapters 8, 11, 12, and 13), or the reader can look at Futia

(1982) for a more compact treatment. More advanced and complete treatments are presented

in Gikhman and Skorohod (1974) or Ethier and Kurtz (1986). The tools in Stokey, Lucas, and

Prescott (1989) are sufficient to prove that the optimal path of capital-labor ratio in the neo-

classical growth model under uncertainty converges to a unique invariant distribution, and they

can also be used to prove the existence of a stationary equilibrium in the Bewley economy.

The first systematic analysis of competitive equilibrium under uncertainty is provided in

Lucas and Prescott (1971). Ljungqvist and Sargent (2005, Chapter 12) provides an excellent

textbook treatment. The material in Section 17.2 is similar to Ljungqvist and Sargent’s treat-

ment but is somewhat more detailed.

The RBC literature is enormous, and Section 17.3 only scratches the surface. The clas-

sic papers in this literature are Kydland and Prescott (1982) and Long and Plosser (1983).

Ljungqvist and Sargent (2005) again provides a good introduction. The collection of papers in

Cooley (1995) is an excellent starting point and provides a range of tools for theoretical and

quantitative analysis. Blanchard and Fischer (1989) summarizes various critiques of the RBC

approach. The interested reader is also referred to the exchange between Edward Prescott and

Lawrence Summers (Prescott, 1986; Summers, 1986) and to the review of the more recent

literature in King and Rebelo (1999).

Section 17.4 presents the incomplete markets model first introduced by Truman Bewley

(1977, 1980). This model has become one of the workhorse models of macroeconomics and has

been used for analysis of business cycle dynamics, income distribution, optimal fiscal policy,

monetary policy, and asset pricing. A more modern treatment is provided in Aiyagari (1994),

though the published version of the paper does not contain the proofs of the main results. The

reader is referred to Bewley (1977, 1980) and to the working paper version of Aiyagari’s paper,

Aiyagari (1993), for more details on some of the propositions stated in Section 17.4 as well as a

proof of existence of a stationary equilibrium. Krusell and Smith (1998, 2005), among others,

have used this model for business cycle analysis and have also provided new quantitative tools

for the study of incomplete market economies.
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Section 17.6 builds on Acemoglu and Zilibotti (1997), and more details on some of the re-

sults stated in this section are provided there. Evidence on the relationship between economic

development and volatility is provided in Acemoglu and Zilibotti (1997), Imbs and Wacziarg

(2003) and Koren and Tenreyro (2007). Ramey and Ramey (1995) also provide related ev-

idence. The concept of decentralized equilibrium used in this model is not Arrow-Debreu.

Instead it imposes price-taking behavior in all open markets and determines the set of open

markets via a free-entry condition. This equilibrium concept is natural and is used in various

different contexts in general equilibrium theory; see, for example, Hart (1979), Makowski

(1980), and Allen and Gale (1991).

17.9 Exercises

17.1 Proposition 17.2 shows that k(t + 1) is increasing in k(t) and z(t). Provide sufficient conditions

such that c(t) is also increasing in these variables.

17.2 Consider the neoclassical growth model under uncertainty analyzed in Section 17.1, and assume

that z(t) is realized after c(t) and k(t + 1) are chosen.

(a) Show that if z(t) is distributed independently across periods, the choice of capital stock

and consumption in this economy is identical to that in a neoclassical growth model under

certainty with a modified production function. Explain the intuition for this result.

(b) Now suppose that z(t) is not distributed independently across periods. Establish the equiva-

lent of Proposition 17.1. How does the behavior in this economy differ from the neoclassical

growth model under uncertainty in Section 17.1?

17.3 Consider the same production structure as in Sections 17.1 and 17.2, but assume that regardless of

the level of the capital stock and the realization of the stochastic variable, each household saves a

constant fraction s of its income. Characterize the stochastic law of motion of this economy. How

does equilibrium behavior in this economy differ from that in the canonical neoclassical growth

model under uncertainty?

17.4 Consider the neoclassical growth model under uncertainty in Section 17.1.

(a) Provide conditions under which π(k, z) is strictly increasing in both of its arguments.

(b) Show that when the conditions in part a hold, the capital-labor ratio can never converge to a

constant unless z has a degenerate distribution (always taking the same value).

17.5 Consider Example 17.1.

(a) Prove that (17.10) cannot be satisfied for any B0 �= 0.

(b) Conjecture that the value function for this example takes the form V (k, z) = B2 + B3 log k +

B4 log z. Verify this guess and compute the parameters B2, B3, and B3.

17.6 Show that the policy function in Example 17.1, π(k, z) = βαzkα, applies when z follows a

general Markov process rather than a Markov chain. [Hint: instead of the summation, replace the

expectations sign with an appropriately defined integral, and cancel terms under the integral sign.]

17.7 (a) Consider the economy analyzed in Example 17.1 with 0 < z1 < zN < ∞. Characterize the

limiting invariant distribution of the capital-labor ratio, and show that the stochastic corre-

spondence of the capital stock can be represented by Figure 17.1 in Section 17.5. Use this

figure to show that the capital-labor ratio k always grows when it is sufficiently small and

always declines when it is large.

(b) Consider the special case where z takes two values, zh and zl, with each value persisting with

probability q > 1/2 and switching to the other value with probability 1 − q. Show that as

q → 1, the behavior of the capital-labor ratio converges to its equilibrium in the neoclassical

growth model under certainty.
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17.8 Consider the economy studied in Example 17.1, but suppose that δ < 1. Show that in this case

there does not exist a closed-form expression for the policy function π(k, z).

17.9 Write the maximization problem of the social planner explicitly as a sequence problem, with

output, capital, and labor following different histories interpreted as different Arrow-Debreu

commodities. Using this formulation, carefully show that all of the conditions of Theorem 5.7 are

satisfied, so that the optimal growth path can be decentralized as a competitive equilibrium.

17.10 Consider an extended version of the neoclassical growth model under uncertainty such that the

instantaneous utility function of the representative household is u(c, b), where b is a random

variable following a Markov chain.

(a) Set up and analyze the optimal growth problem in this economy. Show that the optimal

consumption sequence satisfies a modified stochastic Euler equation.

(b) Prove that Theorem 5.7 can be applied to this economy and the optimum growth path can be

decentralized as a competitive growth path.

17.11 Explain why in Section 16.5.1 in the previous chapter, the Lagrange multiplier λ̃[yt] was con-

ditioned on the entire history of labor income realizations, while in the formulation of the com-

petitive equilibrium with a full set of Arrow-Debreu commodities (contingent claims) in Section

17.2, there is a single multiplier λ associated with the lifetime budget constraint.

17.12 Consider the model of competitive equilibrium in Section 17.2. Repeat the analysis of the

competitive equilibrium of the neoclassical growth model under uncertainty by assuming that

instead of a price for buying and selling capital goods in each state (R0[zt]), there is a market

for renting capital goods. Let the rental price of capital goods in terms of date 0 final good be

R̃0[zt] when the sequence of stochastic variables is zt . Characterize the competitive equilibrium,

and show that it is equivalent to that obtained in Section 17.2. Explain why the two formulations

give identical results.

17.13 Prove Proposition 17.3. [Hint: use Theorem 16.8 together with (17.6) and (17.22) and then show

that the lifetime budget constraint (17.11) implies (17.7).]

17.14 Characterize the competitive equilibrium path of the neoclassical growth model under uncertainty

analyzed in Section 17.2 with sequential trading using the sequence (rather than the recursive)

formulation of the household’s maximization problem.

17.15 Show that Theorems 16.1–16.7 can be applied to V (a, z) defined in (17.24), and establish that

V (a, z) is continuous, strictly increasing in both of its arguments, concave, and differentiable

in a.

17.16 Derive (17.27).

17.17 Prove Proposition 17.4.

17.18 Consider the RBC model presented in Section 17.3, and suppose that the production function

takes the form F(K, zAL), with both z and A corresponding to labor-augmenting technological

productivity terms. Suppose that z follows a Markov chain and A(t + 1) = (1 + g)A(t) is an

exogenous and deterministic productivity growth process. Set up the social planner’s problem in

this case. What restrictions do we need to impose on u(C, L) to ensure that the optimal growth

path corresponds to a “BGP,” where labor supply does not (with probability 1) go to zero or

infinity?

17.19 In Example 17.2, suppose that the utility function of the representative household is u(C, L) =

log C + h(L), where h(.) is a continuous, decreasing, and concave function. Show that the

equilibrium level of labor supply is constant and independent of the level of capital stock and

the realization of the productivity shock.

17.20 Explain why in the Bewley model of Section 17.4, the budget constraint of the household must

hold along all sample paths. Compare the resulting constraint, (17.30), to (17.11) in Section 17.2.

17.21 Prove Proposition 17.5.
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17.22 What would happen if, instead of the logarithmic preferences (17.44), the utility function of the

representative household in Section 17.6 took the more general form u
(

c1(t)
)

+ Etu
(

c2(t + 1)
)

?

Could the growth rate of the economy be higher when u(.) becomes more concave? [Hint:

distinguish between the effect of u(.) on asset allocation given the level of savings and its effect

on the total amount of savings.]

17.23 In the model of Section 17.6, prove that the maximization problem of the representative household

implies that for any j, j ′ ∈ J (t), I ∗(j, t) = I ∗(j ′, t).

17.24 In the model of Section 17.6, prove that if an intermediate sector j∗ ∈ J (t), then all sectors j ≤ j∗

are also in J (t).

17.25 In the model of Section 17.6, prove that the condition Q ≥ (2 − γ )q is sufficient to ensure that

there is a unique intersection between the curves for (17.43) and (17.56) in Figure 17.2.

17.26 Prove Proposition 17.7. In particular, show that if n < n∗[K], then there exists a profitable

deviation for a financial intermediary to offer securities for a previously unavailable sector and

make positive profits, and that if n > n∗[K], feasibility is violated.

17.27 (a) Prove Proposition 17.9.

(b) Suppose that condition (17.61) is not satisfied. Does the stochastic process {K(t)}∞
t=0

converge? Does it converge to a point?

17.28 Prove Proposition 17.10.

17.29 Prove Proposition 17.11. [Hint: set up the Lagrangian, and show that when all sectors cannot be

opened, the social planner will not choose a balanced portfolio.]

* 17.30 Consider the following two-period economy similar to Section 17.6. There are I financial inter-

mediaries who compete à la Bertrand without using any resources. They invest funds on behalf

of households in any of the projects of this economy. There are N projects in this economy, in-

dexed by j = 1, 2, . . . , N . Project j requires a minimum size investment M(j), and without

loss of generality rank the projects in ascending order of minimum size. There is continuum of

households with measure normalized to 1, each with the utility function u(c) + Ev(c′), where c is

consumption today, and c′ is consumption tomorrow, so that Ev(c′) denotes expected utility from

tomorrow’s consumption. Each household has total resources equal to w and decides how much

to consume, how much to save, and then how to allocate its savings. Assume that u(.) and v(.) are

strictly concave and increasing. Funds today are turned into consumption tomorrow by financial

intermediaries. Alternatively, funds can also be invested in a safe linear technology with rate of

return q. Let the investment in asset j be K(j), then if K(j) ≥ M(j), asset j has probability π

of paying out Qk(j) such that πQ > q. On the other hand if K(j) < M(j), the pay-out is equal

to zero.

(a) Denote the “share price” of $1 invested in project j , which pays out $Q with probability π

and zero otherwise, by p(j). Show that financial competition ensures that if K(j), K(j ′) > 0,

then p(j) = p(j ′) = 1.

(b) Now assume that the returns of each project is independently drawn; that is, the probability

that asset j pays out Q is equal to π independent of the realization of the returns of other

projects. Show that K(j) = K(j ′) for all j and j ′.

(c) Characterize the decentralized equilibrium of this economy.

(d) Show that when some projects are inactive, the decentralized equilibrium may be constrained

Pareto inefficient. Explain why the decentralized equilibrium may be constrained efficient in

some cases even though some projects are inactive.

(e) Characterize the efficient allocation.

(f ) Informally discuss what happens if M(j) is not a minimum size requirement but a fixed cost

(such that average costs are falling). [Hint: there are two cases to distinguish; (1) linear prices;

(2) price discrimination.]





PART VI

TECHNOLOGY DIFFUSION,

TRADE, AND

INTERDEPENDENCES

O
ne of the most important shortcomings of the models presented so far is that each

country is treated as an isolated island that does not interact with the rest of the world.

This is problematic for at least two reasons. The first is related to the technological

interdependences across countries and the second to international trade (in commodities and

in assets). In this part of the book, I investigate the implications of technological and trade

interdependences on the process of economic growth.

The models presented so far treat technology either as exogenous or as endogenously

generated within the boundaries of the economy in question. We have already seen how

allowing for endogeneity of technology provides new and important insights about the process

of growth. But should we think of the potential technology differences between Portugal and

Nigeria as resulting from lower R&D in Nigeria? The answer to this question is most probably

no. Nigeria, like most less-developed or developing countries, imports many of its technologies

from the rest of the world. The same is the case for Portugal despite its substantially more

developed economy. This observation suggests that a framework in which frontier technologies

in the world are produced in the United States or other advanced economies and then copied or

adopted by other “follower” countries provides a better approximation to reality. Therefore to

understand technology differences between advanced and developing economies, we should

focus not only, or not even primarily, on differential rates of endogenous technology generation

in these economies, but also on their decisions concerning technology adoption and efficient

technology use.

While the exogenous growth models of Chapters 2 and 8 have this feature, they too have

important shortcomings. First, technology is entirely exogenous, so interesting economic de-

cisions only concern investment in physical capital. There is a conceptually and empirically

compelling sense in which technology is different from physical capital (and also from human

capital), so we would like to understand sources of differences in technology arising endoge-

nously across countries. Thus the recognition that technology adoption from the world frontier

matters is not the same as accepting that the Solow or the neoclassical growth models are the
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best vehicles for studying cross-country income differences. Second, while the emphasis on

technology adoption makes the process of growth resemble the exogenous growth models of

Chapters 2 and 8, technological advances at the world level are unlikely to be “manna from

heaven.” Instead, economic growth at the world level results either from the interaction of the

adoption and R&D decisions of all countries or perhaps from the innovations by frontier econ-

omies. Thus models in which the growth rate at the world level is endogenous and interacts

(and coexists) with technology adoption may provide a better approximation to reality and a

better framework for the analysis of the mechanics of economic growth. We will also see that

international trade may play the same role of linking growth across countries while allowing

for endogenous world growth.

In Chapter 18, I start with models of technology adoption and investigate the factors

affecting the speed and nature of technology adoption. In addition to factors slowing down

technology diffusion and the importance of barriers against new technologies, I discuss the

role of whether technologies from the world frontier are appropriate for the needs of less-

developed countries. Recall also that “technology differences” not only reflect differences in

techniques used in production but also differences in the organization of production affecting

the efficiency with which existing factors of production are utilized. A satisfactory theory of

technology differences among countries must therefore pay attention to barriers to technology

adoption and to potential inefficiencies in the organization of production, leading to apparent

technology differences across countries. Chapter 18 also provides a simple model of inefficient

technology adoption resulting from contracting problems among firms.

The second major element missing from our analysis so far, international trade and interna-

tional capital flows, is discussed in Chapter 19. International trade in commodities and assets

links the economic fortunes of the countries in the world as well. For example, economies with

low capital-labor ratios may be able to borrow internationally, which would change equilib-

rium dynamics. Similarly and perhaps more importantly, less productive countries that export

certain goods to the world economy will be linked with other economies because of changes

in relative prices—because of changes in their terms of trade. This type of terms-of-trade ef-

fects may also work toward creating a framework in which, while the world economy grows

endogenously, the growth rates of each country is linked to those of others through trading re-

lationships. Finally, I emphasize the connections between international trade and technology

adoption, in particular, emphasizing how trade and the “international product cycle” facilitate

technology diffusion.

Throughout the rest of the book, including this part, my treatment will be less comprehensive

than in the previous chapters. In particular, to economize on space I will be more selective in

the range of models covered, focusing on the models that I believe provide the main insights

in an economical fashion. I leave many alternative models and approaches to the discussion of

the literature at the end or to exercises. In addition, I make somewhat greater use of simplifying

assumptions and leave to exercises the proofs of results that are similar to those provided so

far and the relaxation of some of the simplifying assumptions.
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Diffusion of Technology

I
n many ways, the problem of innovation ought to be harder to model than the problem of

technology adoption. Nevertheless the literature on economic growth and development has

made more progress on models of innovation, such as those we discussed in Chapters 13–

15, than on models of technology diffusion. This is in part because the process of technology

adoption involves many challenging features. First, even within a single country, we observe

considerable differences in the technologies used by different firms in the same narrowly

defined industry. Second and relatedly, it is difficult to explain how in the globalized world

in which we live some countries fail to import and use technologies that would significantly

increase their productivity. In this chapter, I begin the study of these questions. Since potential

barriers to technology adoption are intimately linked to the analysis of the political economy

of growth, I return to some of these themes in Part VIII of the book. For now the emphasis

is on how technological interdependences change the mechanics of economic growth and can

thus enrich our understanding of the potential sources of cross-country income differences and

economic growth over time.

I first provide a brief overview of some of the empirical patterns pertaining to technology

adoption and diffusion within countries and industries, and how this appears to be important

for within-industry productivity differences. I then turn to a benchmark model of world

equilibrium with technology diffusion, which provides a reduced-form model for analyzing

the slow diffusion of technological know-how across countries. I then enrich this model

by incorporating investments in R&D and technology adoption. Next, I discuss issues of

appropriate technology, and finally, I turn to the impact of contractual imperfections on

technology adoption decisions. Throughout this chapter, the only interaction among countries

is through technological exchange, and there is no international trade in goods or assets.

18.1 Productivity Differences and Technology

Let us first start with a brief overview of productivity and technology differences within

countries. This overview will help us place the cross-country differences in productivity and

technology into perspective. The most important lesson from the within-country studies is that

productivity and technology differences are ubiquitous even across firms within narrow sectors

in the same country.

611
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18.1.1 Productivity and Technology Differences within Narrow Sectors

A large literature uses longitudinal micro-data (often for the manufacturing sector) to study

labor and TFP differences across plants within narrow sectors (e.g., three- or four-digit man-

ufacturing sectors). For our focus, the most important pattern that emerges from these studies

is that, even within a narrow sector of the U.S. economy, there are significant differences in

productivity across plants, with an approximately two- or threefold difference between the top

and the bottom of the distribution (see, e.g., the survey in Bartelsman and Doms, 2000, for a

summary of various studies and estimates). In addition, these productivity differences appear

to be highly persistent (e.g., Baily, Hulten, and Campbell, 1992).

There is little consensus on the causes of these differences. Many studies find a correlation

between plant productivity and plant or firm size, various measures of technology (in particular,

IT technology), capital intensity, the skill level of the workforce, and management practices

(e.g., Davis and Haltiwanger, 1991; Doms, Dunne, and Troske, 1997; Black and Lynch, 2005).

Nevertheless, since all of these features are choice variables for firms, these correlations cannot

be taken to be causal. Thus to a large extent the determinants of productivity differences across

plants are still unknown. In this light, it should not appear as a surprise that there is no consensus

on the determinants of cross-country differences in productivity.

Nevertheless the existing evidence suggests that technology differences are an important

factor, at least as a proximate cause, for productivity differences. For example, Doms, Dunne,

and Troske (1997) and Haltiwanger, Lane, and Spletzer (1999) document significant technol-

ogy differences across plants within narrow sectors. Interestingly, as emphasized by Doms,

Dunne, and Troske (1997) and Caselli and Coleman (2001a), a key determinant of technology

adoption decisions seems to be the skill level of the workforce of the plant (often proxied by

the share of nonproduction workers), though adoption of new technology does not typically

lead to a significant change in the skill level of the employees of the plant. These results sug-

gest that, consistent with some of the models discussed in Chapters 10 and 15, differences in

the availability of skills and skilled workers might be an important determinant of technology

adoption (and development).

The distribution of productivity across firms appears to be related to the entry of new and

more-productive plants (and the exit of less-productive plants). For example, consistent with

the basic Schumpeterian models of economic growth discussed in Chapter 14, Bartelsman and

Doms (2000) and Foster, Haltiwanger, and Krizan (2000) document that entry of new plants

makes an important contribution to industry productivity growth. Nevertheless entry and exit

appear to account for only about 25% of average TFP growth, with the remaining productivity

improvements accounted for by continuing plants. This suggests that models in which firms

continually invest in technology and productivity (as in the models in Sections 14.3 and 14.4

in Chapter 14) may be important for understanding the productivity differences across firms

and plants and also for the study of cross-country productivity differences.

18.1.2 Diffusion of New Technologies

A key implication of the sectoral studies is that, despite our presumption that technology and

know-how are freely available and can be adopted easily, there are considerable technology

and productivity differences among firms operating under similar circumstances. In addition,

new and more productive technologies, once they arrive on the scene, diffuse and are gradually

adopted by more firms and plants. The literature on technology diffusion studies this process

of adoption of new technologies. As one might expect, there are parallels between the issue of

technology diffusion across countries and slow technology diffusion across firms. Let us then

briefly overview the main findings of the technology diffusion literature.
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The classic paper in this area is Griliches’s (1957) study of the adoption of hybrid corn

in the United States. Griliches showed that the more productive hybrid corn diffused only

slowly in U.S. agriculture and that this diffusion was affected by the local economic conditions

of different areas. Consistent with the theoretical models presented so far, the likelihood of

adoption appears to be related to the productivity contribution of the hybrid corn in a particular

area, the market size, and the skill level of the workforce in the area. The importance of these

factors has been found in other studies as well. Another important result of Griliches’s study

was to uncover the famous S-shape of diffusion, whereby a particular technology first spreads

slowly and then once it reaches a critical level of adoption, it starts spreading much more

rapidly. Finally, once a large fraction of the target population adopts the technology, the rate of

adoption again declines. The overall pattern thus approximates an S curve or a logistic function.

The important lesson for our focus here is that productivity and technology differences

are not only present across countries but also within countries. Moreover, even within coun-

tries better technologies are not immediately adopted by all firms. Nevertheless, the causes of

within-country and cross-country productivity and technology differences might be different,

and despite the presence of within-country differences, the significant cross-country differ-

ences are a major puzzle. For example, within-country productivity differences might be due

to differences in managerial (entrepreneurial) ability or related to the success of the match

between the manager and the technology (or the product). These types of explanations are

unlikely to account for why almost all firms in many less-developed countries are much less

productive than the typical firms in the United States and other advanced economies, or why the

distribution of firm-level productivity is very different across countries. Motivated by the evi-

dence briefly surveyed here, I discuss both models in which technology diffuses slowly across

countries and models in which productivity differences may remain even when instantaneous

technology diffusion and adoption are possible.

18.2 A Benchmark Model of Technology Diffusion

18.2.1 A Model of Exogenous Growth

In the spirit of providing the main insights with the simplest possible models, let us return to

the Solow growth model of Chapter 2. Suppose that the world economy consists of J countries,

indexed by j = 1, . . . , J , each with access to an aggregate production function for producing

a unique final good,

Yj(t) = F(Kj(t), Aj(t)Lj(t)),

where Yj(t) is the output of this unique final good in country j at time t , and Kj(t) and Lj(t)

are the capital stock and labor supply, respectively. Finally, Aj(t) is the technology of this

economy, which is both country-specific and time-varying. In line with the result in Theorem

2.6 in Chapter 2, technological change has already been assumed to be purely labor-augmenting

(Harrod-neutral) in form. In addition, F satisfies the standard neoclassical assumptions, that

is, Assumptions 1 and 2 from Chapter 2. Throughout this chapter and the next, whenever the

world economy consists of J countries, I assume that J is large enough so that each country

is “small” relative to the rest of the world and thus it ignores its effect on world aggregates.1

1. We can think of J as a large finite number or consider the limit where J → ∞. Alternatively, we could have

assumed that there is a continuum rather than a countable number of countries. None of the results in this and

the next chapter depend on whether the number of countries is a continuum or finite. Throughout I work with

a finite number of countries to simplify the exposition.
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Using our usual approach, income per capita in country j at time t is

yj(t) ≡
Yj(t)

Lj(t)

= Aj(t)F

(

Kj(t)

Aj(t)Lj(t)
, 1

)

≡ Aj(t)f (kj(t)),

where the second line uses the fact that F exhibits constant returns to scale (Assumption 1)

and the third line defines the per capita production function f (.) and the effective capital-labor

ratio in country j at time t ,

kj(t) ≡
Kj(t)

Aj(t)Lj(t)
.

Suppose that time is continuous, there is population growth at the constant rate nj ≥ 0

in country j , and there is an exogenous saving rate equal to sj ∈ (0, 1) in country j and a

depreciation rate of δ ≥ 0 for capital, so that the law of motion of capital for each country is

given by

k̇j(t) = sjf (kj(t)) − (nj + gj(t) + δ)kj(t), (18.1)

where

gj(t) ≡
Ȧj(t)

Aj(t)
(18.2)

is the growth rate of technology of country j at time t (see Exercise 18.1). The initial conditions

are kj(0) > 0 and Aj(0) > 0 for each j = 1, . . . , J .

To start with, technology diffusion is modeled in a reduced-form way. Let us assume that

the world’s technology frontier, denoted by A(t), grows exogenously at the constant rate

g ≡
Ȧ(t)

A(t)
> 0,

with an initial condition A(0) > 0. I refer to A(t) as the “world technology” or sometimes as

the “world technology frontier.” It encapsulates the maximal knowledge that any country can

have, so that Aj(t) ≤ A(t) for all j and t . Each country’s technology progresses as a result of

absorbing the world’s technological knowledge. In particular, let us posit the following law of

motion for each country’s technology:

Ȧj(t) = σj(A(t) − Aj(t)) + λjAj(t), (18.3)

where σj ∈ (0, ∞) and λj ∈ [0, g) for each j = 1, . . . , J . Equation (18.3) implies that each

country absorbs world technology at some exogenous technology absorption rate σj . In prac-

tice, absorption corresponds both to straightforward adoption of existing technologies and to

adaptation of existing blueprints to the conditions prevailing in a specific country, so that they

can be used with the other technologies and practices in place. This parameter varies across

countries because of differences in their human capital or other investments (see below) and

also because of institutional or policy barriers affecting technology adoption. The parameter



18.2 A Benchmark Model of Technology Diffusion . 615

multiplies the difference A(t) − Aj(t), since it is this difference that remains to be absorbed

by the country in question—if A(t) = Aj(t), there is nothing to absorb from the world tech-

nology frontier. Though natural, this formulation has important economic consequences. In

particular, it implies that countries that are relatively “backward” (in the sense of having a low

Aj(t) compared to the frontier) tend to grow faster, because they have more technology to

absorb or more room for catch-up. This potential advantage of relatively backward economies

plays an important role in ensuring a stable world income distribution across countries. It also

formalizes an idea that originates in Gerschenkron’s (1962) essay, Economic Backwardness in

Historical Perspective, that rapid catch-up by relatively backward countries is important for

understanding cross-country growth patterns.

Equation (18.3) also implies that technological progress can happen locally as well, that is,

building upon the knowledge stock of country j , Aj(t). The parameter λj captures the speed

at which this happens. This equation therefore contains the two major forms of technological

progress that a particular country can experience: absorption from the world technology frontier

and local technological advances. Its functional form is adopted for simplicity.

Notice that (18.3) sidesteps one of the major issues raised at the beginning of this chapter:

it posits that despite the relatively free flow of information across the globe, the process of

technology transfer between countries is a slow one. The assumption that σj < ∞ imposes

this feature. In particular, since σj < ∞, Aj(t) < A(t) implies that Aj(t + 	t) < A(t + 	t),

at least for 	t > 0 sufficiently small. Consequently, countries that have access to only a subset

of the production techniques (blueprints) available in the world do not immediately acquire all

of the knowledge that they do not currently have access to.

To proceed with the analysis of this model, let us define

aj(t) ≡
Aj(t)

A(t)

as an inverse measure of the proportional technology gap between country j in the world or

alternatively as an inverse measure of country j ’s distance to the frontier (distance to the world

technology frontier). We can then write the above equation as (see Exercise 18.3)

ȧj(t) = σj − (σj + g − λj)aj(t). (18.4)

Clearly the initial conditions A(0) > 0 and Aj(0) > 0 give a unique initial condition for the

differential equation for aj : aj(0) ≡ Aj(0)/A(0) > 0.

Given the description of the environment above, the dynamics of the world income per capita

levels and technology are determined by 2J differential equations. For each j , one of (18.1) and

one of (18.4) applies. These equations characterize the steady-state distribution of technology

and income per capita in the world economy and its transitional dynamics. What makes the

analysis of this world equilibrium relatively straightforward is the block recursiveness of the

system of differential equations governing the behavior of income per capita and technology

across countries. The law of motion of (18.4) for country j only depends on aj(t), so it

can be solved without reference to the law of motion of kj(t) and to the law of motion of

{kj ′(t), aj ′(t)}j ′ �=j . Once (18.4) is solved, then (18.1) becomes a first-order nonautonomous

differential equation in a single variable. The fact that it is nonautonomous is a consequence

of the fact that gj(t) on the right-hand side is given as

gj(t) =
ȧj(t)

aj(t)
+ g.
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Once we solve for the law of motion of aj(t), this is simply a function of time, making (18.1)

a simple nonautonomous differential equation.

Let us start the analysis with the steady-state world equilibrium. A world equilibrium is

defined as an allocation {[kj(t), aj(t)]t≥0}
J
j=1 such that (18.1) and (18.4) are satisfied for each

j = 1, . . . , J and for all t , starting with the initial conditions {kj(0), aj(0)}J
j=1. A steady-

state world equilibrium is then defined as a steady state of this equilibrium path, that is, an

equilibrium with k̇j(t) = ȧj(t) = 0 for each j = 1, . . . , J . The steady-state equilibria studied in

this chapter exhibit constant growth, so I could have alternatively referred to them as “balanced

growth path equilibria.” Throughout I use the term “steady-state equilibrium” for consistency.2

Proposition 18.1 In the above-described model, there exists a unique steady-state world

equilibrium in which income per capita in all countries grows at the same rate g > 0. Moreover,

for each j = 1, . . . , J , we have

a∗
j

=
σj

σj + g − λj

, (18.5)

and k∗
j

is uniquely determined by

sj

f (k∗
j
)

k∗
j

= nj + g + δ.

The steady-state world equilibrium {k∗
j
, a∗

j
}J
j=1 is globally stable in the sense that starting

with any strictly positive initial values {kj(0), aj(0)}J
j=1, the equilibrium path {kj(t), aj(t)}

J
j=1

converges to {k∗
j
, a∗

j
}J
j=1.

Proof. First solve (18.1) and (18.4) for each j = 1, . . . , J , imposing the steady-state con-

dition that k̇j(t) = ȧj(t) = 0. This yields a unique solution, establishing the uniqueness of the

steady-state equilibrium. Then standard arguments show that the steady state a∗
j

of the differ-

ential equation for aj(t) is globally stable. Using this result, the global stability of the steady

state of the differential equation for kj(t) follows straightforwardly. Exercise 18.4 asks you to

complete the details of this proof.

Several features of this world equilibrium are noteworthy. First, there is a unique steady-

state world equilibrium and it is globally stable. This enables us to perform simple comparative

static and comparative dynamic exercises (see Exercise 18.5). Second and most importantly,

despite differences in saving rates and technology absorption rates across countries, income per

capita in all economies grows at the same rate, which is equal to the growth rate of the world

technology frontier, g. Equation (18.3) clarifies the reason for this: the rate of technology

diffusion (absorption) is higher when the gap between the world technology frontier and the

technology level of a particular country is greater. Thus there is a force pulling backward

economies toward the technology frontier, and in steady state this force is powerful enough to

ensure that all countries grow at the same rate.

Does this imply that all countries will converge to the same level of income per capita?

The answer is clearly no. Differences in saving rates and absorption rates translate into level

differences (instead of growth rate differences) across countries. For example, a society with

a low level of σj initially grows less than others, until it is sufficiently behind the world

technology frontier. At this point, it will also grow at the world rate, g. This discussion

2. In the remainder, I sometimes write [kj (t), aj (t)]t≥0 instead of [kj (t), aj (t)]
∞
t=0 to simplify the notation.
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illustrates that it is precisely the endogenous technology gap between a country and the world

frontier that ensures growth at the rate g for all countries. Thus societies that are unsuccessful in

absorbing world technologies, those that impose barriers slowing technology diffusion (those

with low σj ), and those that are not sufficiently innovative in developing their own local

technologies (those with low λj ) will be poorer. Moreover, as in the baseline Solow model,

those with low saving rates will also be poorer. These results are summarized in the following

proposition.

Proposition 18.2 Steady-state income per capita level of country j can be written as

y∗
j
(t) = exp(gt)y∗

j
, where y∗

j
is increasing in σj , λj , and sj and decreasing in nj and δ. It

does not depend on σj ′, λj ′, sj ′ and nj ′ for any j ′ �= j .

Proof. See Exercise 18.7.

A particularly convenient—but also restrictive—feature of the equilibrium studied here is

that even though there is technology diffusion and interdependences in this world equilibrium,

there is no interaction among countries. Each country’s steady-state income per capita (and

in fact path of income per capita) depends only on the behavior of the world technology

frontier and its own parameters. Later in this chapter, we will see models in which there is

more interaction between the decisions of individual countries.

18.2.2 Household Optimization

It is straightforward to incorporate household optimization into this benchmark model of

technology transfer. In particular, let us now suppose that each country admits a representative

household with preferences at time t = 0 given by

Uj =

∫ ∞

0

exp(−(ρ − nj)t)
cj(t)

1−θ − 1

1 − θ
dt, (18.6)

where cj(t) ≡ Cj(t)/Lj(t) is per capita consumption in country j at time t , and I imposed the

restriction that all countries have the same time discount rate ρ. This latter feature is to simplify

the discussion in the text, and Exercise 18.9 generalizes the results here to a world economy

with different discount rates. This is an important generalization, since it highlights that a

stable world income distribution does not depend on equal discount rates or asymptotically

equal saving rates across countries.

As in the neoclassical growth model, the resource constraint takes the form

k̇j(t) = f (kj(t)) − c̃j(t) − (nj + gj(t) + δ)kj(t),

where c̃j(t) ≡ cj(t)/Aj(t) ≡ Cj(t)/(Aj(t)Lj(t)) is consumption normalized by effective units

of labor. This equation now replaces (18.1) as the law of motion of the effective capital-labor

ratio of country j .

The world equilibrium and the steady-state world equilibrium are defined in a similar

fashion, except that now consumption decisions maximize the utility of the representative

household in each country. The same analysis as in Chapter 8 leads to the next proposition.

Proposition 18.3 Consider the above-described model with household optimization, with

preferences given by (18.6), and suppose that ρ − nj > (1− θ)g for j = 1, . . . , J . Then there



618 . Chapter 18 Diffusion of Technology

exists a unique steady-state world equilibrium where for each j , a∗
j

is given by (18.5) and k∗
j

is uniquely determined by

f ′(k∗
j
) = ρ + δ + θg,

and consumption per capita in each country grows at the rate g > 0.

Moreover the steady-state world equilibrium is globally saddle-path stable: starting

with any strictly positive initial values {kj(0), aj(0)}J
j=1, the equilibrium path

{kj(t), aj(t), c̃j(t)}
J
j=1 converges to {k∗

j
, a∗

j
, c̃∗

j
}J
j=1, where c̃∗

j
is the steady-state consumption

to effective labor ratio in economy j .

Proof. We can first show that a∗
j

can be determined from the differential equation (18.4)

without reference to any other variables and satisfies (18.5). The consumption Euler equations

and the dynamics of capital accumulation are the same as in the baseline neoclassical growth

model, taking into account that in steady state gj(t) = g. To complete the proof of the propo-

sition, we need to show the stability of a∗
j
, and then taking into account the behavior of gj(t),

we must establish the saddle-path stability of k∗
j

using the same type of analysis as in Chap-

ter 8—which is slightly more complicated here because the differential equation for capital

accumulation is not autonomous. You are asked to complete these details in Exercise 18.8.

This proposition shows that all qualitative results of the benchmark model of technology

diffusion apply regardless of whether we assume constant saving rates or dynamic household

maximization (as long as we ensure that the growth rate is not so high as to lead to infinite

utility and violate the transversality condition). Naturally, an equilibrium now corresponds

not only to paths of {kj(t), aj(t)} but also includes the time path of consumption to effective

labor, c̃j(t). Consequently, the appropriate notion of stability is saddle-path stability, which

the equilibrium in Proposition 18.3 satisfies.

18.2.3 The Role of Human Capital in Technology Diffusion

The model presented above is in part inspired by the classic paper by Richard Nelson and

Edmund Phelps (1966), which was already discussed in Chapter 10. Recall that the Becker-

Mincer view emphasizes how human capital increases the productivity of the labor hours

supplied by an individual. While this approach allows the effect of human capital to be different

in different tasks, in most applications it is presumed that greater human capital translates into

higher productivity in all or most tasks, with the set of productive tasks typically taken as

given. In contrast, Nelson and Phelps (and Ted Schultz) emphasize the role of human capital

in facilitating the adoption of new technologies and adaptation to changing environments.

In terms of the model described above, the simplest way of capturing this argument is to

posit that the parameter σj is a function of the human capital of the workforce. The greater is

the human capital of the workforce, the higher is the absorption capacity of the economy. If so,

high human capital societies will be richer because, as shown in Proposition 18.2, economies

with higher σj have higher steady-state levels of income.

While this modification leaves the mathematical exposition of the model unchanged, the

implications for how we view the growth experiences of societies with different levels of human

capital are potentially quite distinct from the Becker-Mincer approach (or at the very least, from

the simplest version of the Becker-Mincer approach). The latter approach suggests that we can

approximate the role of human capital in economic development by carefully accounting for

its role in the aggregate production function. This, in turn, can be done by estimating individual

returns to schooling and returns to other dimensions of human capital in the labor market. The
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Nelson-Phelps-Schultz view, on the other hand, suggests that even if the contribution of human

capital to productivity in regular activities is limited, lack of human capital may slow down

the process of technology diffusion.

18.2.4 Barriers to Technology Adoption

As discussed in Chapter 8, one of the main criticisms against the neoclassical growth model

has been its inability to generate quantitatively large differences in cross-country income per

capita. Many economists view this as related to the fact that the basic neoclassical growth

model does not provide an explanation for technology differences. The model in this section

presents a reduced-form model of technology differences across countries and thus enables us

to enrich the Solow or the neoclassical growth models to incorporate technology differences.

Nevertheless, such a theory will be useful only to the extent that the key parameters, such as

σj and λj , can be mapped to data. Section 18.2.3 discussed ideas linking the parameter σj

to human capital. An alternative, emphasized by Parente and Prescott (1994), is to link σj to

barriers to technology adoption. Parente and Prescott construct a variant of the neoclassical

growth model in which investments affect technology absorption and countries differ in terms

of the barriers that they place in the paths of firms in this process. In terms of the reduced-form

model here, the Parente-Prescott mechanism can be captured by interpreting σj as a function

of property rights institutions or other institutional or policy features.

This perspective is useful as it gives us a concrete way of thinking of the reasons that σj may

vary across countries. Nevertheless, it is still unsatisfactory in two important respects. First,

exactly how these institutions affect technology adoption is left as a black box. Second and

more importantly, why some societies choose to create barriers against technology adoption

while others do not is left unexplained. The models that combine technology diffusion with

endogenous technology decisions, which are presented in the next section, make some progress

on the first point. The question of why some societies block technology adoption will be the

topic of Part VIII.

18.3 Technology Diffusion and Endogenous Growth

In the previous section, technology diffusion took place exogenously, in the sense that firms did

not engage in R&D or investment-type activities to improve their technologies. In this section,

I introduce these types of purposeful activities directed at improving technology. The section

is separated into two parts. In the first, the world growth rate is taken as exogenous. In the

second, it is endogenous.

18.3.1 Exogenous World Growth Rate

To keep the exposition as brief as possible, I use the baseline endogenous technological change

model with expanding machine variety and lab-equipment specification as in Section 13.1

of Chapter 13, and I frequently refer to the analysis there. Clearly, different versions of the

endogenous technological change models could be used for the same purposes.

The aggregate production function of economy j = 1, . . . , J at time t is

Yj(t) =
1

1 − β

(

∫ Nj (t)

0

xj(ν, t)1−βdv

)

Lj
β, (18.7)
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where Lj is the aggregate labor input, which is assumed to be constant over time; Nj(t) denotes

the number (measure) of varieties of machines available to country j at time t ; and xj(ν, t) is

the total amount of machine variety ν used at time t . Suppose again that each x depreciates

fully after use. As in Chapter 13, each variety in economy j is owned by a technology

monopolist, which sells machines embodying this technology at the profit-maximizing (rental)

price px
j (ν, t). This monopolist can produce each unit of the machine at a cost of ψ ≡ 1 − β

units on the final good, where the normalization is again introduced to simplify the expressions.

Since there is no international trade, firms in country j can only use technologies supplied by

technology monopolists in their country. This assumption introduces the potential differences

in the knowledge stock available to different countries.

Each country admits a representative household with the same preferences as in (18.6),

except that there is no population growth, that is, nj = 0 for all j . New varieties are again

produced by investment, and thus the resource constraint for each country at each point in

time is

Cj(t) + Xj(t) + ζjZj(t) ≤ Yj(t), (18.8)

where Xj(t) is investment or spending on inputs at time t , and Zj(t) is expenditure on

technology adoption at time t , which may take the form of R&D or other expenditures,

such as the purchase or rental of machines embodying new technologies. The parameter ζj

is introduced as a potential source of differences in the cost of technology adoption across

countries, which may result from institutional barriers against innovation as emphasized by

Parente and Prescott (1994), from subsidies to R&D and to technology, or from other tax

policies. It may also be a function of the human capital of the workforce of country j because

of the role of human capital in technology adoption emphasized by Nelson and Phelps (1966).

The main difference from the environment in Chapter 13 is in the innovation possibilities

frontier, which now takes the form

Ṅj(t) = ηj

(

N(t)

Nj(t)

)φ

Zj(t), (18.9)

where ηj > 0 for all j , and φ > 0 and is common to all economies. This form of the innovation

possibilities frontier captures the same basic idea as (18.3), but what matters is not the absolute

gap in technology but the proportional gap. This functional form is adopted for simplicity. I

assume that each economy starts with some initial technology stock Nj(0) > 0. Finally, as

noted above, the world technology frontier of varieties expands at an exogenous rate g > 0,

that is,

Ṅ(t) = gN(t). (18.10)

The analysis in Chapter 13 implies that the flow profits of a technology monopolist at time t

in economy j is given by πj(t) = βLj . Suppose a steady-state (BGP) equilibrium exists in

which the interest rate is constant at some level r∗
j

> 0. Then the net present discounted value

of a new machine is

V ∗
j

=
βLj

r∗
j

.

If the steady state involves the same rate of growth in each country, then Nj(t) will also grow at

the rate g, so that Nj(t)/N(t) remains constant, say at some level μ∗
j
. In that case, an additional
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unit of technology spending creates profits equal to ηj(μ
∗
j
)−φV ∗

j
counterbalanced against the

cost of ζj . Free entry (with positive activity) then requires

μ∗
j
=

(

ηjβLj

ζjr
∗

)1/φ

, (18.11)

where I have also used the fact that given the preferences in (18.6), equal growth rates across

countries imply that the interest rates are the same in all countries (equal to r∗ = ρ + θg).

Since a higher μj implies that country j is technologically more advanced and thus richer

than others, (18.11) shows that societies with better innovation possibilities (as captured by

the parameter ηj ) and those with lower cost of R&D (corresponding to lower ζj ) will be

technologically more advanced and richer. This equation also incorporates a scale effect as

in the standard endogenous technological change models, so a country with a greater labor

force will also be richer. This is for the same reason that a greater labor force leads to faster

growth in the baseline endogenous technological change model: a greater labor force creates

more demand for machines, making R&D more profitable.

Proposition 18.4 Consider the model with endogenous technology adoption described

in this section. Suppose that ρ > (1 − θ)g. Then there exists a unique steady-state world

equilibrium where relative technology levels are given by (18.11) and all countries grow at

the same rate g > 0.

Moreover this steady-state equilibrium is globally saddle-path stable in the sense that

starting with any strictly positive vector of initial conditions N(0) and (N1(0), . . . , NJ (0)),

the equilibrium path of (N1(t), . . . , NJ (t)) converges to (μ∗
1N(t), . . . , μ∗

J
N(t)).

Proof. First show that the specified steady-state equilibrium is the only steady-state equi-

librium in which all countries grow at the same rate. Then consider the value function of

technology monopolists in each country as in Chapter 13 and show that the number of va-

rieties in each country must asymptotically grow at the rate g. Exercise 18.11 asks you to

complete this proof.

This result and the preceding analysis show that endogenizing investments in technology

adoption leads to an equilibrium pattern similar to that in the previous section. The main

difference is that we can now pinpoint the factors that affect the rates of technology adoption

and relate them to the profit incentives of firms. An explicit model of technology decisions also

allows us to investigate how differences in the cost of investing in technology might impact

cross-country differences in technology and income (see Exercise 18.12).

18.3.2 Endogenous Growth in the World

The model in Section 18.3.1 was simplified by the fact that the world growth rate was

exogenous. A more satisfactory model would derive the world growth rate from the technology

adoption and R&D activities of each country. Such models are typically more involved, because

they feature richer interactions among countries. In addition, a certain amount of care needs to

be taken so that the world economy grows at a constant endogenous rate, while there are still

forces that ensure relatively similar growth rates across countries. Naturally, one may also wish

to construct models in which countries grow at permanently different long-run rates (see, e.g.,

Exercise 13.7 in Chapter 13). The evidence in Chapter 1 suggests that such long-run growth

differences are present when we look at the past 200 or 500 years, but there are more limited

differences in sustained growth rates over the past 60 years or so (implying only small changes



622 . Chapter 18 Diffusion of Technology

in the postwar world income distribution). Thus whether one wants to have long-run growth rate

differences across countries is a modeling choice—it partly depends on whether one thinks of a

model with a long transition leading to the large income differences or wishes to approximate

the past 200 or 500 years as corresponding to steady-state behavior. Since such differences

in growth rates emerge straightforwardly in many models (including all of the endogenous

technology models so far; see again Exercise 13.7), here I focus on forces that keep countries

growing at similar rates in the presence of endogenous technological change at the world level.

The main difference from the model in Section 18.3.1 is that the world growth equation

(18.10), which specified exogenous world growth at the rate g, is now replaced with an equation

that links the improvements in the world technology to technological improvements in each

country. In particular, let us adopt the simplest way of aggregating the technologies of different

countries, which is by taking their arithmetic average:

N(t) =
1

J

J
∑

j=1

Nj(t). (18.12)

With this new equation, N(t) no longer corresponds to the world technology frontier. Instead,

it represents average technology in the world, and as long as there are some differences across

countries, it will naturally be the case that Nj(t) > N(t) for at least some j . Nevertheless,

having the world technology correspond to an average of the technology of each country is a

natural generalization of the ideas presented so far in this chapter. One disadvantage of this

formulation is that it implies that the contribution of each country to the world technology is the

same. Exercise 18.18 discusses alternative ways of aggregating individual country technologies

into a world technology term and shows that the qualitative results here do not depend on the

specification in (18.12). Besides (18.12), all other equations from Section 18.3.1 continue

to hold.

The main result of this section is that the pattern of cross-country growth is similar to that

in Section 18.3.1, but now the growth rate of the world economy, g, is endogenous, resulting

from the investments in technologies made by firms in each country. Suppose that there exists a

steady-state world equilibrium in which each country grows at the rate g. Then (18.12) implies

that the world technology N(t) also grows at the same rate g. The net present discounted

value of a new machine in country j is still βLj/r∗, and the no-arbitrage condition in R&D

investments implies that, for given g, each country j ’s relative technology μ∗
j

should satisfy

(18.11). However, now dividing both sides of equation (18.12) by N(t) implies that the steady-

state world equilibrium must satisfy

1

J

J
∑

j=1

μ∗
j
= 1

1

J

J
∑

j=1

(

ηjβLj

ζj(ρ + θg)

)1/φ

= 1, (18.13)

where the second line uses the definition of μ∗
j

from (18.11) and substitutes for the common

interest rate r∗ as a function of the world growth rate. The only unknown in (18.13) is g.

Moreover the left-hand side is clearly strictly decreasing in g, so this equation can be satisfied

for at most one value of g, say g∗. The following condition is necessary and sufficient for the

world growth rate to be positive (see Exercise 18.14):
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1

J

J
∑

j=1

(

ηjβLj

ζjρ

)1/φ

> 1. (18.14)

Proposition 18.5 Suppose that (18.14) holds and that the unique solution g∗ to (18.13)

satisfies ρ > (1 − θ)g∗. Then there exists a unique steady-state world equilibrium in which

growth at the world level is given by g∗ and all countries grow at this common rate. This

growth rate is endogenous and is determined by the technologies and policies of each country.

In particular, a higher ηj or Lj or a lower ζj for any country j = 1, . . . , J increases the world

growth rate.

Proof. See Exercise 18.15.

Several features of this equilibrium are noteworthy. First, taking the world growth rate as

given, the structure of the equilibrium is similar to that in Proposition 18.4. Thus the fact that all

countries grow at the same rate and that differences in the innovation possibilities frontier ηj ,

the size of the labor force Lj , and the extent of potential distortions in technology investments

ζj translate into level differences across countries has exactly the same intuition as in that

proposition. What is more interesting is that essentially the same model as in Section 18.3.1

now gives us an endogenous growth rate for the world economy. In particular, while growth for

each country appears exogenous in the sense that each country accumulates toward a world-

determined growth rate, the growth rate of the world economy is endogenous and results

from the investments of the firms in each country. The current model thus provides a more

satisfactory framework for the analysis of the process of world growth than both the purely

exogenous growth models and the purely endogenous growth models. In the current model,

technological progress and economic growth are the outcome of investments by all countries

in the world, but there are sufficiently powerful forces in the world economy—here working

through technological spillovers—that pull relatively backward countries toward the world

average, ensuring equal long-run growth rates for all countries. Naturally, equal growth rates

are still consistent with quite large level differences across countries (see Exercise 18.12).

Proposition 18.5 uses a number of simplifying assumptions. First, each country has the

same discount rate. This is only for simplicity, and Exercise 18.13 considers the case in

which countries differ according to their discount rates. Second, the proposition only describes

the steady-state equilibrium. Transitional dynamics are now more complicated, since the

block recursiveness of the dynamical system is lost. The differential equations describing the

equilibrium path for all countries need to be analyzed together. Nevertheless, local stability of

the steady-state world equilibrium can be established, and this is shown in Exercise 18.16.

18.4 Appropriate and Inappropriate Technologies and
Productivity Differences

The models presented so far in this chapter explicitly introduce a slow process of technology

diffusion from the world stock of knowledge to the set of techniques used in production in each

country. This was motivated either by some process of costly (and slow) technology absorption

or by barriers to technology adoption. However, as noted at the beginning of the chapter, in

the highly globalized world we live in, where IT and information flows make a wide range

of blueprints easily accessible to most individuals and firms around the world, we might have

expected much faster technology transfer across countries. Why does rapid diffusion of ideas

not remove all, or at least most, cross-country technology differences? Leaving the discussion

of institutional or policy barriers preventing technology diffusion to later, in this section and
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the next I focus on how technology differences and income gaps can remain substantial even

with free flow of ideas.

A first possibility is that productivity differences may remain even if all differences in tech-

niques disappear, because production is organized differently and the extent of inefficiencies

in production may vary across countries. The next section discusses this possibility. Another

important idea is that technologies of the world technology frontier may be inappropriate to

the needs of specific countries, so that importing the most advanced frontier technologies may

not guarantee the same level of productivity for all countries. At some level, this idea is both

simple and attractive. Technologies and skills consist of bundles of complementary attributes,

and these bundles vary across countries, so that there is no guarantee that a new technology

that works well given the skills and competences in the United States or Switzerland will also

do so in Nigeria or Turkey. Nevertheless, without specifying these attributes that make some

technologies work well in certain nations and not in others, this story has little explanatory

power. In this section, I present three versions of this story that may have some theoretical and

empirical appeal. First, I discuss how differences in exogenous (e.g., geographic) conditions

may make the same set of technologies differentially productive in different areas. Second, I

show how differences in capital intensity across countries may change the appropriateness of

different types of technologies. Finally, most of this section is devoted to the implications of

differences in skill supplies across countries for the appropriateness of frontier technologies to

developing economies. In this context, I show how the degree of appropriateness of technolo-

gies may arise endogenously in the world equilibrium and also present a model of economic

growth in which labor has to be allocated across different sectors, which is of independent

interest.

18.4.1 Inappropriate Technologies

The idea of inappropriate technologies can be best illustrated by an example on health in-

novations. Suppose that productivity in country j at time t , Aj(t), is a function of whether

there are effective cures against certain diseases affecting their populations. Suppose that there

are two different diseases: heart attack and malaria. Countries j = 1, . . . , J ′ are affected by

malaria and not by heart attacks, while j = J ′ + 1, . . . , J are affected by heart attacks and not

by malaria. If the disease affecting country j has no cure, then productivity in that country is

given by Aj(t) = A, while when a cure against this disease is introduced, then Aj(t) = A. Now

imagine that a new cure against heart attacks is discovered and becomes freely available to all

countries. Consequently the productivity in countries j = J ′ + 1, . . . , J increases from A to

A, but productivity in countries j = 1, . . . , J ′ remains at A. This simple example illustrates

how technologies of the world frontier may be inappropriate to the needs of some countries (in

this case, the J ′ countries affected by malaria). In fact, in this extreme case, a technological

advance that is freely available to all countries in the world increases productivity in a subset

of the countries and creates cross-country income differences.

Is there any reason to expect that issues of this sort might be important? The answer is both

yes and no. There are natural reasons to expect that new technologies should be optimized

for the conditions and the needs of OECD countries because these countries are both the

largest market for new technologies and the producers of much of new world know-how

(see Section 18.4.3 below). Nevertheless, other than the issue of disease prevention, there are

not many obvious fixed country characteristics that will create this type of inappropriateness.

Instead the issue of appropriate technology is much more likely to be important in the context of

whether new technologies increasing productivity via process and product innovations function
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well at different factor intensities. Sections 18.4.2 and 18.4.3 focus on whether technologies

developed in advanced economies can be productively used at different capital-labor and

skilled-unskilled labor ratios than those for which they have been designed.

18.4.2 Capital-Labor Ratios and Inappropriate Technologies

Atkinson and Stiglitz’s classic (1969) paper argued that a useful way of modeling technological

change is to view it as shifting isoquants (increasing productivity) at a given capital-labor ratio.

For example, a firm that is using a specific machine, say a particular type of tractor, with a

single worker may discover a way to increase the productivity of the worker. This innovation

can be used by any other firm employing the same tractor with a single worker. But it would be

much less valuable to firms using oxen or less advanced tractors, or even to firms using more

advanced tractors. Thus technological changes are localized for specific capital-labor ratios,

and when used with different ratios, they do not bring the same benefits. The implications of

this observation for cross-country income differences can be major. If new technologies are

developed for high capital-intensive production processes in OECD countries, they may be of

little use to labor-abundant less-developed economies, where most production units function

at lower capital-labor ratios than those in the OECD. This point is developed in the context

of a Solow-type growth model by Basu and Weil (1998). I provide a simple version of their

argument here.

Suppose that output per worker in a country is given by

y ≡
Y

L
= A(k | k′)k1−α,

where time and country indices are suppressed to simplify notation, k ≡ K/L is the capital-

labor ratio of the country in question, and A(k | k′) is the (total factor) productivity of the

technology designed to be used with capital-labor ratio k′ when used instead with capital-

labor ratio k. Suppose that when a technology designed for the capital labor ratio k′ is used

with a lower capital-labor ratio, there is a loss in efficiency. In particular, let us assume that

A(k | k′) = A min

{

1,

(

k

k′

)γ}

for some γ ∈ (0, 1). Suppose also that new technologies are developed in richer economies,

which have greater capital-labor ratios. Then productivity in a less-developed country with the

capital-labor ratio k < k′ is

y = A(k | k′)k1−α = Ak1−α+γ (k′)−γ . (18.15)

An immediate implication of (18.15) is that less-developed countries are less productive than

advanced countries even when they are producing with the same techniques. Moreover this

productivity disadvantage is larger when the gap in the capital intensity of production between

these countries and in the technologically advanced economies is greater. Depending on the

value of the parameter γ , the implication of this type of inappropriateness might be important

for understanding cross-country income differences. With the same arguments as in Chapters

2 and 3, we may want to think of α ≈ 2/3. In this case, an economy with an eight times higher

capital-labor ratio than another would be only twice as rich when both countries have access

to the same technology and there is no issue of inappropriate technologies. But if γ = 2/3

and the country with the higher capital-labor ratio is the frontier one setting the level of k′
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in terms of the function A(k | k′), the implied difference would be eightfold rather than the

twofold difference implied by the model that overlooked the issue of appropriate technology.

Thus inappropriateness of technologies has the potential to increase the implied cross-country

income differences, even when all countries have access to the same technologies. Exercise

18.20 provides more details on this model.

18.4.3 Endogenous Technological Change and Appropriate Technology

The Atkinson-Stiglitz and Basu-Weil approach discussed in Section 18.4.2 emphasizes differ-

ences in capital intensity between rich and poor economies. The evidence discussed in Section

18.1 suggests that differences in human capital may be particularly important in the adoption

of technology. Moreover the past 30 years have witnessed the introduction of a range of skill-

biased technologies both in developed economies and in many developing countries. Given this

evidence, a mismatch between the skill requirements of frontier technologies and the available

skills of the workers in less-developed countries may be more important than differences in

capital intensity. In this subsection, I outline the model introduced in Acemoglu and Zilibotti

(2001), which emphasizes the implications of the mismatch between technologies developed

in advanced economies and the skills of the workforce of the less-developed countries. Fur-

thermore, this enables us to use the ideas related to directed technological change developed in

Chapter 15 in the context of cross-country productivity differences and also provides us with

a tractable multisector growth model.

The world economy consists of two groups of countries, the North and the South, and as

in Chapter 15, two types of workers, skilled and unskilled. There are two differences between

the North and the South. First, all R&D and new innovations take place in the North (so that

the North approximates the OECD or the United States and some other advanced economies).

The South simply copies technologies developed in the North. Because of lack of IPR in the

South, the main market of new technologies is Northern firms. Second, the North is more skill

abundant than the South; in particular,

H n/Ln > H s/Ls,

where H j denotes the number of skilled workers in country j , and Lj denotes the number of

unskilled workers. I use j = n or s to denote the North or the South, and assume that there

are many Northern and many Southern countries. There is no population growth and no trade

between the countries. Throughout, all countries have access to the same set of technologies,

so there is also no slow diffusion of technologies. All differences in productivity arise from

the potential mismatch between technology and skills.

On the preference side, all economies are assumed to admit a representative household with

the standard preferences, for example, as given in (18.6) with nj = 0 for all countries, since

there is no population growth. The final good in each country is produced as a Cobb-Douglas

aggregate of a continuum 1 of intermediate goods as in (14.59) in Section 14.4 of Chapter 14.

In particular, we have

Yj(t) = exp

(

∫ 1

0

log yj(i, t)di

)

, (18.16)

where Yj(t) is the amount of final good in country j at time t , and yj(i, t) is the output of

intermediate i. As usual, total output is spent on consumption Cj(t), intermediate expenditures

Xj(t), and also in the North, there are R&D expenditures equal to Zj(t). The South does not

undertake R&D but can adopt technologies developed in the North.
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Let us assume that the technology for producing intermediate i in country j at time t is

yj(i, t) =
1

1 − β

(

∫ NL(t)

0

xL,j(i, ν, t)1−βdν

)

((1 − i)lj(i, t))β (18.17)

+
1

1 − β

(

∫ NH (t)

0

xH,j(i, ν, t)1−βdν

)

(iωhj(i, t))β.

Several features of this intermediate production function are worth noting. First, each inter-

mediate can be produced using two alternative technologies, one using skilled workers, the

other one using unskilled labor. Here lj(i, t) is the number of unskilled workers working in in-

termediate i in country j at time t . The function hj(i, t) is defined similarly. Second, skilled and

unskilled workers have different productivities in different industries—incorporating a pattern

of cross-industry comparative advantages. In particular, the presence of the terms 1− i and i in

the production function (18.17) implies that skilled workers are relatively more productive in

higher indexed intermediates, while unskilled workers have a comparative advantage in lower

indexed intermediates. Third, skilled workers also have an absolute advantage, captured by the

parameter ω, which is assumed to be greater than 1. Fourth, as in the standard models with

machine varieties, xL,j(i, ν) denotes the quantity of machines of type ν used with unskilled

workers, and xH,j(i, ν) is defined similarly. This part of the production function parallels those

used in Chapter 15. The numbers of machine varieties available to be used with skilled and

unskilled workers differ and are equal to NL(t) and NH (t), respectively. The important point

here is that these quantities are not indexed by j , since all technologies are available to all

countries. Thus we are ignoring the issue of slow diffusion and focusing on differences arising

purely from inappropriateness of technology. Finally, as usual, the term 1/(1− β) is introduced

as a convenient normalization.

Let us assume that the final good sectors and the labor markets are competitive. Again as in

Chapters 13 and 15, a technology monopolist can produce these machines at marginal cost ψ .

Let the prices of these machines be denoted by px
L,j

(ν, t) and px
H,j(ν, t) for the two sectors

in country j for machine variety ν at time t . Note that these prices do not depend on i, since

the machines are not sector specific. Instead, they are skill specific. As in Chapters 13 and 15,

profit maximization by the final good producers leads to the following demands for machines:

xL,j(i, ν, t) =
[

pj(i, t)((1 − i)lj(i, t))β/px
L,j

(ν, t)
]1/β

,

xH,j(i, ν, t) =
[

pj(i, t)(iωhj(i, t))β/px
L,j

(ν, t)
]1/β

,

where pj(i, t) is the relative price of intermediate i in country j at time t in terms of the

final good (which is set as the numeraire for each country). The technology monopolists in the

North invent machine varieties, so here the analysis is identical to that in Chapters 13 and 15.

In addition, to keep the treatment of Northern and Southern economies symmetric, I assume

that in each Southern economy a technology firm adopts (copies) the new machines invented

in the North (at no cost) and acts as the monopolist supplier of that machine for the producers

in its own country. Moreover the marginal cost of producing machines for this Southern firm

is the same as the inventor in the North, equal to ψ > 0.

As usual, the isoelastic demand for machines implies that the profit-maximizing price for

the technology monopolists is a constant markup over marginal cost, and I normalize the cost to

ψ ≡ 1− β. The symmetry between the North and the South implies that the price of machines
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and thus the demand for machines takes the same form in all countries. In particular, we obtain

output in sector i in any country j as

yj(i, t) =
1

1 − β
pj(i, t)(1−β)/β

[

NL(t)(1 − i)lj(i, t) + NH (t)iωhj(i, t)
]

. (18.18)

For each economy, NL(t) and NH (t) are the state variables. Given these state variables

the equilibrium is straightforward to characterize. In particular, the following proposition

determines the structure of equilibrium in each country.

Proposition 18.6 In any country j , given the world technologies NL(t) and NH (t), there

exists a threshold Ij(t) ∈ [0, 1] such that skilled workers are employed only in sectors i > Ij(t),

that is, for all i < Ij(t), hj(i, t) = 0, and for all i > Ij(t), lj(i, t) = 0.

Moreover prices and labor allocations across sectors are such that

for all i < Ij(t), pj(i, t) = PL,j(t)(1 − i)−β and lj(i, t) = Lj/Ij(t),

while

for all i > Ij(t), pj(i, t) = PH,j(t)i
−β and hj(i, t) = Hj/(1 − Ij(t)),

where the positive numbers PL,j(t) and PH,j(t) can be interpreted as the price indices for

labor-intensive and skill-intensive intermediates, respectively.

Proof. See Exercise 18.21.

Using Proposition 18.6, the characterization of equilibrium, given the level of world tech-

nologies NL(t) and NH (t), is straightforward. In particular, the technology for the final good

sector in (18.16) implies that the price indices in country j at time t must satisfy

PH,j(t)

PL,j(t)
=

(

NH (t)ωHj/(1 − Ij(t))

NL(t)Lj/Ij(t)

)−β

. (18.19)

Moreover the threshold sector Ij(t) in country j at time t is indifferent between using skilled

and unskilled workers (and technologies) for production, and thus PL,j(t)(1 − Ij(t))
−β =

PH,j(t)Ij(t)
−β . Combining this expression with (18.19) yields

PH,j(t)

PL,j(t)
=

(

NH (t)

NL(t)

ωHj

Lj

)−β/2

, (18.20)

and the equilibrium threshold Ij(t) is uniquely pinned down by

Ij(t)

1 − Ij(t)
=

(

NH (t)

NL(t)

ωHj

Lj

)−1/2

. (18.21)

Combining these two equations, we can also derive the level of total output in economy j as

Yj(t) = exp(−β)
[

(NL(t)Lj)
1/2 + (NH (t)ωHj)

1/2
]2
, (18.22)
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and the skill premium is obtained as

wH,j(t)

wL,j(t)
= ω

(

NH (t)

NL(t)

)1/2
(

ωHj

Lj

)−1/2

(18.23)

(see Exercise 18.22). An interesting feature of this characterization, apparent from (18.22),

is that the multisector model in this section leads to an equilibrium allocation in which the

level of output is identical to that given by a CES production function with an elasticity of

substitution equal to 2. In fact, this phenomenon is more general, and by changing the pattern

of comparative advantage of skilled and unskilled workers in different sectors, one can obtain

aggregate production functions with different elasticities of substitution.

The characterization of the equilibrium above already shows that the type of technologies,

NL(t) and NH (t), differentially affects productivity in economies with different factor propor-

tions. For example, consider the extreme case in which H s = 0, so that there are no skilled

workers in the South. Then an increase in NH (t) increases productivity in the North, but has no

effect in the South. Naturally, when there are skilled and unskilled workers in both the North

and the South, the implications of the changes in these two technologies is not as extreme,

but the general principle still applies: an increase in NH (t) relative to NL(t) benefits the skill-

abundant North more than the skill-scarce South. But conversely, an increase in NL(t) tends

to benefit Southern economies relatively more. Thus the question becomes whether the world

technology is more appropriate to the needs of the North or the South. Here the features that

new technologies are developed in the North and that there are no IPR for Northern R&D

in the South become important. These features imply that new technologies are developed—

designed—for the needs of the North.

Let us adopt the simplest version of the directed technological change model from Chapter

15 (i.e., the lab-equipment specification from Section 15.3) and suppose that

ṄL(t) = ηZL(t), and ṄH (t) = ηZH (t), (18.24)

which is the same as the innovation possibilities frontier in Section 15.3, except that ηL and ηH

have been set equal to each other for simplicity. Equilibrium and BGP are defined in the usual

way. The analysis from Section 15.3, combined with the fact that the relevant market sizes

are given by H n and Ln (because research firms can only sell their technologies to Northern

firms), establishes the next proposition.

Proposition 18.7 With the lab-equipment specification of directed technological change as

in (18.24) and no IPR in the South, the unique BGP involves Northern relative prices

P n
H

P n
L

=

(

ωH n

Ln

)−β

,

and the world relative technology ratio is

(

NH

NL

)∗

=
ωH n

Ln
. (18.25)

Moreover in the North the threshold sector satisfies

1 − In∗

In∗
=

ωH n

Ln
,
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and the skill premium is

(

wn
H

wn
L

)∗

= ω.

This unique BGP is globally (saddle-path) stable.

Proof. See Exercise 18.23.

To understand the implications of directed technological change for cross-country produc-

tivity differences, let us next introduce three simple concepts. Net output, income per capita,

and income per effective unit of labor, which are respectively given by

YN
j

≡ Yj − Xj , yj ≡
Yj

Lj + Hj

, and yeff
j

≡
Yj

Lj + ωHj

.

These quantities are functions of labor supplies and of relative technologies, in particular of

NH/NL. These dependences are suppressed to simplify notation.

The next result shows that the steady-state technologies are indeed appropriate for the con-

ditions (factor proportions) in the North, and that this creates endogenous income differences

between the North and the South.

Proposition 18.8 Consider the above-described model. Then

1. The BGP technology ratio (NH/NL)∗ is such that, given a constant level of NH + NL,

it achieves the unique maximum of net output in the North, YN
n

, as a function of relative

technology NH/NL.

2. At the steady-state equilibrium technology ratio (NH/NL)∗, yn > ys, and yeff
n

> yeff
s

.

Proof. See Exercise 18.24.

This proposition establishes two important results. First, the steady-state equilibrium tech-

nology is indeed appropriate for the needs of the North. This is intuitive, since research firms

are targeting the Northern markets (in particular the relative supply of skills in the North).

Moreover the statement that there is a unique maximum of YN
n

(given the total amount of tech-

nology NH + NL) also implies that net output in the South, YN
s

, given by a similar expression,

will not be maximized by (NH/NL)∗. This is the essence of the second result contained in

this proposition: because technologies are developed in the North (in practice, corresponding

loosely to the OECD countries) and are designed for the needs (factor proportions) of Northern

economies, they are inappropriate for the needs of the South. As a result, income per capita and

income per effective units of labor in the North are higher than in the South. Thus the process

of directed technological change acts as a force toward greater cross-country inequality. Using

a simple calibration, Acemoglu and Zilibotti (2001) show that the technology-skill mismatch

created by this channel might contribute significantly to cross-country income and productivity

differences.

18.5 Contracting Institutions and Technology Adoption

An important determinant of differences in technology and technology adoption are institu-

tional differences across societies. I have already noted how the parameter σj in the model of

Section 18.2 can be interpreted as varying across countries because of differences in policies



18.5 Contracting Institutions and Technology Adoption . 631

and institutions erecting barriers against technology adoption. Naturally, an approach that links

σj to such technology barriers is rather reduced form. To make further progress, we need more

micro-founded models of why there are barriers to technology adoptions and how these barri-

ers affect technology choices. The reasons certain groups may want to erect barriers against the

introduction of new technologies are discussed in detail in Part VIII, where I also discuss other

factors affecting the efficiency of the organization of production. However, before turning to

these models, it is useful to show how differences in the ability to write contracts between firms

and their suppliers (or firms and their workers) may have first-order effects on technology adop-

tion decisions. I now briefly discuss a model of endogenous technology adoption, which again

builds on the framework developed in Chapter 13. The purpose of this model is to illustrate

how contractual difficulties can lead to differences in productivity and technology adoption

patterns across countries. The model is a slight simplification of that by Acemoglu, Antras,

and Helpman (2007). The main focus is on how contracting institutions affect the relationship

between producers and suppliers and thus change the profitability of technology adoption.

18.5.1 Preferences, Technology, and Market Structure

For simplicity, consider a static world and focus on a single country. There exists a continuum

of final goods q(z), with z ∈ [0, M], where M represents the number (measure) of final goods

(I use M here, since here N denotes technology choice). All households have identical CES

preferences

u =

(

∫ M

0

q(ν)βdν

)1/β

− ψe, 0 < β < 1, (18.26)

where e is the total effort exerted by this individual, with ψ representing the cost of effort in

terms of real consumption. The parameter β ∈ (0, 1) determines the elasticity of demand and

implies that the elasticity of substitution between final goods, 1/(1− β), is greater than 1. The

CES preferences in (18.26) imply the demand function

q(ν) =

(

p(ν)

pI

)−1/(1−β)
A

pI

for each producer ν ∈ [0, M], where p(ν) is the price of good ν, A is aggregate spending, and

pI ≡

(

∫ M

0

p(ν)−β/(1−β)dν

)−(1−β)/β

is the ideal price index, which is taken as the numeraire, so that pI = 1. Thus each final good

producer faces a demand function of the form q = Ap−1/(1−β), where q denotes quantity and

p denotes price, and I have dropped the conditioning on z, since I focus on the decisions of a

single firm. The resulting revenue function for the firm can therefore be written as

R = A1−βqβ. (18.27)

Production depends on the technology choice of the firm, which is denoted by N ∈R+. More

advanced technologies involve a greater range of inputs (intermediates), supplied by different

suppliers. The transactions between the producer and the suppliers necessitate contracting
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relationships. For each j ∈ [0, N ], let X(j) be the quantity of input j . The production function

of the firm also takes the standard CES form

q = Nκ+1−1/α

(

∫ N

0

X(j)αdj

)1/α

, (18.28)

where α ∈ (0, 1), so that the elasticity of substitution between inputs, ε ≡ 1/(1− α), is always

greater than 1. In addition, κ > 0. The standard specification of the CES aggregator would

not involve the term Nκ+1−1/α (i.e., it would implicitly set κ = 1/α − 1). In that case, as in

Section 12.4 in Chapter 12, when X(j) = X, total output is q = N1/αX, and both the elasticity

of substitution between inputs and the elasticity of output to changes in technology, N , would

be governed by the same parameter α. Introducing the term Nκ+1−1/α in front of the integral

separates these two elasticities.

There is a large number of profit-maximizing suppliers that can produce the necessary

inputs. Suppose that each supplier has the same outside option w0 > 0. For now, let us take w0

as given and also assume that each input needs to be produced by a different supplier with whom

the firm needs to contract (see Exercise 18.31 on endogenizing this outside option). A supplier

assigned to the production of an input needs to undertake relationship-specific investments in

a unit measure of (symmetric) activities. The marginal cost of investment for each activity is ψ

as specified in (18.26). The production function of inputs is Cobb-Douglas and is symmetric

in the activities, that is,

X(j) = exp

(

∫ 1

0

log x(i, j)di

)

, (18.29)

where x(i, j) is the level of investment in activity i performed by the supplier of input j .

This formulation allows a tractable parameterization of contractual incompleteness, whereby

a subset of the investments necessary for production is nonverifiable and thus noncontractible.

Finally, let us assume that adopting a technology N involves costs Ŵ(N), such that:

1. For all N > 0, Ŵ(N) is twice differentiable, with Ŵ′(N) > 0 and Ŵ′′(N) > 0.

2. For all N > 0, NŴ′′(N)/[Ŵ′(N) + w0] > [β(κ + 1) − 1]/(1 − β).

The second assumption introduces enough convexity to ensure interior solutions.

The relationship between the producer and its suppliers requires contracts to ensure that

the suppliers deliver the required inputs. Let the payment to supplier j consist of two parts:

an ex ante payment τ(j) ∈R before the investments, the x(i, j), take place, and a payment

s(j) after the investments. Then the payoff to supplier j , also taking account of her outside

option, is

πx(j) = max

{

τ(j) + s(j) −

∫ 1

0

ψx(i, j)di, w0

}

. (18.30)

Similarly, the payoff to the firm is

π = R −

∫ N

0

[τ(j) + s(j)]dj − Ŵ(N), (18.31)

where R is revenue, and the other two terms on the right-hand side represent costs. Substituting

(18.28) and (18.29) into (18.27), revenue can be expressed as
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R = A1−βNβ(κ+1−1/α)

[

∫ N

0

(

exp

(

∫ 1

0

log x(i, j)di

))α

dj

]β/α

. (18.32)

18.5.2 Equilibrium under Complete Contracts

As a benchmark, consider the idealized case of complete contracts, where the firm has full

control over all investments and pays each supplier her outside option. Conceptually, complete

contracts correspond to the case in which markets are complete, and all inputs (of different

qualities) can be bought and sold in a quasi-competitive fashion. Most of the models presented

so far in this book have assumed complete contracts. While this is a good approximation

for many commodities, complete contracts (or the corresponding complete markets) may not

always capture the essence of the interaction between firms and their suppliers, especially when

contracting institutions are imperfect, so that using courts or other legal sanctions against firms

that breach their contractual agreements might be costly.

To prepare for the analysis of technology adoption under incomplete contracts, first con-

sider a game in which the firm chooses a technology level N and makes a contract offer

[{x(i, j)}i∈[0,1], {s(j), τ (j)}] for every input j ∈ [0, N ]. If a supplier accepts this contract

for input j , she is obliged to supply {x(i, j)}i∈[0,1] as stipulated in the contract in exchange for

the payments {s(j), τ (j)}. A Subgame Perfect Equilibrium (SPE) of this game is a strategy

combination for the firm and the suppliers such that suppliers maximize (18.30) and the firm

maximizes (18.31). An SPE can be alternatively represented as a solution to

max
N,{x(i,j)}i,j ,{s(j),τ (j)}j

R −

∫ N

0

(τ (j) + s(j))dj − Ŵ(N) (18.33)

subject to (18.32) and the suppliers’ participation constraint,

s(j) + τ(j) − ψ

∫ 1

0

x(i, j)di ≥ w0 for all j ∈ [0, N ]. (18.34)

Since the firm has no reason to provide rents to the suppliers, it chooses payments s(j) and

τ(j) that satisfy (18.34) with equality. Moreover, with complete contracts, τ(j) and s(j) are

perfect substitutes, so only the sum s(j) + τ(j) matters.

Moreover, since the firm’s objective function (18.33) is (jointly) concave in the investment

levels x(i, j) and these investments are all equally costly, the firm chooses the same investment

x for all activities in all inputs. Now, substituting for (18.34) in (18.33), we obtain the following

simpler unconstrained maximization problem for the firm:

max
N,x

A1−βNβ(κ+1)xβ − ψNx − Ŵ(N) − w0N. (18.35)

The first-order conditions of this problem imply that

(N∗)
β(κ+1)−1

1−β Aκβ1/(1−β)ψ−β/(1−β) = Ŵ′(N∗) + w0, (18.36)

x∗ =
Ŵ′(N∗) + w0

κψ
. (18.37)

Equations (18.36) and (18.37) can be solved recursively. The restrictions on the function Ŵ

above ensure that (18.36) has a unique solution for N∗, which, together with (18.37), yields a

unique solution for x∗.
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When all investment levels are identical and equal to x, output is q = Nκ+1x. Since a total of

NX = Nx inputs are used in the production process, a natural measure of productivity is output

divided by total input use, P = Nκ . In the case of complete contracts this productivity level is

P ∗ = (N∗)κ , which is increasing in the level of technology. The next proposition summarizes

this analysis.

Proposition 18.9 Consider the above-described model, take A as given, and suppose that

there are complete contracts. Then there exists a unique SPE with technology and investment

levels N∗ > 0 and x∗ > 0 given by (18.36) and (18.37), respectively. Furthermore in this SPE,

∂N∗

∂A
> 0,

∂x∗

∂A
≥ 0, and

∂N∗

∂α
=

∂x∗

∂α
= 0.

Proof. See Exercise 18.27.

In the case of complete contracts, the size of the market (which corresponds to A and from

the viewpoint of the individual firm is exogenous) has a positive effect on investments by

suppliers of inputs and productivity, because a greater market size makes both suppliers’ and the

producer’s investments more productive. The other noteworthy implication of this proposition

is that under complete contracts, the level of technology and thus productivity do not depend

on the elasticity of substitution between inputs, 1/(1 − α).

18.5.3 Equilibrium under Incomplete Contracts

Let us next consider the same environment under incomplete contracts. We model the im-

perfection of the contracting institutions by assuming that there exists μ ∈ [0, 1] such that

for every input j , investments in activities 0 ≤ i ≤ μ are observable and verifiable and there-

fore contractible, while investments in activities μ < i ≤ 1 are not contractible. Consequently

a contract stipulates investment levels x(i, j) for the μ contractible activities but does

not specify the investment levels in the remaining 1 − μ noncontractible activities. Instead

suppliers choose their investments in noncontractible activities in anticipation of the ex post

distribution of revenue, and they may decide to withhold their services in these activities from

the firm. Economies with weak contracting institutions have a low μ and thus feature only

a small set of tasks that are contractible, whereas more developed contracting institutions

correspond to high levels of μ.

The ex post distribution of revenues in activities that are not ex ante contractible is de-

termined by multilateral bargaining between the firm and its suppliers. The exact bargaining

protocol determines investment incentives of suppliers and the profitability of investment for

the firm. First, consider the timing of events:

. The firm adopts a technology N and offers a contract [{xc(i, j)}
μ

i=0, τ (j)] for every

input j ∈ [0, N ], where xc(i, j) is an investment level in a contractible activity, and

τ(j) is an upfront payment to supplier j . The payment τ(j) can be positive or negative.

. Potential suppliers decide whether to apply for the contracts. Then the firm chooses N

suppliers, one for each input j .

. All suppliers j ∈ [0, N ] simultaneously choose investment levels x(i, j) for all

i ∈ [0, 1]. In the contractible activities i ∈ [0, μ] the suppliers invest x(i, j) = xc(i, j).

. The suppliers and the firm bargain over the division of revenue, and at this stage,

suppliers can withhold their services in noncontractible activities.
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. Output is produced and sold, and the revenue R is distributed according to the bargaining

agreement.

Let us assume that the bargaining protocol leads to the Shapley value, which is a natural

solution concept for this multilateral bargaining game (discussed further in Section 18.5.4).

Taking this bargaining outcome as given, we now characterize the symmetric Subgame Perfect

Equilibria (SSPE) of this game.

Behavior along the SSPE can be described by a tuple {Ñ, x̃c, x̃n, τ̃ } in which Ñ represents

the level of technology, x̃c the investment in contractible activities, x̃n the investment in

noncontractible activities, and τ̃ the upfront payment to every supplier. That is, for every

j ∈ [0, Ñ ], the upfront payment is τ(j) = τ̃ , and the investment levels are x(i, j) = x̃c for

i ∈ [0, μ] and x(i, j) = x̃n for i ∈ (μ, 1]. With a slight abuse of terminology, I denote the

SSPE by {Ñ, x̃c, x̃n}.

As is typically the case in extensive-form complete information games, the SSPE can be

characterized by backward induction. First, consider the penultimate stage of the game, with

N as the level of technology and xc as the level of investment in contractible activities. Suppose

also that each supplier other than j has chosen a level of investment in noncontractible activities

equal to xn(−j) (these are all the same, because we are constructing a symmetric equilibrium),

while the investment level in every noncontractible activity by supplier j is xn(j). Given these

investments, the suppliers and the firm engage in multilateral bargaining. Denote the return

to supplier j resulting from this bargaining by s̄x[N, xc, xn(−j), xn(j)]. The optimal invest-

ment by supplier j implies that xn(j) must be chosen to maximize s̄x[N, xc, xn(−j), xn(j)]

minus the cost of investment in noncontractible activities, (1 − μ)ψxn(j). In a symmetric

equilibrium, xn(j) = xn(−j); in other words, xn needs to be a fixed-point given by

xn ∈ arg max
xn(j)

s̄x(N, xc, xn, xn(j)) − (1 − μ)ψxn(j). (18.38)

Equation (18.38) can be thought of as an incentive compatibility constraint, with the additional

symmetry requirement. While this equation is written with “∈” to allow for the fact that there

may be more than one maximizer of the expression on the right-hand side, the structure of the

current model ensures that there is a unique maximizer; thus “∈” can be replaced with “=”.

In a symmetric equilibrium with technology N , with investment in contractible activities

given by xc and investment in noncontractible activities equal to xn, the revenue of the firm

is given by R = A1−β(Nκ+1xμ
c
x1−μ

n
)β . Moreover, let sx(N, xc, xn) = s̄x(N, xc, xn, xn). Then

the Shapley value of the firm is obtained as a residual:

sq(N, xc, xn) = A1−β(Nκ+1xμ
c
x1−μ

n
)β − Nsx(N, xc, xn).

Now consider the stage in which the firm chooses N suppliers from a pool of applicants.

If suppliers expect to receive less than their outside option, w0, this pool is empty. Therefore

for production to take place, the final good producer has to offer a contract that satisfies the

participation constraint of suppliers under incomplete contracts, that is,

s̄x(N, xc, xn, xn) + τ ≥ μψxc + (1 − μ)ψxn + w0 (18.39)

for xn that satisfies (18.38). In other words, given N and (xc, τ ), each supplier j ∈ [0, N ]

should expect her Shapley value plus the upfront payment to cover the cost of investment in

contractible and noncontractible activities and the value of her outside option.

The maximization problem of the firm can then be written as

max
N,xc,xn,τ

sq(N, xc, xn) − Nτ − Ŵ(N)
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subject to (18.38) and (18.39). With no restrictions on τ , the participation constraint (18.39)

is satisfied with equality; otherwise the firm could reduce τ without violating (18.39) and

increase its profits. Therefore the upfront payment τ can be determined using this constraint

and substituted into the firm’s objective function. This yields the simpler problem,

max
N,xc,xn

sq(N, xc, xn) + N
[

s̄x(N, xc, xn, xn) − μψxc − (1 − μ)ψxn

]

− Ŵ(N) − w0N

(18.40)

subject to (18.38).

The SSPE {Ñ, x̃c, x̃n} solves this problem, and the corresponding upfront payment satisfies

τ̃ = μψx̃c + (1 − μ)ψx̃n + w0 − s̄x(Ñ, x̃c, x̃n, x̃n). (18.41)

The key issue in the presence of incomplete contracts is that the payments from the firm

to its suppliers will be determined ex post through bargaining rather than through contrac-

tual arrangements. As noted above, different bargaining protocols between suppliers and the

producer lead to somewhat different results. In the current context, the most natural choice

is the Shapley value, since it provides a plausible and tractable division rule for multilateral

bargaining problems. The derivation of this formula is not essential for the results here; thus it

is included for completeness at the end of this section. The next proposition provides the form

of this bargaining solution.

Proposition 18.10 Suppose that supplier j invests xn(j) in her noncontractible activities,

all the other suppliers invest xn(−j) in their noncontractible activities, every supplier invests

xc in her contractible activities, and the level of technology is N . Then the Shapley value of

supplier j is

s̄x(N, xc, xn(−j), xn(j)) = (1 − γ )A1−β

(

xn(j)

xn(−j)

)(1−μ)α

xβμ
c

xn(−j)β(1−μ)Nβ(κ+1)−1,

(18.42)

where

γ ≡
α

α + β
. (18.43)

Proof. See Section 18.5.4.

Several features of (18.42) are worth noting. First, the derived parameter γ ≡ α/(α + β)

represents the bargaining power of the firm; it is increasing in α and decreasing in β. A higher

elasticity of substitution between inputs—a higher α—raises the firm’s bargaining power,

because it makes every supplier less essential in production and therefore raises the share

of revenue appropriated by the firm. In contrast, a higher elasticity of demand for the final

good—higher β—reduces the firm’s bargaining power, because, for any coalition, it reduces

the marginal contribution of the firm to the coalition’s payoff as a fraction of revenue.

Second, in equilibrium all suppliers invest equally in all noncontractible activities, that is,

xn(j) = xn(−j) = xn, and so

sx(N, xc, xn) = s̄x(N, xc, xn, xn) = (1 − γ )A1−βxβμ
c

xβ(1−μ)
n

Nβ(κ+1)−1 = (1 − γ )
R

N
,

(18.44)
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where R = A1−βxβμ
c

xβ(1−μ)
n

Nβ(κ+1) is the total revenue of the firm. Thus the joint Shapley

value of the suppliers, Nsx(N, xc, xn), equals the fraction 1 − γ of the revenue, and the firm

receives the remaining fraction γ , so that

sq(N, xc, xn) = γA1−βxβμ
c

xβ(1−μ)
n

Nβ(κ+1) = γR. (18.45)

Equation (18.45) is a relatively simple rule for the division of revenue between the firm and its

suppliers.

Finally, when α is smaller, s̄x[N, xc, xn(−j), xn(j)] is more concave with respect to

xn(j), because greater complementarity between the inputs implies that a given change in

the relative employment of two inputs has a larger impact on their relative marginal products.

The parameter β, on the other hand, affects the concavity of revenue in output (see (18.27)) but

has no effect on the concavity of s̄x, because with a continuum of suppliers, a single supplier

has an infinitesimal effect on output.

To characterize an SSPE, let us first derive the incentive compatibility constraint using

(18.38) and (18.42):

xn = arg max
xn(j)

(1 − γ )A1−β

(

xn(j)

xn

)(1−μ)α

xβμ
c

xβ(1−μ)
n

Nβ(κ+1)−1 − ψ(1 − μ)xn(j).

Relative to the producer’s first-best (complete) contracts characterized in Section 18.5.2, there

are two differences. First, the term (1 − γ ) implies that the supplier is not the full residual

claimant of the return from her investment in noncontractible activities and thus underinvests

in these activities. Second, as discussed above, multilateral bargaining distorts the perceived

concavity of the private return relative to the social return. Using the first-order condition of

this problem and solving for the fixed point by substituting xn(j) = xn yields a unique xn:

xn = x̄n(N, xc) ≡ [α(1 − γ )ψ−1xβμ
c

A1−βNβ(κ+1)−1]1/(1−β(1−μ)). (18.46)

Equation (18.46) implies that investments in noncontractible activities are increasing in α.

This follows from the fact that α(1 − γ ) = αβ/(α + β) is increasing in α. The economics

of this relationship is the outcome of two opposing forces. The share of the suppliers in

revenue, (1 − γ ), is decreasing in α, because greater substitution between the inputs reduces

the suppliers’ ex post bargaining power. But a greater level of α also reduces the concavity of

s̄x(.) in xn, increasing the marginal reward from investing further in noncontractible activities.

Because the latter effect dominates, xn is increasing in α.

Another interesting feature is that contractible and noncontractible activities are comple-

ments, and in particular, x̄n(N, xc) is increasing in xc. Finally, the effect of N on xn is ambigu-

ous, since investment in noncontractible activities declines with the level of technology when

β(κ + 1) < 1 and increases with N when β(κ + 1) > 1. This is because an increase in N has

two opposite effects on a supplier’s incentives to invest: a greater number of inputs increases

the marginal product of investment due to the “love for variety” embodied in the technology

(18.28), but at the same time, the bargaining share of a supplier, (1 − γ )/N , declines with

N . For large values of κ , the former effect dominates, while for small values of κ , the latter

dominates.
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Now, using (18.44), (18.45), and (18.46), the firm’s optimization problem (18.40) can be

expressed as the maximization of

A1−β(xμ
c
x̄n(N, xc)

1−μ)βNβ(κ+1) − ψNμxc − ψN(1 − μ)x̄n(N, xc) − Ŵ(N) − w0N

(18.47)

with respect to N and xc, where x̄n(N, xc) is defined in (18.46). Substituting (18.46) into

(18.47) and differentiating with respect to N and xc results in two first-order conditions, which

yield a unique solution (Ñ, x̃c) to (18.47):

(

Ñ
β(κ+1)−1

1−β Aκβ
1

1−β ψ
−

β

1−β

) (

1 − α(1 − γ )(1 − μ)

1 − β(1 − μ)

)

1−β(1−μ)

1−β
(

β−1α(1 − γ )
)

β(1−μ)

1−β

= Ŵ′(Ñ) + w0, (18.48)

x̃c =
Ŵ′(Ñ) + w0

κψ
. (18.49)

As in the complete contracts case, these two conditions determine the equilibrium recur-

sively. First, (18.48) gives Ñ , and then given Ñ , (18.49) yields x̃c. Moreover, using (18.46),

(18.48) and (18.49) imply that the level of investment in noncontractible activities is

x̃n =
α(1 − γ )(1 − β(1 − μ))

β(1 − α(1 − γ )(1 − μ))

(

Ŵ′(Ñ) + w0

κψ

)

. (18.50)

Comparing (18.37) to (18.49), we see that for a given N the implied level of investment

in contractible activities under incomplete contracts, x̃c, is identical to the investment level in

contractible activities under complete contracts, x∗. This highlights the fact that differences in

investments in contractible activities between these economic environments only result from

differences in technology adoption. In fact, comparing (18.36) with (18.48), we see that Ñ

and N∗ differ only because of the second and third bracketed terms on the left-hand side

of (18.48). These represent the distortions created by bargaining between the firm and its

suppliers. Intuitively, technology adoption is distorted because incomplete contracts reduce

investments in noncontractible activities below the level of investment in contractible activities,

and this underinvestment reduces the profitability of technologies with high N . As μ → 1 (and

as contractual imperfections disappear), both of these bracketed terms on the left-hand side of

(18.48) go to 1, and (Ñ, x̃c) → (N∗, x∗).

I next provide a number of comparative static results on the SSPE under incomplete contracts

and compare the incomplete contracts equilibrium to that under complete contracts. The

comparative static results are facilitated by the block recursive structure of the equilibrium:

any change in A, μ or α that increases the left-hand side of (18.48) also increases Ñ , and

the effect on x̃c and x̃n can then be obtained from (18.49) and (18.50). The main results are

provided in the next proposition.

Proposition 18.11 Consider the above-described model with incomplete contracts, and

suppose that the restrictions on Ŵ hold. Then there exists a unique SSPE under incomplete

contracts, {Ñ, x̃c, x̃n}, characterized by (18.48), (18.49), and (18.50). Furthermore {Ñ, x̃c, x̃n}

satisfies Ñ, x̃c, x̃n > 0, and
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x̃n < x̃c,

∂Ñ

∂A
> 0,

∂x̃c

∂A
≥ 0,

∂x̃n

∂A
≥ 0,

∂Ñ

∂μ
> 0,

∂x̃c

∂μ
≥ 0,

∂(x̃n/x̃c)

∂μ
> 0,

∂Ñ

∂α
> 0,

∂x̃c

∂α
≥ 0,

∂(x̃n/x̃c)

∂α
> 0.

Proof. See Exercise 18.28.

This proposition states that suppliers invest less in noncontractible activities than in con-

tractible activities. In particular, we have

x̃n

x̃c

=
α(1 − γ )[1 − β(1 − μ)]

β[1 − α(1 − γ )(1 − μ)]
< 1, (18.51)

which follows from (18.49) and (18.50) and from the fact that α(1 − γ ) = αβ/(α + β) < β

(recall (18.43)). This result is intuitive: the producer is the full residual claimant of the return

to investments in contractible activities, and it dictates these investments in the contract. In

contrast, investments in noncontractible activities are decided by the suppliers, who are not the

full residual claimants of the returns generated by these investments (recall (18.44)) and thus

underinvest in these activities.

In addition, the level of technology and investments in both contractible and noncontractible

activities are increasing in the size of the market, in the fraction of contractible activities (quality

of contracting institutions), and in the elasticity of substitution between inputs. The impact of

the size of the market is intuitive: a greater A makes production more profitable and thus

increases investments and equilibrium technology. Better contracting institutions, on the other

hand, imply that a greater fraction of activities receives the higher investment level x̃c rather

than x̃n < x̃c. This makes the choice of a more advanced technology more profitable. A higher

N , in turn, increases the profitability of further investments in x̃c and x̃n. Better contracting

institutions also close the (proportional) gap between x̃c and x̃n, because with a higher fraction

of contractible activities, the marginal return to investment in noncontractible activities is also

higher.

A higher α (lower complementarity between inputs) also increases technology choices and

investments. The reason is related to the discussion in Section 18.5.2, where it was shown that

a higher α reduces the share of each supplier but also makes s̄x(.) less concave. Because the

latter effect dominates, a lower degree of complementarity increases supplier investments and

makes the adoption of more advanced technologies more profitable.

One of the main implications of this analysis is that contractual frictions cause underinvest-

ment in quality. They therefore discourage technology adoption and reduce productivity. This

result is summarized in the next proposition. Note that productivity under incomplete contracts

is P̃ = Ñκ , while productivity under complete contracts is P ∗ = (N∗)κ .

Proposition 18.12 Let
{

Ñ, x̃c, x̃n

}

be the unique SSPE with incomplete contracts and let

{N∗, x∗} be the unique equilibrium with complete contracts. Then

Ñ < N∗, and x̃n < x̃c < x∗.

Proof. See Exercise 18.29.
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Since incomplete contracts lead to the choice of less-advanced (lower N ) technologies,

they also reduce productivity and investments in contractible and noncontractible activities.

Acemoglu, Antras, and Helpman (2007) also show that the technology and income differences

resulting from relatively modest differences in contracting institutions can be quite large.

Therefore the link between contracting institutions and technology adoption provides us with a

theoretical mechanism that might generate significant technology differences across countries.

18.5.4 The Shapley Value and the Proof of Proposition 18.10*

The concept of Shapley value, first proposed by Shapley (1953), has both intuitive and game-

theoretic appeal. In a bargaining game with a finite number of players, each player’s Shapley

value is the average of her contributions to all coalitions that consist of players ordered

below her in all feasible permutations. More explicitly, in a game with K + 1 players, let

g = {g(0), g(1), . . . , g(K)} be a permutation of 0, 1, 2, . . . , K , where player 0 is the firm

and players 1, 2, . . . , K are the suppliers, and let zj
g
= {j ′ | g(j) > g(j ′)} be the set of players

ordered below j in the permutation g. Let us denote the set of all feasible permutations by G,

the set of all subsets of K + 1 players by S, and the value of a coalition consisting of a subset

of the K + 1 players by v : S →R. Then the Shapley value of player j is

sj =
1

(K + 1)!

∑

g∈G

[v(zj
g

∪ j) − v(zj
g
)].

Let us now derive the asymptotic Shapley value proposed by Aumann and Shapley (1974),

which involves considering the limit of this expression as the number of players goes to infinity.

Let there be K suppliers, each one controlling a range ξ = N/K of the continuum of inputs.

Due to symmetry, all suppliers provide an amount xc of contractible activities. As for the

noncontractible activities, consider a situation in which a supplier j supplies an amount xn(j)

per noncontractible activity, while the K − 1 remaining suppliers supply the same amount

xn(−j) (note that I am again appealing to symmetry).

To compute the Shapley value for this particular supplier j , we need to determine the

marginal contribution of this supplier to a given coalition of agents. A coalition of n suppliers

and the firm yields a sales revenue of

FIN(n, N ; ξ) = A1−βNβ(κ+1−1/α)xβμ
c

[(n − 1)ξxn(−j)(1−μ)α + ξxn(j)(1−μ)α]β/α,

when supplier j is in the coalition, and a sales revenue of

FOUT(n, N ; ξ) = A1−βNβ(κ+1−1/α)xβμ
c

[nξxn(−j)(1−μ)α]β/α

when supplier j is not in the coalition. Notice that even when n < N , the term Nβ(κ+1−1/α)

remains, because it represents a feature of the technology affecting output independent of the

amount and quality of the inputs provided by the suppliers. On the other hand, productivity

suffers because the term in square brackets is lower.

The Shapley value of player j is then

sj =
1

(K + 1)!

∑

g∈G

[v(zj
g

∪ j) − v(zj
g
)]. (18.52)
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The fraction of permutations in which g(j) = i is 1/(K + 1) for every i. If g(j) = 0, then

v(zj
g
∪ j) = v(zj

g
) = 0, because in this event the firm is necessarily ordered after j . If g(j) = 1,

then the firm is ordered before j with probability 1/K and after j with probability 1 − 1/K .

In the former case v(zj
g
∪ j) = FIN(1, N ; ξ), while in the latter case v(zj

g
∪ j) = 0. Therefore

the conditional expected value of v(zj
g

∪ j), given g(j) = 1, is FIN(1, N ; ξ)/K . By similar

reasoning, the conditional expected value of v(zj
g
) is FOUT(0, N ; ξ)/K . Repeating the same

argument for g(j) = i > 1, the conditional expected value of v(zj
g

∪ j), given g(j) = i, is

iFIN(i, N ; ξ)/K , and the conditional expected value of v(zj
g
) is iFOUT(i − 1, N ; ξ)/K . It then

follows from (18.52) that

sj =
1

(K + 1)K

K
∑

i=1

i[FIN(i, N ; ξ) − FOUT(i − 1, N ; ξ)]

=
1

(N + ξ)N

K
∑

i=1

iξ [FIN(i, N ; ξ) − FOUT(i − 1, N ; ξ)]ξ.

Substituting for the expressions of FIN and FOUT, yields

sj =
A1−βNβ(κ+1−1/α)xβμ

c

(N + ξ)N

K
∑

i=1

iξ
{

iξxn(−j)(1−μ)α + ξ
[

xn(j)(1−μ)α − xn(−j)(1−μ)α
]}β/α

ξ

−
A1−βNβ(κ+1−1/α)xβμ

c

(N + ξ)N

K
∑

i=1

iξ
[

iξxn(−j)(1−μ)α − ξxn(−j)(1−μ)α
]β/α

ξ .

Now using a first-order Taylor expansion (see Theorem A.22 in Appendix A), we obtain

sj =
A1−βNβ(κ+1−1/α)xβμ

c
(β/α)ξxn(j)(1−μ)α

(N + ξ)N

K
∑

i=1

(iξ)
[

iξxn(−j)(1−μ)α
](β−α)/α

ξ + o(ξ),

where o(ξ) represents terms such that limξ→0 o(ξ)/ξ = 0. Rearranging this expression and

dividing by o(ξ), we obtain

sj

ξ
=

A1−βNβ(κ+1−1/α)(β/α)
(

xn(j)

xn(−j)

)(1−μ)α

xβμ
c

xn(−j)β(1−μ)

(N + ξ)N

K
∑

i=1

(iξ)β/αξ +
o(ξ)

ξ
.

Taking the limit as K → ∞ (which is also equivalent to the limit ξ = N/K → 0,

with limξ→0 o(ξ)/ξ = 0) gives the Riemann integral (recall Section B.2 in Appendix B):

lim
K→∞

(

sj

ξ

)

=
A1−βNβ(κ+1−1/α)(β/α)

(

xn(j)

xn(−j)

)(1−μ)α

xβμ
c

xn(−j)β(1−μ)

N2

∫ N

0

zβ/αdz.

Solving this integral gives (18.42) and completes the proof.
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18.6 Taking Stock

This chapter presented models of technology differences across societies. While the baseline

endogenous growth models, such as those studied in Part IV, are useful in understanding the

incentives of research firms to create new technologies and can generate different rates of tech-

nological change across different economies, two factors suggest that a different perspective is

necessary for understanding technology differences across nations. First, technology and pro-

ductivity differences do not only exist across nations but are ubiquitous within countries. Even

within narrowly defined sectors, there are substantial productivity differences across firms, and

only a small portion of these differences can be attributed to differences in capital intensity of

production. This within-country pattern suggests that technology adoption and use decisions of

firms are complex, and new technologies only diffuse slowly across firms. This pattern gives us

some clues about potential sources of productivity and technology differences across nations

and suggests that a slow process of technology diffusion across countries may not be unreason-

able. Second, while the United States, Germany, or Japan can be thought of as creating their

own technologies via the process of R&D, most countries in the world are technology importers

rather than technology leaders. This is not to deny that some firms in these societies do engage

in R&D nor to imply that a number of important technologies, most notably those related to

the Green Revolution, have been invented in developing countries. These exceptions notwith-

standing, adoption of existing frontier technologies appears more important for most firms

in developing countries than the creation of entirely new technologies. This perspective also

suggests that a detailed analysis of technology diffusion and technology adoption decisions

is necessary for obtaining a good understanding of productivity and technology differences

across countries.

Several important lessons have emerged from our study in this chapter. First, we can make

considerable progress in understanding technology and productivity differences across nations

by positing a slow process of technology transfer across countries. Such an approach enables

us to have a tractable model of technology differences across countries. An important element

of most models of technology diffusion is a built-in advantage for countries (or firms) that

are relatively behind: since there is a larger gap for them to close, it is relatively easier for

them to close it. This catch-up advantage for backward economies ensures that models of slow

technology diffusion lead to differences in income levels, not necessarily in growth rates. In

other words, the canonical model of technology diffusion implies that countries that create

barriers against technology diffusion (or those that are slow in adopting new technologies for

other reasons) will be poor, but they eventually converge to the growth rate of the frontier

economies. Thus a study of technology diffusion enables us to develop a model of world

income distribution in which the position of each country in the world income distribution is

determined by their ability to absorb new technologies from the world frontier. This theoretical

machinery is also useful for developing a framework in which, while each country may act as

a neoclassical exogenous growth economy importing its technology from the world frontier,

the entire world behaves as an endogenous growth economy, with its growth rate determined

by the investment in R&D decisions of all firms in the world. This class of models becomes

particularly useful when we wish to think of the joint process of world growth and world

income distribution across countries. Such models also emphasize that much is lost in terms

of insights when we focus on the baseline neoclassical growth model in which each country

is treated as an isolated island that does not interact with others in the world. Technological

interdependences across countries implies that we should often consider the world equilibrium,

not simply the equilibrium of each country on its own.

While slow diffusion of existing technologies across countries is reasonable, in the global-

ized world we live in today it is becoming increasingly easier for firms to adopt technologies
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that have already been tried and implemented in other parts of the world. Once we allow a

relatively rapid diffusion of technologies, does there remain any reason for technology or pro-

ductivity differences across countries (beyond differences in physical and human capital)? The

second part of the chapter has argued that the answer to this question is also yes and is related

to the appropriateness of technologies and to differences in contracting institutions that affect

technology adoption (and productivity).

Issues of appropriateness imply that a given technology does not have the same impact on

the productivity in all economies, because it may be a better match to the conditions or to

the factor proportions of some countries than of others. A particularly important channel of

(in)appropriateness is the potential (mis)match between technologies developed at the world

frontier and the skills of the adopting country’s workforce. A technology-skill mismatch can

lead to large endogenous productivity differences. If the types of technologies developed at

the world frontier were random, the possibility of the technology-skill mismatch creating a

significant gap between rich and poor nations would be a mere possibility, no more. However

there are reasons to suspect that technology-skill mismatch may be more important because

of the organization of the world technology market. Two features are important here. First,

the majority of frontier technologies are developed in a few rich countries. Second, the lack of

effective IPR enforcement implies that technology firms in advanced countries target the needs

of their own markets. This creates a powerful force for new technologies that are appropriate

to (designed for) the needs of the advanced nations and thus are typically inappropriate to

the factor proportions of developing nations. In particular, new technologies will often be too

skill biased to be effectively used in developing countries. This source of inappropriateness of

technologies can create a large endogenous technology and income gap across nations.

Finally, this chapter has also emphasized that productivity differences do not simply stem

from differences in the use of different techniques of production, but also from differences in

production organization around the world. A key reason for such differences is the institutions

and policies in place in different parts of the world. The last part of the chapter showed how

contracting institutions, affecting what types of contracts firms can write with their suppliers,

can have an important effect on their technology adoption decisions and thus on cross-country

differences in productivity. Contracting institutions are only one of many potential organiza-

tional differences across countries that might impact equilibrium productivity. Other sources

of differences in the organization of production and technology are discussed in Chapter 21.

18.7 References and Literature

The large literature documenting productivity and technology differences across firms and the

patterns of technology diffusion was discussed in Section 18.1 and the relevant references

can be found there. The simple model of technology diffusion presented in Section 18.2 is

inspired by Gerschenkron’s (1962) essay and by Nelson and Phelps’s (1966) seminal paper

(and by Schultz, 1975). The Nelson-Phelps approach, which was discussed in greater detail

in Chapter 10, has been important in a number of recent papers. Benhabib and Spiegel (1994)

reinterpret and modify Barro-style growth regressions in light of Nelson-Phelps’s view of

human capital. Aghion and Howitt (1998) also provide a similar reinterpretation of growth

regressions. Greenwood and Yorukoglu (1997), Caselli (1999), Galor and Moav (2000), and

Aghion, Howitt, and Violante (2004) provide models inspired by the Nelson-Phelps-Schultz

view of human capital and applied to understanding the recent increase in the returns to skills

in the United States and other OECD economies.

The model in Section 18.3 is inspired by Howitt (2000) but is different in a number of

important respects. Howitt constructs a model of Schumpeterian growth rather than the baseline
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expanding input variety model used here and introduces a variety of technological externalities.

The model in Section 18.3 is a simpler benchmark model for the analysis of endogenous growth

at the world level.

The ideas of appropriate technology presented in Section 18.4 have been discussed in

Salter (1960), David (1975), and Stewart (1977). Atkinson and Stiglitz’s classic (1969) paper

suggested a simple and powerful formalization of how technological change can be localized

and thus difficult to transfer from one productive unit to another (or from one country to

another). Atkinson and Stiglitz’s idea is incorporated into a growth model by Basu and Weil

(1998), which was the basis of one of the models in Section 18.4. The last part of this section

draws on Acemoglu and Zilibotti (2001). That paper also provided evidence that these effects

could be quantitatively large, and patterns of sectoral differences are consistent with the

importance of this type of technology-skill mismatch.

The model presented in Section 18.5 draws upon Acemoglu, Antras, and Helpman (2007).

Other models also generate endogenous productivity or technology differences across countries

as a result of differences in the organization of production. Some of these are discussed in

Chapter 21.

18.8 Exercises

18.1 Derive (18.1).

18.2 Show that if the restriction that λj ∈ [0, g) in Section 18.2 is relaxed, the requirement that

Aj(t) ≤ A(t) can be violated.

18.3 Derive (18.4).

18.4 Complete the proof of Proposition 18.1.

18.5 Derive the effect of an increase in λj on the laws of motion of aj(t) and kj(t) ((18.4) and (18.1),

respectively). How does this differ from the effect of an increase in σj? Explain why these two

parameters have different effects on technology and capital stock dynamics.

18.6 In the model of Section 18.2, show that if g = 0, then all countries converge to the same level

of technology. Explain carefully why g > 0 leads to steady-state technology differences, while

these differences disappear when g = 0.

18.7 Prove Proposition 18.2.

18.8 (a) Why is the condition ρ − nj > (1 − θ)g necessary in Proposition 18.3?

(b) Complete the proof of Proposition 18.3.

(c) Set up the world equilibrium problem in Section 18.2.2 as one in which the Second Welfare

Theorem holds within each country. Under this assumption, carefully define an equilibrium

path. Explain the significance of this assumption.

(d) Now set up the world equilibrium problem without appealing to the Second Welfare Theorem.

Explain why the mathematical problem is identical to that in part a.

18.9 In the model of Section 18.2.2 with household optimization, suppose that preferences in country

j are given by

Uj =

∫ ∞

0

exp(−(ρj − nj)t)[(cj(t)
1−θ − 1)/(1 − θ)]dt,

where ρj differs across countries.

(a) Show that a unique steady-state world equilibrium still exists and all countries grow at the

rate g.
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(b) Provide an intuition for why countries grow at the same rate despite different rates of

discounting.

(c) Show that this steady-state equilibrium is globally saddle-path stable.

* 18.10 Consider the model of Section 18.2 with F corresponding to the production function of an

individual firm j (with a slight abuse of notation). Let (18.3) correspond to the law of motion of

the technology of the firm, with σj = σ(hj), where hj is the average human capital of the workers

of firm j , and σ is a strictly increasing and differentiable function. To simplify the discussion,

suppose that each firm employs a single worker.

(a) Derive the wage of the worker of human capital hj . [Hint: this consists of the worker’s value

of marginal product in production plus the increase in the productivity of the firm because of

the improvement in the firm’s technology.]

(b) Show that an increase in g (at any t) increases wages. Derive the implications of changes in

g on the returns to human capital. Contrast an increase in the returns to human capital driven

by an increase in g with those discussed in Chapter 15.

18.11 Complete the proof of Proposition 18.4.

18.12 Consider the model in Section 18.3.1, and suppose that all countries have the same labor force

size Lj = 1, have the same ηj = η, and only differ in terms of ζj . Imagine that the cross-country

range of ζj is the same as used in the quantitative evaluation of the neoclassical growth model in

Chapter 8.

(a) Evaluate the impact of these differences in ζj on cross-country technology and income

differences for different values of φ.

(b) What value of φ is necessary so that a 4-fold difference in ζj translates into a 30-fold

difference in income per capita?

(c) How would you interpret the economic significance of such a value of φ? Is this a more

satisfactory model of cross-country technology and income differences than the neoclassical

growth model?

* 18.13 Consider the model in Sections 18.3.1 and 18.3.2. Suppose that preferences are given by

Uj =

∫ ∞

0

exp(−ρj t)[(cj(t)
1−θ − 1)/(1 − θ)]dt,

where ρj differs across countries. Show that the equivalents of Propositions 18.4 and 18.5 apply,

with a unique globally saddle-path stable world equilibrium where all countries grow at the same

rate.

18.14 Show that (18.14) is necessary and sufficient for a positive world growth rate in the model of

Section 18.3.2. Write down the conditions that characterize the world equilibrium when this

condition is not satisfied.

18.15 Prove Proposition 18.5.

* 18.16 Analyze the local dynamics of the steady-state world equilibrium in Proposition 18.5. [Hint:

linearize the system of differential equations around the steady state.]

* 18.17 Consider Proposition 18.5 with ρj differing across countries. Prove that a unique steady-state

world equilibrium, with all countries growing at the same rate, still exists.

18.18 In the model of Section 18.3.2, replace (18.12) with

N(t) = G(N1(t), . . . , NJ (t)),

where G is increasing in all of its arguments and is homogeneous of degree 1.

(a) Generalize the results in Proposition 18.5 to this case, and derive an equation that determines

the world growth rate implicitly.
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(b) Derive an explicit equation for the world growth rate for the specific case in which N(t) =

maxj Nj(t).

18.19 (a) Show that in the model in Section 18.3.2, if population grows at some constant rate n > 0 in

each country, there does not exist a steady-state equilibrium.

(b) Construct a variation of this model along the lines of the semi-endogenous growth models

of Section 13.3 in Chapter 13, where the strong scale effect is removed and there is long-run

growth at a constant rate (when population grows at the rate n > 0 in each country). [Hint:

modify (18.9) so that Ṅj(t) = ηjN(t)φNj(t)
−φ̃Zj(t), where φ̃ > φ.]

(c) Provide a full characterization of the steady-state world equilibrium in the case described in

part b.

18.20 Consider the model in Section 18.4.2. Suppose that the world consists of two countries with

constant and equal populations, and constant savings rates, s1 > s2. Suppose that the production

function in each country is given by (18.15), with k′ corresponding to the highest capital-labor

ratio in any country experienced until then. There is no technological progress, and both countries

start with the same capital-labor ratio.

(a) Characterize the steady-state world equilibrium (i.e., the steady-state capital-labor ratios in

both countries).

(b) Characterize the output per capita dynamics in the two economies. How does an increase in

γ affect these dynamics?

(c) Show that the implied income per capita differences (in steady state) between the two

countries are increasing in γ . Interpret this result.

(d) Do you think this model provides a plausible mechanism for generating large income differ-

ences across countries? Substantiate your answer with theoretical or empirical arguments.

18.21 Complete the proof of Proposition 18.6. Explicitly derive the expression for the threshold Ij(t)

and the skill premium wH,j(t)/wL,j(t) in country j at time t .

18.22 Derive (18.20)–(18.23).

18.23 Prove Proposition 18.7. [Hint: in steady state the profits from owning a skill-complementary and

unskilled labor-complementary machine must be equal.]

18.24 Prove Proposition 18.8.

18.25 Consider the model of appropriate technology in Section 18.4.3.

(a) Suppose that now research firms can sell their machines to all producers in the world,

including those in the South, and can charge the same markup. Derive the steady-state

equilibrium under these conditions. [Hint: assume that final good prices are the same in the

North and the South.]

(b) Comparing your answer in part a to the analysis in the text, derive the implications of IPR

enforcement in the South on equilibrium technologies. What are the implications for income

per capita differences between the North and the South?

(c) In view of your answer to parts a and b, could it be the case that Southern economies prefer

lack of IPR enforcement to full enforcement? [Hint: distinguish between a world in which

there is a single Southern country versus one in which there are many.]

(d) What are the implications of IPR enforcement in the South for output and welfare in the

North?

* 18.26 Instead of the multisector model in Section 18.4.3, suppose that output is given by an aggregate

production function of the form

Y (t) =
[

γ YL(t)
ε−1
ε + (1 − γ )YH (t)

ε−1
ε

]
ε

ε−1
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as in Section 15.3 in Chapter 15, with YL and YH being produced exactly as in that chapter.

Assume, as in Section 18.4.3, that new technologies are developed in the North for the Northern

market only.

(a) Characterize the steady-state (BGP) equilibrium of this economy. [Hint: use the same analysis

as in Section 18.4.3.]

(b) Show that if σ ≡ ε − (ε − 1)(1 − β) is equal to 2, the results are identical to those in

Section 18.4.3.

(c) Derive the equivalents of Propositions 18.7 and 18.8.

(d) Do the implications of inappropriate technologies become more or less important when σ

increases?

18.27 Prove Proposition 18.9.

18.28 Prove Proposition 18.11.

18.29 Prove Proposition 18.12.

* 18.30 Consider the model of Section 18.5. Suppose that there is a total population of L. Assume that

each individual can work as a supplier for one of the M products, or he can work in the process of

technology adoption. The cost of technology adoption is now given by Ŵ(N) ≡ wŴ0(N), where

w is the wage rate, corresponding to the outside option of each supplier.

(a) Characterize the general equilibrium of the economy by endogenizing A for a given num-

ber of products M . In particular, show that in equilibrium the market clearing condition

M(Ŵ0(N
∗) + N∗) = L must be satisfied (where N∗ is the equilibrium technology choice

and thus the number of suppliers).

(b) What is the effect of an increase in μ on N∗? Explain the result.

(c) Now suppose that the M products differ according to their elasticity of substitution; in

particular, each product has a different α, with the distribution of α across products given

by a function G(α) with support within the interval [0, 1]. Let N∗(α) be the equilibrium

technology choice (number of suppliers) for a product with parameter α. Show that the market

clearing condition now takes the form

M

∫ 1

0

[Ŵ0(N
∗(α)) + N∗(α)]dG(α) = L.

(d) What is the effect of an increase in μ on the equilibrium in this case?

(e) How would you endogenize M? What types of insights would this generate?

18.31 Consider the model of Section 18.5. What types of organizational forms might emerge when

contracting institutions are imperfect (i.e., when μ is very low)? In particular, discuss how vertical

integration and repeated interactions between suppliers and producers might change the results

discussed in that section. How would you model each of these?
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Trade and Growth

T
he previous chapter discussed how technological linkages across countries and technol-

ogy adoption decisions lead to a pattern of interdependent growth across countries. This

chapter studies world equilibria with international trade in financial assets or commodi-

ties. I start with growth in economies that can borrow and lend internationally and discuss how

this affects cross-country income differences and growth dynamics. I then turn to the growth

implications of international trade in commodities.

Our first task is to construct models of world equilibria that feature both international

trade in commodities (or intermediate goods) and economic growth. The exact interactions

between trade and growth depend on the nature of trade that countries engage in. I try to

provide an overview of these different interactions. I start with a model in which trade is of the

Heckscher-Ohlin type; that is, it originates only because of differences in factor abundance

across countries, and growth is driven by capital accumulation. I then turn to a model of

Ricardian type, where trade is driven by technological comparative advantage. A key difference

between these two approaches concerns whether the prices of the goods that a country supplies

to the world are affected by its own production and accumulation decisions. These models

shed new light on the patterns of interdependences across countries, for example, showing that

growth in one country cannot be analyzed in isolation from the growth experiences of other

nations in the world.

Our second task is to turn to a central question of the literature on trade and growth:

whether international trade encourages economic growth. The answer to this question also

depends on exactly how trade is modeled, as well as on what the source of economic growth

is (in particular learning-by-doing versus innovation). Throughout, the emphasis is on the

importance of considering the world equilibrium rather than that of a closed economy in

isolation.

19.1 Growth and Financial Capital Flows

In a globalized economy, if the rates of return to capital differ across countries, we would

expect capital to flow toward areas where its rate of return is higher. This simple observation

has a number of important implications for growth theory. First, it implies a different pattern

of economic growth in a financially integrated world. Our first task in this section is to

illustrate the implications of international capital flows for economic growth and show how they

significantly change transitional dynamics in the basic neoclassical growth model. Our second

648
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task is to highlight what new lessons can be derived from the analysis of economic growth in

the presence of international capital flows. The presence of international capital flows raises

several puzzles, most notably, the one emphasized by Lucas (1990): “Why Doesn’t Capital

Flow from Rich to Poor Countries?” This simple question helps us think about a range of

important issues in economic growth and economic development. While a model of free flow of

capital around the world is a good starting point, the existing evidence is not entirely consistent

with such free flows. In particular, free flows of capital lead to a pattern of growth that appears

counterfactual. Moreover, a large literature in international finance, starting with Feldstein and

Horioka (1980), points out that there is much less net flow of capital from countries with high

saving rates toward those with lower saving rates than a theory of frictionless international

capital markets would suggest. In the next section, I briefly discuss why capital flows across

countries may be hampered and what the implications of this are for cross-country growth

dynamics.

Consider a world economy consisting of J countries, indexed j = 1, . . . , J , each with

access to an aggregate production function for producing a unique final good:

Yj(t) = F(Kj(t), Aj(t)Lj(t)),

where Yj(t) is the output of this unique final good in country j at time t ; Kj(t) and Lj(t)

are the capital stock and labor supply, respectively; and Aj(t) is again the country-specific

Harrod-neutral technology term. The production function F satisfies Assumptions 1 and 2

from Chapter 2. As in the previous chapter, each country is “small” and ignores its effects

on world aggregates. Technological change occurs at a constant rate across countries, though

there may be level differences in technology, that is,

Aj(t) = Aj exp(gt),

where g is the common growth rate of technology in the world.

Suppose that each country admits a representative household with the standard preferences

at time t = 0 given by

Uj =

∫ ∞

0

exp(−(ρ − n)t)
cj(t)

1−θ − 1

1 − θ
dt, (19.1)

where cj(t) is per capita consumption in country j at time t , and I have assumed that all

countries have the same time discount rate ρ and the same population growth rate n. Suppose

that all countries start with the same population at time t = 0, which, without loss of generality,

is normalized to 1, so that Lj(0) = 1 for j = 1, . . . , J , and Lj(t) = L(t) = exp(nt) for each j .

In addition, Assumption 4 from Chapter 8 continues to be satisfied, so that ρ − n > (1− θ)g.

The key feature of this economy is the presence of international borrowing and lending.

Consistent with the permanent income hypothesis for individual consumption decisions, bor-

rowing and lending allow a smoother consumption profile for households (in particular for

the representative household) in each country. But since the desire for a smoother consump-

tion profile was one of the main reasons why the capital stock did not adjust immediately to

its steady-state (or BGP) value, the opportunities for international financial transactions will

influence the dynamics of capital accumulation and growth.

More specifically, let Bj(t) ∈R denote the net borrowing of country j from the world at

time t . Let r(t) denote the world interest rate. Free capital flows imply that this interest rate

is independent of which country is borrowing and whether a country is a borrower or lender.

Moreover, consistent with our assumption that each country is small relative to the world, all

countries are price takers in the international financial markets, so they can borrow or lend as
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much as they like at this interest rate. Consequently the resource constraint in each country

takes the form

k̇j(t) = f (kj(t)) − c̃j(t) + bj(t) − (n + g + δ)kj(t), (19.2)

where, as usual, kj(t) ≡ Kj(t)/(Aj(t)Lj(t)) is the effective capital-labor ratio in country j at

time t , c̃j(t) ≡ Cj(t)/(Aj(t)Lj(t)) is the ratio of consumption to effective labor, and

yj(t) ≡
Yj(t)

Lj(t)
≡ Aj(t)f (kj(t))

is income per capita, while

bj(t) ≡
Bj(t)

Aj(t)Lj(t)

denotes the net borrowing (international transfers) normalized by effective labor. The most

important feature of (19.2) is that, in contrast to all other resource constraints so far, it does

not require domestic consumption and investment to be equal to domestic production. Instead

there are potential transfers of resources from the rest of the world, Bj(t) or bj(t), which can

be used for consumption or investment. Conversely, the country may be transferring resources

to the rest of the world, so that it consumes and invests less than it produces. Naturally, once

we allow for international borrowing and lending, we must ensure that each country (and thus

each representative household) satisfies an international budget constraint. For this purpose,

let Aj(t) denote the international asset position of country j at time t . If Aj(t) is positive, the

country is a net lender and has positive claims on output produced in other countries, while if

it is negative, the country is a net borrower. The flow budget constraint for country j at time t

can then be written as

Ȧj(t) = r(t)Aj(t) − Bj(t), (19.3)

which simply states that the country earns the world interest rate r(t) on its existing asset

position A(t) (or accumulates further debt if the latter is negative) and in addition receives

transfers B(t) from the rest of the world (or makes transfers to the rest of the world when B(t)

is negative). If transfers from the rest of the world exceed the interest earned on current assets,

the asset position of the country deteriorates, that is, Ȧj(t) < 0. The no-Ponzi game condition

(e.g., from Chapter 8) now applies to the representative household in each country and thus

indirectly applies to the international asset position of a country. It requires that

lim
t→∞

[

Aj(t) exp

(

−

∫ t

0

r(s)ds

)]

= 0

for each j = 1, . . . , J . The intuition for this expression is the same as the no-Ponzi game

condition, (8.16) in Chapter 8.

As with the other variables, it is convenient to express the net asset position of the country

in terms of effective labor units, so let us define

aj(t) ≡
Aj(t)

Aj(t)Lj(t)
,
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which implies that (19.3) can be rewritten as

ȧj(t) = (r(t) − g − n)aj(t) − bj(t), (19.4)

and the no-Ponzi game condition becomes

lim
t→∞

[

aj(t) exp

(

−

∫ t

0

(r(s) − g − n)ds

)]

= 0. (19.5)

Naturally, the amount of borrowing and lending in the world has to balance. Thus the world

capital market clearing condition

J
∑

j=1

Bj(t) = 0

must hold at all times t . Now dividing and multiplying each term by Aj(t)Lj(t), and recalling

that Aj(t) = Aj exp(gt) and Lj(t) = L(t) for all j , the world capital market clearing condition

can be written as

J
∑

j=1

Ajbj(t) = 0 (19.6)

for all t ≥ 0.

With access to international capital markets, the problem of the representative household

in each country is to maximize (19.1) subject to (19.2), (19.4), and (19.5).

A world equilibrium is now defined as paths of normalized consumption levels, capital

stocks, and asset positions for each country, {[kj(t), c̃j(t), aj(t)]t≥0}
J
j=1, and a time path of

world interest rates, [r(t)]t≥0, such that each country’s allocation maximizes the utility of the

representative household in each country, and the world financial market clears (i.e., (19.6) is

satisfied). A steady-state world equilibrium is defined as a world equilibrium in which kj(t) and

c̃j(t) are constant and output in each country grows at a constant rate. As in previous chapters,

we could alternatively refer to this allocation as a BGP rather than a steady-state equilibrium.

The equilibrium of this world economy with free financial flows is straightforward to

characterize. It is useful to first present a number of simple intermediate results to emphasize

several important economic ideas.

Proposition 19.1 In the world equilibrium of the economy with free flows of capital,

kj(t) = k(t) = f ′−1(r(t) + δ) for all j = 1, . . . , J,

where f ′−1(.) is the inverse function of f ′(.), and r(t) is the world interest rate.

Proof. See Exercise 19.1.

With free flows of capital, each firm in each country stops renting capital only when its

marginal product is equal to the opportunity cost, which is given by the world rental rate (the

world interest rate plus the depreciation rate). Consequently effective capital-labor ratios are

equalized across countries. Note, however, that this does not imply equalization of capital-

labor ratios. To the extent that two countries j and j ′ have different levels of productivity,

Aj(t) and Aj ′(t) �= Aj(t), their capital-labor ratios are not, and should not, be equalized. This

is an important point to which I return below.
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The next proposition focuses on the steady-state world equilibrium.

Proposition 19.2 Suppose that Assumption 4 in Chapter 2 is satisfied. Then in the world

economy with free flows of capital, there exists a unique steady-state world equilibrium in

which output, capital, and consumption per capita in all countries grow at the rate g, and

effective capital-labor ratios are given by

k∗
j

= k∗ = f ′−1(ρ + δ + θg) for all j = 1, . . . , J.

Moreover in the steady-state equilibrium,

lim
t→∞

ȧj(t) = 0 for all j = 1, . . . , J .

Proof. See Exercise 19.1.

This result is intuitive: with free capital flows, the world economy is integrated. This

integrated world economy has a unique steady-state equilibrium similar to that in the standard

neoclassical growth model. The steady-state equilibrium not only determines the effective

capital-labor ratio and its growth rate but also the distribution of the available capital across

different countries in the world economy. Even though this proposition is intuitive, its proof

requires some care to ensure that no country runs a Ponzi scheme; the absence of a Ponzi scheme

requires that the change in normalized asset position of each country (and each household

within each country), ȧj(t) for each j , asymptote to zero. This last feature is no longer the

case when the model is extended so that countries differ according to their discount rates (see

Exercise 19.2).

Let us next consider the transitional dynamics of the world economy. The analysis of

transitional dynamics is simplified by the fact that the world behaves as an integrated economy

rather than an independent collection of economies (see Exercise 19.2).

Proposition 19.3 In the world equilibrium of the economy with free flows of capital, there

exists a unique equilibrium path {[kj(t), c̃j(t), aj(t)]t≥0}
J
j=1 that converges to the steady-state

world equilibrium. Along this equilibrium path, kj(t)/kj ′(t) = 1 and c̃j(t)/c̃j ′(t) = constant

for any two countries j and j ′.

Proof. See Exercise 19.3.

Intuitively, the integrated world economy acts as if it has a single neoclassical aggregate

production function; thus the characterization of the dynamic equilibrium path and of transi-

tional dynamics from Chapter 8 applies. In addition, Proposition 19.1 implies that kj(t)/kj ′(t)

is constant, and the consumption Euler equations imply that c̃j(t)/c̃j ′(t) must also be con-

stant. Therefore both production and consumption in each economy grow in tandem. Notice,

however, that Proposition 19.3 does not state that c̃j(t) = c̃j ′(t) (even though kj(t) = kj ′(t)).

This is because, while GDP and production per capita across countries are equalized, Gross

National Product (GNP) need not be equalized, because different countries could have unequal

asset positions. This point is further emphasized in Exercise 19.2.

The following is an important corollary to Proposition 19.3.

Corollary 19.1 Consider the world economy with free flows of capital. Suppose that at time

t , a fraction λ of the capital stock of country j is destroyed. Then capital flows immediately to

this country (ȧj(t) → −∞) to ensure that kj(t
′)/kj ′(t ′) = 1 for all t ′ ≥ t and for all j ′ �= j .

Proof. This corollary is a direct implication of Propositions 19.1 and 19.3. The latter implies

that there exists a unique globally stable equilibrium, while the former implies that for all t ,

kj(t)/kj ′(t) = 1. This is only possible if there is an immediate inflow of capital into country j .
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This result implies that in the world economy with free flows of capital, there are only

transitional dynamics for the aggregate world economy but no transitional dynamics separately

for each country (in particular, kj(t)/kj ′(t) = 1 for all t and any j and j ′). This is intuitive,

since international capital flows ensure that each country has the same effective capital-labor

ratio; thus dynamics resulting from slow capital accumulation are removed. The corollary

therefore implies that any theory emphasizing the role of transitional dynamics in explaining

the evolution of cross-country income differences must implicitly limit the extent or the speed

of international capital flows. The evidence on this point is mixed. While the amount of gross

capital flow in the world economy is large, the “Feldstein-Horioka puzzle,” which is discussed

below, highlights that countries that save more also tend to invest more. One reason for this

might be the potential risk of sovereign default by countries that borrow significant amounts

from the world financial markets. Exercise 19.4 investigates this issue.

Although the implications of this corollary for cross-country patterns of divergence can

be debated, its implications for cross-regional convergence are clear: cross-regional patterns

of convergence cannot be related to slow capital accumulation as in the baseline neoclassical

growth model (see Exercise 19.5).

19.2 Why Does Capital Not Flow from Rich to Poor Countries?

The model studied in the previous section provides us with a framework to answer the question

posed above and in the title of this section. In the basic Solow and neoclassical growth models,

a key source of cross-country income differences is capital-labor ratios. For example, if we

consider a world economy in which all countries have access to the same technology and there

are no human capital differences, the only reason one country would be richer than another is

differences in capital-labor ratios. But if two countries with the same production possibilities

set differ in terms of their capital-labor ratios, then the rate of return to capital will be lower in

the richer economy, and there will be incentives for capital to flow from rich to poor countries.

I now discuss the reasons that capital may not flow from societies with higher capital-labor

ratios to those with greater capital scarcity.

19.2.1 Capital Flows under Perfect International Capital Markets

One potential answer to the question posed above is provided by the analysis in the previous

section. With perfect international capital markets, capital flows equalize effective capital-labor

ratios. But this does not imply equalization of capital-labor ratios. This result, which follows

directly from the analysis in the previous section, is stated in the next proposition. Note that this

result does not give a complete answer to our question, since it takes productivity differences

across countries as given. Nevertheless it explains how, given these productivity differences,

there is no compelling reason to expect capital to flow from rich to poor countries.

Proposition 19.4 Consider a world economy with identical neoclassical preferences across

countries and free flows of capital. Suppose that countries differ according to their productivi-

ties, the Ajs. Then, there exists a unique steady-state equilibrium in which capital-labor ratios

differ across countries (in particular, effective capital-labor ratios, the kjs, are equalized).

Proof. See Exercise 19.7.

There is thus no reason to expect capital flows when countries differ according to their

productivities. The more productive countries should have higher capital-labor ratios. To the
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extent that two countries j and j ′ have different levels of productivity, Aj(t) and Aj ′(t) > Aj(t),

their capital-labor ratios should not be equalized; instead country j ′ should have a higher

capital-labor ratio than that of j . Consequently capital need not flow from rich to poor

countries. This explanation is similar to that suggested in Lucas (1990), except that Lucas

also linked differences in Ajs to differences in human capital (and in particular to human

capital externalities). Instead Proposition 19.4 emphasizes that any source of differences in

Ajs generates this pattern.

The reader would be right to object at this point that this is only a proximate answer to

the question, since it provides no reason for why productivity differs across countries. This

objection is largely correct. Nevertheless, Proposition 19.4 is still useful, since it suggests

a range of explanations for the lack of capital flows from rich to poor countries that do not

depend on the details of the world financial system but instead focus on productivity differences

across countries. We have already made some progress in understanding the potential sources

of productivity differences across countries, and as we make more progress, we will start having

better answers to the question of why capital does not flow from rich to poor countries (in fact,

why it might sometimes flow from poor to rich countries).

19.2.2 Capital Flows under Imperfect International Financial Markets

There are other reasons, besides Proposition 19.4, why capital may not flow from rich to poor

countries. The rate of return to capital may be higher in poor countries, but financial market

frictions or issues of sovereign risk may prevent such flows. For example, lenders might worry

that a country that has a negative asset position might declare international bankruptcy and

not repay its debts. Alternatively, domestic financial problems in developing countries (which

are discussed in Chapter 21) may prevent or slow down the flows of capital from rich to poor

countries. For whatever reason, if the international financial markets are not perfect and capital

cannot flow freely from rich to poor countries, we may expect large differences in the return

to capital across countries.1

Existing evidence on this topic is mixed. Three different types of evidence are relevant.

First, several studies, including Trefler’s (1993) important work discussed in Chapter 3 and

recent work by Caselli and Feyrer (2007), suggest that differences in the return to capital across

countries are relatively limited. These estimates are directly relevant to the question of whether

there are significant differences in the returns to capital across countries, but they are computed

under assumptions that may not always hold in practice (in Trefler’s case, they rely on data

on factor contents of trade and make a variety of assumptions on the impact of trade on factor

prices as discussed in Chapter 3; Caselli and Feyrer, on the other hand, require comparable

and accurate measures of quality-adjusted differences in capital stocks across countries and

assume that there are no costs of adjustment).

Second and somewhat in contrast to the aggregate results, some papers exploiting micro-

data—for example, summarized in Banerjee and Duflo (2005)—suggest that the rate of return

for additional investment in some firms in less-developed countries could be as high as 100%.

Nonetheless, this evidence, even if taken at face value, does not suggest that there are strong

incentives for capital to flow from rich to poor countries, since these higher rates of return may

be generated by within-country credit market imperfections. In particular, it may be that the rate

of return is very high for a range of credit-rationed firms, but various incentive problems make

it impossible for domestic or foreign financial institutions to lend to these firms on profitable

1. Limits on capital flows may also contribute to productivity differences (e.g., by reducing productivity-

enhancing investments), thus indirectly reducing the need for further capital flows.
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terms. If these developing economies were to receive an infusion of additional foreign capital,

the rate of return would not be given by the rate of return of credit-rationed firms but by the rate

of return of unconstrained firms, which might be much lower. Consequently the incentives for

capital to flow from rich to poor countries may be quite weak as suggested by Proposition 19.4.

Finally, Feldstein and Horioka’s (1980) puzzle points out that differences in saving and

investment rates across countries are highly correlated. Feldstein and Horioka reported the

results from regressions of the form

�

(

Ij(t)

Yj(t)

)

= α0 + α1�

(

Sj(t)

Yj(t)

)

,

where �(Ij(t)/Yj(t)) is the change in the investment-GDP ratio of country j between some

prior date and date t , and �(Sj(t)/Yj(t)) is the change in the savings-GDP ratio. Imagine

that the savings-GDP ratio varies across countries and over time because of shocks to the

saving rate or other reasons. In a world with free capital flows, we would expect these changes

in savings to have no effect on investment; thus we should estimate a coefficient of α1 ≈ 0.

In contrast, Feldstein and Horioka estimated a coefficient close to 1 (about 0.9) for OECD

economies. Similar results have been found for other samples of countries, though other

studies argue that including additional controls removes the puzzle. Feldstein and Horioka

and much of the literature that has followed them have interpreted the positive correlation

between investment and savings as evidence against free capital flows. Naturally, in practice

there are econometric and economic issues one needs to worry about before reaching a precise

conclusion. For example, Exercise 19.6 shows how correlation between investment and savings

can arise without imperfections in international financial markets (because the major difference

across countries is in investment opportunities). Nevertheless the Feldstein-Horioka puzzle

suggests that issues of sovereign risk might be important in practice and may create barriers

to the free flow of capital across countries.

19.3 Economic Growth in a Heckscher-Ohlin World

We have so far focused on the growth implications of trade in financial assets, which enables

countries to change the time profile of their consumption. Perhaps more important is inter-

national trade in commodities, which allows countries to exploit their comparative advantages

(resulting from technology or differences in factor proportions). I now turn to a simple model

of growth in a world consisting of countries that trade in commodities. My treatment builds

on Ventura (1997), who constructed a tractable model of world equilibrium with Heckscher-

Ohlin trade.

The Heckscher-Ohlin model posits that countries have access to the same (or similar)

technologies, and the main source of trade is differences in factor proportions—for example,

some countries have more physical or human capital relative to labor than others. Clearly an

analysis of these issues necessitates the specification of models in which there are multiple

commodities used either in consumption or as intermediates in production. For the sake of

concreteness (without loss of generality), I pursue the second alternative, which also creates

continuity with the models in Chapters 13 and 15.

Suppose that each country has access to an aggregate production function

Yj(t) = F(XK
j

(t), XL
j
(t)), (19.7)
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where Yj(t) is final output in country j at time t , and XL
j
(t) and XK

j
(t) are respectively labor-

and capital-intensive intermediates (inputs). I use the letter “X” to denote these inputs, since

they refer to the amounts of these inputs used in production rather than the amount of inputs

produced in country j . In the presence of international trade these two quantities will typically

differ. In (19.7) F denotes a constant returns to scale production function and again satisfies

Assumptions 1 and 2 from Chapter 2 (except that it is defined over two intermediate inputs

rather than labor and capital). Notice that Assumption 2 also incorporates the Inada conditions.

The production of the final good is competitive.

The theory of international trade is a well-developed and rich area and provides useful results

on the structure of production and trade. Here my purpose is not to review these results but to

illustrate the implications of Heckscher-Ohlin type international trade for economic growth.

Therefore I adopt the simplest possible setting, which involves each intermediate input being

produced by one factor. In particular,

YL
j

(t) = AjLj(t), and (19.8)

YK
j

(t) = Kj(t), (19.9)

where the use of Y instead of X here emphasizes that these quantities refer to the local

production, not the use, of these intermediates. Also, as usual, Lj(t) is total labor input

in country j at time t , supplied inelastically, and Kj(t) is the total capital stock of the

country. One feature about these intermediate production functions is worth noting: there

are potential productivity differences across countries in the production of the labor-intensive

good but not in the production of the capital-intensive good. This is the same assumption

as the one adopted in Ventura (1997). Exercise 19.11 shows the implications of allowing

differences in the productivity of the capital-intensive sector. For now, it suffices to note that

this assumption makes it possible to derive a well-behaved world equilibrium, and it is in

the spirit of allowing only labor-augmenting technological progress in the basic neoclassical

model. One may also presume that differences in Ajs reflect differences in the human capital

embodied in labor. Finally, notice also that there is no technological progress. This is again to

simplify the exposition, and Exercise 19.13 extends the model in this section to incorporate

labor-augmenting technological progress.

Throughout the rest of this chapter, I assume that there is free international trade in

commodities—in intermediate goods. This assumption is extreme, since trading internation-

ally involves costs and many analyses of international trade incorporate the physical costs of

transportation and tariffs. Nevertheless this assumption is useful to simplify the analysis and

to highlight how international trade affects cross-country growth patterns. The most important

implication of this assumption is that the prices of traded commodities—here the intermediate

goods—in all countries are equal to their world prices, determined by the world supply and

demand for these commodities. Let us denote the world prices of the labor-intensive and the

capital-intensive intermediates at time t by pL(t) and pK(t), respectively. Both of these prices

are in terms of the final good in the world market, which is taken as numeraire, with price

normalized to 1.2

Given the production technologies in (19.8) and (19.9), competitive factor markets imply

that the wage rate and the rental rate of capital in country j at time t are given by

2. In this model, there is no loss of generality in assuming that the price of the final good is normalized to 1 in

each country even if there is no trade in the final good. This is because all goods are traded and there are no

differences in costs of living (purchasing power parity) across countries. This will no longer be the case in the

models studied in the next section.
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wj(t) = Ajp
L(t), and Rj(t) = pK(t).

These two equations summarize the most important economic insights of the model studied

here. In closed-economy models, factor prices, which shape the incentives to accumulate

capital, are determined by the capital-labor ratio in the economy (recall Chapter 8). In contrast,

factor prices here are determined by world prices. In particular, since capital is used only in

the production of the capital-intensive intermediate and there is free trade in intermediates,

the rental rate of capital in each country is given by the world price of the capital-intensive

intermediate. A similar reasoning applies to the wage rate, with the only difference being that,

because of cross-country differences in the productivity of labor, wage rates are not equalized;

instead it is the effective wage rates, wj(t)/Aj , that are equalized. Let us follow Trefler (1993)

in referring to this pattern as “conditional factor price equalization” across countries, meaning

that, once we take into account intrinsic productivity differences of factors, there is equalization

of (effective) factor prices across countries. Conditional factor price equalization is weaker

than the celebrated factor price equalization of international trade theory, which would require

wj(t)s to be equalized across countries. Instead, here wj(t)/Ajs are equalized.

In this model, conditional factor price equalization is a consequence of free and costless

trade in goods, since each factor is used only in the production of a single traded intermediate.

Nevertheless (conditional) factor price equalization results are more general than the specific

structure here might suggest. In the jargon of international trade theory, with free trade of

commodities, there exists a cone of diversification such that when factor proportions of

different countries are within this cone, there will be (conditional) factor price equalization.

The assumptions here that labor is used in the production of the labor-intensive intermediate

and capital is used in the production of the capital-intensive intermediate (and that international

trade is costless) ensure that the cone of diversification is large enough to include any possible

configuration of the distribution of capital and labor stocks across countries.

Conditional factor price equalization is important because it implies that factor prices in

each country are entirely independent of its capital stock and labor (provided that the country

in question is small relative to the rest of the world; recall footnote 1 in the previous chapter).

The distinguishing feature of the model in this section is this independence of factor prices

from accumulation decisions.3

Because capital again depreciates at the rate δ, the interest rate in country j at time t is

rj(t) = Rj(t) − δ = pK(t) − δ. (19.10)

Let us next specify the resource constraint. While there is free international trade in com-

modities, there is no intertemporal trade. Thus we are abstracting from international lending

and borrowing discussed in the previous two sections. This enables us to isolate the effects

of international trade in the simplest possible way. Lack of international lending and borrow-

ing implies that at every date, each country must run a balanced international trade. Thus the

following trade balance equation

pK(t)[XK
j

(t) − YK
j

(t)] + pL(t)[XL
j
(t) − YL

j
(t)] = 0 (19.11)

must hold for all j and all t . This equation is intuitive; it requires that for each country (at

each date), the value of its net sales of the capital-intensive good should be made up by its net

purchases of the labor-intensive good. For example, if XK
j

(t) − YK
j

(t) < 0, so that the country

3. This feature is common to many, but not all, Heckscher-Ohlin models of trade, and conditional factor price

equalization may also hold in other trade models.
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is a net supplier of the capital-intensive good (i.e., it uses less of the capital-intensive good in

its final good sector than it produces), then it must be a net purchaser of the labor-intensive

good (i.e., XL
j
(t) − YL

j
(t) > 0).

In addition to this trade balance equation, there is the usual resource constraint affecting

each country, which takes the form

K̇j(t) = F(XK
j

(t), XL
j
(t)) − Cj(t) − δKj(t) (19.12)

for all j and t . In addition, world market clearing requires that

J
∑

j=1

XL
j
(t) =

J
∑

j=1

YL
j

(t) and

J
∑

j=1

XK
j

(t) =

J
∑

j=1

YK
j

(t) for all t . (19.13)

The important feature here is that both the consumption good and the capital good are produced

with the same technology—one unit of the final good can be transformed into one unit of

consumption good or one unit of capital or the investment good. In the next section, we will

see how different factor intensities of consumption and capital goods can be allowed in models

of international trade and growth. But for our purposes, the simpler setup with the consumption

and investment goods having the same factor intensities is sufficient.

Finally, on the preference side, I again assume that each country admits a representative

household with standard preferences:

Uj =

∫ ∞

0

exp(−(ρ − n)t)
cj(t)

1−θ − 1

1 − θ
dt, (19.14)

where cj(t) ≡ Cj(t)/Lj(t) is per capita consumption in country j at time t , all countries have

the same time discount rate ρ, and they have the same rate of population growth. Without

loss of generality, let us assume that all the decisions within each country are made by the

representative household of that country and that ρ > n to ensure positive discounting and

finite lifetime utilities (see Chapter 8, in particular, Assumption 4′). To simplify the analysis

let us also suppose that Lj(0) = L for each j = 1, 2, . . . , J , which, combined with the common

population growth assumption, implies that

Lj(t) = L(t) for each j = 1, 2, . . . , J. (19.15)

Exercise 19.12 allows population levels to vary across countries.

As in Chapter 8, a key object is the ratio of capital-like intermediates relative to labor-like

intermediates in production. For this reason, let us define

xj(t) ≡
XK

j
(t)

XL
j
(t)

,

so that

Yj(t) = F(XK
j

(t), XL
j
(t))

= XL
j
(t)F

(

XK
j

(t)

XL
j
(t)

, 1

)

≡ XL
j
(t)f (xj(t)), (19.16)
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where the third line defines the per capita production function f (.) (exploiting the fact that

F exhibits constant returns to scale). I refer to xj(t) as the “capital intermediate intensity of

country j ,” and kj(t) ≡ Kj(t)/Lj(t) is again the capital-labor ratio.

A world equilibrium can be expressed as paths of consumption, capital accumulation,

and capital intermediate intensity decision for each country and paths of world prices,

[{cj(t), kj(t), xj(t)}
J
j=1, pK(t), pL(t)]t≥0, such that [cj(t), kj(t), xj(t)]t≥0 maximize the

utility of the representative household in country j subject to (19.11) and (19.12) given world

prices, [pK(t), pL(t)]t≥0, and world prices are such that world markets clear (i.e., the equa-

tions in (19.13) hold). A steady-state world equilibrium is defined similarly as an equilibrium

in which all of these quantities are constant.

The next proposition characterizes the allocation of production around the world.

Proposition 19.5 Consider the above-described model. In any world equilibrium,

xj(t) = xj ′(t) =

∑J
j=1

kj(t)
∑J

j=1
Aj

for any j and j ′ and any t .

Proof. Given world prices at time t , the representative household in each country maximizes

F(XL
j
(t), XK

j
(t)) subject to (19.11). Denoting the derivatives of this function by FL and FK ,

this problem implies that

FK(XK
j

(t), XL
j
(t))

FL(XK
j

(t), XL
j
(t))

=
pK(t)

pL(t)
for any j and any t .

Using the definition in (19.16) and the homogeneity of degree 1 of F , this equation can be

written as

f ′(xj(t))

f (xj(t)) − xj(t)f
′(xj(t))

=
pK(t)

pL(t)
for any j and any t ,

where the left-hand side is strictly decreasing in xj(t) and thus defines a unique xj(t) given the

world price ratio. Since xj(t)s are equal across countries, they must all be equal to the ratio of

capital-intensive inter-

mediates to labor-intensive intermediates in the world, so that

xj(t) =

∑J
j=1

Kj(t)
∑J

j=1
AjLj(t)

for j = 1, . . . , J . Using the fact that kj(t) = Kj(t)/Lj(t) = Kj(t)/L(t) (because of (19.15))

completes the proof of the proposition.

This proposition implies that regardless of differences in capital-labor ratios across coun-

tries, the ratio of capital-intensive to labor-intensive intermediates in production is equalized

across countries. The equalization of the ratio of capital-intensive to labor-intensive inter-

mediates in the production of the final good enables us to aggregate the production and capital

stocks of different countries to obtain the behavior of world aggregates. In particular, let c(t)

be the average consumption per capita in the world and k(t) be the average capital-labor ratio

in the world, respectively given by

c(t) ≡
1

J

J
∑

j=1

cj(t), and k(t) ≡
1

J

J
∑

j=1

kj(t).



660 . Chapter 19 Trade and Growth

The next proposition shows that world aggregates follow laws of motion very similar to those

in the standard neoclassical closed economy.

Proposition 19.6 Consider the above-described model. Then in any world equilibrium, the

world averages follow the laws of motion given by

ċ(t)

c(t)
=

1

θ

(

f ′

(

k(t)

A

)

− δ − ρ

)

,

k̇(t) = Af

(

k(t)

A

)

− c(t) − (n + δ)k(t),

where r(t) = pK(t) is the world interest rate at time t , and

A =
1

J

J
∑

j=1

Aj

is average labor productivity.

Proof. Using (19.11), (19.12), and Proposition 19.5, the law of motion of the capital stock

of country j can be written as

K̇j(t) = pK(t)Kj(t) + pL(t)AjL(t) − Cj(t) − δKj(t).

Now define

K(t) ≡
1

J

J
∑

j=1

Kj(t),

sum over j = 1, . . . , J , and use the definitions of pK(t) and pL(t), Proposition 19.5, and the

homogeneity of degree 1 of F (together with Theorem 2.1) to obtain

J
∑

j=1

K̇j(t) = F

⎛

⎝

J
∑

j=1

Kj(t),

J
∑

j=1

AjL(t)

⎞

⎠ −

J
∑

j=1

Cj(t) − δ

J
∑

j=1

Kj(t).

Dividing both sides by JL(t) and using Theorem 2.1 once more yields

K̇(t)

L(t)
= Af

(

K(t)

AL(t)

)

− c(t) − δ
K(t)

L(t)
.

Now using the definition of k(t) gives the second differential equation in the proposition.

To obtain the differential equation for c(t), sum over the Euler equations in each country,

ċj(t)/cj(t) = (r(t) − ρ)/θ .

The result in this proposition is not surprising. With (conditional) factor price equalization,

the world behaves as an integrated economy and thus obeys the two key differential equations

of the neoclassical model. Now using the previous two propositions, we can characterize the

form of the steady-state world equilibrium.

Proposition 19.7 Consider the above-described model. There exists a unique steady-state

world equilibrium for which
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f ′(x∗
j
) = f ′

(

k∗

A

)

= ρ + δ for all j , (19.17)

where

x∗
j

= x∗ =

∑J
j=1

Kj(t)

L(t)
∑J

j=1
Aj

, and k∗ =

∑J
j=1

Kj(t)

JL(t)
. (19.18)

Moreover

pK∗ = ρ + δ. (19.19)

Proof. The proof follows from Proposition 19.6. The Inada conditions in Assumption 2 rule

out sustained growth. Therefore world average consumption must remain constant in steady

state, and the interest rate must satisfy r∗ = pK∗ − δ = ρ. Propositions 19.5 and 19.6 then yield

(19.17) and (19.18).

Proposition 19.7 shows that the steady-state world equilibrium takes a very simple form,

with the ratio of capital-intensive to labor-intensive intermediates pinned down purely by the

aggregate production function F (or its transform, f ) and by the ratio of total capital to total

labor in the world. The reason that steady-state production structure is determined by world

supplies of capital and labor is simple: in the presence of (conditional) factor price equalization,

the world economy is effectively integrated. We have already seen in the previous two sections

how capital flows can make the world economy integrated. The analysis in this section shows

that Heckscher-Ohlin trade (together with conditional factor price equalization) also leads to

the same result.

While the structure of the steady-state equilibrium is rather straightforward, transitional

dynamics in this world economy are more involved. In fact, the behavior of individual econ-

omies can be quite rich and complicated. Nevertheless, the fact that world averages obey the

equations of the neoclassical growth model ensures that the steady-state world equilibrium is

globally stable.

Proposition 19.8 Consider the above-described economy. The steady-state equilibrium

characterized in Proposition 19.7 is globally saddle-path stable.

Proof. Using the arguments in the proof of Proposition 19.6, for any path of world prices

[pL(t), pK(t)]t≥0, the problem of the representative household in each country j at any time

t satisfies the following differential equations:

ċj(t)

cj(t)
=

1

θ
(pK(t) − δ − ρ),

k̇j(t) = [pK(t) − (n + δ)]kj(t) + pL(t)Aj − cj(t).

Standard arguments from Chapter 8 applied to world averages in Proposition 19.6 imply

that world averages converge to the unique world steady-state equilibrium and [pK(t)]t≥0

converges to ρ + δ. Thus consumption per capita and the capital-labor ratio of each country

also converge to their steady-state values. With pK∗ = ρ + δ, the convergence is necessarily

to the unique steady-state world equilibrium.

The analysis so far has shown that a world economy consisting of a collection of economies

engaged in Heckscher-Ohlin trade (with conditional factor price equalization) generates a
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pattern of growth similar to that found in Chapter 8, with each country converging to a unique

steady state. There is one important difference, however. As in the model with international

borrowing and lending in the previous section, the nature of the transitional dynamics is very

different from the closed-economy neoclassical growth models. Here, despite the absence of

international capital flows, the rate of return to capital is equalized across countries. Thus

there are no transitional dynamics, because a country with a higher rate of return to capital is

accumulating capital faster than the rest. This model therefore also emphasizes the potential

pitfalls of using the closed-economy growth model for the analysis of output and capital

dynamics across countries and regions. Exercise 19.10 compares the equilibrium here to the

closed-economy equilibrium of the same model.

Nevertheless, the results on transitional dynamics are perhaps the less interesting implica-

tions of the current model. One of the main objectives of this chapter is to illustrate how the

presence of international trade changes the conclusions of closed-economy growth models.

The current framework already points out how this can happen. Notice that while the world

economy has a standard neoclassical technology satisfying Assumptions 1 and 2, each country

faces an AK technology, since it can accumulate as much capital as it wishes without running

into diminishing returns (as long as the country remains “small”). In particular, for every ad-

ditional unit of capital at time t , a country receives a return of pK(t), which is independent of

its own capital stock. So how is it that the world does not generate endogenous growth? The

answer is that while each country faces an AK technology and thus can accumulate when the

price of capital-intensive intermediates is high, accumulation by all countries drives down

the price of capital-intensive intermediate goods to a level that is consistent with steady

state. In other words, the price of capital-intensive intermediates adjusts to ensure the steady-

state equilibrium where capital, output, and consumption per capita are constant (see the proof

of Proposition 19.8).

While this process describes the long-run dynamics, it also opens the door for a very different

type of short-run (or medium-run) dynamics, especially for countries that have different

saving rates than others. To illustrate this possibility in the simplest possible way, consider

the following thought experiment. Let us start with the world economy in steady state and

suppose that one of the countries experiences a decline in its discount rate from ρ to ρ′ < ρ.

What happens? The answer is provided in the next proposition.

Proposition 19.9 Consider the above-described model. Suppose that J is large and the

world starts in steady state at time t = 0, and then the discount rate of country 1 declines to

ρ′ < ρ. After this change, there exists some T > 0 such that for all t ∈ [0, T ), country 1 grows

at the rate

g1 =
ċ1(t)

c1(t)
=

1

θ
(ρ − ρ′).

Proof. In steady state, Proposition 19.8 and (19.19) imply that pK∗ = ρ + δ. As long as

country 1 is small (which will be the case during some interval [0, T )), it faces this price as the

return on capital. Thus the country’s dynamics will be identical to those of the AK economy in

Chapter 11 (Section 11.1) with A = ρ > ρ′. The result that the growth rate is constant follows

from the analysis there.

Given conditional factor-price equalization, each country faces an AK technology and

thus can accumulate capital and grow without experiencing diminishing returns. The price

of capital-intensive intermediates and thus the rate of return to capital is pinned down by the

discount rate of other countries in the world, so that country 1, with its lower discount rate, has
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an incentive to save faster than the rest of the world and can achieve positive growth of income

per capita (while the rest of the world has constant income per capita).

Therefore the model of economic growth with Heckscher-Ohlin trade (and with conditional

factor price equalization) can easily rationalize bouts of rapid growth (“growth miracles”)

by the countries that change their policies or their saving rates (or discount rates). Ventura

(1997) suggests this model as a potential explanation for why, starting in the 1970s, the East

Asian tigers grew rapidly without experiencing diminishing returns. Since in the 1970s and

1980s East Asian economies were indeed more open to international trade than many other

developing economies and accumulated capital rapidly (e.g., Young, 1992, 1995; Vogel, 2006),

this explanation is quite plausible. It shows how international trade can temporarily prevent the

diminishing returns to capital that would set in because of rapid accumulation and can enable

sustained growth at higher rates.

Nevertheless such behavior cannot go on forever. This follows from Assumption 2, which

implies that world output cannot grow in the long run. So how is Proposition 19.9 consistent

with Assumption 2? The answer is that this proposition describes behavior in the medium run.

This is why the statement of the proposition is for t ∈ [0, T ). At some point, country 1 becomes

so large relative to the rest of the world that it will essentially own almost all capital in the world.

At that point (or in fact before this point is reached), country 1 can no longer be considered

a small country: its capital accumulation will have a major impact on the relative price of the

capital-intensive intermediate. Consequently the rate of return on capital will eventually fall so

that accumulation by this country comes to an end. Naturally, an alternative path of adjustment

could take place if, at some future date, the discount rate of country 1 increases back up to ρ,

so that the world economy again settles into a steady state.

The important lesson from this discussion is that while the current model can generate

growth miracles, these can only apply in the medium run. This feature is related to the

result, highlighted in Exercise 19.9, that the current model does not admit a steady-state

equilibrium (or even a well-defined distribution of world income) when discount rates differ

across countries. In other words, the well-behaved world equilibrium that emerges from this

model relies on the knife-edge case in which all countries have the same discount rate (and also

the same productivity of the capital-intensive intermediates; see Exercise 19.11). This result

is a consequence of the fact that in this Heckscher-Ohlin model, each country is small and

factor prices are independent of domestic factor proportions. In the next section, we will see

how a simple Ricardian model without these features leads to different interactions between

international trade and growth.

19.4 Trade, Specialization, and the World Income Distribution

In this section I present a model of the world economy in which countries trade intermediate

goods, because of Ricardian features—productivity or technology differences. Each country

will affect the prices of the goods that it supplies to the world. This is a plausible feature.

While countries typically take the prices of the goods that they import as given, they often

influence the world prices of at least some of the goods that they export (e.g., copper for Chile,

Microsoft Windows™for the United States, or Lamborghinis for Italy). The key implication of

this feature is that each country’s terms of trade (the prices of its exports relative to its imports)

are endogenous and depend on the rate at which it accumulates capital. Consequently, domestic

factor prices are also affected by capital accumulation. We will see that such a model is more

flexible than the one discussed in the previous section, since it can allow for differences in

discount rates (and saving rates) and also enables us to obtain a richer set of comparative static

results. The model economy presented here builds on Acemoglu and Ventura (2002). I start



664 . Chapter 19 Trade and Growth

with a simplified version of this model, which features physical capital as the only factor of

production. I then present the full model in which both physical capital and labor are used to pro-

duce consumption and investment goods.

Another major difference between the model in this section and the previous one will be

that now, as in Section 18.3 in the previous chapter, the world economy exhibits endogenous

growth, with the growth rate determined by the investment decisions of all countries. Despite

endogenous growth at the world level, international trade (without any technological spillovers)

creates sufficient interactions to ensure a common long-run growth rate for all countries.

Therefore the current model shows how international trade, like technological spillovers,

creates a powerful force limiting the extent of cross-country divergence.

19.4.1 Preferences and Technology

Consider a world economy consisting of a large number J of countries, again indexed by

j = 1, . . . , J . There is a continuum of intermediate products indexed by ν ∈ [0, N ], and two

final products that are used for consumption and investment. There is free trade in intermediate

goods and no trade in final products or assets. Lack of trade in consumption and investment

goods enables us to focus on trade in intermediates. Lack of trade in assets again rules out

international borrowing and lending.

Countries differ in their technology, savings and economic policies. For example, country j

is defined by its characteristics (μj , ρj , ζj), where μ is an indicator of how advanced the

technology of the country is, ρ is its rate of time preference, and ζ is a measure of the effect

of policies and institutions on the incentives to invest. All of these characteristics potentially

vary across countries with a given distribution but are constant over time. In addition, I assume

that each country has a population normalized to 1 and there is no population growth.

All countries admit a representative household with utility function

∫ ∞

0

exp(−ρj t) log Cj(t)dt, (19.20)

where Cj(t) is consumption of country j date t . Preferences are logarithmic and thus more

specialized than the typical CRRA preferences used so far (e.g., in terms of the preferences

in (19.1), they involve θ → 1). Logarithmic preferences enable us to simplify the exposition

without any substantive loss of generality. Note, however, that the preferences in (19.20) are

significantly more flexible than those in the previous section, because they allow the discount

rate ρj to differ across countries. We also assume that country j starts with a capital stock of

Kj(0) > 0 at time t = 0.

The budget constraint of the representative household in country j at time t is

pI
j
(t)K̇j(t) + pC

j
(t)Cj(t) = Yj(t) (19.21)

= rj(t)Kj(t) + wj(t),

where pI
j
(t) and pC

j
(t) are the prices of the investment and consumption goods in country j

at date t (in terms of the numeraire, which is the ideal price index of traded intermediates;

see below). Despite international trade in intermediates, because consumption and investment

goods are not traded, their prices might differ across countries. As usual, Kj(t) is the capital

stock of country j at time t , rj(t) is the rental rate of capital (which may also differ across

countries), and wj(t) is the wage rate. Equation (19.21) requires investment plus consumption

expenditures to be equal to total income and also requires that there be no depreciation. This
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assumption is adopted to reduce notation. The more important feature is that investment, K̇j(t),

is multiplied by pI
j
(t), while consumption is multiplied by pC

j
(t). This reflects the fact that

investment and consumption goods have different production technologies and thus their prices

will differ. In this respect, the model in this section is closely related to that in Section 11.3

in Chapter 11. The second equality in (19.21) specifies that total output is equal to capital

income plus labor income—rj(t) is the rental rate of capital, Kj(t) is the total capital holdings

in country j , and wj(t) denotes total labor earnings (since the population is normalized to 1).

I introduce Ricardian specialization due to technology differences in the simplest possible

way: the N intermediates available in the world economy are partitioned across the J countries

such that each intermediate can only be produced by one country. This assumption, which

is often referred to as the “Armington preferences” or technology in the international trade

literature, ensures that while each country is small in import markets, it affects its terms of

trades by the amount of the goods it exports. Denoting the measure of goods produced by

country j by μj , this assumption implies that

J
∑

j=1

μj = N. (19.22)

It follows from (19.22) that a higher level of μj implies that country j has the technology to

produce a larger variety of intermediates, so we can interpret μ as an indicator of how advanced

the technology of the country is. I assume that all firms within each country have access to the

technology to produce these intermediates, which ensures that all intermediates are produced

competitively.

Moreover let us assume that in each country the production technology of intermediates

is such that one unit of capital produces one unit of any of the intermediates that the country

is capable of producing and that there is free entry into the production of intermediates. This

assumption implies that production is competitive and the prices of all intermediates produced

in country j at time t are given by

pj(t) = rj(t), (19.23)

where recall that rj(t) is the rental rate of return in country j at time t .

19.4.2 The AK Model

Before presenting the full model, it is convenient to start with a simplified version, in which

capital is the only factor of production. Consequently, in (19.21), wj(t) = 0, and

Yj(t) = rj(t)Kj(t).

Suppose that both consumption and investment goods are produced using domestic capital as

well as a bundle of all the intermediate goods in the world (which are all traded freely). In

particular, the production function for consumption goods in country j is

Cj(t) = χKC
j

(t)1−τ

(

∫ N

0

xC
j
(t, ν)

ε−1
ε dν

)
τε
ε−1

. (19.24)

Several features of (19.24) are worth noting. First, KC
j

denotes domestic capital used in the

consumption goods sector and enters the production function with exponent 1− τ . Intuitively,
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this term corresponds to the services of the domestic capital stock used in the production of

consumption goods. It represents the nontraded component of the production process, which

depends on the services provided by nontraded goods using the capital available in the country.

Since there is no international trade in assets, the domestic capital stock must be used to

provide these nontraded services, and if a country has a relatively low capital stock, the relative

price of capital will be high and less of it will be used in producing consumption goods (and

investment goods; see Section 19.4.3). Second, the term in parentheses represents the bundle

of intermediates purchased from the world economy. In particular, xC
j
(t, ν) is the quantity of

intermediate good ν purchased and used in the production of consumption goods in country j

at time t . The expression implies that it is the CES aggregate of all the intermediates, with an

elasticity of substitution ε, that matters in the production of consumption goods. I assume

that ε > 1, which avoids the counterfactual and counterintuitive pattern of “immiserizing

growth” (see Exercise 19.25). The use of CES aggregates is familiar by now and enables us

to have tractable structure. The expression also makes it clear that there is a continuum N of

intermediates (given by (19.22)). Notice that this CES aggregator has an exponent τ , which

ensures that the production function for consumption goods exhibits constant returns to scale.

The parameter τ is the elasticity of the production function of consumption goods with respect

to traded intermediates and determines the share of trade in GDP (see Exercise 19.16). Finally,

χ is a constant introduced for normalization (see Exercise 19.14).

The production function for investment goods in country j is

Ij(t) = ζ−1
j

χKI
j
(t)1−τ

(

∫ N

0

xI
j
(t, ν)

ε−1
ε dν

)
τε
ε−1

, (19.25)

which is identical to that for consumption goods except for the presence of the term ζj . This

allows differential levels of productivity, due to technology or policy, in the production of

investment goods across countries. The assumption that these differences are in the investment

good sector rather than in the production of consumption goods is consistent with results on

the relative prices of investment goods discussed previously, which suggested that in poorer

economies investment goods are relatively more expensive. In terms of the production functions

specified here, we may want to think of greater distortions as corresponding to higher levels

of ζj , since, as we will see, a high level of ζj reduces output and increases the relative price of

investment goods. In the full model with both capital and labor, the relative price of investment

goods is endogenous and depends on technology and discount rates.

Market clearing for capital naturally requires that

KC
j

(t) + KI
j
(t) + K

μ

j
(t) ≤ Kj(t), (19.26)

where K
μ

j
(t) is the capital used in the production of intermediates, and Kj(t) is the total capital

stock of country j at time t .

The reader can also see why this model is referred to as the “AK version”: the production

of both consumption and investment goods uses capital and intermediates that are directly

produced from capital. Thus a doubling of the world capital stock doubles the output of all

intermediates and of consumption and investment goods.

While we can directly work with the production functions for consumption and investment

goods, (19.24) and (19.25), as in many trade models, it is simpler to work with unit cost

functions, which express the cost of producing one unit of consumption and investment goods

in terms of the numeraire (which will be chosen as the ideal price index for intermediates; see

(19.32)). Exercise 19.14 shows that the production functions (19.24) and (19.25) are equivalent

to the unit cost functions for consumption and production given by
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BC
j

(rj(t), [p(t, ν)]ν∈[0,N ]) = rj(t)
1−τ

(

∫ N

0

p(t, ν)1−εdν

)
τ

1−ε

, (19.27)

BI
j
(rj(t), [p(t, ν)]ν∈[0,N ]) = ζjrj(t)

1−τ

(

∫ N

0

p(t, ν)1−εdν

)
τ

1−ε

, (19.28)

where p(t, ν) is the price of the intermediate ν at time t , and the constant χ in (19.24) and

(19.25) is chosen appropriately (see Exercise 19.14). Notice that these prices are not indexed

by j , since there is free trade in intermediates and thus all countries face the same intermediate

prices. The specification using the unit cost functions simplifies the analysis.

A world equilibrium is defined by paths of prices, capital stock levels, and consumption

levels for each country such that all markets clear and the representative household in each

country maximizes utility given the paths for prices. It can be represented by

[{

pC
j
(t), pI

j
(t), rj(t), Kj(t), Cj(t)

}J

j=1
, [p(t, ν)]ν∈[0,N ]

]

t≥0
.

Notice that while the prices of consumption and investment goods and the return to capital are

country specific, the prices of intermediates are not. A steady-state world equilibrium is

also defined in the usual fashion, in particular, requiring that all prices are constant (as before,

this “steady-state” equilibrium involves balanced growth).

The characterization of the world equilibrium in this case is made relatively simple by

the AK technology (and the logarithmic preferences). In particular, the maximization of the

representative household—that is, the maximization of (19.20) subject to (19.21) for each

j—yields the following first-order conditions:

rj(t) + ṗI
j
(t)

pI
j
(t)

−
ṗC

j
(t)

pC
j
(t)

= ρj +
Ċj(t)

Cj(t)
(19.29)

for each j and t , and the transversality condition

lim
t→∞

[

exp(−ρj t)
pI

j
(t)Kj(t)

pC
j
(t)Cj(t)

]

= 0, (19.30)

for each j (see Exercise 19.15).

Equation (19.29) is the consumption Euler equation. This equation might first appear

slightly different from the standard Euler equations, but it is identical to the Euler equations

implied by the two-sector model in Section 11.3 in Chapter 11 (recall, in particular, (11.31)).

The difference from the standard Euler equations stems from the fact that we now have

potentially different technologies for producing consumption and investment goods. Thus

households that delay consumption have to take into account the change in the relative price of

consumption versus investment goods—which explains the presence of the term ṗI
j
(t)/pI

j
(t) −

ṗC
j
(t)/pC

j
(t) in (19.29). In this light, it is clear that this equation simply requires the (net) rate

of return to capital to be equal to the rate of time preference plus the slope of the consumption

path. Equation (19.30) is the transversality condition.

Integrating the budget constraint and using the Euler and transversality conditions, we obtain

a particularly simple consumption function,

pC
j
(t)Cj(t) = ρjp

I
j
(t)Kj(t), (19.31)
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which can be interpreted as households spending a fraction ρj of their wealth on consumption

at every instant (recall that in this simplified model there is no labor income and pI
j
(t)Kj(t) is

household wealth at current prices).

The analysis so far has characterized the prices of intermediates and the behavior of

the consumption and capital stock for each country. Let us next determine the prices of

consumption and investment goods and the relative prices of intermediates in the world

economy. As a first step, I define the numeraire for this world economy as the ideal price

index for the basket of all the (traded) intermediates. Since the intermediates always appear in

CES form, the corresponding ideal price index is simply

1 =

(

∫ N

0

p(t, ν)1−εdν

)
1

1−ε

(19.32)

=

J
∑

j=1

μjpj(t)
1−ε.

Here the first line defines the ideal price index, while the second uses the fact that country j

produces μj intermediates, and each of these intermediates has the same price pj(t) = rj(t)

as given by (19.23).

This choice of numeraire has another convenient implication. Our assumption that each

country is small implies that each exports practically all of its production of intermediates and

imports the ideal basket of intermediates from the world economy. Consequently pj(t) = rj(t)

is not only the price of intermediates produced by country j but also its terms of trade—defined

as the price of the exports of a country divided by the price of its imports.

Next, using the price normalization in (19.32), the unit cost functions (19.27) and (19.28)

imply that the equilibrium prices of consumption and investment goods in country j at time t are

pC
j
(t) = rj(t)

1−τ and pI
j
(t) = ζjrj(t)

1−τ . (19.33)

Equation (19.33) completes the characterization of all prices in terms of the rate of return to

capital. To compute the rate of return to capital, we need to impose market clearing for capital

in each country. In addition we also have a trade balance equation for each country. However,

by Walras’s Law, one of these equations is redundant. It turns out to be more convenient to use

the trade balance equation, which can be written as

Yj(t) = μjrj(t)
1−εY (t), (19.34)

where Y (t) ≡
∑J

j=1
Yj(t) is total world income at time t . To see why this equation ensures

balanced trade, note that each country spends a fraction τ of its income on intermediates,

and since each country is small, this implies that a fraction τ of its income is being spent

on imports. At the same time, the rest of the world spends a fraction τμjpj(t)
1−ε of its

total income on intermediates produced by country j (because of the CES aggregator over

intermediates combined with the observations that pj(t) is the relative price of country j ’s

intermediates and there are μj of them). Noting that total world income is Y (t) and that

pj(t) = rj(t), we obtain (19.34). Exercise 19.16 asks you to derive this equation from the

capital market clearing equation (19.26), thus verifying the use of Walras’s Law.

The equations derived so far—(19.23), (19.31), (19.33), and (19.34)—together with the

resource constraint (19.21) fully characterize the world equilibrium.



19.4 Trade, Specialization, and the World Income Distribution . 669

Let us start by describing the state of the world economy, which can be represented by

the distribution of capital stocks across the J economies (these are the only endogenous state

variables). Their law of motion is obtained by combining (19.21), (19.31), and (19.33) on the

one hand and (19.21) and (19.34) on the other. In particular, for each j and t , the law of motion

of the capital stock is described by the following pair of differential equations:

K̇j(t)

Kj(t)
=

rj(t)
τ

ζj

− ρj , (19.35)

rj(t)Kj(t) = μjrj(t)
1−ε

J
∑

i=1

ri(t)Ki(t). (19.36)

These two equations completely characterize the world equilibrium. Starting with a cross

section of capital stocks at time t , {Kj(t)}
J
j=1, (19.36) gives the cross section of terms of trade

and interest rates, {rj(t)}
J
j=1. Given this cross section of interest rates, (19.35) describes exactly

how the cross section of capital stocks evolves.

The simplicity of these laws of motion are noteworthy. The first, (19.35), determines the

evolution of the capital stock of each country as a function of their own parameters, ζj ; the

distortions on the investment good producing sector; ρj , the discount rate; and the equilibrium

rental rate. The second, (19.36), expresses the rental rate for each country as a function of the

rental rates and capital stocks of other countries.

These two equations immediately establish the following important result.

Proposition 19.10 There exists a unique steady-state world equilibrium where

K̇j(t)

Kj(t)
=

Ẏj(t)

Yj(t)
= g∗ (19.37)

for j = 1, . . . , J , and the world steady-state growth rate g∗ is the unique solution to

J
∑

j=1

μj [ζj(ρj + g∗)](1−ε)/τ = 1. (19.38)

The steady-state rental rate of capital and the terms of trade in country j are given by

r∗
j

= p∗
j

= [ζj(ρj + g∗)]1/τ . (19.39)

This unique steady-state world equilibrium is globally saddle-path stable.

Proof. By definition, a steady-state world equilibrium must have constant prices and thus

constant r∗
j
s. Therefore, in any steady state, for each j = 1, . . . , J , K̇j(t)/Kj(t) must grow at

some constant rate gj . Suppose these rates are not equal for two countries j and j ′. Taking the

ratio of (19.36) for these two countries yields a contradiction, establishing that K̇j(t)/Kj(t)

is constant for all countries. Equation (19.34) then implies that all countries also grow at this

common rate, say g∗. Given this common growth rate, (19.35) immediately implies (19.39).

Substituting this back into (19.36) gives (19.38). The steady-state world equilibrium is unique

because these equations are all uniquely determined and (19.38) is strictly decreasing in g∗,

and thus has a unique solution.

To establish global stability, it suffices to note that (19.36) implies that rj(t) is decreasing

in Kj(t). Thus when a country has a high capital stock relative to the world, it has a lower
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rate of return on capital, which from (19.35) slows down capital accumulation. This process

ensures that the world economy, and all economies, move toward the unique steady-state world

equilibrium. Exercise 19.17 asks you to provide a formal proof of stability.

The results summarized in this proposition are remarkable. First, despite the high degree

of interaction among the various economies, there exists a unique globally stable steady-state

world equilibrium. Second, this equilibrium takes a relatively simple form. Third and most

important, in this equilibrium all countries grow at the same rate g∗. This third feature is quite

surprising, since each economy has access to a AK technology: thus without any international

trade (e.g., when τ = 0, or see Exercise 19.18), each country would grow at a different rate

(e.g., those with lower ζjs or ρjs would have higher long-run growth rates). The process of

international trade acts as a powerful force keeping countries together, ensuring that in the long

run they all grow at the same rate. In other words, international trade, together with terms-of-

trade effects, leads to a stable world income distribution.

Why? The answer is related to the terms-of-trade effects encapsulated in (19.36). To

understand the implications of this equation, consider the special case where all countries

have the same technology parameter, that is, μj = μ for all j . Suppose also that a particular

country, say country j , has lower ζj and ρj than the rest of the world. Then (19.35) implies that

this country accumulates more capital than others. But (19.36) makes it clear that this cannot

go on forever, and country j , by virtue of being richer than the world average, will also have

a lower rate of return on capital. This lower rate of return ultimately compensates the greater

incentive to accumulate in country j , so that capital accumulation in this country converges to

the same rate as in the rest of the world.

Intuitively, each country has “market power” in the goods that it supplies to the world:

when it exports more of a particular good, the price of that good declines to ensure that world

consumers purchase a greater amount of this good. So when a country accumulates faster than

the rest of the world and thus increases the supply of its exports relative to the supplies of other

countries’ exports, it will face worse terms of trades. This negative terms-of-trade effect reduces

its income and its rate of return to capital (recall (19.23)), and slows down capital accumulation.

This mechanism ensures that in the steady-state equilibrium all countries accumulate and grow

at the same rate.

Therefore this model shows how pure trade linkages are sufficient to ensure that countries

that would otherwise grow at different rates pull one another toward a common growth rate,

and the result is a stable world income distribution. The role of trade can be seen most

clearly by comparing the equilibrium here to closed-economy equilibrium, which is done in

Exercise 19.18.

Naturally, growth at a common rate does not imply that countries with different character-

istics have the same level of income. Exactly as in models of technological interdependences

in the previous chapter, countries with better characteristics (higher μj and lower ζj and ρj )

grow at the same rate as the rest of the world, but will be richer than other countries. This is

most clearly shown by the following equation, which summarizes the world income distribu-

tion. Let y∗
j

≡ Yj(t)/Y (t) be the relative income of country j in steady state. Then (19.34) and

(19.39) yield

y∗
j

= μj [ζj(ρj + g∗)](1−ε)/τ. (19.40)

This equation shows that countries with better technology (high μj ), lower distortions (low

ζj ) and lower discount rates (low ρj ) will be relatively richer. Equation (19.40) also highlights

that the elasticity of income with respect to ζj and ρj depends on the elasticity of substitution
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between the intermediates, ε, and the degree of openness (which is a function of τ ; see

Exercise 19.16). When ε is high and τ is relatively low, small differences in ζjs and ρjs can

lead to very large differences in income across countries. This observation is interesting for

another reason: recall from Chapters 2 and 3 that the Solow growth model generates a similar

equation linking the world income distribution to differences in saving rates and technology.

In particular, recall that in a world with a Cobb-Douglas aggregate production function and no

human capital differences, the Solow model implies that

y∗
j

= Aj

(

sj

g∗

)α/(1−α)

, (19.41)

where Aj is the relative labor-augmenting productivity of country j , sj is its saving rate, g∗ is

again the world growth rate, and α is the exponent of capital in the Cobb-Douglas production

function (which is also equal to the share of capital in national income). Equation (19.40)

shows that the implications of the world economy with trade are very similar, except that

(1) the role of the labor-augmenting technologies is played by the technological capabilities

of the country, which determine the range of goods in which it has a comparative advantage;

(2) the role of the saving rate is played by the discount rate ρj and the policy parameter affecting

the distortions on the production of investment goods, ζj ; and (3) instead of the share of capital

in national income, the elasticity of substitution between intermediates and the degree of trade

openness affect how spread out the world income distribution is. Exercise 19.19 develops these

points further.

19.4.3 The General Model

The model presented in Section 19.4.2 has a number of striking implications. The most impor-

tant is that, despite the possibility of endogenous growth at the country level, world relative

prices adjust in such a way as to keep the world income distribution stable. Consequently dif-

ferences in preferences and technology across countries translate into differences in income

levels along a stable income distribution, rather than into differences in permanent growth

rates. However the reader may wonder how general this result is. The result was derived in

the context of a collection of AK economies. Here I show that the results generalize to an

economy in which both capital and labor are used. To maintain the tractability of the model

(and in fact to obtain almost identical equations to those in Section 19.4.2), I make use of the

structure of production in Rebelo’s (1991) model analyzed in Section 11.3 of Chapter 11. The

production of investment goods only uses capital, but the production of consumption goods

uses both capital and labor. While the exact mathematical derivations here depend on these

specific assumptions, the general insights do not.

More specifically, preferences, demographics, and the production functions for intermedi-

ates and for investment goods are the same as in Section 19.4.2. The main difference is that

the production function for consumption goods has now changed to

Cj(t) = χKC
j

(t)(1−τ)γLj(t)
(1−τ)(1−γ )

(

∫ N

0

xC
j
(t, ν)

ε−1
ε dν

)
τε
ε−1

for some γ ∈ (0, 1), and Lj(t) is labor used in the consumption sector in country j at time t .

Since neither the production of intermediates nor the production of the investment good use

labor and population is equal to 1, we have that Lj(t) = 1. Thus in (19.21), wj(t) stands both
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for the wage rate per unit of labor and for total labor income. The associated unit cost function

for the consumption good is

BC
j

(wj(t), rj(t), [p(t, ν)]ν∈[0,N ]) = wj(t)
(1−τ)(1−γ )rj(t)

(1−τ)γ

(

∫ N

0

p(t, ν)1−εdν

)
τ

1−ε

.

Using the same price normalization, that is, (19.32), intermediate prices are still given by

(19.23), and the price of the investment good in country j at time t is still given by pI
j
(t) =

ζjrj(t)
1−τ . The price of the consumption good is obtained, with a similar reasoning, as

pC
j
(t) = wj(t)

(1−τ)(1−γ )rj(t)
(1−τ)γ . (19.42)

The maximization problem of the representative household in each country is essentially un-

changed except for the stream of labor income that the household receives. This maximization

problem again leads to the necessary and sufficient conditions given by (19.29) and (19.30).

Combining these two equations, we again obtain that consumption expenditure is given as the

fraction of the lifetime wealth of the household, which now consists of the value of capital plus

the discounted value of future labor earnings (see Exercise 19.20):

pC
j
(t)Cj(t) = ρj

(

pI
j
(t)Kj(t) +

∫ ∞

t

exp

(

−

∫ z

t

rj(s) + ṗI
j
(s)

pI
j
(s)

ds

)

w(z)dz

)

. (19.43)

It is also straightforward to show that (19.34) still gives the necessary trade balance equation

for each country.

The final condition we need to impose is market clearing for labor. Recall that labor demand

comes only from the consumption goods sector, and given the Cobb-Douglas assumption, this

demand is (1− γ )(1− τ) times consumption expenditure, pC
j
Cj , divided by the wage rate wj .

So the market clearing condition for labor in country j at time t is

1 = (1 − γ )(1 − τ)
pC

j
(t)Cj(t)

wj(t)
. (19.44)

Because (19.44) implies that labor income wj(t) is always proportional to consumption

expenditure, the optimal consumption rule (19.43) can be simplified to

pC
j
(t)Cj(t) =

ρj

1 − (1 − γ )(1 − τ)
pI

j
(t)Kj(t). (19.45)

Households again consume a constant fraction of the value of the capital stock, but this fraction

now depends not only on their discount rate ρj but also on the technology parameters, τ and γ .

In light of this derivation, the following two propositions characterize the world equilibrium.

Proposition 19.11 In the general model with labor, the world equilibrium is characterized

by (19.35) for each j and t , as well as the following two additional equations:

rj(t)Kj(t) + wj(t) = μjrj(t)
1−ε

J
∑

i=1

[ri(t)Ki(t) + wi(t)], (19.46)

wj(t)

rj(t)Kj(t) + wj(t)
=

(1 − γ )(1 − τ)ρj

[γ + (1 − γ )τ ]ζ−1
j

rj(t) + (1 − γ )(1 − τ)ρj

. (19.47)

Proof. See Exercise 19.21.
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The derivation and the intuition for this result follow those Section 19.4.2. For a given cross

section of capital stocks, (19.46) and (19.47) determine the cross section of rental rates and

wage rates, and given the cross section of rental rates, (19.35) determines the evolution of the

distribution of capital stocks in the world economy.

The next proposition shows that the structure of the world equilibrium is essentially identical

to that in Section 19.4.2.

Proposition 19.12 In the general model with labor, there exists a unique steady-state world

equilibrium. In this equilibrium, capital stock and output in each country grow at the constant

rate g∗ as in (19.37), and the world steady-state growth rate g∗ is the unique solution to (19.38).

This unique steady-state equilibrium is globally stable.

Proof. See Exercise 19.22.

This proposition implies that the results regarding the stable income distribution continue

to apply in this more general model. Moreover (19.40) still gives the world income distribution

in the steady-state world equilibrium.

This more general model does not simply replicate the results of the simpler AK model,

however. One important implication concerns the relative prices of investment and consump-

tion goods. As discussed previously, the available empirical evidence suggests that the price

of investment goods relative to consumption goods is greater in poorer countries. Many mod-

els adopt a reduced-form approach to this empirical regularity and argue that it must be due

to frictions affecting the investment sector in poor economies. Nevertheless, we need models

that allow for trade and different production functions for consumption and investment goods

for a satisfactory understanding of the sources of differences in these relative prices. The cur-

rent model, which incorporates these features, generates this pattern of relative prices. The

equilibrium derivation above implies that

pI
j
(t)

pC
j
(t)

= ζj

(

rj(t)

wj(t)

)(1−γ )(1−τ)

,

so that the relative price of investment goods is higher in countries that have high ζj and low

wages. The first part of this result, that countries with high ζj (high distortions on investment

good sectors) have higher relative prices of investment goods, is natural and consistent with

the presumption in the literature. However (19.47) shows that countries with worse technology

(low μj ) and higher discount rates (high ρj ) will also have lower wages and, via this channel,

they have higher relative prices of investment goods. Therefore the current model also generates

a cross section of the relative prices of investment and consumption goods that is consistent

with the patterns we observe in the data. It highlights that the relative price of investment goods

may vary across countries for reasons other than distortions in the investment sector, so that

considerable care is necessary when using the observed variation in these relative prices in the

context of one-sector and/or closed-economy models as the previous literature has done.

In concluding this section, let us return to a comparison of the economic forces emphasized

here with those of Section 19.3. Recall that in Section 19.3, each country can accumulate

without running into diminishing returns to scale. In contrast, the model in this section has

emphasized how capital accumulation by a country increases the world supply of goods in

which it specializes, thus creating powerful terms-of-trade effects. These terms-of-trade effects

are the reason that the long-run world income distribution is stable and the fast-growing

countries tend to increase the growth rate of the rest of the world. Can the approaches in

these two sections be reconciled? I believe the answer is yes. One way to reconcile them is

to view them as applying to different stages of development and to different kinds of goods.



674 . Chapter 19 Trade and Growth

Imagine, for example, a world in which some goods are standardized and can be produced

in any country. When a country is producing these goods, it does not face terms-of-trade

effects and can accumulate without running into diminishing returns to capital. As discussed

in Section 19.3, this might be a good approximation to the situation experienced by the East

Asian tigers in the 1970s and 1980s, when they specialized in medium-tech goods (e.g., Vogel,

2006). However, as countries become richer, they produce more differentiated goods and run

into terms-of-trade effects. Consequently, if a country is at the stage of development where it

produces more of the differentiated goods, further capital accumulation results in diminishing

returns because of terms-of-trade effects. An interesting research area would be to construct

models combining these two forces.

19.5 Trade, Technology Diffusion, and the Product Cycle

The previous chapter highlighted the importance of technology diffusion in understanding

cross-country income differences. But this analysis was done in the context of a world con-

sisting of a collection of closed economies. The presence of international trade enriches the

process of technology diffusion, since it introduces the possibility of the international prod-

uct cycle, whereby technology diffusion goes hand-in-hand with certain products previously

produced by technologically advanced economies migrating to less-developed nations. The

idea of the international product cycle was first suggested by Vernon (1966). Here I present a

simple model originally developed by Krugman (1979). The main advantage of this model is

that, thanks to its simplicity, it has many applications in the study of various different issues

in macroeconomics, international trade, and economic development.

19.5.1 The International Division of Labor

Consider the world economy consisting of two sets of countries, the North and the South. For

the analysis in this section, it does not matter whether there is one Northern and one Southern

country or many countries within each group. There is free international trade, without any

trading costs.

All households in all countries have the same CES preferences with love-for-variety defined

over a consumption index. This consumption index for country j ∈ {n, s} at time t is

Cj(t) =

(

∫ N(t)

0

cj(t, ν)
ε−1
ε dz

)
ε

ε−1

, (19.48)

where cj(t, ν) is the consumption of the zth good in country j ∈ {n, s} at time t , N(t) is the

total number of goods in the world economy at time t that will be determined endogenously

and traded freely, and ε > 1 is the elasticity of substitution between these goods. Naturally,

without the free-trade assumption, the range of goods consumed by households in country j

would not be N(t) but a subset of those goods to which they have access to.

Each country admits a representative household with dynamic preferences defined over

streams of consumption Cj(t). For our purposes here, there is no need to specify what these

dynamic preferences are, but for concreteness, the reader may want to assume that these are

given by the standard CRRA preferences as in (19.1).

The key assumption of the model is that goods fall into two categories: new goods are

invented in the North and can be produced only there; old goods have been invented in the
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past, and their production technology has been imitated by the South, so they can be produced

both in the South and in the North.

The technology of production is simple: one worker produces one unit of any good to which

his country has access. Workers in the North have access to all goods, but those in the South

have access only to old goods. It is important to emphasize that when producing old goods,

Northern workers have no productive advantage. Their only advantage (and the only difference

in technology) arises because they have access to a larger set of goods.

Suppose that the total labor supply in the North is Ln at all times, and the labor supply in

the South is Ls. All labor is supplied inelastically. An equilibrium is defined in the usual way

as paths of prices for all goods and allocation of labor across goods.

This description of the environment implies that there can be two types of equilibria:

1. Equalization equilibrium: in this type of equilibrium there are sufficiently few new

goods that workers in both the South and the North produce some of the old goods. We

will see below that in this type of equilibrium both new goods and old goods command

the same price, and incomes in the North and South are the same. This justifies the term

“equalization equilibrium.”

2. Specialization equilibrium: in this type of equilibrium the South specializes in the

production of old goods, while the North specializes in the production of new ones.

Let us start by studying the international division of labor for a given set of new and old

goods, Nn(t) and No(t), where naturally the total number of goods is N(t) = Nn(t)+ No(t).

Since the North has access to all goods, while the South only has access to old goods, the ratio

Nn(t)/No(t) (or N(t)/No(t)) can be interpreted as a measure of the technology gap between

the North and the South.

To start with, let us suppose that the world is in a specialization equilibrium. Clearly the

prices of all new goods are equal and the prices of all old goods are also equalized. Denote

these two sets of prices by pn(t) and po(t). Let the wage rate in the North be wn(t) and that

in the South be ws(t). Since one unit of labor produces one unit of a product and markets are

competitive, in the specialization equilibrium we have

pn(t) = wn(t)

po(t) = ws(t).
(19.49)

It must be the case that wn(t) ≥ ws(t), since otherwise Northern workers would prefer to

produce old goods. Thus a specialization equilibrium can exist only when all old goods are

produced in the South, and the implied equilibrium wage rate in the South is lower than that

in the North. To find out when this condition holds is straightforward. The CES preferences

specified in (19.48) imply that utility maximization requires the ratio of the consumption of

new and old goods to satisfy

cn(t)

co(t)
=

(

pn(t)

po(t)

)−ε

. (19.50)

Specialization implies that all labor in the South is used to produce old goods, while all

labor in the North is employed in the production of new goods. Thus we have

cn(t) =
Ln

Nn(t)
, and co(t) =

Ls

No(t)
. (19.51)
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Combining (19.49), (19.50), and (19.51) yields the following simple relationship between

relative wages and labor supplies and technology:

wn(t)

ws(t)
≡ ω(t) =

(

Nn(t)

No(t)

Ls

Ln

)1/ε

. (19.52)

Notice that the right-hand side of (19.52) consists of predetermined (or constant) quantities

at time t . Thus they determine a unique relative wage between the North and the South. A

specialization equilibrium exists only if this ratio ω(t) is greater than or equal to 1. If it happens

to be less than 1, then a specialization equilibrium does not exist; instead the equilibrium

takes the form of an equalization equilibrium. In this equalization equilibrium, wages in the

North and the South are equalized, and some of the old goods are produced in the North. In

particular, suppose that ω(t) as defined by (19.52) is strictly less than 1. Then there exists a

unique equilibrium, which takes the form of an equalization equilibrium, where new goods

and old goods all command the same price and are consumed in the same quantity. Therefore

we have

cn(t) =
φLn

Nn(t)
and co(t) =

Ls + (1 − φ)Ln

No(t)
,

where φ ∈ (0, 1) is chosen such that cn(t) = co(t). We know that such a φ ∈ (0, 1) exists, since

ω(t) < 1, which implies that cn(t) > co(t) at φ = 1.

The characterization of the equilibrium is shown diagrammatically in Figure 19.1. This

figure shows that there is a downward-sloping relationship between the relative supply of

labor in the North, Ln/Ls, and the earnings premium in the North, ω ≡ wn/ws. It also shows

that when Ln/Ls = Nn(t)/No(t), the relationship becomes flat at wn/ws = 1, because in this

case the relative supply of labor in the North is sufficiently large that we enter the region of

equalization equilibrium.

An interesting implication of this equilibrium is that even when there is a technology gap

between the North and the South, Northern and Southern incomes may be equalized. There

will only be an income gap between the North and the South when the technology gap is

relatively large or the labor supply in the South, Ls, is sufficiently large. This last feature is

particularly interesting in the context of the current wave of globalization, which has involved

the incorporation of India and China into the world economy as potential low-cost producers

of old goods.4

While we may think that the case with a sufficiently large technology gap and sufficiently

large Ls (which leads to a positive income gap between the North and the South) is more

realistic, the possibility that such a gap may not exist is of theoretical interest and helps

us to understand the impact of the international division of labor on cross-country income

differences. The possibility that incomes in the North and the South are equalized may appear

surprising at first, but the intuition is straightforward. International trade ensures that the

Southern consumers have access to goods that their country does not have the technology

to produce. Consequently, even though the South is technologically behind the North, it may

achieve the same consumption bundle and the same level of income. This discussion therefore

suggests that international trade is a powerful force limiting the extent of cross-country income

inequality (e.g., that resulting from technological differences). This is typically the case, but

perhaps surprisingly, not always so. Exercise 19.30 goes through the implications of trade on

4. Though it should be noted that, in addition to old goods, India and China also export some relatively high-

tech electronics as well as high-quality software and provide a range of outsourcing opportunities to European

and U.S. companies.
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FIGURE 19.1 Determination of the relative wages in the North and the South in the international

product cycle model.

cross-country income differences and shows that even in the context of the current model, it

can sometimes lead to a larger gap between rich and poor countries.

19.5.2 Product Cycles and Technology Transfer

The characterization of the equilibrium in Section 19.5.1 was for a given number of new and

old goods. Our interest in this model is because its relative simplicity enables us to endogenize

the number of new and old goods and it generates a pattern of product cycles across countries.

Here let us follow Krugman (1979) and endogenize the number of new and old goods using

a model of exogenous technological change. Exercise 19.29 considers a version of this model

with endogenous creation of new products.

In particular, let us suppose that new goods are created in the North according to the

following simple differential equation:

Ṅ(t) = ηN(t),

with some initial condition N(0) > 0 and innovation parameter η > 0. Goods invented in the

North can be imitated by the South. As in the models of technology diffusion in the previous

chapter, this process is assumed to be slow and to follow the differential equation

Ṅo(t) = ιNn(t),

where ι > 0 is the imitation parameter. This differential equation has a motivation similar to

that of the technology diffusion equations in the previous chapter and captures the idea that

the South can only imitate from the set of goods that have not so far been imitated (of which
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there is a total of Nn(t) at time t). Combining these equations with N(t) = Nn(t)+ No(t), we

obtain a unique globally stable steady-state ratio of new to old goods given by

Nn(t)

No(t)
=

η

ι
. (19.53)

This equation is intuitive: the ratio of new to old goods is high when the rate of innovation in

the North, η, is high relative to the rate of imitation from the South, ι. Combining (19.53) with

(19.52), the equilibrium wage ratio between the North and the South is

wn(t)

ws(t)
= max

{(

η

ι

Ls

Ln

)1/ε

, 1

}

. (19.54)

In this expression, when the max operator picks 1, the equalization equilibrium applies.

Otherwise the specialization equilibrium is valid. Since the ratio wn(t)/ws(t) also corresponds

to the ratio of incomes between the North and the South, this equation also implies that a high

rate of innovation by the North makes the South relatively poor (though not absolutely so),

while a higher rate of imitation by the South makes the South relatively richer and the North

relatively poorer (see Exercise 19.28). In view of the results from the previous chapter, these

results are not surprising.

An important and interesting feature of this steady-state equilibrium is the product cycle.

Let us focus on the specialization equilibrium. In this case, new goods are invented in the North

and produced there by workers that receive relatively high wages (since in the specialization

equilibrium, wn(t) > ws(t)). After a while, a given new good is imitated by the South, so its

production shifts to the South, where labor costs are lower. Thus in this model we witness the

international product cycle, starting with production at high labor costs in the North and then

transitioning to a mode of cheap production in the South.

An important application of the product cycle model is to the implications of international

protection of IPR. The rate of imitation ι can also be considered as an inverse measure of

the international protection of IPR. Then, as shown in Exercise 19.28, in this baseline model,

stronger international IPR protection always increases the income gap between the North and

the South. Interestingly, however, the exercise also shows that it does not always lead to a

welfare improvement in the North.

19.6 Trade and Endogenous Technological Change

The effect of trade on growth has attracted much academic and policy attention. Most econo-

mists believe that trade promotes growth, and there is both micro and macro evidence consistent

with this belief. Some papers (e.g., Dollar (1992); Sachs and Warner (1995)) find a positive cor-

relation between openness to international trade and economic growth. While these studies are

not entirely convincing, owing to the typical difficulties of reaching causal conclusions from

growth regressions (recall the discussion in Chapter 3), other papers have tried to overcome

these difficulties by using instrumental-variables strategies. In this context, a well-known paper

by Frankel and Romer (1999) exploits differences in the trade capacity of countries (as given by

the gravity equations of trade) as a source of variation to estimate the effect of trade on long-run

income differences. Gravity equations, which are widely used in the empirical trade literature,

link the volume of trade between two countries to their geographic and economic character-

istics and their interactions (e.g., size of country, GDP, distance). Frankel and Romer exploit

the geographically determined component of these gravity equations to construct a measure
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of predicted trade for each country and use this as an instrument for actual trade openness.

Using this strategy, they show that greater trade is associated with higher income per capita

(thus with greater long-run growth). In addition, recent microeconomic evidence from Bernard

et al. (2003), Bernard and Jensen (2004), and others show that firms that engage in exporting

are typically more productive, which might be partly due to “learning-by-exporting,” though

at least some part of this correlation is likely due to selection (Melitz, 2003). Similarly, firms

in developing countries that import machinery from more advanced economies appear to be

more productive, and trade liberalization is associated with productivity increases both among

continuing plants and due to reallocation (e.g., Pavcnik, 2002). Nevertheless some economists

are skeptical of the growth effects of trade. Rodriguez and Rodrik (2000) criticize the empirical

evidence that trade promotes growth. On the theoretical side, several authors (e.g., Matsuyama

(1992); Young (1991)) have presented models in which international trade can slow down

growth in some countries.

In this and the next sections, I investigate some of the simplest models that link trade to

growth to investigate the potential impacts of international trade on economic growth. I start

with a model illustrating how trade opening may change the pace of endogenous technological

change. This model is inspired by Grossman and Helpman (1991b), who investigate many dif-

ferent interactions between international trade and endogenous technological change. Briefly,

the model consists of two independent economies that can be approximated by the baseline

endogenous technological change model with expanding input varieties as in Chapter 13. In

fact, the model is identical to the lab-equipment specification in Section 13.1. The advantage of

this model is that there are no knowledge spillovers; thus we do not have to make assumptions

about how knowledge spillovers change with trade opening.5 I compare innovation and growth

in these two economies in the equilibria without any international trade and with costless in-

ternational trade. Naturally, a smoother transition (in which trade costs decline slowly) is more

realistic in practice, but the sharp thought experiment of moving from autarky to full trade

integration is sufficient for us to obtain the main insights concerning the effect of international

trade on technological progress.

Given the analysis in Section 13.1 of Chapter 13, there is no need to repeat the same steps

here. It suffices to say that we consider two economies, say 1 and 2, with identical technologies,

identical preferences, and identical labor forces normalized to 1 (and no population growth).

Preferences and technologies are also the same as those specified in Section 13.1. Consequently

a slight variation on Proposition 13.1 in that section immediately implies the following result.

Proposition 19.13 Suppose that the conditions

ηβ > ρ and 2(1 − θ)ηβ < ρ (19.55)

hold. Then in autarky there exists a unique equilibrium where, starting from any level of

technology, both countries innovate and grow at the same rate:

gA =
1

θ
(ηβ − ρ). (19.56)

Proof. See Exercise 19.31.

5. If instead of the lab-equipment specification, we were to use the specification with knowledge spillovers and

the two countries produced different sets of inputs, we would need to decide whether and how much the inputs

produced in the foreign country increase the productivity of R&D in the home country before and after trade

opening. Exercise 19.33 shows that assumptions concerning how the extent of knowledge spillovers change

with trade opening influence the conclusions regarding the effect of trade on growth.
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Next, let us analyze what happens when these two economies start trading. The exact im-

plications of trade depend on whether, before trade opening, the two countries were producing

some of the same inputs (recall that there is a continuum of available inputs that can be pro-

duced). To the extent that they were producing some of the same inputs, the static gains from

trade will be limited. If, on the other hand, the two countries were producing different inputs,

there will be larger static gains. However our interest here is with the dynamic effects of trade

opening, that is, with the effects of trade opening on economic growth. The analysis from

Chapter 13 again leads to the following result.

Proposition 19.14 Suppose that condition (19.55) holds. Then after trade opening, the

world economy and both countries innovate and grow at the rate

gT =
1

θ
(2ηβ − ρ) > gA,

where gA is the autarky growth rate given by (19.56).

Proof. See Exercise 19.32.

This proposition shows that opening to international trade encourages technological change

and increases the growth rate of the world economy. The reason is simple: international trade

enables each input producer to access a larger market, and this makes inventing new inputs

more profitable. This greater profitability translates into a higher rate of innovation and more

rapid growth.

The main effect captured in this simple model is reasonably robust. Grossman and Helpman

(1991b) provide a number of extensions and also richer models of international trade (e.g.,

with multiple factors). The economic force, a version of the market size effect that leads

to the innovation gains from trade, is also reasonably robust. Nevertheless several caveats

are necessary. First, as Exercise 19.33 shows, if the R&D sector competes with production,

there are powerful offsetting effects, because trade also increases the demand for production

workers. In this case, the qualitative result in this section—that trade opening increases the rate

of technological progress—generally applies, but it is also possible to construct versions of this

baseline model in which this effect is entirely offset. Exercise 19.33 also provides an example

of this type of extreme offset, which should be borne in mind as a useful caveat. Second,

Exercise 19.34 shows that if the full scale effect is removed and we focus on an economy with

semi-endogenous growth (as the model studied in Section 13.3 in Chapter 13), trade opening

increases innovation temporarily but not in the long run.

19.7 Learning-by-Doing, Trade, and Growth

The previous section showed how international trade can increase economic growth in all

countries in the world by encouraging faster technological progress. In addition to this effect

of trade on growth working via technological change, the static gains from trade are well rec-

ognized and understood. By improving the allocation of resources in the world economy, these

static gains can also encourage economic growth. Nevertheless, as mentioned in Section 19.6,

many commentators and some economists remain skeptical of the positive growth effects of

international trade. A popular argument, often used to justify infant industry protection and

industrial policy, is that the static gains from trade come at the cost of dynamic gains, because

international trade induces some countries to specialize in industries with relatively low growth

potential. In this section, I outline a simple model with this feature. Richer models that also

lead to similar conclusions have been presented by, among others, Young (1991), Matsuyama
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(1992), and Galor and Mountford (2008). There are also other arguments for why trade may

have negative effects on growth based on institutional differences across countries, which are

briefly discussed at the end of this chapter. My purpose here is to use the simplest model to

illustrate the potential negative effects of trade. As in the models by Matsuyama and Young,

the mechanism for potential dynamic losses from trade (for some countries) is the presence of

learning-by-doing externalities in some sectors.

Consider a world economy consisting of two blocks of countries, the North and the South,

and suppose that each block consists of many identical countries. The present thought experi-

ment is a move from autarky to full international trade integration between these two blocks.

To simplify the exposition and focus on the main ideas, let us assume that all countries are

almost identical. In particular, each country has a total labor force of 1, and labor can be used

to produce one of two intermediate goods with the production functions

Y 1
j
(t) = Aj(t)L

1
j
(t), and Y 2

j
(t) = L2

j
(t),

and with the labor market clearing condition

L1
j
(t) + L2

j
(t) ≤ 1

for j ∈ {n, s} denoting a Northern or Southern country. Moreover let us assume that the total

number of Northern and Southern countries are equal, and denote the total number of countries

in the world by 2J .

The final good is produced as a CES aggregate of these two intermediates. Once again

distinguishing between the production of intermediates and their use in the final good sector,

we write this aggregate as

Yj(t) =
[

γX1
j
(t)

ε−1
ε + (1 − γ )X2

j
(t)

ε−1
ε

]
ε

ε−1
,

where ε is the elasticity of substitution between the two intermediates and suppose that ε > 1.

The case of ε = 1 (where the production function becomes Cobb-Douglas) is also of interest,

and I treat this case separately. To simplify the algebra and the exposition below, I set γ = 1/2.

Learning-by-doing is modeled as follows:

Ȧj(t)

Aj(t)
= ηL1

j
(t), (19.57)

so that when more workers are employed in sector 1, the technology of sector 1 improves.

There are no learning-by-doing opportunities in sector 2. Thus one might think of sector 1

as manufacturing or some high-tech sector, while sector 2 may correspond to agriculture or

to relatively low-tech sectors (though whether there are greater opportunities for learning-by-

doing in manufacturing than in agriculture is debatable). As in Romer’s (1986a) growth model

(recall Chapter 11), each producer ignores the positive externality that it creates on the future

productivity of sector 1 by its production decisions today.

The only difference between the North and the South is a small comparative advantage for

the North in the production of sector 1. In particular, I assume that

An(0) = 1, and As(0) = 1 − δ, (19.58)

where δ > 0, and it is taken to be a small number.

Given this structure, the equilibrium both without international trade and with it are rela-

tively straightforward to characterize. The key in both cases is that the value of the marginal
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product of labor (the wage rates) in the two sectors has to be equalized or only one of the two

sectors will be active. Let us start with the closed economy and suppose that both sectors have

to be active at t . Then the marginal products have to be equalized in the two sectors, and thus

p1
j
(t)Aj(t) = p2

j
(t), (19.59)

where p1
j
(t) and p2

j
(t) denote the prices of the two intermediates in country j in terms of the

final good, and Aj(t) is the level of productivity in sector 1 in country j . Notice that prices are

indexed by j , since we are in the closed-economy case. Profit maximization by the final good

producers immediately implies that

p1
j
(t)

p2
j
(t)

=

(

X1
j
(t)

X2
j
(t)

)− 1
ε

=

(

Aj(t)L
1
j
(t)

1 − L1
j
(t)

)− 1
ε

,

where L1
j
(t) denotes the amount of labor allocated to sector 1 in country j at time t , and

naturally, the amount of labor allocated to sector 2 is L2
j
(t) = 1 − L1

j
(t). Combining this

equation with (19.59) yields

L1
j
(t) =

Aj(t)
ε−1

1 + Aj(t)
ε−1

. (19.60)

The evolution of the productivity of sector 1 is then given by (19.57).

Proposition 19.15 Consider the above-described model, and suppose that ε > 1 and

δ → 0. Then in the absence of international trade the equilibrium involves the allocation of

labor given by (19.60) for all j and t . In particular, L1
j
(t = 0) = 1/2, and L1

j
(t) monotonically

converges to 1. The growth rate of each country gj(t) converges to g∗ = η.

If, on the other hand, ε = 1, then L1
j
(t) = 1/2 for all t , and the long-run growth rate of each

country is g∗∗ = η/2.

Proof. See Exercise 19.35.

Next consider the same world economy with free international trade starting at time t = 0.

For each intermediate good, there is now only a single world price, p1(t) for good 1 and p2(t)

for good 2. With standard arguments, these prices satisfy

p1(t)

p2(t)
=

(

X1
n
(t) + X1

s
(t)

X2
n
(t) + X2

s
(t)

)− 1
ε

=

(

An(t)L
1
n
(t) + As(t)L

1
s
(t)

2 − L1
n
(t) − L1

s
(t)

)− 1
ε

,

where the subscripts n and s denote Northern and Southern countries.

It is straightforward to verify that as a result of the slight comparative advantage in (19.58),

at t = 0 the marginal product of Northern workers in sector 1 is higher, and all of the labor

force in the North is employed in sector 1, while all of the labor force in the South is employed

in sector 2. Moreover all of sector 1 production is in Northern countries, and all of sector 2

production is in the South. In all subsequent periods, the productivity of Northern workers in

sector 1 is even higher, while the productivity of Southern workers in sector 1 remains stagnant.

The next proposition summarizes this result.

Proposition 19.16 Consider the above-described model. Then with free international

trade, the equilibrium is as follows: L1
n
(t) = 1 and L1

s
(t) = 0 for all t . In this equilibrium,
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Ȧn(t)

An(t)
= η, and

Ȧs(t)

As(t)
= 0.

The world economy converges to a growth rate of g∗ = η in the long run. The ratio of income

in the North and the South is given by

Yn(t)

Ys(t)
= An(t)

ε−1
ε

for all t . Consequently if ε > 1, then the North becomes progressively richer relative to the

South, so that limt→∞ Yn(t)/Ys(t) = ∞. If, instead, ε = 1, then the relative incomes of the

North and the South remain constant, so that Yn(t)/Ys(t) = constant for all t .

Proof. See Exercise 19.36.

This proposition contains the main result on how international trade can harm certain

countries when there are learning-by-doing externalities in some sectors. The South has a

slight comparative disadvantage in sector 1. Yet in the absence of trade, it devotes enough of

its resources to that sector and achieves the same growth rate as the North. However, if there

is free trade, the South specializes in sector 2 (because of its slight comparative disadvantage

in sector 1) and fails to benefit from the learning-by-doing opportunities offered by sector 1.

As a result, the South becomes progressively poorer relative to the North. This proposition

therefore captures the main critique against international trade coming from models such as

Young (1991) and proponents of the infant industry arguments.

However the proposition also shows some of the shortcomings of these arguments. For

example, if ε = 1 (or sufficiently close to 1), specialization in sector 2 does not hurt the South.

The reason is closely related to the effects highlighted in Section 19.4: the increase in the

productivity of sector 1 in the North creates a negative terms-of-trade effect against the North.

This effect is always present, but when ε = 1, it becomes sufficiently powerful to prevent

the impoverishment of the South even though they have specialized in the sector with the

low growth potential. Another caveat is highlighted in Exercise 19.36: in the world economy

described here, infant industry protection will not help the South. Even if international trade is

prevented in the South for a period of duration T > 0 for protecting some infant industry, the

ultimate outcome is the same as in Proposition 19.16.

So what are we to make of the results in this section and the general issue of the impact of

trade on growth? An immediate answer is that the juxtaposition of the models of this and the

previous sections suggest that the effect of trade on growth must be an empirical one. Since

there are models that highlight both the positive and the negative effects of trade on growth,

the debate can be resolved only by empirical work.

Nevertheless, the theoretical perspectives are still useful. A couple of issues are particularly

worth noting. First, the effect of trade integration on the rate of endogenous technological

progress may be limited because of the factors already discussed at the end of Section 19.6.

For example, significant effects are possible only when trade opening does not increase wages

in the final good sector competing for workers against the R&D sector (which is the case when

the R&D sector does not compete for workers with the final good sector). Moreover, if the

extreme scale effects are removed, trade opening creates a temporary boost in innovation but

does not necessarily change the long-run growth rate. Nonetheless the benefits of the greater

market size for firms involved in innovation must be to some degree present in any model of

endogenous technological change. Taking all these factors into account, we should expect some

inducement to innovation from trade opening. Whether these effects are commensurate with, or
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even greater than, the static gains of international trade is much harder to ascertain. It may well

be that the static gains from trade are more important than the subsequent innovation gains.

On the other side of the trade-off are the potential costs of trade in terms of inducing

specialization in the wrong sectors. The model in this section illustrates this possibility.

Nevertheless, I believe that the potential negative effects of trade on growth because of such

“incorrect” specialization should not be exaggerated. First, there is no strong evidence that

international trade leads to incorrect specialization in practice. Second, international flows of

information, which often increase with trade opening, imply that improvements in productivity

in some countries affect productivity in others that were not initially specializing in those

sectors (e.g., South Korea was initially an importer of cars and is now a net exporter, its

productivity in the automotive sector having increased with technology transfer). Finally, as

the main result in this section showed, terms-of-trade effects ameliorate any negative impact

of specialization.

19.8 Taking Stock

This chapter had three main objectives. The first was to emphasize the shortcoming of using

the closed-economy models for the analysis of the economic growth patterns across countries

or regions. We have seen that both intertemporal trade and trade in commodities change the

dynamics and also possibly the long-run implications of the closed-economy neoclassical

growth models. For example, international capital flows remove transitional dynamics, because

economies that are short of capital do not need to accumulate it slowly but can borrow it

in international markets. Naturally there are limits to how much international borrowing can

take place. Countries are sovereign entities, and thus it is relatively easy for them to declare

bankruptcy once they have borrowed a lot. Consequently the sovereign borrowing risk might

place limits on the ability of countries to use international markets to smooth consumption

and rapidly increase their investments. Even in this case, some amount of international lending

takes place, and this has an important effect on the equilibrium dynamics of output and the

capital stock. Nevertheless, the available evidence typically confirms the Feldstein-Horioka

puzzle, which states that changes in investment are correlated with changes in savings. An

investigation of why, despite significant gross capital flows, net international capital flows do

not play a greater role in international consumption and investment smoothing and what the

implications are for economic growth is an interesting area for future research.

We have further seen that international trade in commodities also changes the implications

of the neoclassical growth model. For example, in the model of economic growth in Section

19.3, international trade in goods plays the same role as international lending and borrowing,

and it significantly changes cross-country output dynamics. Thus even in the absence of

international lending and borrowing, the implications of approaches that model the entire world

equilibrium are significantly different from those focusing on closed-economy dynamics.

The model of Ricardian trade and terms-of-trade effects in Section 19.4 also illustrated the

potential sharp implications of international trade for economic growth. In that model, there

would be no convergence across countries without trade, but international trade, via the terms-

of-trade effects it induces, creates a powerful force that links incomes around the world.

Consequently the long-run equilibrium involves a stable world income distribution, and the

short-run dynamics are different from the closed-economy models.

The second objective was to highlight how the nature of international trade interacts with

the process of economic growth. Sections 19.3 and 19.4 focused on this issue. The model

of economic growth with Heckscher-Ohlin trade showed how economic growth increases the

effective elasticity of output with respect to capital for each country because of conditional
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factor price equalization. This model is useful for understanding how certain economies,

such as the East Asian tigers, can grow rapidly for extended periods, relying on capital

accumulation without experiencing diminishing returns. However, our analysis also showed

that conditional factor price equalization can lead to extreme results. In contrast, the model

in Section 19.4 emphasized how a simple form of Ricardian trade, based on technological

comparative advantage, creates a new source of diminishing returns to accumulation for each

country based on terms-of-trade effects. As a country accumulates more capital, it starts

exporting more of the goods in which it specializes. The result is a worsening of its terms

of trade, reducing the rate of return to further capital accumulation. The analysis showed how

this force leads to a stable world income distribution, whereby rapidly growing economies

pull up the laggards to grow at the same rate as themselves. How are we to reconcile the

different implications of the models in Sections 19.3 and 19.4? One possibility is to imagine

a world that is a mixture of the models of these two sections. It may be that some goods

are standardized and can be produced in any country. When producing these goods, there are

no terms-of-trade effects. So if a country can grow only by producing these goods, it can

escape the standard diminishing returns to capital thanks to international trade. This might be

a good approximation to the situation experienced by the East Asian tigers in the 1970s and

1980s, when they specialized in medium-tech goods. However, as countries become richer

they also produce more differentiated goods, and they may encounter terms-of-trade effects.

Consequently, if a country is at the stage of development where it produces more of the

differentiated goods, further capital accumulation result in diminishing returns through the

mechanism highlighted in Section 19.4. Regardless of how the forces emphasized in these two

approaches are combined, they both show the importance of modeling the world equilibrium

and of viewing the changes in the rate of return to capital in the context of the international

trading relations.

The third objective of this chapter was to investigate the effect of international trade on

economic growth. Sections 19.6 and 19.7 illustrated two different approaches, one emphasizing

the beneficial effects of trade on growth, the other one the potential negative effects. Both

classes of models are useful to have in one’s arsenal in the analysis of world equilibrium and

economic growth. The usefulness of these models notwithstanding, the impact of international

trade on economic growth is ultimately an empirical question, though our theoretical analysis

has already highlighted some important mechanisms and also suggested that the negative

effects of trade on growth are unlikely to be important. Whether the positive effects of trade

on technological progress are quantitatively significant remains an open question. It may well

be that the static gains of trade are more important than the dynamic ones. Nevertheless, any

analysis of international trade must take into account its implications on economic growth and

technological change.

19.9 References and Literature

This chapter covered a variety of models. Section 19.1 focused on the implications of inter-

national financial flows on economic growth. This topic is discussed in detail in Barro and

Sala-i-Martin (2004, Chapter 3), both with and without limits to financial flows. Obstfeld and

Rogoff (1996, Chapters 1 and 2) provide a more detailed analysis of international borrowing

and lending. Chapter 6 of Obstfeld and Rogoff provides an introduction to the implications of

imperfections in international capital markets. Work that models these imperfections and their

implications includes Bulow and Rogoff (1989a,b), Atkeson (1991), Kehoe and Perri (2002),

and Matsuyama (2004). The Feldstein-Horioka puzzle, which was also discussed in Section

19.1, is still an active area of research. Obstfeld and Taylor (2002) present a survey of much of
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the research on this topic. Taylor (1994), Baxter and Crucini (1993), and Kraay and Ventura

(2007) propose potential resolutions for the Feldstein-Horioka puzzle.

Section 19.2 is motivated by Lucas’s classic (1990) article. There is a large literature on why

capital does not flow from rich to poor countries. Obstfeld and Taylor (1994) contain a survey

of the work in this area. The work by Caselli and Feyrer (2007) discussed above provides a

method for estimating cross-country differences in the marginal productive capital and argues

that differences in the return to capital are limited. This work supports models that account

for the lack of capital flows based on productivity differences, such as the model presented in

Section 19.2. Recent work by Chirinko and Mallick (2007) argues that the Caselli and Feyrer

(2007) procedure may lead to misleading results because they do not incorporate adjustment

costs in investment in their calculations and that once these costs are incorporated, returns to

capital differ significantly across countries. See also recent work by Gourinchas and Jeanne

(2006) on the lack of major investment or growth gains following financial integration and

Alfaro, Kalemli-Ozcan, and Volosovych (2005) on the links between institutional differences

and capital flows.

The rest of the chapter relies on some basic knowledge of international trade theory. Space

restrictions preclude a detailed review. The reader is referred to a standard text, for example,

Dixit and Norman (1980). Section 19.3 provides a slight generalization of the model in

Ventura (1997) (it considers a general constant returns to scale production function rather than

CES production function used in Ventura). A similar but less-rich model was first analyzed

by Stiglitz (1971). Stiglitz did not include labor-augmenting productivity differences across

nations and assumed exogenous saving rates. Other papers that combine Heckscher-Ohlin trade

with models of economic growth include Atkeson and Kehoe (2000) and Cunat and Maffezoli

(2001). Section 19.4 builds on Acemoglu and Ventura (2002). This model uses the structure of

preferences first introduced by Armington (1969) but in the production of the final good rather

than in preferences (see also Ventura, 2005).

The model in Section 19.5 builds on Krugman’s (1979) seminal article on the product

cycle. Grossman and Helpman (1991b) provide richer models of the product cycle with

endogenous technology, similar to the economy discussed in Exercise 19.29. Antras (2005)

provides a new perspective on the international product cycle that relies on the importance

of incomplete contracts. In his model, contractual problems between Northern producers and

Southern subsidiaries constitute a barrier slowing down the transfer of goods to the South.

Only after goods become sufficiently standardized do the contracting problems become less

severe and can the transfer of production to the South take place.

There is a large empirical literature on the impact of trade on growth. Many of the

best-known papers in this literature were discussed at the beginning of Section 19.6. The

rest of Section 19.6 builds on Rivera-Batiz and Romer (1991) and Grossman and Helpman

(1991b), but uses the formulation from Section 13.1 in Chapter 13. Grossman and Help-

man (1991b) assume that R&D requires labor and introduce competition between the R&D

sector and the final good sector. In this case, the nature of the knowledge spillovers becomes

important for the implications of trade on the pace of endogenous technological progress.

Rivera-Batiz and Romer (1991) also discuss the implications of the form of the innovation

possibilities frontier for the effects of trade on technological change. This point, which is

developed in Exercise 19.33, also features in recent work by Atkeson and Burstein (2007).

Grossman and Helpman (1991b) also present models with multiple sectors and factor propor-

tion differences across countries. Another potential effect of international trade on technology

works by influencing the direction of technological change. This topic is analyzed in detail in

Acemoglu (2003b), where I show that trade opening with imperfect IPR can make new tech-

nologies more skill-biased than before trade opening. Similar models are also analyzed

in Thoenig and Verdier (2003) and Epifani and Gancia (2006).
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Section 19.7 presents a model inspired by Young (1991) and Matsuyama (1992). Lucas

(1988) and Galor and Mountford (2008) also present similar models, which feature interaction

between specialization and learning-by-doing. Other models in which international trade may

be costly for some countries rely on differences in the amount of rents generated by different

sectors because of imperfections in the labor market or institutional problems. Nunn (2006)

and Levchenko (2007) present models in which trade leads to the transfer of rent-creating jobs

from countries with weak institutions to those with better institutions and may be harmful to

countries with weak institutions.

19.10 Exercises

19.1 Prove Propositions 19.1 and 19.2. [Hint: for Proposition 19.2, use (19.5) together with the fact

that consumption and output grow at the same rate in each country to show that in the steady state

it is optimal for each country (or each household in each country) to choose ȧj(t) → 0.]

19.2 Consider the world economy with free flows of capital, but assume that each country has a different

discount factor ρj .

(a) Prove that Proposition 19.1 still holds.

(b) Show that there does not exist a steady-state equilibrium with ȧj(t) = 0 for all j . Explain the

intuition for this result.

(c) Characterize the asymptotic equilibrium (the equilibrium path as t → ∞). Suppose that

ρj ′ < ρj for all j �= j ′. Show that the share of world net output that is consumed in country j ′

tends to 1. What does this imply for the relationship between GDP and GNP across countries?

(d) How would you modify the model to make the asymptotic equilibrium in part c more

realistic?

19.3 This exercise asks you to prove Proposition 19.3.

(a) Show that c̃j(t)/c̃j ′(t) is constant for all j and j ′.

(b) Show that given the result in Proposition 19.1, the integrated world equilibrium can be

represented by a single aggregate production function. [Hint: use an argument similar to

that leading to Proposition 19.6.]

(c) Relate this result and Proposition 19.6 to Theorem 5.4 in Chapter 5. Explain why these

aggregation results would not hold without free capital flows.

(d) Given the result in parts a and b, apply an analysis similar to that for the global stability of

the equilibrium path in the basic neoclassical growth model to establish the global stability

of the equilibrium path here. Given global stability, prove the uniqueness of the equilibrium

path.

* 19.4 Consider a world economy with international capital flows, but suppose that because of sovereign

default risk a country cannot borrow more than a fraction φ > 0 of its capital stock. Consequently,

in Section 19.1, we have the restriction that ȧj(t) ≤ φkj(t).

(a) Characterize the steady-state equilibrium of the world economy and show that the steady

state is not affected by this constraint. Explain the intuition for this result carefully.

(b) Characterize the transitional dynamics of the world economy under this constraint. Show that

Corollary 19.1 no longer holds.

19.5 Barro and Sala-i-Martin (1991, 2004) use growth regressions to look at the patterns of convergence

across U.S. regions and states. They find that there is a slow pattern of convergence across regions

and states, and they interpret this through the lenses of the neoclassical growth model. Explain why

Corollary 19.1 implies that this interpretation is not appropriate. Suggest instead an alternative
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explanation for why convergence across regions and states might be slow. [Hint: should we expect

technology or capital to flow more rapidly across regions?]

19.6 Consider the baseline AK model studied in Chapter 11, and suppose that countries have the

same production technology, but differ according to their discount rates ρj . Show that there are

persistent differences in saving and investment rates across countries that are correlated, even in

the presence of free financial flows across countries. Provide a precise intuition for this result.

Explain why this model could not account for the Feldstein-Horioka puzzle (see Section 19.2.2),

which does not refer to the correlation between saving and investment in levels but in differences.

Can you extend this model to account for the Feldstein-Horioka puzzle?

19.7 Prove Proposition 19.4.

19.8 Show that in the model of Section 19.3 free capital flows across countries have no effect on the

equilibrium allocation.

19.9 Consider the model in Section 19.3 with different discount rates across countries. Prove that there

does not exist a steady-state equilibrium.

19.10 Characterize the closed-economy equilibrium in the model of Section 19.3 and compare it to the

equilibrium with trade characterized in the text.

* 19.11 Consider the model in Section 19.3, but assume that (19.9) is now modified to be YK
j

(t) = BjKj(t),

where Bjs potentially differ across countries. Characterize the world equilibrium. What would

happen if there were free capital flows in this case?

19.12 (a) Reformulate and prove the main results in Section 19.3 for the case in which population

levels differ across countries. [Hint: instead of k(t)/A, relevant prices now depend on
∑J

j=1
Kj(t)/

∑J
j=1

ALj(t).]

(b) What happens if each country has a different rate of population growth nj?

* 19.13 (a) Show that the steady-state characterization in Section 19.3 continues to hold if the CRRA

preferences in (19.14) is now modified to an arbitrary strictly increasing, strictly concave

utility function u(c). How would you analyze transitional dynamics in this case?

(b) Now let us go back to the preferences as in (19.14), but suppose that productivity of labor in

each country is given by Aj(t) = Aj exp(gt). Show that all results from the text continue to

apply, and in particular, derive the equivalent of Proposition 19.6.

(c) Finally, suppose that F in (19.7) does not satisfy Assumption 2. How does this affect the

analysis and the results?

19.14 Derive the unit cost functions (19.27) and (19.28) from the production functions (19.24) and

(19.25). Determine the value of the constant χ .

19.15 Derive (19.29) and (19.30).

19.16 Consider the model in Section 19.4.

(a) Derive the trade balance equation (19.34) from the capital market clearing equation (19.26).

(b) Determine the ratio of imports to GDP as a function of τ .

19.17 Provide a rigorous proof of the global (saddle-path) stability of the steady-state world equilibrium

in Proposition 19.10.

19.18 Characterize the closed-economy equilibrium in the model of Section 19.4, where each country

only uses the intermediates it produces. Compare this to the equilibrium with trade characterized

in the text. Show that countries have different long-run growth rates in the closed-economy

equilibrium. Can the households in the fastest-growing country be better off in this equilibrium

than in the equilibrium with trade?

19.19 (a) Derive (19.40) and (19.41).
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(b) Explain the roles of the different parameters in determining cross-country income dispersion.

Using reasonable parameter values, discuss whether the model with international trade can

generate larger differences in income per capita across countries than the neoclassical growth

model.

19.20 Derive (19.43).

19.21 Prove Proposition 19.11.

19.22 Prove Proposition 19.12.

19.23 Consider the steady-state world equilibrium in the model of Section 19.4.

(a) Show that an increase in τ does not necessarily increase the steady-state world equilibrium

growth rate g∗ as given by (19.38). Provide an intuition for this result.

(b) Show that even when τ does not increase growth, it increases world welfare. [Hint: to simplify

the answer to this part of the question, you can simply look at steady-state welfare.]

(c) Interpret the finding in part b in light of the debate about the effect of trade on growth.

(d) Provide a sufficient condition for an increase in τ to increase the world growth rate and

interpret this condition.

19.24 Consider the model of Section 19.4, except that instead of utility maximization by a representative

household, assume that each country saves a constant fraction sj of its income. Characterize the

equilibrium in this case, and show that terms-of-trade effects again lead to a stable world income

distribution.

* 19.25 Consider the model of Section 19.4, but assume that ε < 1. Characterize the equilibrium. Show

that in this case countries that have lower discount rates will be relatively poor. Provide a precise

intuition for this result. Explain why the assumption that ε < 1 may not be plausible.

* 19.26 Consider the baseline AK model in Section 19.4. Suppose that production and allocation decisions

within each country are made by a country-specific social planner (who maximizes the utility of

the representative household within the country).

(a) Show that the allocation in the text is no longer an equilibrium. Explain.

(b) Characterize the equilibrium in this case and show that all of the qualitative results derived

in the text apply. Provide generalizations of Propositions 19.11 and 19.12.

(c) Show that world welfare is lower in this case than in the equilibrium in the text.

(d) Do you find the equilibrium in this exercise or the one in the text more plausible? Justify your

answer.

* 19.27 Consider the model with labor in Section 19.4. Suppose that countries can invest to create new

varieties of products. Suppose that if a particular firm creates such a variety, it becomes the

monopolist and can charge a markup equal to the monopoly price to all consumers in the world,

until this variety is destroyed endogenously, which happens at the exponential rate δ > 0.

(a) Show that the optimal monopoly price for a firm in country j at time t is given by

pj(t) = εrj(t)/(ε − 1). Interpret this equation.

(b) Suppose that a new variety can be created by using 1/η units of labor. Show how this changes

the labor market clearing condition, and specify the free-entry condition.

(c) Define a world BGP as an equilibrium in which all countries grow at the same rate. Show

that such an equilibrium exists and is uniquely defined. Explain the economic forces that lead

to the existence of such a “stable” equilibrium. [Hint: show that in this BGP, the number of

varieties that each country produces is constant.]

(d) What is the effect of an increase in the discount rate ρ on the number of varieties that a

country produces? Interpret this result.
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(e) Discuss informally how the analysis and the results would be modified if new products were

produced using a combination of labor and capital.

19.28 Show that in the model of Section 19.5 an increase in ι always (weakly) closes the relative income

gap between the North and the South. Characterize the conditions under which an increase in ι

makes the North worse off (in terms of reducing its real income).

19.29 This exercise asks you to endogenize innovation decisions in the model of Section 19.5. Assume

that new goods are created by technology firms in the North as in the model in Section 13.4 in

Chapter 13, and these firms are monopolist suppliers until the good they have invented is copied

by the South. The technology of production is the same as before, and assume that new goods can

be produced by using final goods with the technology Ṅ(t) = ηZ(t), where Z(t) is final good

spending. Imitation is still exogenous and takes place at the rate ι. Once a good is imitated, it can

be produced competitively in the South.

(a) Show that for a good that is not copied by the South, the equilibrium price is

p(t, ν) =
ε

ε − 1
wn(t).

(b) Characterize the static equilibrium for given levels of Nn(t) and No(t).

(c) Compute the net present value of a new product for a Northern firm. Why does it differ from

(13.8) in Section 13.4?

(d) Impose the free-entry condition, and derive the equilibrium rate of technological change for

the world economy. Compute the world growth rate.

(e) What is the effect of an increase in ι on the equilibrium? Can an increase in ι make the South

worse off? Explain the intuition for this result.

19.30 Consider a variation of the product cycle model in Section 19.5. Suppose there is no trade, so that

the number of goods consumed in each country differs.

(a) Show that wages and incomes in the North and the South at time t are

wn(t) = N(t)
1

ε−1 , and ws(t) = No(t)
1

ε−1 .

(b) Derive a condition for relative income differences to be smaller in this case than in the model

with international trade. Provide a precise intuition for why international trade may increase

relative income differences.

(c) If trade increases the income differences between the North and the South, does it mean that

it reduces welfare in the South? [Hint: if you wish, you can again use the steady-state welfare

levels.]

19.31 Prove Proposition 19.13.

19.32 Prove Proposition 19.14.

19.33 Consider the model in Section 19.6, but assume that new products are created with the innovation

possibilities frontier as in Section 13.2 in Chapter 13. Assume that before trade, knowledge

spillovers are created by the entire set of available inputs in the world economy; that is, the

innovation possibilities frontier is

Ṅ j(t) = ηN(t)L
j

R
(t)

for country j , where N(t) = N1(t) + N2(t), and L
j

R
(t) is the number workers working in

R&D in country j . Thus trade opening does not change knowledge spillovers.

(a) Show that in this model, trade opening has no effect on the equilibrium growth rate. Provide

a precise intuition for this result.
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(b) Assume that before trade opening the innovation possibilities frontier takes the form Ṅ j(t) =

ηN j(t)L
j

R
(t). Show that in this case, trade opening leads to an increase in the equilibrium

growth rate as in Proposition 19.14. Explain why the results are different.

(c) Which of the specifications in parts a and b is more plausible? In light of your answer to this

question, how do you think trade opening should affect economic growth?

19.34 Consider the model in Section 19.6 with two differences. First, population grows at the rate n in

both countries. Second, the innovation possibilities frontier is given by

Ṅ j(t) = ηN(t)−φZj(t)

for country j , where N(t) = N1(t) + N2(t). Show that at first trade opening leads to more

innovation, but the long-run growth rate of each country remains unchanged.

19.35 Prove Proposition 19.15.

19.36 (a) Prove Proposition 19.16.

(b) Explain why when ε = 1, specialization in the sector without learning-by-doing does not have

an adverse effect on the relative income of the South.

(c) What are the implications of trade opening on relative incomes if ε < 1?

(d) Characterize the equilibrium if all economies are closed until time t = T and then open to

international trade at time T . What are the implications of this result for infant industry

protection?

19.37 Consider the economy in Section 19.7, but suppose that the South is bigger than the North. In

particular, assume that

(1 − δ)−ε < LS/LN < ε−1 + (1 − δ)−ε. (19.61)

(a) Show that in this case not all Southern workers work in sector 2 and there is some learning-

by-doing in the South. Why is (19.61) necessary for this result?

(b) How does this affect the long-run equilibrium? [Hint: show that the limiting value of L1
s

is

equal to 0.] Why is (19.61) necessary for this result?





PART VII

ECONOMIC DEVELOPMENT

AND ECONOMIC GROWTH

I
n this part of the book I discuss the relationship between economic development and

economic growth. The first question that the reader may rightly ask is why there is (or

there should be) a distinction between economic development and economic growth. This

question is particularly apt because I have argued in Chapter 1 that societies that are rich—

developed—today are those that have grown steadily over the past 200 years and those that

are poor (or less developed) are those that have not achieved this type of steady growth. This

perspective suggests that economic development and economic growth are essentially the same

thing and should be studied together. Nevertheless there are two reasons, one good and one

bad, for drawing a distinction between development and growth. The good reason is that even

though economic development and growth are part of the same process, models of growth

emphasize different aspects of this process than models of economic development. In particular,

the models studied so far focus on either balanced growth or transitional dynamics leading to

balanced growth. Even though these transitional dynamics have been analyzed in a number

of contexts, our main interest has been to ensure that they take us toward a BGP. Behavior

along or near the BGP of a neoclassical or endogenous growth economy provides a good

approximation to the behavior of relatively developed societies. But many salient features of

economic growth at earlier stages of development are not easy to map to this orderly behavior

of balanced growth. In fact, Kuznets and other economists have documented that even in

more-developed economies, many aspects of the process of economic growth are far from

the balanced benchmark implied by the standard neoclassical growth model.

Motivated by these patterns, in his classic book Modern Economic Growth, Kuznets (1966,

p. 1) defines economic growth as follows:

We identify the economic growth of nations as a sustained increase in per capita or

per worker product, most often accompanied by an increase in population and usually

by sweeping structural changes. In modern times these were changes in the industrial

structure within which product was turned out and resources employed—away from

agriculture toward nonagricultural activities, the process of industrialization; in the

distribution of population between the countryside and the cities, the process of ur-

banization; in the relative economic position of groups within the nation distinguished
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by employment status, attachment to various industries, level of per capita income,

and the like; in the distribution of product by use—among household consumption,

capital formation, and the government consumption, and within each of these major

categories by further subdivisions; in the allocation of product by its origin within the

nation’s boundaries and elsewhere; and so on.

Although one might debate whether this is the most functional definition of economic

growth, it does capture a range of important changes that accompany economic growth in

most societies. And yet the models of economic growth studied so far do not do justice to the

complex process described by Kuznets. They provide a framework for explaining the sustained

increase in income per capita or output per worker. But our models do not feature Kuznets’s

sweeping structural changes.

A complementary perspective to Kuznets’s vision is provided by early development econo-

mists, such as Hirschman, Nurske, and Rosenstein-Rodan, who emphasized the importance of

potential market failures and poverty traps in the process of development. If such market fail-

ures and poverty traps are an important determinant of economic performance, then we may

expect them to be more widespread in less-developed, poorer economies.1 Thus one might

expect Kuznets’s structural change to be accompanied by a process that involves the organiza-

tion of production becoming more efficient and the economy moving from the interior of the

aggregate production possibilities set toward its frontier. Throughout, I use the term “struc-

tural change” to describe changes in the composition of production and employment, while

“structural transformations” refers to changes in the organization and efficiency of production

accompanying the process of development.

A useful theoretical perspective might therefore be to consider the early stages of economic

development taking place in the midst of—or even via—structural changes and transforma-

tions. We may then expect these changes to ultimately bring the economy to the neighborhood

of balanced growth, where our focus has so far been. If this perspective is indeed useful, then

we would like to develop models that can account for both the structural changes and transfor-

mations at the early stages of development and the behavior approximated by balanced growth

at the later stages. We would also like to understand why some societies embark upon these

transformations, while others do not.

Some of the models presented so far take steps in this direction. For example, the model of

takeoff in Section 17.6 of Chapter 17 captures a specific type of transformation, from volatile,

low-productivity growth into sustained, stable growth. In addition, many of the models in

Chapter 18 emphasize the difference between frontier economies and technological follow-

ers. Nevertheless I have not offered a framework that can do justice to Kuznets’s and other

early development economists’ vision. This is largely because the current growth literature is

far from a satisfactory framework that can achieve this objective. In this light, the distinction

between economic growth and economic development can be justified by arguing that, in the

absence of a unified framework (or perhaps precisely as a prerequisite for developing a uni-

fied framework), we need to study the two aspects of the long-run growth process separately.

Economic growth, according to this division of labor, focuses on balanced growth, the growth

behavior of the world economy, and other aspects of the growth process approximating the be-

havior of relatively developed economies. Economic development, on the other hand, becomes

the study of structural changes and transformations—and the efficiency implications of these

transformations—at the early stages of development. Models of economic development would

1. In fact, these theoretical perspectives may be the justification for referring to relatively poor economies as

“underdeveloped” rather than as “developing.” In what follows, unless there is a special reason for using these

terms, I stick with the less tainted adjectives “less-developed” or “relatively poor.”



Part VII Economic Development and Economic Growth . 695

then focus on structural changes in production and consumption, on urbanization, on the size

and the composition of the population, on the occupational structure, and on changes in living

and social arrangements. The study of economic development would thus seek to understand

when, why, and how these processes take place and whether they contribute to a less-developed

economy moving toward the frontier of its production possibilities set. Since, as emphasized

by Kuznets, economic growth in relatively developed economies also incorporates important

elements of structural change, part of our analysis in the context of economic development

also sheds light on the nature of economic growth in more advanced nations, for example, by

helping us understand why and how relatively balanced growth can often go hand-in-hand with

major changes in the sectoral composition of output and employment.

The second—not-so-satisfactory—reason for the distinction between economic growth and

economic development is that there are separate literatures on these two topics, with very dif-

ferent emphases and often different questions. The economic growth literature focuses on the

theoretical and empirical questions we have so far addressed in this book. The economic de-

velopment literature, on the other hand, focuses on empirical analyses of education, poverty,

discrimination, women’s economic and social status, child outcomes, health, lending relations,

and agriculture in less-developed economies. Much of this literature is nontheoretical. It doc-

uments how economic relationships work in less-developed economies or identifies specific

market failures. This literature has provided us with numerous facts that are helpful in under-

standing the economic relations in less-developed economies and has sometimes acted as a

conduit for micro reforms that have improved the lives of the citizens of these economies. But

this literature does not ask questions about the aspects of the process of economic development

I have emphasized here—that is, it does not pose the question of why some countries are less

productive and poorer, and how these less-developed economies can undergo the process of

structural transformation associated with, and necessary for, modern economic growth. Thus

though the reason for drawing a distinction between economic growth and economic devel-

opment might be literature-driven, it may still be useful. Moreover, based on this distinction

one may attempt to bridge the gap between the development and growth literatures by com-

bining the theoretical tools developed in this book with the wealth of evidence collected by the

empirical development literature. Such a combination might ultimately lead to a more satisfac-

tory framework for understanding the process of economic development (though unfortunately

space restrictions preclude me from pursuing these issues in detail here).

These two reasons motivate my acceptance of the standard distinction between economic

development and economic growth. Although I go along with this standard distinction, through-

out I emphasize how it is exactly the same tools that are useful for understanding the process of

economic development—the structural changes and transformations emphasized by Kuznets,

Hirschman, Nurske, and Rosenstein-Rodan—as well as the more orderly process of economic

growth. My hope is that this approach will engender both greater efforts to develop a unified

theoretical framework useful for understanding the process of development and theoretical ap-

proaches that can make contact with and benefit from the wealth of evidence collected by the

empirical development literature.

I organize this part of the book into two chapters. Chapter 20 focuses on models that make

only a minimal departure from the balanced growth approaches studied so far while still shed-

ding some light on the structural changes emphasized by Kuznets. The models in this chapter

can thus be viewed as extensions of the neoclassical growth models in Chapters 8 and 11 de-

signed to confront various important empirical patterns that are salient in the development

process. However, these models neither do full justice to the process of sweeping structural

changes emphasized by Kuznets nor do they capture the complex aspects of the process of eco-

nomic development associated with the move from the interior of the production possibilities

set toward the frontier. Chapter 21 presents several models that investigate various facets of
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this process, including financial development, the demographic transition, urbanization, and

other social changes. Furthermore, they highlight the importance of potential market failures

that may cause development traps. These models present a range of exciting questions and

different modeling approaches, but at the expense of providing less unity. Each model makes a

different set of assumptions, and the profession is far from having a unified framework for the

analysis of the major structural transformations involved in the process of development. The

purpose of Chapter 21 is not to provide such a unified framework but to introduce the reader to

these interesting and important questions. It should also be noted that the division between the

two chapters is not perfect. Some of the models of structural transformation studied in Chapter

21 can be seen as closely related to the structural change models in Chapter 20. Moreover some

topics, such as the beginning of industrialization, can be treated both as a process of structural

change and as an outcome of a society solving certain market failures. Thus the decision of

whether a particular topic should be in Chapter 20 or Chapter 21 was somewhat arbitrary.



20
Structural Change
and Economic Growth

S
ections 20.1 and 20.2 focus on the shift of employment and production from agriculture

to manufacturing, and then from manufacturing to services. This is a useful starting

point both because changes in the composition of employment and production are an

important part of the process of economic development and because, as emphasized by Kuznets

and others, similar changes are present even beneath the façade of balanced modern growth.

Consequently these two sections focus on preference-related (“demand-side”) and technology-

related (“supply-side”) reasons for why we may expect structural change as an economy

becomes richer, but they also emphasize how such structural changes can be reconciled

with balanced growth. Section 20.3 turns to a related theme and shows how pre-industrial

agricultural productivity may be a key determinant of the process of industrialization and

takeoff.

20.1 Nonbalanced Growth: The Demand Side

Figure 20.1 provides a summary of some of the major changes in the structure of production that

the U.S. economy has undergone over the past 150 years. It shows that the share of employment

in agriculture stood at about 90% of the labor force at the beginning of the nineteenth cen-

tury, while only a small fraction of the U.S. labor force worked in manufacturing and services.

By the second half of the nineteenth century, both manufacturing and services had expanded

to more than 20% of employment, accompanied by a steep decline in the share of agriculture.

Over the past 150 years or so, the share of employment in agriculture has continued to decline

and now stands at less than 5%, while more than 70% of U.S. workers are now employed

in service industries. The share of manufacturing first increased when the share of agriculture

started its decline but has been on a downward trend over the past 40 years or so and now stands

at just over 20%. When we look at consumption shares, the general trends are similar, though

the share of consumption expenditures on agricultural products is still substantial because of

changes in relative prices and relative productivities (and also partly because of imports of

agricultural goods). The changes in the composition of employment in the British economy

toward the end of the eighteenth century are also consistent with the U.S. patterns shown in

Figure 20.1 (see, e.g., Mokyr, 1993). Similar patterns are present in all OECD economies as

697
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FIGURE 20.1 The share of U.S. employment in agriculture, manufacturing, and services, 1800–2000.

well. Some of the less-developed economies are still largely agricultural, but the time trend is

inexorably toward a smaller share of agriculture.

Figure 20.1 paints a picture of changes in sectoral employment that includes a significant

nonbalanced component. Kongsamut, Rebelo, and Xie (2001) refer to these changes in the

composition of employment and production as the “Kuznets facts.” They provide a tractable

model to reconcile this type of structural change with the Kaldor facts emphasized so far in

this book, that is, the relative constancy of factor shares and the interest rate. Even though it is

designed to match the Kaldor facts regardless of the stage of development, the tractability of

their model makes it a useful starting point for our analysis.

At the heart of Kongsamut, Rebelo, and Xie’s approach is the so-called Engel’s Law,

which states that as a household’s income increases, the fraction that it spends on food

(agricultural products) declines. While calling this observation a law may exaggerate its status,

this observation, first made by the nineteenth-century German statistician Ernst Engel, appears

to be a remarkably robust pattern in the data. Kongsamut, Rebelo, and Xie extend Engel’s Law

by positing that as a household becomes richer, it not only desires to spend less on food but also

more on services. In particular, consider the following infinite-horizon economy. Population

grows at the exogenous rate n, so that total labor supply is L(t) = exp(nt)L(0). The economy

admits a representative household that supplies labor inelastically and has standard preferences

given by
∫ ∞

0

exp(−(ρ − n)t)
c(t)1−θ − 1

1 − θ
dt, (20.1)

with θ ≥ 0, and c(t) denoting the per capita consumption of a Stone-Geary aggregate consisting

of agricultural, manufacturing, and services consumptions (recall Exercise 8.31 in Chapter 8):

c(t) = (cA(t) − γ A)η
A

cM(t)η
M

(cS(t) + γ S)η
S

, (20.2)
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where cA(t) ∈ [γ A, ∞) denotes per capita agricultural consumption at time t , cM(t) ∈R+ is

manufacturing consumption, and cS(t) ∈R+ is services consumption; γ A, γ S, ηA, ηM , and ηS

are positive constants, and ηA+ ηM+ ηS = 1. This Stone-Geary form is a highly tractable way

of introducing income elasticities that are different from one for different subcomponents of

consumption and Engel’s Law. In particular, this aggregator implies that there is a minimum,

or subsistence, level of agricultural (food) consumption equal to γ A. The household must

consume at least this much food to survive and in fact, consumption and utility are not defined

when the household does not consume the minimum amount of food. After this level of food

consumption has been achieved, the household starts to demand other items, in particular,

manufactured goods (e.g., textiles and durables) and services (e.g., health, entertainment,

wholesale, and retail). However, as we will see shortly, the presence of the γ S term in the

aggregator implies that the household will spend a positive amount on services only after certain

levels of agricultural and manufacturing consumption have been reached.

Suppose that the economy is closed; thus agricultural, manufacturing, and services con-

sumption must be met by domestic production. I follow Kongsamut, Rebelo, and Xie and

assume the following production functions:

YA(t) = BAF(KA(t), X(t)LA(t)),

YM(t) = BMF(KM(t), X(t)LM(t)),

Y S(t) = BSF(KS(t), X(t)LS(t)),

(20.3)

where Y j(t) for j ∈ {A, M, S} denotes the output of agricultural, manufacturing, and services

at time t ; Kj(t) and Lj(t) for j ∈ {A, M, S} are the levels of capital and labor, respectively, al-

located to the agricultural, manufacturing, and services sectors at time t ; Bj for j ∈ {A, M, S}

is a Hicks-neutral productivity term for the three sectors; and finally, X(t) is a labor-augmenting

(Harrod-neutral) productivity term affecting all sectors (I use the letter X instead of the stan-

dard A to distinguish this term from the agricultural good). The function F satisfies the

usual neoclassical assumptions (Assumptions 1 and 2 from Chapter 2). Two other features in

(20.3) are worth noting. First, the production functions for all three sectors are identical. Sec-

ond, the same labor-augmenting technology term affects all three sectors. Both of these features

are clearly unrealistic, but they are useful for isolating the demand-side sources of structural

change and for contrasting them with the supply-side factors that will be discussed in the next

section. Furthermore, Exercise 20.7 shows that they can be relaxed to some degree. Let us

take the initial population, L(0) > 0, and the initial capital stock, K(0) > 0, as given, and also

assume that there is a constant rate of growth of the labor-augmenting technology term, that is,

Ẋ(t)

X(t)
= g (20.4)

for all t , with initial condition X(0) > 0. To ensure that the transversality condition of the

representative household holds, I impose the same assumption as in the basic neoclassical

growth model of Chapter 8—Assumption 4 (which implies that ρ − n > (1 − θ) g).

Market clearing for labor and capital requires that

KA(t) + KM(t) + KS(t) = K(t), (20.5)

LA(t) + LM(t) + LS(t) = L(t), (20.6)

where K(t) and L(t) are the total supplies of capital and labor, respectively, at time t .
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Another key assumption of the Kongsamut, Rebelo, and Xie model builds on Rebelo

(1991) and requires that only the manufacturing good is used to produce the investment good.

Consequently market clearing for the manufacturing good takes the form

K̇(t) + cM(t)L(t) = YM(t), (20.7)

where, for simplicity, I ignore capital depreciation (otherwise there would be an additional term

δK(t) on the left-hand side). Equation (20.7) states that the total production of manufacturing

goods is distributed between consumption of manufacturing goods and new capital stock,

which will be used for the production of agricultural, manufacturing, and service goods in

the future. Since the economy admits a representative household, (20.3)–(20.7) can also be

taken to represent the representative household’s budget constraint.

Market clearing for the agricultural and service goods take the standard forms

cA(t)L(t) = YA(t) and cS(t)L(t) = Y S(t), (20.8)

where the left-hand sides of both equations are multiplied by L(t) to turn per capita consump-

tion levels into total consumptions.

All markets are competitive. Let us choose the price of the manufacturing good at each date

as the numeraire, which leaves us with the prices of agricultural goods, pA(t), and of services,

pS(t), and factor prices w(t) and r(t). The consumption aggregator (20.2) immediately implies

that the prices of agricultural and service goods must satisfy

pA(t)
(

cA(t) − γ A
)

ηA
=

cM(t)

ηM
, (20.9)

pS(t)
(

cS(t) + γ S
)

ηS
=

cM(t)

ηM
. (20.10)

Competitive factor markets also imply that

w(t) =
∂BMF

(

KM(t), X(t)LM(t)
)

∂LM
, (20.11)

r(t) =
∂BMF

(

KM(t), X(t)LM(t)
)

∂KM
, (20.12)

where I could have equivalently used the marginal products from other sectors, with identical

results.

A competitive equilibrium is defined in the usual manner as paths of sectoral factor de-

mands, [KA(t), KM(t), KS(t), LA(t), LM(t), LS(t)]∞
t=0

, that maximize profits given the

paths of the total supplies of capital and labor, [K(t), L(t)]∞
t=0

, and the paths of prices,

[pA(t), pM(t), w(t), r(t)]∞
t=0

; prices, [pA(t), pM(t), w(t), r(t)]∞
t=0

, that satisfy (20.9)–

(20.12) given [KA(t), KM(t), KS(t), LA(t), LM(t), LS(t)]∞
t=0

; and paths of consumption

and capital, [cA(t), cM(t), cS(t), K(t)]∞
t=0

, that maximize (20.1) subject to (20.3)–(20.7). In

addition, suppose that

BAF(KA(0), X(0)LA(0)) > γ AL(0), (20.13)

so that the economy starts with enough capital and technological know-how to produce more

than the subsistence level of agricultural consumption.
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An equilibrium is straightforward to characterize in this economy. Because the production

functions of all three sectors are identical, the following result obtains immediately.

Proposition 20.1 Suppose (20.13) holds. Then in any equilibrium, the following conditions

are satisfied:

KA(t)

X(t)LA(t)
=

KM(t)

X(t)LM(t)
=

KS(t)

X(t)LS(t)
=

K(t)

X(t)L(t)
≡ k(t) (20.14)

for all t , where the last equality defines k(t) as the aggregate effective capital-labor ratio of

the economy, and also

pA(t) =
BM

BA
and pS(t) =

BM

BS
for all t. (20.15)

Proof. See Exercise 20.2.

The results in this proposition are intuitive. First, the fact that the production functions are

identical implies that the capital-labor ratios in the three sectors must be equalized. Second,

given (20.14), the equilibrium price relationships (20.15) follow because the marginal products

of capital and labor have to be equalized in all three sectors.

Proposition 20.1 does not make use of the preference side. Incorporating utility maximiza-

tion on the side of the representative household (in particular, deriving the standard Euler

equation for the representative household) and then using (20.9) and (20.10), we obtain the

following additional equilibrium conditions.

Proposition 20.2 Suppose (20.13) holds. Then in any equilibrium, we have

ċM(t)

cM(t)
=

1

θ
(r(t) − ρ) (20.16)

for all t . Moreover, provided that Assumption 4 holds, household utility is finite, and the

transversality condition is satisfied. In addition, we have

BM(cA(t) − γ A)

BAηA
=

cM(t)

ηM
and

BM(cS(t) + γ S)

BSηS
=

cM(t)

ηM
for all t . (20.17)

Proof. See Exercise 20.3.

Proposition 20.3 Suppose that either γ A > 0 and/or γ S > 0. Then there does not exist an

equilibrium in which all sectors grow at the same rate.

Proof. See Exercise 20.4.

This result is not surprising. Since the preferences of the representative household incorpo-

rate Engel’s Law, the household always wants to change the composition of its consumption,

and this is reflected in a change in the composition of production. Nevertheless a “BGP,” in

which consumption (asymptotically) grows at a constant rate, still exists. I refer to this as

a “constant growth path” (CGP) to emphasize that this notion allows for nonbalanced sec-

toral growth. In a CGP, the consumption aggregate grows at a constant rate, while output and

employment in the three sectors grow at different rates. Given the preferences in (20.1), the

constant growth rate of consumption also implies that the interest rate must be constant.
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Proposition 20.4 Suppose (20.13) holds. Then in the above-described economy a (unique)

CGP exists if and only if

γ A

BA
=

γ S

BS
. (20.18)

In a CGP k(t) = k∗ for all t , and

ċA(t)

cA(t)
= g

cA(t) − γ A

cA(t)
,
ċM(t)

cM(t)
= g,

ċS(t)

cS(t)
= g

cS(t) + γ S

cS(t)
, (20.19)

L̇A(t)

LA(t)
= n − g

γ AL(t)/LA(t)

BAX(t)F (k∗, 1)
,
L̇M(t)

LM(t)
= n, and

L̇S(t)

LS(t)
= n + g

γ SL(t)/LS(t)

BSX(t)F (k∗, 1)
for all t .

Moreover in a CGP the share of national income accruing to capital is constant.

Proof. See Exercise 20.5.

This model therefore delivers a tractable framework for the analysis of structural change that

has potential relevance both for the experience of economies at the early stages of development

and for understanding the patterns of growth of relatively advanced countries. Engel’s Law

(augmented with the highly income-elastic demand for services) generates a demand-side

force for nonbalanced growth. In particular, as their incomes grow, households wish to spend

a greater fraction of their budgets on services and a smaller fraction on food (agricultural

goods). This tendency makes an equilibrium with fully balanced growth impossible. Instead,

different sectors grow at different rates, and there is reallocation of labor and capital across

sectors. Nevertheless Proposition 20.4 shows that under condition (20.18) a CGP exists, and

in this equilibrium structural change takes place even though the interest rate and the share

of capital in national income are constant. This model therefore delivers many of the features

that are useful for thinking about long-run economic development: the equilibrium path can be

consistent with the Kaldor facts, and there is a continuous process of structural change whereby

the share of agriculture in production and employment declines over the development process

and the share of services increases.

On the downside, several potential shortcomings of the current model are worth noting. First,

one may argue that the process of structural change in this model falls short of the sweeping

changes discussed by Kuznets. Although I focused on the CGP, it is straightforward to incorpo-

rate transitional dynamics into the model. Exercise 20.6 shows that if the effective capital-labor

ratio starts out below its CGP value of k∗ in Proposition 20.4, then there will be additional tran-

sitional dynamics in this model complementing the structural changes. Nevertheless even these

transitional dynamics fall short of the sweeping structural changes emphasized by Kuznets.

Second, the assumption that all three sectors have the same production function appears

restrictive. This assumption can be relaxed to some degree. Exercise 20.7 discusses how this

can be done. Perhaps more important is the assumption that investments for all three sectors

use only the manufacturing good. This assumption is similar in nature to the assumption that

only capital is used to produce capital (investment) goods in Rebelo’s (1991) model (recall

Chapter 11). Exercise 20.10 shows that if this assumption is relaxed, it is no longer possible

to reconcile the Kuznets and the Kaldor facts in the context of this model.

Third, the model presented here is designed to generate a constant share of employment in

manufacturing. Although this pattern is broadly consistent with the U.S. experience over the
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past 150 years, when we look at even earlier stages of development, almost all employment is

in agriculture. Thus the early stages of structural change must also involve an increase in the

share of employment in manufacturing. Several models in the literature generate this pattern by

also introducing land as an additional factor of production. Exercise 20.8 provides an example,

and Section 21.2 presents a model incorporating land as a major factor of production in the

context of the study of population dynamics.

Finally and most importantly, the condition necessary for a CGP, (20.18), is a rather

knife-edge condition. Why should this specific equality between technology and preference

parameters hold? In the final analysis, there is no compelling argument that this condition

should be satisfied (see Exercise 20.9).

20.2 Nonbalanced Growth: The Supply Side

The previous section showed how the process of structural change can be driven by a general-

ized form of Engel’s Law, that is, by the desires of the households to change the composition

of their consumption as they become richer. An alternative approach to why growth may be

nonbalanced was first proposed by Baumol’s (1967) seminal work. Baumol suggested that un-

even growth (or what I am referring to here as “nonbalanced growth”) will be a general feature

of the growth process because different sectors grow at different rates owing to different rates

of technological progress (e.g., technological progress might be faster in manufacturing than

in agriculture or services). Although Baumol’s original article derived this result only under a

variety of special assumptions, the general insight that there might be technological “supply-

side” forces pushing the economy toward nonbalanced growth is considerably more general.

Here I review some ideas based on Acemoglu and Guerrieri (2008), who emphasize the tech-

nological causes of nonbalanced growth. Ultimately, both the rich patterns of structural change

during the early stages of development and those we witness in more advanced economies to-

day require models that combine technological and preference factors. Nevertheless, isolating

these factors in separate models is both more tractable and conceptually more transparent. For

this reason, in this section I focus on technological causes of nonbalanced growth, abstract-

ing from Engel’s Law throughout, and only return to the combination of technological and

preference factors in Exercise 20.17.

20.2.1 General Insights

At some level, Baumol’s theory of nonbalanced growth can be viewed as self-evident—if

some sectors have higher rates of technological progress, there must be some nonbalanced

elements in equilibrium. My first purpose in this section is to show that there are more subtle

and compelling reasons for supply-side nonbalanced growth than those originally emphasized

by Baumol. In particular, most growth models, like the Kongsamut, Rebelo, and Xie model

presented in Section 20.1, assume that production functions in different sectors are identical.

In practice, however, industries differ considerably in terms of their capital intensity and

the intensity with which they use other factors (e.g., compare the retail sector to durables

manufacturing or transport). In short, different industries have different factor proportions. The

main economic point I emphasize in this section is that factor proportion differences across

sectors combined with capital deepening lead to nonbalanced economic growth.

I illustrate this point first using a simple but fairly general environment. This environment

consists of two sectors, each with a constant returns to scale production function and arbitrary

preferences over the goods that are produced in these two sectors. Both sectors employ capital
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K and labor L. To highlight that the exact nature of the accumulation process is not essential for

the results, I take the path of capital and labor supplies, [K(t), L(t)]∞
t=0

, as given and assume

that K(t) and L(t) are differentiable functions of time. Labor is supplied inelastically.

Preferences are defined over the final output or a consumption aggregator as in (20.2) in the

Section 20.1. Whether we use the specification with a consumption aggregator or a formulation

with intermediates used competitively in the production of a final good makes no difference

to any of the results. With this in mind, let final output be denoted by Y , and assume that it is

produced as an aggregate of the output of two sectors, Y1 and Y2,

Y (t) = F(Y1(t), Y2(t)),

which again satisfies Assumptions 1 and 2 (see Chapter 2). Sectoral production functions are

given by

Y1(t) = A1(t)G1(K1(t), L1(t)), and (20.20)

Y2(t) = A2(t)G2(K2(t), L2(t)), (20.21)

where L1(t), L2(t), K1(t), and K2(t) denote the amount of labor and capital employed in

the two sectors, and the functions G1 and G2 are also assumed to satisfy the equivalents of

Assumptions 1 and 2. The terms A1(t) and A2(t) are Hicks-neutral technology terms.

Market clearing for capital and labor implies that

K1(t) + K2(t) = K(t), and L1(t) + L2(t) = L(t) (20.22)

at each t . Without loss of generality, I ignore capital depreciation.

Let us take the final good as the numeraire in every period and denote the prices of Y1 and

Y2 by p1 and p2, and wage and rental rate of capital (interest rate) by w and r , respectively.

Product and factor markets are competitive, so that product and factor prices satisfy

p1(t)

p2(t)
=

∂F (Y1(t), Y2(t))/∂Y1

∂F (Y1(t), Y2(t))/∂Y2

, (20.23)

and

w(t) = p1(t)
∂A1(t)G1(K1(t), L1(t))

∂L1

= p2(t)
∂A2(t)G2(K2(t), L2(t))

∂L2

r(t) = p1(t)
∂A1(t)G1(K1(t), L1(t))

∂K1

= p2(t)
∂A2(t)G2(K2(t), L2(t))

∂K2

.

(20.24)

An equilibrium, given factor supply paths, [K(t), L(t)]∞
t=0

, is a path of product and factor

prices, [p1(t), p2(t), w(t), r(t)]∞
t=0

and factor allocations, [K1(t), K2(t), L1(t), L2(t)]
∞
t=0

,

such that (20.22), (20.23) and (20.24) are satisfied.

Let the shares of capital in the two sectors be defined as

σ1(t) ≡
r(t)K1(t)

p1(t)Y1(t)
, and σ2(t) ≡

r(t)K2(t)

p2(t)Y2(t)
. (20.25)

There is capital deepening at time t if K̇(t)/K(t) > L̇(t)/L(t). There are factor proportion

differences at time t if σ1(t) �= σ2(t). And finally, technological progress is balanced at time t
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if Ȧ1(t)/A1(t) = Ȧ2(t)/A2(t). Notice that factor proportion differences, that is, σ1(t) �= σ2(t),

refers to the equilibrium factor proportions in the two sectors at time t . It does not necessarily

mean that these will not be equal at some future date. The following proposition shows the

supply-side forces leading to structural change.

Proposition 20.5 Suppose that at time t there are factor proportion differences between

the two sectors in the above model, technological progress is balanced, and there is capital

deepening. Then growth is not balanced, that is, Ẏ1(t)/Y1(t) �= Ẏ2(t)/Y2(t).

Proof. First, define the capital-labor ratio in the two sectors as

k1(t) ≡
K1(t)

L1(t)
, and k2(t) ≡

K2(t)

L2(t)
,

and the per capita production functions (without the Hicks-neutral technology terms) as

g1

(

k1(t)
)

≡
G1(K1(t), L1(t))

L1(t)
and g2

(

k2(t)
)

≡
G2(K2(t), L2(t))

L2(t)
. (20.26)

Since G1 and G2 are twice differentiable by assumption, so are g1 and g2. Denote their first

and second derivatives by g′
1
, g′

2
, g′′

1
, and g′′

2
.

Differentiating the production functions for the two sectors yields

Ẏ1(t)

Y1(t)
=

Ȧ1(t)

A1(t)
+ σ1(t)

K̇1(t)

K1(t)
+

(

1 − σ1(t)
) L̇1(t)

L1(t)
,

Ẏ2(t)

Y2(t)
=

Ȧ2(t)

A2(t)
+ σ2(t)

K̇2(t)

K2(t)
+

(

1 − σ2(t)
) L̇2(t)

L2(t)
.

To simplify the notation, I drop the time arguments for the remainder of this proof.

Suppose, to obtain a contradiction, that Ẏ1/Y1 = Ẏ2/Y2. Since F exhibits constant returns

to scale, Ẏ1/Y1 = Ẏ2/Y2 together with (20.23) implies that

ṗ1

p1

=
ṗ2

p2

= 0. (20.27)

Given the definitions in (20.26), equation (20.24) gives the following conditions character-

izing the equilibrium interest rate and wage:

r = p1A1g
′
1
(k1) = p2A2g

′
2
(k2), (20.28)

w = p1A1(g1(k1) − g′
1
(k1)k1) = p2A2(g2(k2) − g′

2
(k2)k2). (20.29)

Differentiating the interest rate condition (20.28) with respect to time and using (20.27) yields

Ȧ1

A1

+ εg′
1

k̇1

k1

=
Ȧ2

A2

+ εg′
2

k̇2

k2

,

where

εg′
1
≡

g′′
1
(k1)k1

g′
1(k1)

, and εg′
2
≡

g′′
2
(k2)k2

g′
2(k2)

.
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Since Ȧ1/A1 = Ȧ2/A2,

εg′
1

k̇1

k1

= εg′
2

k̇2

k2

. (20.30)

Differentiating the wage condition (20.29) with respect to time and using (20.27) and some

algebra gives

Ȧ1

A1

−
σ1

1 − σ1

εg′
1

k̇1

k1

=
Ȧ2

A2

−
σ2

1 − σ2

εg′
2

k̇2

k2

.

Since Ȧ1/A1 = Ȧ2/A2 and σ1 �= σ2, this equation is inconsistent with (20.30), yielding a

contradiction and proving the claim.

The intuition for this result is straightforward. Suppose that there is capital deepening and

that, for concreteness, sector 2 is more capital intensive (σ1 < σ2). If both capital and labor

were allocated to the two sectors at constant proportions over time, the more capital-intensive

sector, sector 2, would grow faster than sector 1. In equilibrium, the faster growth in sector 2

would change equilibrium prices, and the decline in the relative price of sector 2 would cause

some of the labor and capital to be reallocated to sector 1. However this reallocation could

not entirely offset the greater increase in the output of sector 2, since, if it did, the relative

price change that stimulated the reallocation in the first place would not occur. Consequently

equilibrium growth must be nonbalanced.

Proposition 20.5 is related to the well-known Rybczynski’s Theorem in international trade.

Rybczynski’s Theorem states that in an open economy within the cone of diversification (where

factor prices do not depend on factor endowments), changes in factor endowments are absorbed

by changes in the sectoral output mix. Proposition 20.5 can be viewed both as a closed-economy

analogue and as a generalization of Rybczynski’s Theorem; it shows that changes in factor

endowments (capital deepening) is absorbed by faster growth in one sector than the other,

even though relative prices of goods and factors change in response to the change in factor

endowments.

20.2.2 Balanced Growth and Kuznets Facts

The Section 20.2.1 provided general insights about how technological factors can lead to

nonbalanced growth. To obtain a general result on the implications of capital deepening and

factor proportion differences across sectors on nonbalanced growth, Proposition 20.5 was

stated for a given (arbitrary) path of capital and labor supplies, [K(t), L(t)]∞
t=0

. However,

without endogenizing the path of capital accumulation (and specifying the pattern of population

growth), we cannot address whether a model relying on technological factors can also provide

a useful framework for thinking about the Kuznets facts without significantly deviating from

the balanced growth patterns exhibited by many relatively developed economies.

For this purpose, I now specialize the environment of Section 20.2.1 by incorporating

specific preferences and production functions and then provide a full characterization of a

simpler economy. The economy is again in infinite horizon, and population grows at the

exogenous rate n > 0. Let us also assume that the economy admits a representative household,

with standard preferences given by (20.1), that also supplies labor inelastically. Proposition

20.5 emphasized the importance of capital deepening, which now results from exogenous

technological progress.



20.2 Nonbalanced Growth: The Supply Side . 707

Instead of a general production function for the final good as in Section 20.2.1, I now assume

that the unique final good is produced with a CES aggregator,

Y (t) =
[

γ Y1(t)
ε−1
ε + (1 − γ ) Y2(t)

ε−1
ε

]
ε

ε−1
, (20.31)

where ε ∈ [0, ∞) is the elasticity of substitution between the two intermediates, and

γ ∈ (0, 1) determines the relative importance of the two goods in aggregate production. Let

us ignore capital depreciation again and also assume that the final good is distributed between

consumption and investment,

K̇(t) + L(t)c(t) ≤ Y (t), (20.32)

where c(t) is consumption per capita.

The two intermediates, Y1 and Y2, are produced competitively with aggregate production

functions

Y1(t) = A1(t)K1(t)
α1L1(t)

1−α1 and Y2(t) = A2(t)K2(t)
α2L2(t)

1−α2. (20.33)

Throughout I impose that

α1 < α2, (20.34)

which implies that sector 1 is less capital intensive than sector 2. This assumption is without

loss of generality, since in the case in which α1 = α2, there are no supply-side effects and thus

the issues I am concerned with in this section do not arise.

In (20.33), A1 and A2 correspond to Hicks-neutral technology terms that grow at exogenous

and potentially different rates given by

Ȧ1(t)

A1(t)
= a1 > 0 and

Ȧ2(t)

A2(t)
= a2 > 0. (20.35)

Labor and capital market clearing again require that at each t ,

L1(t) + L2(t) = L(t) and (20.36)

K1(t) + K2(t) = K(t). (20.37)

Let us also denote the wage and the interest rate (the rental rate of capital) by w(t) and r(t), re-

spectively, and the prices of the two intermediate goods by p1(t) and p2(t). We again normalize

the price of the final good to 1 at each instant. An equilibrium is defined in the usual manner,

as paths of labor and capital allocations and prices, such that [K1(t), K2(t), L1(t), L2(t)]
∞
t=0

maximize intermediate sector profits given the prices, [w(t), r(t), p1(t), p2(t)]
∞
t=0

, and the ag-

gregate capital and labor supplies, [K(t), L(t)]∞
t=0

; intermediate and factor markets clear at the

prices [w(t), r(t), p1(t), p2(t)]
∞
t=0

; and [K(t), c(t)]∞
t=0

maximize utility of the representative

household given the prices [w(t), r(t), p1(t), p2(t)]
∞
t=0

.

It is useful to break the characterization of equilibrium in the two pieces: static and dynamic.

The static part takes the state variables of the economy, which are the capital stock, the labor

supply, and the technology (K , L, A1, and A2) as given and determines the allocation of capital

and labor across sectors and the equilibrium factor and intermediate prices. The dynamic part

of the equilibrium determines the evolution of the endogenous state variable K .
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The choice of numeraire implies that

1 =
[

γ εp1(t)
1−ε + (1 − γ )ε p2(t)

1−ε
]

1
1−ε

for all t , and profit maximization of the final good sector implies that

p1(t) = γ

(

Y1(t)

Y (t)

)− 1
ε

and p2(t) = (1 − γ )

(

Y2(t)

Y (t)

)− 1
ε

. (20.38)

Given this specification (and the fact that capital does not depreciate), the equilibrium allocation

of resources equates the marginal product of capital and labor into two sectors. The following

equations give these equilibrium conditions and also provide expressions for the factor prices

(see Exercise 20.12). The equilibrium conditions are

γ
(

1 − α1

)

(

Y (t)

Y1(t)

)
1
ε Y1(t)

L1(t)
= (1 − γ )

(

1 − α2

)

(

Y (t)

Y2(t)

)
1
ε Y2(t)

L2(t)
and (20.39)

γα1

(

Y (t)

Y1(t)

)
1
ε Y1(t)

K1(t)
= (1 − γ ) α2

(

Y (t)

Y2(t)

)
1
ε Y2(t)

K2(t)
, (20.40)

while the factor prices can be expressed as

w(t) = γ
(

1 − α1

)

(

Y (t)

Y1(t)

)
1
ε Y1(t)

L1(t)
and (20.41)

r(t) = γα1

(

Y (t)

Y1(t)

)
1
ε Y1(t)

K1(t)
. (20.42)

The key to the characterization of the static equilibrium is to determine the fraction of capital

and labor employed in the two sectors. Let us define κ(t) ≡ K1(t)/K(t) and λ(t) ≡ L1(t)/L(t).

Combining (20.36), (20.37), (20.39), and (20.40) yields

κ(t) =

[

1 +
α2

α1

(

1 − γ

γ

) (

Y1(t)

Y2(t)

)
1−ε
ε

]−1

and (20.43)

λ(t) =

[

1 +
α1

α2

(

1 − α2

1 − α1

) (

1 − κ(t)

κ(t)

)]−1

. (20.44)

Equation (20.44) makes it clear that the share of labor in sector 1, λ, is monotonically increasing

in the share of capital in sector 1, κ . Thus in equilibrium capital and labor are reallocated to the

same sector. The key feature of the structure of the equilibrium is how the allocation of capital

and labor depends on the aggregate amount of capital and labor available in the economy. The

following proposition answers this question.

Proposition 20.6 In equilibrium the following conditions hold:

d log κ(t)

d log K(t)
= −

d log κ(t)

d log L(t)
=

(1 − ε)
(

α2 − α1

)

(1 − κ(t))

1 + (1 − ε)
(

α2 − α1

)

(κ(t) − λ(t))
> 0 (20.45)
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if and only if (α2 − α1)(1 − ε) > 0, and

d log κ(t)

d log A2(t)
= −

d log κ(t)

d log A1(t)
=

(1 − ε) (1 − κ(t))

1 + (1 − ε)
(

α2 − α1

)

(κ(t) − λ(t))
> 0 (20.46)

if and only if ε < 1.

Proof. See Exercise 20.13.

Equation (20.45) states that when the elasticity of substitution between sectors, ε, is less

than 1, the fraction of capital allocated to the capital-intensive sector declines in the stock

of capital (and conversely, when ε > 1, this fraction is increasing in the stock of capital).

Intuitively, if K increases and κ remains constant, then the capital-intensive sector, sector 2,

will grow by more than sector 1. Equilibrium prices given in (20.38) then imply that when ε < 1,

the relative price of the capital-intensive sector will fall more than proportionately, inducing

a greater fraction of capital to be allocated to the less capital-intensive sector 1. The intuition

for the converse result when ε > 1 is similar.

Moreover (20.46) implies that when the elasticity of substitution ε is less than 1, an

improvement in the technology of a sector causes the share of capital going to that sector

to fall. The intuition is again the same: when ε < 1, increased production in a sector causes

a more than proportional decline in its relative price, inducing a reallocation of capital away

from it to the other sector (again the converse results and intuition apply when ε > 1).

Combining (20.41) and (20.42), we also obtain relative factor prices as

w(t)

r(t)
=

1 − α1

α1

(

κ(t)K(t)

λ(t)L(t)

)

, (20.47)

and the capital share in the economy as

σK(t) ≡
r(t)K(t)

Y (t)
= γα1

(

Y1(t)

Y (t)

)
ε−1
ε

κ(t)−1. (20.48)

Proposition 20.7 In equilibrium the following conditions hold:

d log (w(t)/r(t))

d log K(t)
= −

d log (w(t)/r(t))

d log L(t)
=

1

1 + (1 − ε)
(

α2 − α1

)

(κ(t) − λ(t))
> 0,

(20.49)

d log (w(t)/r(t))

d log A2(t)
= −

d log (w(t)/r(t))

d log A1(t)
= −

(1 − ε) (κ(t) − λ(t))

1 + (1 − ε)
(

α2 − α1

)

(κ(t) − λ(t))
< 0

(20.50)

if and only if (α2 − α1)(1 − ε) > 0,

d log σK(t)

d log K(t)
< 0 (20.51)

if and only if ε < 1, and

d log σK(t)

d log A2(t)
= −

d log σK(t)

d log A1(t)
< 0 (20.52)

if and only if (α2 − α1)(1 − ε) > 0.
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Proof. The results in (20.49) and (20.51) follow from differentiating (20.47) and from

Proposition 20.6. To prove the remaining claims, let me suppress time arguments and write

(

Y1

Y

)
ε−1
ε

=

[

γ + (1 − γ )

(

Y1

Y2

)
1−ε
ε

]−1

= γ −1

(

1 +
α1

α2

(

1

κ
− 1

))−1

.

Using the results of Proposition 20.6 and the definition of σK from (20.48), we have

d log σK

d log K
= −�

1 − σK

σK

α1

α2

(1 − ε)
(

α2 − α1

)

(1 − κ) /κ

1 + (1 − ε)
(

α2 − α1

)

(κ − λ)
, and (20.53)

d log σK

d log A2

= −
d log σK

d log A1

= �
1 − σK

σK

α1

α2

(1 − ε) (1 − κ) /κ

1 + (1 − ε)
(

α2 − α1

)

(κ − λ)
, (20.54)

where

� ≡

[

(

1 +
α1

α2

(

1

κ
− 1

))−1

−

(

1 − α1

1 − α2

+
α1

α2

(

1

κ
− 1

))−1
]

.

Clearly, � > 0 if and only if α1 < α2, which is satisfied in view of (20.34). Equations (20.53)

and (20.54) then imply (20.51) and (20.52).

The most important result in this proposition is (20.51), which links the equilibrium rela-

tionship between the capital share in national income and the capital stock to the elasticity of

substitution. Since a negative relationship between the share of capital in national income and

the capital stock is equivalent to capital and labor being gross complements in the aggregate,

this result also implies that the elasticity of substitution between capital and labor is less than

1 if and only if ε is less than 1. Recall from the discussion in Section 15.6 in Chapter 15 that

various empirical approaches suggest that the elasticity of substitution between capital and

labor is less than 1, so in what follows, the case where ε < 1 is more relevant.

The intuition for Proposition 20.7 is informative about the workings of the model. Consistent

with the discussion of Proposition 20.5 above, when ε < 1, an increase in the capital stock of the

economy causes the output of the more capital-intensive sector, sector 2, to increase relative to

the output in the less capital-intensive sector (even though the share of capital allocated to the

less capital-intensive sector increases as shown in (20.45)). This then increases the production

of the more capital-intensive sector and reduces the relative reward to capital (and the share of

capital in national income). The converse result applies when ε > 1.

Recall also from Section 15.2 in Chapter 15 that when ε < 1, (20.52) in Proposition 20.7

implies that an increase in A1 is capital biased and an increase in A2 is labor biased. The

intuition for why an increase in the productivity of the sector that is intensive in capital is

biased toward labor (and vice versa) is again similar: when the elasticity of substitution between

the two sectors, ε, is less than 1, an increase in the output of a sector (this time driven by a

change in technology) decreases its price more than proportionately, thus reducing the relative

compensation of the factor used more intensively in that sector. When ε > 1, the converse

pattern applies, and an increase in A2 is capital biased, while an increase in A1 is labor biased.

I next turn to the characterization of the dynamic equilibrium path of this economy. The

consumption Euler equation from the maximization of (20.1) takes the familiar form

ċ(t)

c(t)
=

1

θ
(r(t) − ρ). (20.55)
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Since the only asset of the representative household in this economy is capital, the transversality

condition takes the standard form

lim
t→∞

[

K(t) exp

(

−

∫ t

0

r (τ ) dτ

)

= 0

]

, (20.56)

which, together with the Euler equation (20.55) and the resource constraint (20.32), determines

the dynamic behavior of consumption per capita c and capital stock K .

A dynamic equilibrium is given by paths of wages, interest rates, labor, and capital allocation

decisions, [w(t), r(t), λ(t), κ(t)]∞
t=0

, satisfying (20.41), (20.39), (20.42), (20.40), (20.43), and

(20.44), and of consumption per capita and capital stock, [c(t), K(t)]∞
t=0

, satisfying (20.55)

and (20.56).

Let us also introduce the following notation for growth rates of the key objects in this

economy:

L̇s(t)

Ls(t)
≡ ns(t),

K̇s(t)

Ks(t)
≡ zs(t),

Ẏs(t)

Ys(t)
≡ gs(t)

for s = 1, 2, and

K̇(t)

K(t)
≡ z(t),

Ẏ (t)

Y (t)
≡ g(t).

When they exist, we can also define the corresponding (limiting) asymptotic growth rates as

n∗
s
= lim

t→∞
ns(t), z∗

s
= lim

t→∞
zs(t), and g∗

s
= lim

t→∞
gs(t),

for s = 1, 2. Similarly denote the asymptotic capital and labor allocation decisions by an

asterisk (∗),

κ∗ = lim
t→∞

κ(t), and λ∗ = lim
t→∞

λ(t).

With this terminology, the following useful proposition can be established.

Proposition 20.8

1. If ε < 1, then n1(t)
>−< n2(t) ⇔ z1(t)

>−< z2(t) ⇔ g1(t)
<−> g2(t).

2. If ε > 1, then n1(t)
>−< n2(t) ⇔ z1(t)

>−< z2(t) ⇔ g1(t)
>−< g2(t).

Proof. Omitting time arguments and differentiating (20.39) with respect to time,

1

ε
g +

ε − 1

ε
g1 − n1 =

1

ε
g +

ε − 1

ε
g2 − n2, (20.57)

which implies that n1 − n2 = (ε − 1)
(

g1 − g2

)

/ε and establishes the first part of the proposi-

tion. Similarly differentiating (20.40) yields

1

ε
g +

ε − 1

ε
g1 − z1 =

1

ε
g +

ε − 1

ε
g2 − z2 (20.58)

and establishes the second part of the result.

This proposition establishes the straightforward, but at first counterintuitive, result that when

the elasticity of substitution between the two sectors is less than 1, the equilibrium growth rate

of the capital stock and labor force in the sector that is growing faster must be less than in the

other sector. When the elasticity of substitution is greater than 1, the converse result obtains.
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To see the intuition, note that terms of trade (relative prices) shift in favor of the more slowly

growing sector. When the elasticity of substitution is less than 1, this change in relative prices

is more than proportional with the change in quantities, and this encourages more of the factors

to be allocated to the more slowly growing sector.

Proposition 20.9 Suppose the asymptotic growth rates g∗
1

and g∗
2

exist. If ε < 1, then

g∗ = min{g∗
1
, g∗

2
}. If ε > 1, then g∗ = max{g∗

1
, g∗

2
}.

Proof. Differentiating the production function for the final good (20.31) yields

g(t) =
γ Y1(t)

ε−1
ε g1(t) + (1 − γ ) Y2(t)

ε−1
ε g2(t)

γ Y1(t)
ε−1
ε + (1 − γ ) Y2(t)

ε−1
ε

. (20.59)

This equation, combined with ε < 1, implies that as t → ∞, g∗ = min{g∗
1
, g∗

2
}. Similarly,

combined with ε > 1, it implies that as t → ∞, g∗ = max{g∗
1
, g∗

2
}.

Consequently, when the elasticity of substitution is less than 1, the asymptotic growth rate

of aggregate output is determined by the sector that is growing more slowly, and the converse

applies when ε > 1.

As in the previous section, let us focus on a CGP, again defined as an equilibrium path

where the asymptotic growth rate of consumption per capita exists and is constant, so that

limt→∞ ċ(t)/c(t) = g∗
c
. Let us also define the growth rate of total consumption as Ċ(t)/C(t) ≡

g∗
C

= g∗
c
+ n, since it will be slightly more convenient to work with the growth rate of total con-

sumption than the growth rate of consumption per capita. From the Euler equation (20.55), the

fact that the growth rate of consumption or consumption per capita are asymptotically constant

implies that the interest rate must also be asymptotically constant, that is, limt→∞ ṙ(t) = 0.

To establish the existence of a CGP, I impose the following parameter restriction:

ρ − n ≥ (1 − θ) max

{

a1

1 − α1

,
a2

1 − α2

}

, (20.60)

which ensures that household utility is finite and that the transversality condition (20.56) holds.

Terms of the form a1/(1− α1) or a2/(1− α2) appear naturally in equilibrium, since they capture

the augmented rate of technological progress. In particular, recall that associated with the

technological progress, there is also endogenous capital deepening in each sector. The overall

effect on labor productivity (and output growth) depends on the rate of technological progress

augmented with the rate of capital deepening. The terms a1/(1− α1) or a2/(1− α2) capture this

augmented effect, since a higher αs corresponds to a greater share of capital in sector s = 1, 2,

and thus to a higher rate of augmented technological progress for a given rate of Hicks-neutral

technological change. In this light, condition (20.60) can be understood as implying that the

augmented rate of technological progress should be low enough to satisfy the transversality

condition (20.56).

The next proposition characterizes the CGP. Rather than presenting the general case, it is

useful to focus on parameter values such that

either a1/(1 − α1) < a2/(1 − α2) and ε < 1,

or a1/(1 − α1) > a2/(1 − α2) and ε > 1.
(20.61)

This condition will make it easier to describe the CGP. In particular, it ensures that sector

1 is the asymptotically dominant sector, either because it has a slower rate of technological

progress and ε < 1, or it has more rapid technological progress and ε > 1. Notice also that,
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for the reasons noted above, the appropriate comparison is not between a1 and a2 but between

a1/(1 − α1) and a2/(1 − α2). Exercise 20.14 generalizes the results in this proposition to the

case in which the converse of condition (20.61) holds.

Proposition 20.10 Suppose that (20.34), (20.60), and (20.61) hold. Then there exists a

unique CGP such that

g∗ = g∗
C

= g∗
1

= z∗
1
= n + g∗

c
= n +

1

1 − α1

a1, (20.62)

z∗
2
= n − (1 − ε)a2 + (1 + (1 − ε)(1 − α2))

a1

1 − α1

< g∗, (20.63)

g∗
2

= n + εa2 + (1 − ε(1 − α2))
a1

1 − α1

> g∗, (20.64)

n∗
1
= n, and n∗

2
= n − (1 − ε)

(

1 − α2

)

(

a2

1 − α2

−
a1

1 − α1

)

< n∗
1
. (20.65)

Proof. Suppose first that g∗
2

≥ g∗
1

> 0 and ε > 1. Then (20.43) and (20.44) imply that λ∗ =

κ∗ = 1. In view of this, Proposition 20.9 implies g∗ = g∗
1
. This condition, together with (20.33),

(20.57), and (20.58), solves uniquely for n∗
1
, n∗

2
, z∗

1
, z∗

2
, g∗

1
, and g∗

2
as given in (20.62), (20.63),

(20.64), and (20.65). Note that this solution is consistent with g∗
2

> g∗
1

> 0, since conditions

(20.34) and (20.60) imply that g∗
2

> g∗
1

and g∗
1

> 0. Finally, C(t) ≡ c(t)L(t) ≤ Y (t), (20.32),

and (20.56) imply that the consumption growth rate g∗
C

is equal to the growth rate of output g∗.

To see why, suppose that this last claim is not correct; then since C(t)/Y (t) → 0 as t → ∞,

the resource constraint (20.32) would imply that asymptotically K̇(t) = Y (t). Integrating this

equation, we obtain K(t) →
∫ t

0
Y (s) ds, and since Y is growing exponentially, this implies

that the capital stock grows more than exponentially, violating the transversality condition

(20.56).

Next, we can show that the solution with z∗
1
, z∗

2
, m∗

1
, m∗

2
, g∗

1
, and g∗

2
satisfies the transversality

condition (20.56). In particular, (20.56) is satisfied if

lim
t→∞

K̇(t)

K(t)
< r∗, (20.66)

where r∗ is the constant asymptotic interest rate. Since from the Euler equation (20.55)

r∗ = θg∗ + ρ, (20.66) is satisfied when g∗(1 − θ) < ρ. Condition (20.60) ensures that this

is the case with g∗ = n + a1/(1 − α1). The argument for the case in which g∗
1

≥ g∗
2

> 0 and

ε > 1 is similar and is left to Exercise 20.14.

To complete the proof, we need to establish that in all CGPs g∗
2

≥ g∗
1

> 0 when ε < 1

(g∗
1
≥ g∗

2
> 0 when ε > 1is again left to Exercise 20.14). Let us separately derive a contradiction

for two configurations: (1) g∗
1

≥ g∗
2
, or (2) g∗

2
≥ g∗

1
but g∗

1
≤ 0.

1. Suppose g∗
1

≥ g∗
2

and ε < 1. Then, following the same reasoning as above, the unique

solution to the equilibrium conditions (20.33), (20.57), and (20.58) when ε < 1 is

g∗ = g∗
C

= g∗
2

= z∗
2
= n +

a2

1 − α2

,

z∗
1
= n − (1 − ε)a1 + (1 + (1 − ε)(1 − α1))

a1

1 − α1

,

g∗
1

= n + εa1 + (1 − ε(1 − α1))
a1

1 − α1

, (20.67)
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and also similar expressions for n∗
1

and n∗
2
. Combining these equations implies that g∗

1
< g∗

2
,

which contradicts the hypothesis g∗
1

≥ g∗
2

> 0. The argument for ε > 1 is analogous.

2. Suppose g∗
2

≥ g∗
1

and ε < 1. Then the same steps as above imply that there is a unique

solution to equilibrium conditions (20.33), (20.57), and (20.58), which is given by (20.62)–

(20.65). But now (20.62) directly contradicts g∗
1
≤ 0. Finally, suppose g∗

2
≥ g∗

1
and ε > 1. Then

the unique solution is given by the equations in part 1 above. But in this case, (20.67) contradicts

the hypothesis that g∗
1

≤ 0, completing the proof.

Several implications of this proposition are worth emphasizing. First, as long as

a1/(1 − α1) �= a2/(1 − α2), growth is nonbalanced. The intuition for this result is the same as

that for Proposition 20.5. Suppose, for concreteness, that ε < 1 and a1/(1− α1) < a2/(1− α2)

(which would be the case, e.g., if a1 ≈ a2). Then differential capital intensities in the two sec-

tors, combined with capital deepening in the economy (which itself results from technological

progress), ensures faster growth in the more capital-intensive sector, sector 2. Intuitively, if

capital were allocated proportionately to the two sectors, sector 2 would grow faster. Because

of the changes in prices, capital and labor would be reallocated in favor of the less capital-

intensive sector, and relative employment in sector 1 would increase. However, crucially, this

reallocation would not be enough to fully offset the faster growth of real output in the more

capital-intensive sector. This result also highlights that the assumption of balanced techno-

logical progress in Proposition 20.5 (which, in this context, corresponds to a1 = a2) was not

necessary for the result there, but we simply needed to rule out the knife-edge case where

the relative rates of technological progress between the two sectors were exactly in the right

proportion to ensure balanced growth (in this context, a1/(1 − α1) = a2/(1 − α2)).

Second, the CGP growth rates are relatively simple, especially because I restricted atten-

tion to the set of parameters that ensure that sector 1 is the asymptotically dominant sector

(see (20.61)). If in addition ε < 1, the model leads to the richest set of dynamics, where the more

slowly growing sector determines the long-run growth rate of the economy, while the

more rapidly growing sector continually sheds capital and labor but does so at exactly the

rate to ensure that it still grows faster than the rest of the economy.

Third, in the CGP the share of capital and labor allocated to one of the sectors tends to 1 (e.g.,

when sector 1 is the asymptotically dominant sector, λ∗ = κ∗ = 1). Nevertheless, at all points

in time both sectors produce positive amounts, so this limit point is never reached. In fact, at

all times both sectors grow at rates greater than the rate of population growth in the economy.

Moreover when ε < 1, the sector that is shrinking in terms of capital and labor share grows

faster than the rest of the economy at all points in time, even asymptotically. Therefore the rate

at which capital and labor are allocated away from this sector is determined in equilibrium to

be exactly such that this sector still grows faster than the rest of the economy. This is the sense

in which nonbalanced growth is not a trivial outcome in this economy (with one of the sectors

shutting down) but results from the positive but differential growth of the two sectors.

Finally, it can be verified that the capital share in national income and the interest rate

are constant in the CGP (see Exercise 20.15). For example, when (20.61) holds, σ ∗
K

= α1.

In contrast, when this condition does not hold, then σ ∗
K

= α2. Thus the asymptotic capital

share in national income always reflects the capital share of the (asymptotically) dominant

sector. Therefore this model based on technological sources of nonbalanced growth is also

broadly consistent with the Kaldor facts as well as the Kuznets facts (though this model also

generates significant deviations from the orderly behavior implied by the Kaldor facts when

the economy is away from the CGP). The analysis so far does not establish that the CGP

is asymptotically stable. This is done in Exercise 20.16, which also provides an alternative

proof of Proposition 20.10. Consequently, a model based on technological factors can also

give useful insights about structural change. Naturally, to understand the sweeping long-run
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changes in the composition of output and employment, we need to combine the preference and

the technological factors studied in the last two sections. Exercise 20.17 takes a first step in

this direction.

20.3 Agricultural Productivity and Industrialization

Although the models presented in Sections 20.1 and 20.2 have highlighted how preference

and technological factors can lead to structural change (and also how structural change can

be consistent with a constant BGP and the Kaldor facts), they did not focus on the process

of industrialization. Chapter 1 documented that the industrialization process, beginning at the

end of the eighteenth century in Europe, lies at the root of modern economic growth and

cross-country income differences. Thus a natural question is why industrialization started and

then progressed rapidly in some countries, while it did not in others. In view of the general

patterns presented in Chapter 1, this question might hold important clues about the cross-

country differences in income per capita today.

It would therefore be useful to have several different approaches to this question and evaluate

their pros and cons. While this is part of my objective, I do not present these models all in one

place. The first approach, based on the model of Acemoglu and Zilibotti (1997), has already

been presented as an application of stochastic growth models in Section 17.6. Although this

theory focused on takeoff in general, the most relevant incident of takeoff in history is related to

industrialization. Therefore the theory in Section 17.6 can be interpreted as offering a potential

explanation for the origins of industrialization based on whether the investments in different

sectors undertaken by different societies turned out to be successful. In particular, societies

that happen to have put a substantial fraction of their resources in sectors that turned out to

be unlucky, or were ex post discovered not to be as productive, have been less successful than

those that have invested in sectors and projects that were ex post more successful. In the next

chapter, we will see another approach to the origins of industrialization based on the idea of

coordination failures and “the big push” as suggested by Rosenstein-Rodan.

Before turning to market failures in development, it is useful to consider another approach

that can shed light on factors facilitating, or even spurring, industrialization. A common

argument in the economic history literature is that eighteenth-century England was particularly

well placed for industrialization because of its high agricultural productivity (e.g., Nurske,

1958; Rostow, 1960; Mokyr, 1993; Overton, 1996). The basic idea is that societies with a

high agricultural productivity can afford to shift part of their labor force to industrial activities.

Some type of increasing returns coming from technology or demand is then invoked to argue

that the ability to shift a critical fraction of the labor force to industry is an important element

of the early industrial experience.

In this section, I present a model based on Matsuyama (1992), which formalizes this intu-

ition. Matsuyama’s model naturally complements the models already studied in this chapter,

because it is a model of structural change. It combines Engel’s Law with learning-by-doing ex-

ternalities in the industrial sector. The model is not only a tractable framework for the analysis

of the relationship between agricultural productivity and industrialization, but it also enables

an insightful analysis of the impact of international trade on industrialization (along the lines

of the model in Section 19.7 in the previous chapter).

The economy is in continuous time. Population is normalized to 1. The preference side is

modeled via a representative household with preferences given by

∫ ∞

0

exp (−ρt) (cA(t) − γ A)ηcM(t)1−ηdt. (20.68)
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These preferences are similar to those in (20.1): cA(t) again denotes the consumption of the

agricultural good, cM(t) is the consumption of the manufacturing good at time t , and the

parameter γ A is the minimum (subsistence) food requirement. In addition ρ is the discount

factor, and η ∈ (0, 1) designates the importance of agricultural goods versus manufacturing

goods in the utility function. The representative household supplies labor inelastically. Let us

also focus on the closed economy in the text, leaving the extension to an open economy to

Exercise 20.20.

Output in the two sectors is produced with the following production functions:

YM(t) = X(t)F (LM(t)) and YA(t) = BAG(LA(t)), (20.69)

where, as before YM and YA denote the total production of the manufacturing and the agricul-

tural goods, respectively, and LM and LA denote the total labor employed in the two sectors.

Both production functions F and G exhibit diminishing returns to labor. More formally, F

and G are differentiable and strictly concave. In particular, F(0) = 0, F ′ (.) > 0, F ′′ (.) < 0,

G(0) = 0, G′ (.) > 0, and G′′ (.) < 0. Diminishing returns to labor might arise because they

both use land or some other factor of production as well as labor. Nevertheless it is simpler

to assume diminishing returns rather than introduce another factor of production. Diminishing

returns implies that when labor is priced competitively, there are equilibrium profits, and these

are redistributed to households.

The key feature for this model of industrialization is that there is no technological progress

in agriculture, but the production function for the manufacturing good in (20.69) includes the

term X(t), which allows for technological progress in manufacturing. Although there is no

technological progress in agriculture, the productivity parameter BA potentially differs across

countries, reflecting either previous technological progress in terms of new agricultural meth-

ods or differences in land quality (for simplicity, I am focusing on a single country). Existing

evidence shows that there are very large differences in labor productivity and the TFP of agricul-

tural activities among countries even today; thus allowing for potential productivity differences

in agriculture is reasonable. Current research also shows that the image of agriculture as a

quasi-stagnant sector without technological progress is not accurate, and in fact, this sector ex-

periences both substantial capital-labor substitution and major technological change (including

the introduction of new varieties of seeds, mechanization, and organizational changes affecting

productivity). Nevertheless the current model provides a good starting point for our purposes.

Labor market clearing requires that

LM(t) + LA(t) ≤ 1.

Let n(t) denote the fraction of labor employed in manufacturing as of time t . Since there is

full employment in this economy, LM(t) = n(t), and LA(t) = 1 − n(t).

The key assumption is that manufacturing productivity X(t) evolves over time as a result

of learning-by-doing externalities as in Romer’s (1986a) model in Chapter 11. In particular,

suppose that the growth of the manufacturing technology, X(t), is proportional to the amount

of current production in manufacturing:

Ẋ(t) = κYM(t), (20.70)

where κ > 0 measures the extent of these learning-by-doing effects, and the initial productivity

level is X(0) > 0 at time t = 0 taken as given. As in the Romer model, learning-by-doing is

external to individual firms. This type of external learning-by-doing is too reduced-form to

generate insights about how productivity improvements take place in the industrial sector.

Nevertheless our analysis so far makes it clear that one can endogenize technology choices by
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introducing monopolistic competition, and under the standard assumptions made in Part IV,

this richer model of endogenous technological change generates a market size effect and leads

to an equation similar to (20.70). Exercise 20.19 asks you to consider such a model.

In equilibrium, each firm chooses its labor demand to equate the value of the marginal

product to the wage rate w(t). Let us choose the agricultural good as the numeraire (so that

its price is normalized to 1) and also assume that the equilibrium is interior with both sectors

being active. Then in equilibrium we have

w(t) = BAG′(1 − n(t)) and w(t) = p(t)X(t)F ′(n(t)),

where p(t) is the relative price of the manufactured good (in terms of the numeraire, the

agricultural good). Market clearing then implies that

BAG′(1 − n(t)) = p(t)X(t)F ′(n(t)). (20.71)

The term γ A > 0 in (20.68) implies that as in Section 20.1, preferences in the economy

are nonhomothetic and that the income elasticity of demand for agricultural goods is less than

unity (while that for manufacturing goods is greater than unity). As we have already seen, this

is the simplest way of introducing Engel’s Law.

Suppose that productivity is high enough to meet the minimum agricultural consumption

requirements of the entire population (which, here, is normalized to 1):

BAG(1) > γ A > 0. (20.72)

If (20.72) were violated, the economy’s agricultural sector would not be productive enough to

provide the subsistence level of food to all households.

Finally, the budget constraint of the representative household at each date t can be written as

cA(t) + p(t)cM(t) ≤ w(t) + π(t),

where π(t) is the profits per representative household, resulting from the diminishing returns

in the production technologies.

An equilibrium in this economy is defined in the standard way as paths of consumption

levels in the two sectors and allocations of labor between the two sectors at all dates such that

households maximize utility and firms maximize profits given prices, and goods and factor

prices are such that all markets clear.

Maximization of (20.68) implies that

cA(t) = γ A + ηp(t)cM(t)/ (1 − η) . (20.73)

Since the economy is closed, production must equal consumption and thus

cA(t) = YA(t) = BAG(1 − n(t)) and cM(t) = YM(t) = X(t)F (n(t)).

Now combining these equations with (20.71) and (20.73) yields

φ(n(t)) =
γ A

BA
, (20.74)

where

φ(n) ≡ G(1 − n) −
ηG′(1 − n)F (n)

(1 − η) F ′(n)
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is strictly decreasing. Moreover φ(0) = G(1), and φ(1) < 0. Here φ can be interpreted as the

aggregate relative demand function for manufacturing over agriculture. An equilibrium has to

satisfy (20.74). From assumption (20.72) and the properties of the φ function, we can conclude

that the equilibrium condition (20.74) has a unique interior solution in which

n(t) = n∗ ∈ (0, 1) .

Notice an important implication. Even though the current model is one of structural change

like those in Sections 20.1 and 20.2, it only generates changes in the composition of output—

the fraction of the labor force working in agriculture remains constant at 1 − n∗. Thus while

the current model is useful for interpreting the onset of industrialization, it is not sufficient to

generate insights about why the composition of employment in different sectors of the economy

has been changing over the past 150 or 200 years.

Next, using (20.74), the unique equilibrium allocation of labor between the two sectors

satisfies

n∗ = φ−1

(

γ A

BA

)

. (20.75)

Since φ is strictly decreasing, so is its inverse function φ−1, and thus the fraction of the labor

force employed in manufacturing, n∗, is strictly increasing in BA. This is the most important

result of the current model and shows that a greater fraction of the labor force will be allocated

to the manufacturing sector when agricultural productivity is higher. This result is intuitive: the

Cobb-Douglas utility function combined with homothetic preferences would imply a constant

allocation of employment between the two sectors independent of their productivity. But in

the current model, preferences are nonhomothetic, and a certain amount of food production

is necessary first. When agricultural productivity BA is high, a relatively small fraction of the

labor force is sufficient to generate this minimal level of food production, and thus a greater

fraction of the labor force can be employed in manufacturing.

This result, combined with learning-by-doing in manufacturing (see (20.70)), is at the root

of the relationship between agricultural productivity and industrialization. In particular, (20.70)

implies that output in manufacturing grows at the constant rate κF(n∗), which is also positively

related to BA in view of (20.75). Therefore the current model generates a simple representation

of the often-hypothesized relationship between agricultural productivity and the origins of

industrialization.

It is also useful to note that in the equilibrium of this model, because the shares of employ-

ment in manufacturing and agriculture are constant and there is no technological progress in

the agricultural sector, agricultural output remains constant. All growth is generated by growth

of manufacturing production. However, since manufacturing and agricultural goods are imper-

fect substitutes, the relative prices change, so expenditure on agricultural goods increases (see

Exercise 20.18). The next proposition summarizes this discussion.

Proposition 20.11 In the above-described model, the combination of learning-by-doing

and Engel’s Law generates a unique equilibrium in which the share of employment of manu-

facturing is constant at n∗ ≡ φ−1(γ A/BA), and manufacturing output and consumption grow

at the rate κF(n∗), which is increasing in agricultural productivity BA.

We have so far characterized the equilibrium in a closed economy. A major result is that

higher agricultural productivity leads to faster industrial growth and thus to faster overall

growth, because higher agricultural productivity enables the economy to allocate a larger

fraction of its labor force to the knowledge-producing sector (here manufacturing).
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An important advantage of the current model is its tractability. This enables us to adapt it

easily to analyze related questions, such as the impact of trade opening on industrialization.

This is done in Exercise 20.20, which shows that the role of agricultural productivity in

closed and open economies can be very different. For example, in an open economy greater

agricultural productivity may delay or prevent industrialization rather than encouraging it as

in the closed economy. The reason for this is related to the forces highlighted in Section 19.7

of Chapter 19: specialization according to comparative advantage may have negative long-run

consequences in the presence of sector-specific externalities. However, as already discussed in

that section, the evidence for large externalities of this sort is not very strong. Consequently the

role of international trade in the process of industrialization is likely to be more complex than

that suggested by Exercise 20.20. Nevertheless, this exercise illustrates how open economy

models enrich the study of structural change.

20.4 Taking Stock

This chapter took a first step toward the analysis of structural changes involved in the process

of economic development. Our first step has been relatively modest. The focus has been

on the structural changes associated with (1) the shifts in output and employment away

from agriculture to manufacturing and to services and (2) the changes between sectors of

different capital intensities. Section 20.1 focused on “demand-side” reasons, resulting from

the structure of preferences, for why growth may be nonbalanced. It incorporated Engel’s Law

into the basic neoclassical growth model, so that households spend a smaller fraction of their

budget on agricultural goods as they become richer. This framework is ideally suited to the

analysis of the structural changes across broad sectors, such as agriculture, manufacturing,

and services. Section 20.2, on the other hand, turned to “supply-side,” technological, reasons

for nonbalanced growth, which were first highlighted by Baumol’s (1967) classic paper.

However, instead of assuming exogenously given different rates of technological progress

across sectors, this section emphasized how sectoral differences in capital intensity can lead

to nonbalanced growth. Capital-intensive sectors tend to grow more rapidly as a result of

an equiproportionate increase in the capital-labor ratio. This feature, combined with capital

deepening at the economy level, naturally leads to a pattern of nonbalanced growth. Such

nonbalanced growth may contribute to structural change across agricultural, manufacturing,

and service sectors but becomes particularly relevant when we look at sectors differentiated

according to their capital intensity. A particular focus of both Sections 20.1 and 20.2 was

to reconcile nonbalanced growth at the sectoral level with the patterns of relatively balanced

growth at the aggregate. As already noted in Chapter 2, balanced growth need not be taken

literally. It is at best an approximation. Nevertheless it seems to be a good approximation to

many features of the growth process in advanced economies, where interest rates and the share

of capital income in GDP appear to have been relatively constant over the past 100 years or so.

It is therefore important to understand how significant reallocation of resources at the sectoral

level can coexist with the more balanced behavior at the aggregate. The models in Sections

20.1 and 20.2 suggested some clues about why this may be the case, but the answers provided

here should be viewed as preliminary rather than definitive.

I also discussed a simple model of the origins of industrialization. This model showed how

agricultural productivity might have a significant effect on the timing of industrialization. The

study of the process of industrialization is important, in part because, as discussed in Chapter 1,

existing evidence suggests that the timing and nature of industrialization may have important

implications for the cross-country income differences we observe today. The study of economic
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development may therefore necessitate an analysis of why some countries industrialized early,

while others were delayed or never started the process of industrialization.

Understanding the sources of structural changes and how they can be reconciled with the

broad patterns of balanced growth in the aggregate sheds light on the process of economic

growth and development. In this sense, the models in this section enrich our understanding of

economic growth considerably. And yet, this is only a modest step toward the investigation

of the sweeping structural changes emphasized by Kuznets, because we have not departed

from the neoclassical approach to economic growth. In particular, Sections 20.1 and 20.2 used

generalized versions of the basic neoclassical growth model of Chapter 8, and Section 20.3

used a variant of the Romer (1986a) model from Chapter 11.

It should be emphasized again that the topics discussed in this chapter, though closely

related to the basic neoclassical growth model, are areas of frontier research. We are far from a

satisfactory framework for understanding the process of reallocation of capital and labor across

sectors, how this changes at different stages of development, and how it remains consistent with

relatively balanced aggregate growth and the Kaldor facts. I have therefore not attempted to

provide a unified framework that combines the transition from agriculture to industrialization,

nonhomothetic preferences resulting from Engel’s Law and technological factors leading

to nonbalanced growth. The development of such unified models as well as richer models

of nonbalanced growth are areas for future research.

20.5 References and Literature

The early development literature contains many important works documenting the major struc-

tural changes taking place in the process of development. Kuznets (1957, 1973) and Chenery

(1960) provide some of the best overviews of the broad evidence and the literature, though

similar issues were discussed by even earlier development economists, such as Rosenstein-

Rodan (1943), Nurske (1958), and Rostow (1960). Figure 20.1, which uses data from Historical

Statistics of the United States (Carter et al., 2006), gives a summary of these broad changes.

The model of nonbalanced growth based on Engel’s Law presented in Section 20.1 is from

Kongsamut, Rebelo, and Xie (2001). Previous works that have analyzed similar models include

Murphy, Shleifer, and Vishny (1989); Echevarria (1997); and Laitner (2000). More recent work

building on Kongsamut, Rebelo, and Xie (2001) includes Caselli and Coleman (2001b) and

Gollin, Parente, and Rogerson (2002). Some of these models include land as an additional

factor of production necessary for agriculture. Exercise 20.8 provides an example of such a

model. The recent literature also places greater emphasis on sources of agricultural productivity

and emphasizes that differences in agricultural productivity across countries are often as large

as, or even larger than, productivity differences in other sectors. Gollin, Parente, and Rogerson

(2002) is one of the first papers in this vein.

The works mentioned in the previous paragraph, like the model I presented in Section

20.1, appeal to Engel’s Law and model the resulting nonhomothetic preferences by positing

Stone-Geary preferences as in (20.2). A more flexible and richer approach is to allow for

“hierarchies of needs” in consumption, whereby households consume different goods in a

particular sequence (e.g., food needs to be consumed before textiles, and textiles need to

be consumed before electronics, and so on). This and related approaches are used in Stokey

(1988), Foellmi and Zweimuller (2002), Matsuyama (2002), and Buera and Kaboski (2006)

to generate richer models of structural change. Space restrictions preclude me from presenting

these hierarchy of needs models, even though they are both insightful and elegant alternatives

to the standard approach of using Stone-Geary preferences.
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Section 20.2 builds on Acemoglu and Guerrieri (2008). The precursor to this work is Baumol

(1967), which emphasizes the importance of differential productivity growth on nonbalanced

growth. However, Baumol did not derive a pattern of nonbalanced growth including realloca-

tion of capital and labor across sectors, and assumed differential rates of productivity growth

to be exogenous. Ngai and Pissarides (2006) and Zuleta and Young (2006) provide modern

versions of Baumol’s hypothesis. Instead, the approach in Section 20.2 emphasizes how the

combination of different capital intensities and capital deepening in the aggregate can endoge-

nously lead to this pattern.

The model in Section 20.3 is based on Matsuyama (1992) and is also closely related to the

model presented in Section 19.7 in Chapter 19. The role of agriculture in industrialization is

discussed in Mokyr (1993), Overton (1996), and Mundlak (2000).

20.6 Exercises

20.1 Show that the consumption aggregator in (20.2) leads to Engel’s Law. Suggest alternative con-

sumption aggregators that will generate similar patterns.

20.2 Prove Proposition 20.1.

20.3 (a) Set up the optimal control problem for a representative household in the model of Section

20.1.

(b) From the Euler equations and the transversality condition, verify (20.16) in Proposition 20.2.

(c) Use (20.9) and (20.10) to derive (20.17) of the proposition.

20.4 Prove Proposition 20.3. Show that an equilibrium path always exists (even though it never features

equal rates of growth for all sectors).

20.5 (a) Prove Proposition 20.4. In particular, show that if (20.18) is not satisfied, a CGP cannot exist,

and that this condition is sufficient for a unique CGP to exist.

(b) Characterize the CGP effective capital-labor ratio k∗.

20.6 In the model of Section 20.1 show that as long as condition (20.18) is satisfied, when the economy

starts with an effective capital-labor ratio K(0)/ (X(0)L(0)) different from k∗, the CGP is globally

stable and the effective capital-labor ratio monotonically converges to k∗ as t → ∞.

* 20.7 Consider a generalization of the model of Section 20.1, in which the sectoral production functions

are given by the following Cobb-Douglas forms:

YA(t) = KA(t)α
A

(BA(t)LA(t))1−αA

,

YM(t) = KM(t)α
M

(BM(t)LM(t))1−αM

,

Y S(t) = KS(t)α
S

(BS(t)LS(t))1−αS

,

and assume that BA(t), BM(t), and BS(t) grow at the rates gA, gM , and gS, respectively.

(a) Derive the equivalents of Propositions 20.1 and 20.2.

(b) Show that there exists a generalization of condition (20.18) such that this model will have a

CGP as defined in Section 20.1. [Hint: the generalization includes two separate conditions

on technology growth rates and preferences.]

20.8 Consider a version of the model in Section 20.1 with only manufacturing and agricultural

goods. The consumption aggregator is c(t) = (cA(t) − γ A)η
A
cM(t)η

M
, with γ A > 0. Assume
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that the production functions for agricultural and manufacturing goods take the form YA(t) =

X(t)(LA(t))ζ (Z)1−ζ and YM(t) = X(t)LM(t), respectively, where Z is land. There are no savings

or capital.

(a) Characterize the competitive equilibrium in this economy.

(b) Show that this economy also exhibits structural change; in particular, show that the share of

manufacturing sector grows over time.

(c) What happens to land rents along the equilibrium path?

* 20.9 In the model of Section 20.1, suppose that condition (20.18) is not satisfied. Assume that the

production function F is Cobb-Douglas. Characterize the asymptotic growth path of the economy

(the growth path of the economy as t → ∞).

20.10 Consider the model of Section 20.1, but assume that there exists a final good produced with the

technology Y (t) = (YA(t) − γ A)η
A
YM(t)η

M
(Y S(t) + γ S)η

S
.

(a) Show that all the results in Section 20.1 hold without any change as long as capital goods are

produced out of intermediate YM as implied by (20.7).

(b) Next assume that capital goods are produced out of the final good, so that the resource

constraint becomes K̇(t) + c(t)L(t) = Y (t), where c(t) is the per capita consumption of

the final good. Show that in this model a CGP does not exist.

20.11 In the model of Section 20.2.1, suppose that aggregate output is given by the constant returns

to scale production function Y = F(Y1(t), Y2(t), . . . , YN(t)). Defining σj(t) as the capital share

in sector j = 1, . . . , N as in (20.25), show that if at time t there are factor proportion differ-

ences among the N sectors in the sense that there exists i and j ≤ N such that σi(t) �= σj(t),

technological progress is balanced between i and j , that is, Ȧi(t)/Ai(t) = Ȧj(t)/Aj(t), and

there is capital deepening, that is, K̇(t)/K(t) > L̇(t)/L(t), then growth is not balanced and

Ẏi(t)/Yi(t) �= Ẏj(t)/Yj(t).

20.12 Derive (20.39), (20.40), (20.41), and (20.42).

20.13 Prove Proposition 20.6.

20.14 (a) Complete the proof of Proposition 20.10 by considering the case in which ε > 1 and

g∗
1

≥ g∗
2

> 0.

(b) State and prove the equivalent of Proposition 20.10, when the converse of condition (20.61)

holds.

20.15 Show that in the allocation in Proposition 20.10, the asymptotic interest rate is constant, and

derive a closed-form expression for this interest rate.

* 20.16 In this exercise, you are first asked to provide an alternative proof of Proposition 20.10 and then

characterize the local transitional dynamics in the neighborhood of the CGP. Throughout suppose

that either ε < 1 and a1/(1 − α1) < a2/(1 − α2) or that ε > 1 and a1/(1 − α1) > a2/(1 − α2).

(a) Re-express the equilibrium equations in terms of the following three variables: ϕ(t) ≡

c(t)/(L(t)A1(t)
1/(1−α1)), χ(t) ≡ K(t)/(L(t)A1(t)

1/(1−α1)), and κ(t). In particular, show that

the following three differential equations, together with the appropriate transversality condi-

tion and initial values χ(0) and κ(0), characterize the dynamic equilibrium:

ϕ̇(t)

ϕ(t)
=

1

θ
[α1γ η(t)1/ελ(t)1−α1κ(t)−(1−α1)χ(t)−(1−α1) − ρ] − n −

a1

1 − α1

,

χ̇(t)

χ(t)
= λ(t)1−α1κ(t)α1χ(t)−(1−α1)η(t) − χ(t)−1ϕ(t) − n −

a1

1 − α1

,

κ̇(t)

κ(t)
=

(1 − κ(t))[(α2 − α1)
χ̇(t)
χ(t)

+ a2 −
1−α2
1−α1

a1]

(1 − ε)−1 + (α2 − α1)(κ(t) − λ(t))
,

(20.76)
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where κ(t) and λ(t) are given by (20.43) and (20.44), respectively, and

η(t) ≡ γ
ε

ε−1

[

1 +
α1

α2

(

1 − κ(t)

κ(t)

)]
ε

ε−1

. (20.77)

[Hint: use the Euler equation of the representative household and the resource constraint of

the economy; rearrange these to express the laws of motion of ϕ(t) and χ(t) in terms of κ(t),

λ(t), and η(t) as defined in (20.77); and then differentiate (20.43).]

(b) State the appropriate transversality condition.

(c) Show that if an allocation satisfies the three differential equations in (20.76) and the appro-

priate transversality condition, then it corresponds to an equilibrium path.

(d) Show that in a CGP equilibrium ϕ(t) must be constant. Using this result, show that the CGP

requires that κ(t) → 1 and that χ(t) must also be constant. From these observations, derive

an alternative proof of Proposition 20.10.

(e) Now linearize the three equations in (20.76) around the CGP of Proposition 20.10, and show

that the linearized system has two negative eigenvalues and one positive eigenvalue. Using

this fact, conclude that the CGP is locally stable. [Hint: as part of this argument, explain why

κ(t) should be considered a state variable with κ(0) taken as an initial value.]

20.17 Consider a model that combines the supply-side and the demand-side features of Sections 20.1

and 20.2. Suppose that the consumption aggregator is given by

c(t) = (cS(t) + γ S)η
S

cM(t)η
M

,

where cS is the consumption of services, and cM denotes the consumption of manufacturing goods.

Assume that the economy is closed, and both services and manufacturing are produced by Cobb-

Douglas technologies with the same Hicks-neutral rate of exogenous technological progress, but

manufacturing is more capital-intensive. Assume also investment goods are produced from the

manufacturing goods alone as in the model of Section 20.1. Characterize the equilibrium of this

economy. Show that the relative price and the employment share of services will be increasing

over time. Is it possible for the total consumption of manufacturing goods to increase faster than

those of services?

20.18 Consider the model of Section 20.3.

1. Show that agricultural consumption and production stay constant at

BAG(1 − φ−1(γ A/BA)) = γ A + BA η

1 − η
G′(1 − φ−1(γ A/BA))

F (φ−1(γ A/BA))

F ′(φ−1(γ A/BA))
.

2. Show that this is increasing in BA and provide the intuition for this result.

3. Show that expenditure on agricultural goods increases at the same rate as aggregate output.

[Hint: first characterize how p(t) changes along the equilibrium path.]

* 20.19 Consider the model of Section 20.3 and suppose that the production function for the manufacturing

sector is given by

YM(t) =
1

1 − β

[

∫ N(t)

0

x (ν, t)1−β dν

]

LM(t)β,

which is similar to the production functions in Part IV of the book, with N(t) denoting the range of

machines and x (ν, t) corresponding to the amount of machine of type ν used by the manufacturing

sector. Assume as in Part IV that these machines are supplied by technology monopolists with

perpetual patents and can be produced by using the manufacturing good at constant marginal

cost of (1 − β) units of the manufacturing good. Also assume the lab-equipment specification
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for creating new machines as in Section 15.7. Characterize the equilibrium of this economy and

show that the qualitative features are the same as the model in the text.

20.20 Consider an open economy version of the model of Section 20.3. In particular, suppose that the

economy trades with the rest of the world taking product prices as given. The rest of the world

is characterized by the same technology, except that it has an initial level of productivity in the

manufacturing sector equal to XF (0) and an agricultural productivity given by BF . Suppose that

there are no spillovers in learning-by-doing, so that (20.70) applies to the home economy and

the law of motion of manufacturing productivity in the rest of the world is given by ẊF (t) =

κYM,F (t), where YM,F (t) is total foreign manufacturing production at time t .

(a) Show that comparative advantage in this economy is determined by the comparison of

X(0)/BA to XF (0)/BF . Interpret this result.

(b) Suppose that X(0)/BA < XF (0)/BF , so that the home economy has a comparative advantage

in agricultural production. Show that the initial share of employment in manufacturing in the

home economy, n∗(0), must satisfy

X(0)F ′(n∗(0))

BAG′(1 − n∗(0))
=

XF (0)F ′(nF∗(0))

BFG′(1 − nF∗(0))
, (20.78)

where nF∗(0) is the share of manufacturing employment in the rest of the world. Show that

n∗(0) given by this equation is strictly less than n∗ as given by (20.75).

(c) What happens to manufacturing employment in the home economy starting as in part b of

this exercise? [Hint: derive an equivalent of (20.78) for any t , differentiate this with respect

to time, and then use the laws of motion of X and XF .]

(d) Explain why agricultural productivity, which was conducive to faster industrialization in the

closed economy, may lead to delayed industrialization or to deindustrialization in the open

economy.

(e) Consider an economy specializing in agriculture as in the earlier parts of this exercise. Is

welfare at time t = 0 necessarily lower when this economy is open to trade than when it is

closed to trade? Relate your answer to the analysis in Section 19.7 of Chapter 19.



21
Structural Transformations
and Market Failures
in Development

A
more complex transformation of the economy than the changes in the structure of

production studied in the previous chapter takes place with the process of economic

development. Among other things this transformation involves major social changes

and induces greater coordination of economic activities. Loosely speaking, we can think of a

society that is relatively developed as functioning along (or at any rate, near) the frontier of

its production possibilities set, while a less-developed economy may be in the interior of its

“notional” production possibilities set. This may be because certain arrangements necessary

for an economy to reach the frontier of its production possibility set require a large amount of

capital or some specific technological advances (in which case, even though we may think of

the society as functioning in the interior of its production possibility set, this may not be the

outcome of market failure; thus the qualifier “notional” in the previous sentence). Alternatively,

less-developed economies may be in the interior of their production possibility set because

these societies are subject to severe market failures. In this chapter, I discuss these approaches

to economic development.

I first focus on various dimensions of structural transformations and how these may be

limited by the amount of capital or technology available in a society. I then discuss a number

of approaches suggesting that less-developed economies might be suffering disproportionately

from market failures or may even be “stuck” in development traps. In this context, I also discuss

differences between models with multiple equilibria and with multiple steady states.

The topics covered in this chapter are part of a large and diverse literature. My purpose is

not to do justice to this literature but to emphasize how certain major structural transformations

take place as part of the process of economic development and also to highlight the potential

importance of market failures in this process. Given this objective and the large number of

potential models, my choice of models is selective, and my treatment is more informal than in

the rest of the book. In addition, I often make reduced-form assumptions to keep the exposition

brief and simple.

725
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21.1 Financial Development

An important aspect of the structural transformation brought about by economic development

is a change in financial relations and a deepening of financial markets. Section 17.6 in Chapter

17 presented a model in which economic growth goes hand-in-hand with financial deepening.

However the model in that section only focused on a specific aspect of the role of financial in-

stitutions. In general, financial development brings about a number of complementary changes

in the economy. First, there is greater depth in the financial market, allowing better diversi-

fication of aggregate risks—a feature also emphasized in the model of Section 17.6. Second,

one of the key roles of financial markets is to allow risk sharing and consumption smoothing

for individuals. In line with this role, financial development also allows better diversifica-

tion of idiosyncratic risks. Section 17.6 showed that better diversification of aggregate risks

leads to improved allocation of funds across sectors or projects. Similarly, better sharing of

idiosyncratic risks leads to improved allocation of funds across individuals. Third, financial

development might also reduce credit constraints on investors and thus may directly enable the

transfer of funds to individuals with improvements in investment opportunities. The second and

the third channels not only affect the allocation of resources in the society but also the distri-

bution of income, because diversification of idiosyncratic risks and relaxation of credit market

constraints might lead to improvements in income and risk sharing. On the other hand, as the

possibility of such risk-sharing arrangements reduces consumption risk, individuals might take

riskier actions, also potentially affecting the distribution of income.

To provide a brief introduction to these issues, I now present a simple model of financial

development, focusing on the diversification of idiosyncratic risks and complementing the

analysis in Section 17.6. The model is inspired by the work of Townsend (1979) and Greenwood

and Jovanovic (1990). It illustrates how financial development takes place endogenously and

interacts with economic growth; it also provides some simple insights into the implications

of financial development for income distribution. Given the similarity of the model to that in

Section 17.6, my treatment here is relatively informal.

I consider an OLG economy in which each individual lives for two periods and has prefer-

ences given by

EtUt(c(t), c(t + 1)) = log c(t) + βEt log c(t + 1), (21.1)

where c(t) denotes the consumption of the unique final good of the economy, and Et denotes

the expectation operator given time t information.

There is no population growth, and the total population of each generation is normalized

to 1. Let us assume that each individual is born with some labor endowment l. The distribution

of endowments across agents is given by the distribution function G(l) over some support

[l, l] This distribution of labor endowments is constant over time with mean L = 1, and labor

is supplied inelastically by all individuals in the first period of their lives. In the second period

of their lives, individuals simply consume their capital income.

The aggregate production function of the economy is given by

Y (t) = K(t)αL(t)1−α = K(t)α,

where α ∈ (0, 1), and the second equality uses the fact that total labor supply equals to 1 at

each date. As in Section 17.6, the only risk is in transforming savings into capital; thus the

life cycle of an individual looks identical to that shown in Figure 17.3. Moreover suppose that

agents can either save all of their labor earnings from the first period of their lives using a

safe technology with rate of return q (in terms of capital at the next date) or invest all of their



21.1 Financial Development . 727

labor income in the risky technology with return Q + ε, where ε is a mean zero independently

and identically distributed stochastic shock, and as in Section 17.6, we assume that Q > q.

Thus the risky technology is more productive. The assumption that individuals have to choose

one of these two technologies rather than dividing their savings between the two is made for

simplicity (see Exercise 21.1).

Although the model looks very similar to that in Section 17.6, there is a crucial difference.

Because ε is identically and independently distributed across individuals, if individuals could

pool their resources, they could perfectly diversify idiosyncratic risks. In particular, if a large

number (a continuum) of individuals pooled their resources, they would guarantee an average

return of Q. Let us assume that this is not possible because of a standard informational

problem—the actual return of an individual’s saving decision is not observed by others unless

some financial monitoring is undertaken. Let us assume that this type of financial monitoring

costs ξ > 0 for each individual. Then by paying the cost ξ , each individual can join the financial

market (or in the language of Townsend, he can become part of a “financial coalition”). In this

case, the actual returns of his savings become fully observable. Intuitively, this cost captures

the fixed costs that individuals have to pay to be engaged in financial markets as well as the

fixed costs associated with monitoring or being monitored. An immediate implication of this

specification is that joining the financial markets is more attractive for richer individuals, since

the fixed cost is less important for them. This feature is plausible and generates predictions

consistent with microdata, where we observe richer individuals investing in more complex

financial securities.

If an individual does not join the financial markets, then no other agent in the economy

can observe the realization of the returns on his savings. In this case, no financial contract for

sharing of idiosyncratic risks is possible, since such a contract would involve agents that have

a high (realized) value of ε making transfers to those who are unlucky and have low realized

values of ε. However, without monitoring, each agent will claim to have a low value of ε and

thus receive ex post payments. The anticipation of this type of opportunistic behavior prevents

any risk sharing in the absence of monitoring.

Let us also assume that ε has a distribution with positive probability of ε = −Q, so that if an

individual undertakes the risky investments, there is a positive probability that all his savings

will be lost. Thus without some type of risk sharing, individuals will choose the safe project.

This observation simplifies the analysis of the model. Suppose that the economy starts with

some initial capital stock of K(0) > 0, so an individual with labor endowment li has labor

earnings of Wi(0) = w(0)li, where

w(t) = (1 − α)K(t)α (21.2)

is the competitive wage rate at time t . After labor incomes are realized, individuals first make

their savings decisions and then choose which assets to invest in. The preferences in (21.1)

imply that individuals save a constant fraction β/(1 + β) of their income regardless of their

income level or the rate of return (in particular, independent of whether they are investing in

the risky or the safe asset). In view of this, the value of not participating in the financial markets

for individual i at time t is

V N
i

(Wi(t), R(t + 1)) = log

(

1

1 + β
Wi(t)

)

+ β log

(

βR(t + 1)q

1 + β
Wi(t)

)

,

which takes into account that the rate of return on capital in the second period of the life

of the individual is R(t + 1) and the individual receives a gross return q on his savings of

βWi(t)/(1 + β). Next, suppose that there are sufficiently many (i.e., a positive measure of )
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other individuals taking part in financial markets. When the individual decides to take part in

financial markets, his value is

V F
i

(Wi(t), R(t + 1)) = log

(

1

1 + β
(Wi(t) − ξ)

)

+ β log

(

βR(t + 1)Q

1 + β
(Wi(t) − ξ)

)

,

which takes into account that the individual has to spend the amount ξ out of his labor income

to join the financial market, leaving him a net income of Wi(t) − ξ . He then saves a fraction

β/(1 + β) of this income, but in return, he is guaranteed to receive the higher return Q. The

reason the individual receives Q, rather than a risky return, is that conditional on joining

the financial market, each individual is able to fully diversify his idiosyncratic risks. The

comparison of these two expressions gives the threshold level

W ∗ ≡
ξ

1 − (q/Q)β/(1+β)
> 0 (21.3)

such that individuals with first-period earnings greater than W ∗ join the financial market and

those with less than W ∗ do not. A notable feature of this threshold W ∗ is that it is independent

of the rate of return on capital in the second period of the lives of the individuals, R. This result

is an implication of log preferences in (21.1).

Given the behavior of individuals concerning whether they join the financial market, let us

next determine the evolution of the economy by studying the evolution of individual earnings.

Individual earnings are determined by two factors: labor endowments and the capital stock at

time t , which gives the wage per unit of labor, w(t), as in (21.2). Given w(t), the fraction of

individuals who join the financial market at time t , gF (t), is given by the fraction of individuals

who have li ≥ W ∗/w(t). Alternatively, using the fact that labor endowments have a distribution

given by G(.), the fraction of individuals investing in financial markets is obtained as

gF (t) ≡ 1 − G

(

W ∗

w(t)

)

= 1 − G

(

W ∗

(1 − α)K(t)α

)

. (21.4)

Using (21.4) and defining χ(t) ≡ W ∗/(1 − α)K(t)α, the capital stock at time t + 1 can be

written as

K(t + 1) =
β

1 + β

[

q

∫ χ(t)

l

ldG(l) + Q

∫ l

χ(t)

ldG(l)

]

(l − α)K(t)α

−
β

1 + β
Q[1 − G(χ(t))]ξ, (21.5)

which takes into account that all individuals with labor endowment less than χ(t) choose the

safe project and receive the gross return q on their savings, while those above this threshold

spend ξ on monitoring and receive the higher return Q (the last term in (21.5) subtracts the cost

of monitoring from next period’s capital stock). It can be verified that K(t + 1) is increasing

in K(t) and there is growth in the capital stock (and thus output) of the economy provided

that K(t) is less than the steady-state level of capital (see Exercise 21.2).

Inspection of the accumulation equation (21.5) together with the threshold rule for joining

the financial market leads to a number of interesting conclusions.

1. As K(t) increases, that is, as the economy develops, (21.4) implies that more individuals

will join the financial market. Consequently, a greater level of capital leads to more risk

taking, but these risks are also better shared. More importantly, economic development

also induces a better composition of investment, as a greater fraction of the individuals
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start using their savings more efficiently. Thus with a mechanism similar to that in

Section 17.6, economic development improves the allocation of funds in the economy

and increases productivity. Consequently this model, like the one in Section 17.6,

implies that economic development and financial development go hand-in-hand.

2. However there is also a distinct sense in which the economy here allows for a potential

causal effect of financial development on economic growth. Imagine that societies differ

according to their values of ξ , which can be interpreted as a measure of the institutionally

or technologically determined costs of monitoring (or some other costs associated

with financial transactions that may depend on the degree of investor protection).

Societies with lower ξ values have greater participation in financial markets, and this

endogenously increases their productivity. Thus while the equilibrium behavior of

financial and economic development are jointly determined, differences in financial

development driven by exogenous institutional factors related to ξ have a potential

causal effect on economic growth.

3. As noted above, at any given point in time it is the richer agents—those with greater labor

endowment—that join the financial market. Therefore, initially, the financial market

helps those who are already well off to increase the rate of return on their savings. This

can be thought of as the unequalizing effect of the financial market.

4. The fact that participation in financial markets increases with K(t) also implies that

as the economy grows, at least at the early stages of economic development, the

unequalizing effect of financial intermediation become stronger. Therefore, presuming

that the economy starts with relatively few rich individuals, the first expansion of the

financial market increases the level of overall inequality in the economy as a greater

fraction of the agents in the economy now enjoy the greater returns.

5. As K(t) increases even further, eventually the equalizing effect of the financial market

starts operating. At this point, the fraction of the population joining the financial mar-

ket and enjoying the greater returns is steadily increasing. If the steady-state level of

capital stock K∗ is such that l ≥ W ∗/((1 − α)(K∗)α), then eventually all individuals

join the financial market and receive the same rate of return on their savings.

The last two observations are interesting in part because the relationship between growth

and inequality is a topic of great interest to development economics (one to which I return

later in this chapter). One of the most important ideas in this context is that of the Kuznets

curve, which claims that economic growth first increases and then reduces income inequality

in the society. Whether the Kuznets curve is a good description of the relationship between

growth and inequality is a topic of current debate. While many European societies seem to

have gone through a phase of increasing and then decreasing inequality during the nineteenth

century, the evidence for the twentieth century is more mixed. The last two observations show

that a model with endogenous financial development based on risk sharing among individuals

can generate a pattern consistent with the Kuznets curve. Whether there is indeed a Kuznets

curve in general, and if so, whether the mechanism highlighted here plays an important role in

generating this pattern are questions for future theoretical and empirical work.

21.2 Fertility, Mortality, and the Demographic Transition

Chapter 1 highlighted the major questions related to growth of income per capita over time

and its dispersion across countries today. Our focus so far has been on these per capita income

differences. Equally striking differences exist in the level of population across countries and
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FIGURE 21.1 Total population in different parts of the world over the past 2,000 years.

over time. Figure 21.1 uses data from Maddison (2002) and shows the levels and the evolution

of population in different parts of the world over the past 2,000 years. The figure is in log

scale, so a linear curve indicates a constant rate of population growth. The figure shows that

starting about 250 years ago there is a significant increase in the population growth rate in

many areas of the world. This more rapid population growth continues in much of the world,

but importantly, the rate of population growth slows down in Western Europe some time in

the nineteenth century (though, thanks partly to immigration, not so in the Western offshoots).

There is no similar slowdown of population growth in less-developed parts of the world. On

the contrary, in many less-developed nations, the rate of population growth seems to have

increased over the past 50 years or so. We have already discussed one of the reasons for this in

Chapter 4—the spread of antibiotics, basic sanitation, and other health-care measures around

the world that have reduced the high mortality rates in many countries. However, equally

notable is the demographic transition, which, in the course of the nineteenth century, reduced

fertility in Western Europe. Why population has grown slowly and then accelerated to reach

a breakneck speed of growth over the past 150 years, and why population growth rates differ

across countries, are major questions for economic development.

In this section, I present the most basic approaches to population dynamics and fertility. I

first discuss a simple version of the famous Malthusian model and then use a variant of this

model to investigate potential causes of the demographic transition. Thomas Malthus was one

of the most brilliant and influential economists of the nineteenth century and is responsible

for one of the first general equilibrium growth models. Section 21.2.1 presents a version of

this model. The Malthusian model is responsible for earning the discipline of economics the

name “the dismal science,” because of its dire prediction that population will adjust up or

down (by births or deaths) until all individuals are at the subsistence level of consumption.

Nevertheless, this dire prediction is not the most important part of the Malthusian model. At
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the heart of this model is the negative relationship between income per capita and population,

which is itself endogenously determined. In this sense, it is closely related to the Solow and

the neoclassical growth models, augmented with a behavioral rule that determines the rate

of population growth. It is this less-extreme version of the Malthusian model that is presented

next. I then enrich this model by the important and influential idea due to Gary Becker that there

is a trade-off between the quantity and quality of children and that this trade-off changes over

the process of development. I show how a simple model can incorporate the notion that over

the course of development, markets and parents may start valuing the quality (human capital)

of their offspring more, and how this shift in valuation may lead to a pattern reminiscent of the

demographic transition.

21.2.1 A Simple Malthusian Model

Consider the following non-OLG model that starts with a population of L(0) > 0 at time t = 0.

A representative individual living at time t supplies one unit of labor inelastically and has utility

c(t)β[y(t + 1)n(t + 1) − 1
2
η0n(t + 1)2] (21.6)

where c(t) denotes the consumption of the unique final good of the economy by the individual

himself, n(t + 1) denotes the number of offspring the individual begets, y(t + 1) is the income

of each offspring, and β > 0 and η0 > 0. The last term in the square brackets represents the

cost of child rearing and is assumed to be convex to reflect the fact that the costs of having

more and more children will be higher (e.g., because of time constraints of parents, though one

can also make arguments for why child rearing might exhibit increasing returns to scale over a

certain range). Clearly these preferences introduce a number of simplifying assumptions. First,

each individual is allowed to have as many offspring as he likes, which is unrealistic because

it does not restrict the number of offspring to a natural number. The technology also does not

incorporate possible specialization in child rearing and market work within the family. Second,

these preferences introduce the warm glow type of altruism we encountered in Chapter 9, so that

parents receive utility not from the future utility of their offspring but from some characteristic

of their offspring. Here it is a transform of the total income of all the offspring that features in the

utility function of the parent. Third, the costs of child rearing are in terms of “utils” rather than

forgone income, and current consumption multiplies both the benefits and the costs of having

additional children. This feature, which is motivated by a balanced growth type of reasoning,

implies that the demand for children is independent of current income (otherwise, growth

would automatically lead to greater demand for children). All three of these assumptions are

adopted for simplicity. I have also written the number of offspring that an individual has at

time t as n(t + 1), since this determines population at time t + 1.

Each individual has one unit of labor, and there are no savings. The production function for

the unique good takes the form

Y (t) = ZαL(t)1−α, (21.7)

where Z is the total amount of land available for production, and L(t) is total labor supply.

There is no capital, and land is introduced to create diminishing returns to labor, which is

an important element of the Malthusian model. Without loss of generality, I normalize the

total amount of land to Z = 1. A key question in models of this sort is what happens to the

returns to land. The most satisfactory way of dealing with this problem would be to allocate the

property rights to land among the individuals and let them bequeath land to their offspring. This,

however, introduces another layer of complication, and since my purpose here is to illustrate
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the basic ideas, I follow the unsatisfactory assumption often made in the literature that land is

owned by another set of agents, whose behavior is not analyzed here.

By definition, population at time t + 1 is given by

L(t + 1) = n(t + 1)L(t), (21.8)

which takes into account new births as well as the death of the parent.

Labor markets are competitive, so the wage at time t + 1 is given by

w(t + 1) = (1 − α)L(t + 1)−α. (21.9)

Since there is no other source of income, (21.9) is also equal to the income of each individual

living at time t + 1, y(t + 1). Thus an individual with income w(t) at time t solves the problem

of maximizing (21.6) subject to the constraint that c(t) ≤ w(t), together with the equation

y(t + 1) = (1 − α)L(t + 1)−α. Naturally, in equilibrium n(t + 1) must be consistent with

L(t + 1) according to (21.8). Individual maximization implies that

n(t + 1) = (1 − α)η−1
0 L(t + 1)−α.

Now substituting for (21.8) and rearranging, we obtain

L(t + 1) = (1 − α)
1

1+α η
− 1

1+α

0 L(t)
1

1+α . (21.10)

This equation implies that L(t + 1) is an increasing concave function of L(t). In fact, the law

of motion for population implied by (21.10) resembles the dynamics of capital-labor ratio in

the Solow growth model (or the OLG model) and is plotted in Figure 21.2. The figure makes

it clear that starting with any L(0) > 0, there exists a unique globally stable state L∗ given by

L∗ ≡ (1 − α)
1/α

η
−1/α

0 . (21.11)

If the economy starts with L(0) < L∗, then population slowly (and monotonically) adjusts

toward this steady-state level. Moreover, (21.9) shows that as population increases, wages

fall. If in contrast, L(0) > L∗, then the society experiences a decline in population and rising

real wages. It is straightforward to introduce shocks to population and show that in this

case, the economy fluctuates around the steady-state population level L∗ (with an invariant

distribution depending on the distribution of the shocks) and experience cycles reminiscent of

the Malthusian cycles, with periods of increasing population and decreasing wages followed

by periods of decreasing population and increasing wages (see Exercise 21.3).

The main difference between this model and the simplest (or crudest) version of the

Malthusian model is that there is no biologically determined subsistence level of consumption.

The steady-state level of consumption instead reflects technology and preferences and is

given by

c∗ = (1 − α)(L∗)−α = η0.

21.2.2 The Demographic Transition

To study the demographic transition, I now introduce a quality-quantity trade-off along the

lines of the ideas suggested by Becker. Each parent can choose his offspring to be unskilled

or skilled. To make them skilled, the parent has to exert the additional effort for child rearing

denoted by e(t) ∈ {0, 1}. If he chooses not to do this, his offspring will be unskilled.
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FIGURE 21.2 Population dynamics in a simple Malthusian model.

The total population of unskilled individuals at time t is denoted by U(t), and the total

population of the skilled is denoted by S(t), clearly with

L(t) = U(t) + S(t).

The second modification is that there are now two production technologies that can be used for

producing the final good. The traditional (“Malthusian”) technology is still given by (21.7),

and any worker can be employed with this technology. The modern technology is

YM(t) = X(t)S(t). (21.12)

Equation (21.12) implies that productivity in the modern technology is potentially time varying

and also states that only skilled workers can be employed with this technology. It also requires

that all skilled workers be employed with this technology.1

To model the quality-quantity trade-off, individual preferences are now modified from

(21.6) to

c(t)β
[

y(t + 1)n(t + 1) − 1
2

(

η0(1 − e(t)) + η1X(t + 1)e(t)
)

n(t + 1)2
]

. (21.13)

This formulation of the preferences states that if the individual decides to invest in his off-

spring’s skills, instead of the fixed cost η0, he must pay a cost that is proportional to the amount

of knowledge X(t + 1) that the offspring has to absorb to use the modern technology. I assume

1. This need not be true in general, since wages in the traditional sector may be higher. However, in equilibrium

this possibility is never the case, because parents would not choose to exert the additional effort to endow their

offspring with skills if they would then work in the traditional sector. To keep the exposition simple (and with

a slight abuse of notation), (21.12) already incorporates the fact that, in equilibrium, all skilled workers are

employed in the modern sector.
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that η1 is sufficiently greater than η0, and in particular, that X(0)η1 > η0, so that even at the

initial level of the modern technology, rearing a skilled child is more costly than an unskilled

child.

Finally, I assume learning-by-doing is external as in Romer (1986a), so that

X(t + 1) − X(t) = κS(t), (21.14)

which implies that the improvement in the technology of the modern sector is a function of

the number of skilled workers employed in this sector. This type of reduced-form assumption

is clearly unsatisfactory, but as noted in Chapter 20 (in particular, recall Exercise 20.19), one

could obtain similar results with an endogenous technology model featuring the market size

effect. Another important feature of this production function is that it does not use land. This

assumption is consistent with the fact that most modern production processes make little use

of land, instead relying on technology, physical capital, and human capital.

The output of the traditional and the modern sectors are perfect substitutes—they both

produce the same final good. In view of the observation that all unskilled workers work in

the traditional sector and all skilled workers work in the modern sector, wages of skilled and

unskilled workers at time t are

wU(t) = (1 − α)U(t)−α and (21.15)

wS(t) = X(t), (21.16)

respectively, where (21.15) is identical to (21.9), except that it features only the unskilled

workers instead of the entire labor force.

Let us next turn to the fertility and quality-quantity decisions of individuals. As before,

current income has no effect on fertility and quality-quantity decisions. Thus we do not need

to distinguish between high-skill and low-skill parents. Using this observation, let us simply

look at the optimal number of offspring that an individual will have when he chooses e(t) = 0.

This number is given by

nU(t + 1) = wU(t + 1)η−1
0 = (1 − α)η−1

0 U(t + 1)−α, (21.17)

where the second equality uses (21.15). If the parent instead decides to exert effort e(t) = 1

and invest in the skills of his offspring, then he will choose a number of offspring equal to

nS(t + 1) = η−1
1 wS(t + 1)X(t + 1)−1 = η−1

1 . (21.18)

The comparison of (21.17) and (21.18) suggests that unless unskilled wages are very low, an

individual who decides to provide additional skills to his offspring will have fewer offspring.

This is because bringing up skilled children is more expensive (i.e., because η1 is sufficiently

larger than η0). Thus the comparison of these two equations captures the quality-quantity

trade-off.

Substituting these equations back into the utility function (21.13), we obtain the utility from

the two strategies (normalized by consumption, i.e., the utility divided by c(t)β) as

V U(t) = 1
2
(1 − α)2η−1

0 U(t + 1)−2α and V S(t) = 1
2
η−1

1 X(t + 1).

Inspection of these two expressions shows that in equilibrium, some workers must be unskilled,

since otherwise V U would become infinite. Therefore in equilibrium we have

V U(t) ≥ V S(t) for all t. (21.19)
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This equilibrium condition implies that there are two possible configurations. First, X(0) can

be so low that (21.19) holds as a strict inequality at all t and all individuals remain unskilled

at all dates. The condition for inequality (21.19) to be strict at time t = 0 is

η−1
1 X(0) < (1 − α)2η−1

0 L(1)−2α,

which uses the fact that when there are no skilled workers, there is no production in the modern

sector and thus X(1) = X(0). If this inequality were satisfied, there would be no skilled children

at date t = 0. However, as long as L(1) is less than L∗ as given in (21.11), the population grows.

It is therefore possible that at some point (21.19) holds with equality. The condition ensuring

that equality never happens is that

η−1
1 X(0) < (1 − α)2η−1

0 (L∗)−2α. (21.20)

In this case, (21.19) would hold as strict inequality at all dates, there would be no investment

in skills, and the law of motion of population would be identical to that in Section 21.2.1. We

can think of this case as a pure Malthusian economy.

If, on the other hand, (21.20) is not satisfied, then at least at some point individuals start

investing in the skills of their offspring. From then on, (21.19) must hold as equality. Let the

fraction of parents having unskilled children at time t be denoted by u(t + 1). Then by definition

it follows that

U(t + 1) = u(t + 1)nU(t + 1)L(t)

= (1 − α)2/(1+α)η
−1/(1+α)

0 u(t + 1)1/(1+α)L(t)1/(1+α), (21.21)

and

S(t + 1) = (1 − u(t + 1))nS(t + 1)L(t)

= η−1
1 (1 − u(t + 1))L(t). (21.22)

Moreover to satisfy (21.19) as equality, we need

(1 − α)2η−1
0 U(t + 1)−2α = η−1

1 X(t + 1).

Rearranging this expression yields

X(t + 1) = (1 − α)2/(1+α)η
−(1−α)/(1+α)

0 η1u(t + 1)−2α/(1+α)L(t)−2α/(1+α). (21.23)

Equilibrium dynamics are then determined by (21.21)–(21.23) together with (21.16). While

the details of the behavior of this dynamical system are somewhat involved, the general picture

is clear. Most interestingly, if an economy has both a low level of X(0) and a low level of L(0)

but does not satisfy condition (21.20), then it starts in the Malthusian regime, only making use

of the traditional technology and not investing in skills. As population increases, wages fall,

and at that point parents start finding it beneficial to invest in the skills of their children, and

firms start using the modern technology. Parents who invest in the skills of their children

will typically have fewer children than parents rearing unskilled offspring (because η1 is

sufficiently larger than η0, (21.17) is greater than (21.18)). The aggregate rate of population

growth and fertility are still high at first, but as the modern technology improves and the demand

for skills increases, a larger fraction of parents start investing in the skills of their children, and

the rate of population growth declines. Ultimately the rate of population growth approaches
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η−1
1 . This model thus gives a stylized representation of the demographic transition based on

the quality-quantity trade-off.

There exist substantially richer models of the demographic transition in the literature. For

example, there are many ways of introducing quality-quantity trade-offs, and what spurs a

change in this trade-off may be an increase in capital intensity of production, changes in the

wages of workers, or changes in the wages of women differentially affecting the desirability of

market and home activities. Nevertheless, the general qualitative features are similar to those

in the model presented here, and in most of these approaches, the quality-quantity trade-off is

the major reason for the demographic transition. Despite this emphasis on the quality-quantity

trade-off, there is relatively little direct evidence that this trade-off is important in general or

that it leads to the demographic transition. Other social scientists have suggested social norms,

the large declines in mortality starting in the nineteenth century, and the reduced need for child

labor as potential factors contributing to the demographic transition. As of yet, there is no

general consensus on the causes of the demographic transition or on the role of the quality-

quantity trade-off in determining population dynamics. The study of population growth and

demographic transition is an exciting and important area, and theoretical and empirical analyses

of the factors affecting fertility decisions and how they interact with the reallocation of workers

across different tasks (sectors) remain important and interesting questions to be explored.

21.3 Migration, Urbanization, and the Dual Economy

Another major structural transformation that occurs during the process of development relates

to changes in social and living arrangements. For example, as an economy develops, more

individuals move from rural areas to cities and also undergo the social changes associated with

separation from a small community and becoming part of a larger, more anonymous envi-

ronment. Other social changes might also be important. For instance, certain social scientists

regard the replacement of “collective responsibility systems” by “individual responsibility sys-

tems” as an important social transformation. This replacement is clearly related to changes in

the living arrangements of individuals (e.g., villages versus cities, or extended versus nuclear

families). It is also linked to whether different types of contracts are being enforced by social

norms and community enforcement, and whether they are enforced by legal institutions. There

may also be a similar shift in the importance of the market, as more activities are mediated by

prices rather than taking place inside the home or using the resources of an extended family

or broader community. This process of social change is both complex and interesting to study,

though a detailed discussion of the literature and possible approaches to these issues is beyond

the scope of this book.

Nevertheless, a brief discussion of some of these social changes is useful to illustrate other,

more diverse, facets of structural transformations associated with economic development. I

illustrate the main ideas by focusing on the process of migration from rural areas and on ur-

banization. Another reason to study migration and urbanization is that the reallocation of labor

from rural to urban areas is closely related to the popular concept of the dual economy, which

is an important theme of some of the older literature on development economics. According to

this notion, less-developed economies consist of a modern sector and a traditional sector, but

the connection between these two sectors is imperfect. The model of industrialization in the

previous chapter (Section 20.3) featured a traditional and a modern sector, but these sectors

traded their outputs and competed for labor in competitive markets. Dual economy approaches,

instead, emphasize situations in which the traditional and the modern sectors function in par-

allel but with only limited interactions. Moreover the traditional sector is often viewed as less
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efficient than the modern sector; thus the lack of interaction may also be a way of shielding the

traditional economy from its more efficient competitor. A natural implication of this approach

is then to view the process of development as one in which the less-efficient traditional sector

is replaced by the more-efficient modern sector. Lack of development may in turn correspond

to the society’s inability to generate such reallocation.

I first present a model of migration that builds on the work by Lewis (1954). A less-developed

economy is modeled as a dual economy, with the traditional sector associated with villages

and the modern sector with the cities. I then present a model that builds on Banerjee and

Newman (1998) and Acemoglu and Zilibotti (1999), in which the traditional sector and the rural

economy have a comparative advantage in community enforcement, even though—in line with

the other dual economy approaches—the modern economy (the city) enables the use of more

efficient technologies. This model also illustrates how certain aspects of the traditional sector

can shield the less-productive firms from more-productive competitors and slow down the

process of development. Finally, I show how the import of technologies from more-developed

economies, along the lines of the models discussed in Section 18.4 of Chapter 18, may also lead

to dual economy features as a by-product of the introduction of more skill-intensive, modern

technologies into less-developed economies.

21.3.1 Surplus Labor and the Dual Economy

Lewis argued that less-developed economies typically have surplus labor, that is, unemployed

or underemployed labor, often in the villages. The dual economy can then be viewed as

the juxtaposition of the modern sector, where workers are productively employed, with the

traditional sector, where they are underemployed. The general tendency of less-developed

economies to have lower levels of employment-population ratios was one of the motivations

for Lewis’s model. A key feature of the model is the presence of some barriers preventing, or

slowing down, the allocation of workers away from the traditional sector toward urban areas

and the modern sector. I now present a reduced-form model that formalizes these notions.

Consider a continuous-time, infinite-horizon economy that consists of two sectors or re-

gions, which I refer to as “urban” and “rural.” Total population is normalized to 1. At time

t = 0, LU(0) individuals are in the urban area and LR(0) = 1 − LU(0) are in the rural area.

In the rural area, the only economic activity is agriculture and, for simplicity, suppose that the

production function for agriculture is linear. Thus total agricultural output is

YA(t) = BALR(t),

where BA > 0. In the urban area, the main economic activity is manufacturing. Manufacturing

can only employ workers in the urban area and employs all available workers. The production

function therefore takes the form

YM(t) = F(K(t), LU(t)),

where K(t) is the capital stock, with initial condition K(0). The function F is a standard

neoclassical production function satisfying Assumptions 1 and 2 (Chapter 2). Let us also

assume, for simplicity, that the manufacturing and agricultural goods are perfect substitutes.

Labor markets in both the rural and urban area are competitive. There is no technological

change in either sector.

The key assumption is that because of barriers to mobility, there is only a slow migration

of workers from rural to urban areas, even when manufacturing wages are greater than rural
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wages. In particular, let us capture the dynamics in this model in a reduced-form way, assuming

that capital accumulates only out of the savings of individuals in the urban area and thus

K̇(t) = sF (K(t), LU(t)) − δK(t), (21.24)

where s is the exogenous saving rate, and δ is the depreciation rate of capital. The important

feature implied by (21.24) is that greater output in the modern sector leads to further accumu-

lation of capital for the modern sector. An alternative, adopted in Section 20.3 of the previous

chapter and also used in Section 21.3.2, is to allow the size of the modern sector to directly

influence its productivity growth (e.g., because of learning-by-doing externalities as in Romer

(1986a), or because of endogenous technological change depending on the market size com-

manded by this sector; see Exercise 20.19). For the purposes of the model here, which of these

alternatives is adopted has no major consequences.

Given competitive labor markets, the wage rates in the urban and rural areas are

wU(t) =
∂F (K(t), LU(t))

∂L
, and wR(t) = BA.

Let us assume that

∂F (K(0), 1)

∂L
> BA, (21.25)

so that even if all workers are employed in the manufacturing sector at the initial capital stock,

they will have a higher marginal product than working in agriculture.

Migration dynamics are assumed to take the following simple form:

L̇R(t)

⎧

⎪

⎨

⎪

⎩

= −μLR(t) if wU(t) > wR(t),

∈ [−μLR(t), 0] if wU(t) = wR(t),

= 0 if wU(t) < wR(t).

(21.26)

Equation (21.26) implies that as long as wages in the urban sector are greater than those in

the rural sector, there is a constant rate of migration. The speed of migration does not depend

on the wage gap, which is an assumption adopted only to simplify the exposition. We may

want to think of μ as small, so that there are barriers to migration and so even when there

are substantial gains to migrating to the cities, migration takes place slowly. When there is no

wage gain to migrating, there will be no migration.

Now (21.25) implies that at date t = 0, there is migration from the rural areas to the cities.

Moreover, assuming that K(0)/LU(0) is below the steady-state capital-labor ratio, the wage

remains high and continues to attract further workers. To analyze this process in slightly greater

detail, let us define

k(0) ≡
K(0)

LU(0)

as the capital-labor ratio in manufacturing (the modern sector). As usual, let us also define

the per capita production function in manufacturing as f (k(t)). Clearly, wU(t) = f (k(t)) −

k(t)f ′(k(t)). Combining (21.24) and (21.26), we find that, as long as f (k(t)) − k(t)f ′(k(t)) >

BA, the dynamics of this capital-labor ratio is given by

k̇(t) = sf (k(t)) − (δ + μν(t))k(t), (21.27)
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where ν(t) ≡ LR(t)/LU(t) is the ratio of the rural to urban population. Notice that when urban

wages are greater than rural wages, the rate of migration μ times the ratio ν(t) plays the

role of the rate of population growth in the basic Solow model. In contrast, when f (k(t)) −

k(t)f ′(k(t)) ≤ BA, there is no migration and we have

k̇(t) = sf (k(t)) − δk(t). (21.28)

Let us focus on the former case. Let k̄ be the level of capital-labor ratio such that urban and

rural wages are equalized, given by

f (k̄) − k̄f ′(k̄) = BA. (21.29)

Once this level is reached, migration stops and ν(t) remains constant. After this level, equilib-

rium dynamics are given by (21.28). Therefore the steady state must involve

sf (k̂)

k̂
= δ. (21.30)

For the analysis of transitional dynamics, which are our primary interest here, there are

several cases to study. Let us focus on the one that appears most relevant for the experiences

of many less-developed economies (leaving the rest to Exercise 21.4). In particular, suppose

that the following conditions hold:

1. k(0) < k̂, so that the economy starts with a lower capital-labor ratio (in the urban sector)

than in the steady-state level. This assumption also implies that sf (k(0)) − δk(0) > 0.

2. k(0) > k̄, which implies that f (k(0)) − k(0)f ′(k(0)) > BA; that is, wages are initially

higher in the urban sector than in the rural sector.

3. sf (k(0)) − (δ + μν(0))k(0) < 0, so that given the distribution of population between

urban and rural areas, the initial migration leads to a decline in the capital-labor ratio.

In this case, the economy starts with rural to urban migration at date t = 0. Since initially

ν(0) is high, this migration reduces the capital-labor ratio in the urban area (which evolves

according to the differential equation (21.27)). There are then two possibilities. In the first,

the capital-labor ratio never falls below k̄; thus rural to urban migration takes place at the

maximum possible rate of μ forever. Nevertheless the effect of this migration on the urban

capital-labor ratio is reduced over time, as ν(t) declines with migration. Since we know that

sf (k(0)) − δk(0) > 0, at some point the urban capital-labor ratio will start increasing, and it

will eventually converge to the unique steady-state level k̂. This convergence can take a long

time, however, and notably, it is not necessarily monotone: the capital-labor ratio and urban

wages first fall and then increase. The second possibility is that the initial surge in rural to urban

migration reduces the capital-labor ratio to k̄ at some point, say, at date t ′. When this happens,

wages remain constant at BA in both sectors, and the rate of migration L̇R(t)/LR(t) adjusts

exactly so that the capital-labor ratio remains at k̄ for a while (recall that when urban and rural

wages are equal, (21.26) admits any level of migration between zero and the maximum rate

μ). In fact the urban capital-labor ratio can remain at this level for an extended period of time.

During this time, wages in both sectors remain stagnant. Ultimately, however, ν(t) will again

decline sufficiently that the capital-labor ratio in the urban sector must start increasing. Once

this happens, urban wages also start increasing, migration takes place at the maximal rate μ,

and the economy again slowly converges to the capital-labor ratio k̂ in the urban sector.
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Therefore, this discussion illustrates how a simple model of migration can generate rich

population dynamics in rural and urban areas and also dynamics of wage difference between

the modern and the traditional sectors.

The dynamics discussed above, especially in the first case, give the flavor of a dual economy.

Wages and the marginal product of labor are higher in the urban area than in the rural one.

If in addition, μ is low, the allocation of workers from the rural to the urban area is slow,

despite the higher wages. Thus the pattern of dual economy may be pronounced and may

persist for a long time. It is also notable that rural to urban migration increases total output in

the economy, because it enables workers to be allocated to activities in which their marginal

product is higher. This process of migration increasing the output level in the economy also

happens slowly because of the relatively slow process of migration.

The above discussion implies that, for the parameter configurations on which we have

focused, the dual economy structure not only affects the social outlook of the society, which

remains rural and agricultural for an extended period of time (especially when μ is small), but

also leads to lower output than the economy could have generated by allocating labor more

rapidly to the manufacturing sector. One should be cautious in referring to this as a “market

failure,” however, since we did not specify the reason why migration is slow.

21.3.2 Community Enforcement, Migration, and Development

I now present a model that builds on Banerjee and Newman (1998) and Acemoglu and Zilibotti

(1999). Banerjee and Newman consider an economy in which the traditional sector has low

productivity but is less affected by informational asymmetries. Thus individuals can engage

in borrowing and lending with limited monitoring and incentive costs. In contrast, the modern

sector is more productive, but informational asymmetries create more severe credit market

problems. Banerjee and Newman discuss how the process of development is associated with

the reallocation of economic activity from the traditional to the modern sector and how this

reallocation is slowed down by the informational advantage of the traditional sector. Acemoglu

and Zilibotti (1999) view the development process as one of information accumulation and

argue that greater information enables individuals to write more sophisticated contracts and

enter into more complex production relations. This process is then associated with changes in

technology, changes in financial relations, and social transformations, since greater availability

of information and better contracts enable individuals to abandon less-efficient and less-

information-dependent social and productive relationships.

The model in this subsection is simpler than those of both of these papers but features a

similar economic mechanism. Individuals who live in rural areas are subject to community

enforcement. Thus they can enter into economic and social relationships without being unduly

affected by moral hazard problems. When individuals move to cities, they can take part in

more productive activities, but other enforcement systems are necessary to ensure compliance

to social rules, contracts, and norms. These systems are typically associated with certain costs.

As in the model of industrialization in Section 20.3 in the previous chapter, I also assume that

the modern sector is subject to learning-by-doing externalities. Thus the productivity advantage

of the modern sector grows as more individuals migrate to cities and work there. However, the

community enforcement advantage of villages slows down this process.

Both labor markets are competitive, and total population is normalized to 1. There are three

differences between this model and the one in Section 21.3.1. First, migration between the

rural and urban areas is costless. Thus at any point in time an individual can switch from one

sector to another. Second, instead of capital accumulation, there is an externality, so that output

in the modern sector is given by
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YM(t) = X(t)F (LU(t), Z),

where X(t) denotes the productivity of the modern sector, which will be determined endoge-

nously via learning-by-doing externalities. In addition, Z denotes another factor of production

in fixed supply (so that there are diminishing returns to labor), and the production function

F satisfies Assumptions 1 and 2. The returns to factor Z are distributed back to individuals

(and how they are distributed has no effect on the results). Moreover let us assume that the

technology in the modern sector evolves according to the differential equation

Ẋ(t) = ηLU(t)X(t)ζ,

where ζ ∈ (0, 1). This equation builds in learning-by-doing externalities along the lines of

Romer’s (1986a) paper. The fact that ζ < 1 implies that these externalities are less than those

necessary for sustained growth.

Finally, let us also assume that rural areas have a comparative advantage in community

enforcement. In particular, individuals engage in many social and economic activities, ranging

from financial relations and employment to marriage and social relations. Many of these

relationships in cities are anonymous, and enforcement is through some type of monitoring

by the law and relies on complex institutions. Such institutions often work imperfectly in

most societies and particularly in less-developed economies. In contrast, rural areas house

a small number of individuals who are typically engaged in long-term relationships. These

long-term relationships enable the use of community enforcement in many activities. Thus

with long-term relationships, individuals can pledge their reputation to borrow money, to obtain

information about which individual would be most appropriate for a particular job, or to ensure

cooperation in other work or social relations. I represent these advantages in a reduced-form

way by assuming that, when in the urban area, an individual pays a flow cost of ξ > 0 due to

imperfect monitoring and lack of community enforcement.

All individuals maximize the net present discounted value of their lifetime incomes. Since

moving between urban and rural areas is costless, each individual should work in the sector

that has the higher net wage at that time. Thus in an interior equilibrium (where both the rural

and the urban sectors are active), we must have

wM(t) − ξ = wA(t).

Competitive labor markets then imply that

wM(t) = X(t)
∂F (LU(t), Z)

∂L
≡ X(t)φ̃(LU(t)),

where the second equation defines the function φ̃, which is strictly decreasing (in view of

Assumption 1 on the production function F ). Substituting from the above relationships, labor

market clearing implies that X(t)φ̃(LU(t)) = BA + ξ , or

LU(t) = φ̃−1

(

BA + ξ

X(t)

)

≡ φ

(

X(t)

BA + ξ

)

,

where the second equality defines the function φ, which is strictly increasing in view of the

fact that φ̃ (and thus φ̃−1) is strictly decreasing. Therefore the evolution of this economy can

be represented by the differential equation

Ẋ(t) = ηφ

(

X(t)

BA + ξ

)

X(t)ζ.
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Time

Fraction of population
living in the city

1

FIGURE 21.3 Dynamic behavior of the population in rural and urban areas.

Several features of this law of motion are worth noting. First, the typical evolution of X(t) is

given as in Figure 21.3, with an S-shaped pattern. This is because starting with a low initial value

of X(0), equilibrium urban employment, φ(X(t)/(BA + ξ)), is also low during the early stages

of development. Thus there is limited learning-by-doing, and the modern sector technology

progresses only slowly. However, as X(t) increases, φ(X(t)/(BA + ξ)) also increases, raising

the rate of technological change in the modern sector. Ultimately, however, LU(t) cannot

exceed 1, so φ(X(t)/(BA + ξ)) tends to a constant, and thus the rate of growth of X declines.

Therefore this reduced-form model generates an S-shaped pattern of technological change in

the modern sector and an associated pattern of migration of workers from rural to urban areas.

Second and more importantly, the process of technological change in the modern sector

and migration to the cities are slowed down by the comparative advantage of the rural areas

in community enforcement. In particular, the greater is ξ , the slower is technological change

and migration into urban areas. Since employment in the urban areas creates positive external-

ities, the community enforcement system in rural areas slows down the process of economic

development in the economy as a whole. We may therefore conjecture that a higher ξ , corre-

sponding to a greater community enforcement advantage of the traditional sector, generally

reduces growth and welfare in the economy. Counteracting this effect, however, are the static

gains created by the better community enforcement system in rural areas. A high level of ξ

increases the initial level of consumption in the economy. Consequently there is a trade-off

between the dynamic and static welfare implications of different levels of ξ . This trade-off is

investigated formally in Exercise 21.5.

It is worth noting that unlike the model in Section 21.3.1, there are no barriers to migration

here: workers in the villages and cities receive the same wage. However the functioning of the

economy and the structure of social relations are different in these two areas. While villages

and the rural economy rely on community enforcement, the city uses the modern technology

and impersonal institutional checks to enforce various economic and social arrangements.

Consequently the dual economy in this model manifests itself as much in the social as in

the economic dimension.
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21.3.3 Inappropriate Technologies and the Dual Economy

I now discuss how ideas related to appropriate and inappropriate technologies presented in

Chapter 18 may provide promising clues about other important aspects of the dual economy.

Recall from Section 18.4 that less-developed economies often import their technologies from

more advanced economies and that these technologies are typically designed for different

factor proportions than those of the less-developed economy. For example, in Section 18.4,

I emphasized the implications of a potential mismatch between the skills of the workforce of a

less-developed economy and the skill requirements of modern technologies. However in that

model the equilibrium always involved all workers in the less-developed economy using the

modern technology.

Here suppose that each technology is of the Leontief type, so that it requires a certain number

of skilled and unskilled workers. For example, technology Ah produces a total of AhL units

of the unique final good, where L is the number of unskilled workers, but this technology

requires a ratio of skilled to unskilled workers exactly equal to h (e.g., the skilled workers are

the managers of the unskilled workers). Suppose Ah is increasing in h, so that more advanced

technologies are more productive.

Now consider a less-developed economy that has access to all technologies Ah for h ∈ [0, h̄]

for some h̄ < ∞. Suppose that the population of this economy consists of H skilled and L

unskilled workers, such that H/L < h̄. This inequality implies that not all workers can be

employed with the most skill-intensive technology. What is the form of equilibrium be in this

economy?

To answer this question, imagine that all markets are competitive, so that the allocation of

workers to tasks simply maximizes output (recall the Second Welfare Theorem, Theorem 5.7).

Then the problem can be written as

max
[L(h)]h∈[0,h̄]

∫ h̄

0

AhL(h)dh (21.31)

subject to

∫ h̄

0

L(h)dh = L and

∫ h̄

0

hL(h)dh = H,

where L(h) is the number of unskilled workers assigned to work with technology Ah. The

first-order conditions for this maximization problem can be written as

Ah ≤ λL + hλH for all h ∈ [0, h̄], (21.32)

where λL is the multiplier associated with the first constraint, and λH is the multiplier associated

with the second constraint. The first-order condition is written as an inequality, since not all

technologies h ∈ [0, h̄] are used, and those that are not active might satisfy this condition with

a strict inequality.

Inspection of the first-order conditions implies that if Ah̄ is sufficiently high and if

A0 > 0, the solution to this problem has a simple feature. All skilled workers are employed at

technology h̄, and together with them are L(h̄) = H/h̄ unskilled workers employed with this

technology. The remaining L − L(h̄) workers are employed with the technology h = 0 (see

Exercise 21.6). This equilibrium then has the features of a dual economy. Two very different

technologies are used for production, one more advanced (modern), and the other correspond-

ing to the least advanced technology that is feasible. This dual economy structure emerges

because of a nonconvexity—to maximize output, it is necessary to operate the most advanced
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technology, but this exhausts all available skilled workers, implying that unskilled workers

must be employed in technologies that do not require skilled inputs. This perspective therefore

suggests that a dual economy structure may result from the import of technologies that are

potentially mismatched with the supply of skills in an economy.

Models of dual economy based on this type of appropriate technology ideas have not been

investigated in detail, though the literature on appropriate technology, which was discussed in

Chapter 18, suggests that they may be important in practice. While this model focuses on the

dual economy aspect in production, one can easily generalize the framework by assuming that

the more advanced technology operates in urban areas with contractual arrangements enforced

by modern institutions, while the less advanced technology operates in villages or rural areas.

Thus models based on appropriate (or inappropriate) technology may be able to account for

the broad patterns related to the dual economy, including rural to urban migration and changes

in social arrangements.

21.4 Distance to the Frontier and Changes
in the Organization of Production

In this section, I discuss how the structure of production changes over the process of de-

velopment, and how this might be related both to changes in certain aspects of the internal

organization of the firm and to a shift in the growth strategy of an economy—here, meaning

whether the engine of growth is innovation or imitation. I illustrate these ideas using a simple

model based on Acemoglu, Aghion, and Zilibotti (2006). Because of space restrictions, I only

provide a sketch of the model, mainly focusing on the production side.

Consider an economy that is behind the world technology frontier. There is no need to use

country indices, since I focus on a single country, taking the behavior of the world technology

frontier as given. Time is discrete and the economy is populated by overlapping generations that

live for two periods. Total population is normalized to 1. There is a unique final good, which is

also taken as the numeraire. It is produced competitively using a continuum of machines with

a technology similar to the Schumpeterian models in Chapter 14:

Y (t) =

∫ 1

0

A(ν, t)βx(ν, t)1−β dν, (21.33)

where A(ν, t) is the productivity of machine variety ν at time t , x(ν, t) is the amount of this

machine variety used in the production of the final good at time t , and β ∈ (0, 1).

Each machine variety is produced by a monopolist ν ∈ [0, 1] at a unit marginal cost in terms

of the unique final good. The monopolist faces a competitive fringe of imitators that can copy

its technology and also produce an identical machine with productivity A(ν, t), but can only

do so at the cost of χ > 1 units of final good. The existence of this competitive fringe forces

the monopolist to charge a limit price:

p(ν, t) = χ > 1. (21.34)

This limit price configuration is an equilibrium when χ is not so high that the monopolist can

set the unconstrained monopoly price. The condition for this is

χ ≤ 1/(1 − β),
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which I impose throughout. The parameter χ captures both technological factors and govern-

ment regulations regarding competition policy. A higher χ corresponds to a less competitive

market. Given the demand implied by the final goods technology in (21.33) and the equilibrium

limit price in (21.34), equilibrium monopoly profits are simply given by

π(ν, t) = δA(ν, t), (21.35)

where

δ ≡ (χ − 1)χ−1/β(1 − β)1/β

is a measure of the extent of monopoly power. In particular it can be verified that δ is increasing

in χ for all χ ≤ 1/(1 − β).

In this model, the process of economic development is driven not by capital accumulation—

which was the force emphasized in some of the earlier models—but by technological progress,

that is, by increases in A(ν, t). Let us assume that each monopolist ν ∈ [0, 1] can increase its

A(ν, t) by two complementary processes: (1) imitation (adoption of existing technologies) and

(2) innovation (discovery of new technologies). The key economic trade-offs in the model arise

from the fact that different economic arrangements (in terms of both the organization of firms

and the growth strategy of the economy) lead to different amounts of imitation and innovation.

To illustrate this point, let us define the average productivity of the economy in question at

date t as

A(t) ≡

∫ 1

0

A(ν, t)dν.

Let Ā(t) denote the productivity at the world technology frontier. The fact that this economy is

behind the world technology frontier means that A(t) ≤ Ā(t) for all t . The world technology

frontier progresses according to the difference equation

Ā(t) = (1 + g)Ā(t − 1), (21.36)

where the growth rate of the world technology frontier is taken to be

g ≡ η + γ̄ − 1, (21.37)

and η and γ̄ are defined further below.

I assume that the process of imitation and innovation leads to the following law of motion

of each monopolist’s productivity:

A(ν, t) = ηĀ(t − 1) + γA(t − 1) + ε(ν, t), (21.38)

where η > 0, γ > 0, and ε(ν, t) is a random variable with zero mean that captures differences

in innovation performance across firms and sectors.

In (21.38), ηĀ(t − 1) stands for advances in productivity coming from the adoption of

technologies from the frontier (and thus depends on the productivity level of the frontier,

Ā(t − 1)), while γA(t − 1) stands for the component of productivity growth coming from

innovation (building on the existing knowledge stock of the economy in question at time t − 1,

A(t − 1)). Let us also define

a(t) ≡
A(t)

Ā(t)

as the (inverse) measure of the country’s distance to the technological frontier at date t .
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Integrate (21.38) over ν ∈ [0, 1], use the fact that ε(ν, t) has mean zero, divide both sides

by Ā(t), and use (21.36) to obtain a simple linear relationship between a country’s distance to

frontier a(t) at date t and its distance to the frontier a(t − 1) at date t − 1:

a(t) =
1

1 + g
(η + γ a(t − 1)). (21.39)

This equation is similar to the technological catch-up equation (18.4) in Section 18.2. It shows

how the dual process of imitation and innovation may lead to a process of convergence. In

particular, as long as γ < 1 + g, (21.39) implies that a(t) eventually converges to 1. This

equation also shows that the relative importance of imitation and innovation depends on the

distance to the frontier of the economy in question. In particular when a(t) is large (meaning

the country is close to the frontier), innovation γ matters more for growth. In contrast when

a(t) is small (meaning the country is farther from the frontier), imitation η is relatively more

important.

To obtain further insights, let us now endogenize η and γ using a reduced-form approach.

Following the analysis in Acemoglu, Aghion, and Zilibotti (2006), I model the parameters

η and γ as functions of the investments undertaken by the entrepreneurs and the contractual

arrangement between firms and entrepreneurs. The key idea is that there are two types of

entrepreneurs: high-skill and low-skill. When an entrepreneur starts a business, his skill level

is unknown and is revealed over time through his subsequent performance. Thus two types of

“growth strategies” are possible. The first one emphasizes selection of high-skill entrepreneurs

and replaces any entrepreneur who is revealed to have low skill. This growth strategy involves

a high degree of churning (creative destruction) and a large number of young entrepreneurs

(as older unsuccessful entrepreneurs are replaced by new young entrepreneurs). The second

strategy maintains experienced entrepreneurs in place even when they have low skills. This

strategy therefore involves an organization of firms relying on longer-term relationships (here

between entrepreneurs and the credit market), an emphasis on experience and cumulative

earnings, and less creative destruction. While low-skill entrepreneurs are less productive than

high-skill ones, there are potential reasons for preferring an experienced low-skill entrepreneur

to a new young entrepreneur. For example, experience may increase productivity, at least in

certain tasks. Alternatively, Acemoglu, Aghion, and Zilibotti (2006) show that in the presence

of credit market imperfections, the retained earnings of an old entrepreneur may provide him

with an advantage in the credit market (because he can leverage his existing earnings to raise

more money and undertake greater productivity-enhancing investments). I denote the strategy

based on selection by R = 0, while the strategy that maintains experienced entrepreneurs in

place is denoted by R = 1.

The key reduced-form assumption here is that experienced entrepreneurs (either because

of the value of experience or because of their retained earnings) are better at increasing

the productivity of their company when this involves the imitation of technologies from the

world frontier, which can be thought to correspond to relatively “routine” tasks. High-skill

entrepreneurs, on the other hand, are more innovative and generate higher growth through

innovation. Thus the trade-off between R = 1 and R = 0 and the associated trade-off between

organizational forms boils down to the trade-off between imitation of technologies from the

world technology frontier and innovation. For this reason, I refer to the first strategy as an

“imitation-based growth strategy” and to the second as an “innovation-based growth strategy.”

Motivated by these considerations, let us assume that the equation for the law of motion of the

distance to frontier, (21.39), takes the form
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a(t) =

⎧

⎨

⎩

1
1+g

(η̄ + γ a(t − 1)) if R(t) = 1,

1
1+g

(η + γ̄ a(t − 1)) if R(t) = 0.
(21.40)

Let us also impose the following conditions:

η̄ > η, and γ < γ̄ < 1 + g. (21.41)

The first part of this assumption follows immediately from the notion that high-skill entre-

preneurs are better at innovation, while the second part (in particular, that γ̄ > γ ) builds in

the feature that experienced entrepreneurs are better at imitation. When the imitation-based

growth strategy is pursued, experienced entrepreneurs are not replaced, and consequently,

there is greater transfer of technology from the world technology frontier. The final part of

this assumption, γ < 1+ g, simply ensures that imitation-based growth does not lead to faster

growth than the world technology frontier. We can thus interpret assumption (21.37) as stating

that the world technology frontier advances due to innovation-based growth strategy, which is

natural, since a country at the world technology frontier cannot imitate others.

Figure 21.4 plots (21.40) and shows that the economy with long-term contracts (R = 1)

achieves greater growth (higher level of a(t) for given a(t − 1)) through the imitation channel

but lower growth through the innovation channel. The figure also shows that which regime

maximizes the growth rate of the economy depends on the level of a(t − 1), that is, on the

distance of the economy to the world technology frontier. In particular, inspection of (21.40)

is sufficient to establish that there exists a threshold

â ≡
η̄ − η

γ̄ − γ
∈ (0, 1) (21.42)

such that when a(t − 1) < â, the imitation-based strategy (R = 1) leads to greater growth, and

when a(t − 1) > â, the innovation-based strategy (R = 0) achieves higher growth. Thus for

the economy to follow a growth-maximizing sequence of strategies, it should start with R = 1

and then switch to an innovation-based strategy, R = 0, once it is sufficiently close to the world

technology frontier. In the imitation-based regime, incumbent entrepreneurs are sheltered from

the competition of younger entrepreneurs, and this may enable the economy to make better use

of the experience of older entrepreneurs or to finance greater investments out of their retained

earnings. In contrast, the innovation-based regime is based on an organizational form relying

on greater selection of entrepreneurs and places greater emphasis on maximizing innovation

at the expense of experience, imitation, and investment.

Figure 21.4 describes the law of motion of technology in an economy as a function of

the organization of firms (markets) as captured by R. It does not specify what the equilibrium

sequence {R(t)}∞
t=0

is. To determine this sequence, we need to specify the equilibrium behavior,

which involves the selection of entrepreneurs as well as the functioning of credit markets. Space

restrictions preclude me from providing a full analysis of the equilibrium in such a model.

Instead, I informally discuss some of the main insights of such an analysis.

Conceptually, one might want to distinguish among four configurations, which arise as

equilibria under different institutional settings and parameter values.

1. Growth-maximizing equilibrium: the first and the most obvious possibility is an equi-

librium that is growth maximizing. In particular, if markets and entrepreneurs have

growth maximization as their objective and are able to solve the agency problems, have
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FIGURE 21.4 Dynamics of the distance to frontier in the growth-maximizing equilibrium.

the right decision-making horizon, and are able to internalize the pecuniary and non-

pecuniary externalities, an efficient equilibrium would result. This equilibrium takes a

simple form:

R(t) =

{

1 if a(t − 1) < â,

0 if a(t − 1) ≥ â,

so that the economy achieves the upper envelope of the two solid lines in Figure 21.4. In

this case, there is no possibility of outside intervention to increase the growth rate of the

economy.2 Moreover an economy starting with a(0) < 1 always achieves a growth rate

greater than g and ultimately converges to the world technology frontier, that is, a(t) →

1. In this growth-maximizing equilibrium, the economy first starts with a particular set

of organizations or institutions, corresponding to R = 1. Then the economy undergoes a

structural transformation—in this case, a change in its organizational form—switching

from R = 1 to R = 0. In our simple economy, this structural transformation takes

the form of long-term relationships disappearing and being replaced by shorter-term

relationships, greater competition among entrepreneurs and firms, and better selection

of entrepreneurs.

2. Underinvestment equilibrium: the second potential equilibrium configuration involves

the following equilibrium organizational form:

R(t) =

{

1 if a(t − 1) < ar(δ),

0 if a(t − 1) ≥ ar(δ),

2. However, recall that growth maximization is not necessarily the same as welfare maximization. Depending on

how preferences and investments are specified, the growth-maximizing allocation may not maximize welfare.
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FIGURE 21.5 Dynamics of the distance to frontier in the underinvestment equilibrium.

where ar(δ) < â. Figure 21.5 depicts this equilibrium visually, with the thick black

lines corresponding to the equilibrium law of motion of the distance to the frontier, a.

How is ar(δ) determined? Acemoglu, Aghion, and Zilibotti (2006) show that when

investment is important for innovation and credit markets are imperfect, then the

retained earnings of old (experienced) entrepreneurs enable them to undertake greater

investments. However, because of monopolistic competition, there is the standard

appropriability effect, whereby an entrepreneur that undertakes a greater investment

does not capture all the surplus generated by this investment, because some of it accrues

to households in the form of greater consumer surplus. The appropriability effect

discourages investments, and in this context, because greater investments are associated

with more experienced entrepreneurs, it discourages the imitation-based strategy. This

reasoning also explains why this equilibrium is referred to as the “underinvestment

equilibrium”: in the range a ∈ (ar(δ), â), the economy could reach a higher growth rate

(as shown in the figure) by choosing R(t) = 1, but because the appropriability effect

discourages investments, a switch to the innovation-based equilibrium occurs before

the growth-maximizing threshold is reached.

A notable feature is that although the underinvestment equilibrium is different from

the previous case, it again starts with R = 1 and is followed by a structural transforma-

tion, that is, by a switch to the innovation-based regime (R = 0). Moreover the economy

still ultimately converges to the world technology frontier; that is, a(t) = 1is reached as

t → ∞. The only difference is that the structural transformation from R = 1 to R = 0

happens too soon, at a(t − 1) = ar(δ), rather than at the growth-maximizing threshold â.

Consequently, in this case, a temporary government intervention may increase the

growth rate of the economy. The temporary aspect is important here, since the best that

the government can do is to increase the growth rate while a ∈ (ar(δ), â). How can the
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government achieve this? Subsidies to investment would be one possibility. Acemoglu,

Aghion, and Zilibotti (2006) show that the degree of competition in the product market

also has an indirect effect on the equilibrium, as emphasized by the notation ar(δ). In

particular, a higher level of δ, which corresponds to lower competition in the product

market (higher χ ), increases ar(δ) and thus may close the gap between ar(δ) and â.

Nevertheless it has to be noted that reducing competition creates other, static, distortions

(because of higher markups). Moreover and more importantly, we will see in the next

two configurations that reducing competition can have much more detrimental effects

on economic growth, so any use of competition policy for this purpose must be subject

to serious caveats.

3. Sclerotic equilibrium: the third possibility is a sclerotic equilibrium in which ar(δ) > â,

so that low-productivity incumbents survive even when they are potentially damaging to

economic growth. Acemoglu, Aghion, and Zilibotti (2006) show that this configuration

can also arise in equilibrium because the retained earnings of incumbent entrepreneurs

act as a shield protecting them against the forces of creative destruction brought about

by new entrepreneurs. Consequently, the retained earnings or other advantages of

experienced entrepreneurs both have (social) benefits and costs, and which of these

dominates depends on parameter values. When the benefits dominate, the equilibrium

may feature too rapid a switch to the innovation-based strategy, and when the costs

dominate, the economy may experience sclerosis in the imitation regime, with excessive

protection of incumbents.

The resulting pattern in this case is drawn in Figure 21.6. Now the economy fails to

achieve the maximum growth rate for a range of values of a such that a ∈ (â, ar(δ)). In

this range, the innovation-based regime would be growth maximizing, but the economy

is stuck with the imitation-based regime, because the retained earnings and the power

of the incumbents prevent the transition to the more efficient organizational forms. An

interesting feature is that, as Figure 21.6 shows, this economy also follows a pattern in

line with Kuznets’s vision: it starts with a distinct set of organizations, represented by

R = 1, and then switches to a different set of arrangements, R = 0. Like the previous

two types of equilibria, this case also features convergence to the world technology

frontier, that is, to a = 1.

4. Nonconvergence trap equilibrium: the fourth possibility is related to the third one and

also involves ar(δ) > â. However, now the gap between ar(δ) and â is larger (as depicted

in Figure 21.7) and includes the level of a, atrap, such that

atrap ≡
η̄

1 + g − γ
.

Inspection of (21.40) immediately reveals that if a(t − 1) = atrap and R(t) = 1, the

economy remains at atrap. Therefore in this case the retained earnings or the experience

of incumbent firms afford them so much protection that the economy never transitions to

the innovation-based equilibrium. This scenario not only retards growth for a temporary

interval but also pushes the economy into a nonconvergence trap. In particular, this is

the only equilibrium pattern in which the economy fails to converge to the frontier; in

the imitation-based regime, R = 1, the economy does not grow beyond atrap, and at this

distance from the frontier, the equilibrium always involves R = 1.

This equilibrium therefore illustrates the most dangerous scenario—that of non-

convergence. Encouraging imitation-based growth, for example by supporting incum-



21.4 Distance to the Frontier and Changes in the Organization of Production . 751

ar(•) 1

a(t)

a(t � 1)

R � 0

R � 1

45°

â

FIGURE 21.6 Dynamics of the distance to frontier in the sclerotic equilibrium.

bent firms, may at first appear to be a good policy. But in practice, it may condemn

the economy to nonconvergence. This case is also the only one in which the switch to

R = 0 and the associated structural transformation does not occur because the econ-

omy remains trapped. In many ways, this case might best illustrate Kuznets’ vision: the

resulting economy is an underdeveloped one, partly because it is unable to realize the

structural transformation necessary for the process of economic development.

Taken together, the four scenarios suggest that depending on the details of the model, there

should be no presumption that the efficient or the growth-maximizing sequence of growth

strategies will be pursued. Thus some degree of government intervention might be useful.

However the third and the fourth cases also emphasize that government intervention can have

negative unintended consequences. It may improve growth during a limited period of time (in

the second scenario, this is the case when a ∈ (ar(δ), â)), but it may subsequently create much

more substantial costs by leading to a nonconvergence trap as shown in Figure 21.7.

Even though the implications of these four scenarios for government intervention are mixed,

their implications for changes in the structure of organizations over the development process

are clearer: regardless of which scenario applies, the economy starts with a distinct organi-

zation of production in which longer-term contracts, incumbent producers, experience, and

imitation are more important, and then (except in the nonconvergence trap equilibrium) it ulti-

mately switches to an equilibrium with greater creative destruction, shorter-term relationships,

younger entrepreneurs, and more innovation. This is another facet of the structural transforma-

tions emphasized by Kuznets as part of the process of economic development. The framework

presented here, though reduced-form, can also be used to study other aspects of changes in the

organization of production over the process of development (see Exercise 21.7).
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FIGURE 21.7 Dynamics of the distance to frontier in a nonconvergence trap. If the economy starts with

a(0) < atrap, it fails to converge to the world technology frontier and instead converges to atrap.

21.5 Multiple Equilibria from Aggregate Demand
Externalities and the Big Push

I now present a simple model of multiple equilibria arising from aggregate demand externali-

ties, based on Murphy, Shleifer, and Vishny’s (1989) “big push” model. This model formalizes

ideas first proposed by Rosenstein-Rodan (1943), Hirschman (1958), and Nurske (1958) that

economic development can (or should) be viewed as a move from one (Pareto inefficient) equi-

librium to another, more efficient, equilibrium. Moreover these early development economists

argued that this type of move requires coordination among different individuals and firms in

the economy and thus a big push. As already discussed in Chapter 4, multiple equilibria, lit-

erally interpreted, are unlikely to be the root cause of persistently low levels of development,

since if there is indeed a Pareto improvement—a change that will make all individuals bet-

ter off—it is unlikely that the necessary coordination cannot be achieved for decades or even

centuries. Nevertheless the forces leading to multiple equilibria highlight important economic

mechanisms that can be associated with market failures slowing down, or even preventing,

the process of development. Moreover dynamic versions of models of multiple equilibria can

lead to multiple steady states such that once an economy ends up in a steady state with low

economic activity, it may get stuck there (and there is no possibility of a coordination to jump

to another steady state). Models with multiple steady states, which are more useful for thinking

about the process of long-run development than models with multiple equilibria, are discussed

in the next section.

Murphy, Shleifer, and Vishny formalize the ideas related to the big push using a model with

multiple equilibria due to aggregate demand externalities. The economy has two periods, t = 1

and 2, and admits a representative household with preferences
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U(C(1), C(2)) =
C(1)1−θ − 1

1 − θ
+ β

C(2)1−θ − 1

1 − θ
,

where C(1) and C(2) denote consumption at the two dates, β is the discount factor of

the households, and θ plays a similar role to before (1/θ is the intertemporal elasticity of

substitution and determines how willing individuals are to substitute consumption between

date 1 and date 2). The representative household supplies labor inelastically, and the total

labor supply is denoted by L.

The resource constraints are

C(1) + I (1) ≤ Y (1) and C(2) ≤ Y (2), (21.43)

where I (1) denotes investment at date 1, Y (t) is total output at date t , and investment is only

possible at date 1.

Households can borrow and lend, so their budget constraint can be represented as

C(1) +
C(2)

1 + r
≤ w(1) + π(1) +

w(2) + π(2)

1 + r
,

where π(t) denotes the profits accruing to the representative household, and w(t) is the wage

rate at time t . The parameter r is the interest rate between periods 1 and 2 and adjusts in

equilibrium so that the aggregate resource constraints (21.43) hold.

The final good is produced from a CES aggregate of differentiated intermediate goods, with

production function

Y (t) =

(

∫ 1

0

y(ν, t)
ε−1
ε dν

)
ε

ε−1

,

where y(ν, t) is the output level of intermediate ν at date t . As usual ε is the elasticity of

substitution between intermediate goods, and we assume that ε > 1.

The production functions of intermediate goods in the two periods are as follows:

y(ν, 1) = l(ν, 1),

y(ν, 2) =

{

l(ν, 2) with old technology,

αl(ν, 2) with new technology,
(21.44)

where α > 1, and l(ν, t) denotes labor devoted to the production of intermediate good ν at time

t . Labor market clearing requires that

∫ 1

0

l(ν, t)dν ≤ L. (21.45)

At date 1, there is a designated producer for each intermediate, which I also refer to

as a “monopolist.” A competitive fringe of firms can also enter and produce each good as

productively as the designated producer. At date 1, the designated producer can also invest in

the new technology, which costs F in terms of the final good. If this investment is undertaken,

this producer’s productivity at date 2 will be higher by a factor α > 1as indicated by (21.44). In

contrast, the fringe does not benefit from this technological improvement; thus the designated

producer has some degree of monopoly power. The profits from intermediate producers are

naturally allocated to the representative household.



754 . Chapter 21 Structural Transformations and Market Failures in Development

We will look for the pure-strategy symmetric SPE (SSPE) of this two-period economy (see,

e.g., Section 18.5 in Chapter 18). SSPE is defined in the usual fashion as a combination of

production and investment decisions for firms and consumption decisions for households that

are best responses to one another in both periods.

First, since all goods are symmetric, labor market clearing at date 1 is straightforward and

requires that

l(ν, 1) = L for all ν ∈ [0, 1]

(recall that the measure of sectors and firms is normalized to 1). Thus we have

Y (1) = L.

At date 2, the equilibrium depends on how many firms have adopted the new technology. Since

the focus is on SSPE, it is sufficient to consider the two extreme allocations: all firms adopt

the new technology and no firm adopts. In either case, the marginal productivity of all sectors

is the same, so labor is allocated equally, resulting in

l(ν, 2) = L for all ν ∈ [0, 1] .

Consequently, when the technology is not adopted,

Y (2) = L,

and when the technology is adopted by all the firms,

Y (2) = αL.

I now turn to the pricing decisions. In the first date, the designated producers have no

monopoly power because of the competitive fringe; thus they charge a price equal to the

marginal cost, which is w(1), and they make zero profits (i.e., p(ν, 1) = w(1) and π(ν, 1) = 0

for all ν ∈ [0, 1]). Since total output is equal to Y (1) = L, this also implies that the equilibrium

wage rate is w(1) = 1. In the second date, if the technology is not adopted, the equilibrium is

identical to that at date 1, so w(2) = 1, and thus profits are again zero. In this case there

is also no investment, so consumption at both dates is equal to L. Since the consumption

Euler equation is C(1)−θ = (1 + r)βC(2)−θ , the equilibrium interest rate in this case is

r̂ = β−1 − 1. (21.46)

Next consider the situation in which the designated producers have invested in the advanced

technology. Now they can produce α units of output with one unit of labor, while the fringe of

competitive firms still produces one unit of output with one unit of labor. Thus the designated

producers have some monopoly power. The extent of this monopoly power depends on the

comparison of ε and α.

Let us first determine the demand facing each producer, which is given as a solution to the

following program of profit maximization for the final good sector:

max
[y(ν,2)]ν∈[0,1]

[

∫ 1

0

y(ν, 2)
ε−1
ε dν

]
ε

ε−1

−

∫ 1

0

p(ν, 2)y(ν, 2)dν,
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where p(ν, 2) is the price of intermediate ν at date 2. The first-order condition to this program

implies that

y(ν, 2) = p(ν, 2)−εY (2) for each ν ∈ [0, 1]. (21.47)

This expression is useful in laying the foundations for the aggregate demand externalities: the

demand for intermediate ν depends on the total amount of production Y (2). The familiar feature

of the demand curve (21.47) is that it is isoelastic. To make further progress, first imagine the

situation in which there is no fringe of competitive producers. In that case, each designated

producer acts as an unconstrained monopolist and maximizes its profits given by price minus

marginal cost times quantity, that is,

π(ν, 2) =

(

p(ν, 2) −
w(2)

α

)

y(ν, 2) for each ν ∈ [0, 1].

Substituting from (21.47), the firm maximization problem is thus

max
p(ν,2)

(

p(ν, 2) −
w(2)

α

)

p(ν, 2)−εY (2),

which gives the profit-maximizing price as

p(ν, 2) =
ε

ε − 1

w(2)

α
.

This equation is the standard monopoly price formula with a markup related to demand

elasticity over the marginal cost. The markup is constant, because the demand elasticity is

constant.

However the monopolist can only charge this price if the competitive fringe cannot enter and

make profits stealing the entire market at this price. Since the competitive fringe can produce

one unit using one unit of labor, the monopolist can only charge this price if ε/((ε − 1)α) ≤ 1.

Otherwise, the price would be too high, and the competitive fringe would enter. Let us assume

that α is not so high as to make the monopolist unconstrained. In other words, assume that

ε

ε − 1

1

α
> 1. (21.48)

Under this assumption, the monopolist is forced to charge a limit price. It is straight-

forward to see that this equilibrium limit price is p∗ = w(2). Consequently, given (21.48),

each monopolist would make per unit profits equal to

w(2) −
w(2)

α
=

α − 1

α
w(2).

Total profits are then obtained from (21.47) as

π(ν, 2) =
α − 1

α
w(2)1−εY (2). (21.49)

The wage rate can be determined from income accounting. Total production is equal to

Y (2) = αL, and this has to be distributed between profits and wages, thus yielding

α − 1

α
w(2)1−εαL + w(2)L = αL,
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which has a solution of w(2) = 1, exactly the same as in the case without the technological

investments. Intuitively, wages in this economy are determined by the demand from the

competitive fringe and thus the greater marginal product does not directly benefit workers.

Instead it increases monopolists’ profits. Nevertheless all of these profits are redistributed

to households, who are the owners of the firms, and thus C(2) = αL. However, because of

investment in the new technology at date 1, C(1) = L − F . The consumption Euler equation

now requires (L − F)−θ = (1 + r̃)β(αL)−θ , which gives the equilibrium interest rate in this

case as

r̃ = β−1

(

αL

L − F

)θ

− 1 > r̂,

where r̂ is given by (21.46). The interest rate in this case, r̃ , is higher than r̂ , because individuals

are now being asked to forgo date 1 consumption for date 2 consumption. Note also that the

greater is θ , the higher is r̃ , since with a greater θ there is less intertemporal substitution. Also

a higher F (meaning a greater consumption sacrifice at date 1) implies a higher interest rate.

The question is whether a monopolist finds it profitable to undertake the investment at date

1. The reason for the possibility of multiplicity of equilibria is that the answer to this question

depends on whether other firms are undertaking the investment. Let us first consider a situation

in which no other firm is undertaking the investment and consider the incentives of a single

monopolist to undertake such an investment.

In this case total output at date 2 is equal to L (since the firm considering investment is

infinitesimal), and the market interest rate is given by r̂ . Moreover, from (21.49) and the fact

that w(2) = 1, profits at date 2 are

πN(ν, 2) =
α − 1

α
L for each νε[0, 1],

where the superscript N denotes that no other firm is undertaking the investment. Therefore

the net discounted profits at date 1 for the firm in question are

	πN = −F +
1

1 + r̂

α − 1

α
L = −F + β

α − 1

α
L.

Next, consider the case in which all other firms are undertaking the investment. In this case,

profits at date 2 are

π I (ν, 2) = (α − 1)L for each ν ∈ [0, 1],

where the superscript I designates that all other firms are undertaking the investment. Conse-

quently the profit gain from investing at date 1 is

	π I = −F +
1

1 + r̃
(α − 1)L = −F + β

(

αL

L − F

)−θ

(α − 1)L.

As discussed above, the idea of the paper by Murphy, Shleifer, and Vishny (1989) (similar to

the ideas of many economists writing on economic development before them) was to generate

multiple equilibria, with one corresponding to backwardness and the other to industrialization.

In the present context, this result means that for the same parameter values, both the allocations

with no investment in the new technology and with all monopolists investing in the new

technology should be equilibria. This is possible if

	πN < 0 and 	π I > 0, (21.50)
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that is, when nobody else invests, investment is not profitable; when all other firms invest,

investment is profitable. This result is clearly possible because the aggregate demand exter-

nalities ensure that 	π I > 	πN : when other firms invest, they produce more, there is greater

aggregate demand, and profits from the new technology are higher. Counteracting this effect

is the fact that the interest rate is also higher when all firms invest. Therefore the existence of

multiple equilibria requires that the interest rate effect not be too strong. For example, in the

extreme case in which preferences are linear (θ = 0), we have

	π I = −F + β(α − 1)L > 	πN = −F + β
α − 1

α
L,

so the configuration in (21.50) is certainly possible. More generally, the condition for the

existence of multiple equilibria is that

β

(

αL

L − F

)−θ

(α − 1)L > F > β
α − 1

α
L. (21.51)

It is also straightforward to see that when both equilibria exist, the equilibrium with invest-

ment Pareto dominates the one without investment, since (21.51) implies that all households

are better off with the upward-sloping consumption profile, giving them higher consumption

at date 2 (see Exercise 21.8). Therefore this analysis establishes that when (21.51) is satisfied,

there exist two (pure-strategy) SSPE. In one of these, all firms undertake the investment at

date 1 and households are better off, while in the other one there are no investments in new

technology and greater market failures. Intuitively, investing in the new technology at date 1 is

profitable only when there is sufficient aggregate demand at date 2; in turn, there is sufficient

demand at date 2 when all firms invest in the new technology. Aggregate demand externali-

ties are responsible for the multiple equilibria here. In particular, the investment decision of a

firm creates a positive (pecuniary) externality on other firms by increasing the level of demand

facing their products. These pecuniary externalities correspond to first-order effects because

of monopoly markups: firms do not capture the full gains from increased production, which

instead creates first-order gains for households and for other firms that can sell more.

The interpretation of this result suggested by Murphy, Shleifer, and Vishny is to consider

the equilibrium with no investment in the new technology as representing a “development

trap,” where the economy remains in underdevelopment because no firm undertakes the in-

vestment in new technology. This behavior implies that the demand necessary to make such

investments profitable is absent. In contrast, the equilibrium with investment in new tech-

nology is interpreted as corresponding to industrialization. According to this interpretation,

societies that can somehow coordinate on the equilibrium with investment (either because

private expectations are aligned or because of some type of government action) industrial-

ize and realize both economic growth and Pareto improvement. Thus this model is argued

to provide a formalization of the big push type of industrialization described by economists

such as Nurske or Rosenstein-Rodan. Although the idea of the big push and the aggregate

demand externalities are attractive, the model here suffers from a number of obvious short-

comings. First, even though the process of industrialization is a dynamic one, the model here

is static. Therefore it does not allow a literal interpretation of a society being first in the no-

investment equilibrium and then changing to the investment equilibrium and industrializing.

Second, as already discussed in Chapter 4, models with multiple equilibria do not provide sat-

isfactory theories of development, since it is difficult to imagine a society remaining unable

to coordinate on a simple range of actions that would make all households (and firms) better

off. Instead it is much more likely that the ideas related to aggregate demand externalities (or
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other potential forces leading to multiple equilibria) are more important as sources of persis-

tence or as mechanisms generating multiple steady states (while still maintaining a unique

equilibrium path).

21.6 Inequality, Credit Market Imperfections, and Human Capital

The previous section illustrated how aggregate demand externalities can generate development

traps. Investment by different firms may require coordination, leading to multiple equilibria.

Underdevelopment may be thought to correspond to a situation in which the coordination

is on the bad equilibrium, and the development process starts with the big push, ensuring

coordination to the high-investment equilibrium. Here I illustrate a related set of issues in the

context of the impact of the distribution of income on human capital under imperfect credit

markets. In contrast to the previous section, I emphasize the possibility of multiple steady

states (rather than multiple equilibria). In addition, while I focus on human capital investments,

inequality and credit market problems influence not only human capital investments but also

business creation, occupational choices, and other aspects of the organization of production.

Nevertheless models focusing on the link between inequality and human capital are more

tractable and constitute a natural continuation of the theories of human capital investments

presented in Chapter 10.

21.6.1 A Simple Case with No Borrowing

When credit markets are imperfect, a major determinant of human capital investments is

the distribution of income (as well as the degree of imperfection in credit markets). I start

with a discussion of the simplest case in which there is no borrowing or lending, which

introduces an extreme form of credit market problems. I then enrich this model by introducing

imperfect credit markets, where the cost of borrowing is greater than the interest rate received

by households engaged in saving.

The economy consists of a continuum 1 of dynasties. Each individual lives for two periods,

childhood and adulthood, and begets an offspring in his adulthood. There is consumption only

at the end of adulthood. Preferences are given by

(1 − δ) log ci(t) + δ log ei(t),

where c is consumption at the end of the individual’s life, and e is the educational spending on

the offspring of this individual. The budget constraint is

ci(t) + ei(t) ≤ wi(t),

where w denotes the wage income of the individual. Notice that preferences here have the warm

glow type of altruism encountered in Chapter 9 and in Section 21.2. In particular, parents do

not care about the utility of their offspring but simply about what they bequeath to them (here,

education). As usual, this assumption significantly simplifies the analysis.

The labor market is competitive, and the wage income of each individual is simply a linear

function of his human capital, hi(t):

wi(t) = Ahi(t).
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The human capital of the offspring of individual i of generation t in turn is given by

hi(t + 1) =

{

ei(t)
γ if ei(t) ≥ 1,

h̄ if ei(t) < 1,
(21.52)

where γ ∈ (0, 1), and h̄ ∈ (0, 1) is some minimum level of human capital that the individual

attains even without any educational spending. Once spending exceeds a certain level (here

set equal to 1), the individual starts benefiting from the additional spending and accumulates

further human capital (though with diminishing returns, since γ < 1).

Equation (21.52) introduces a crucial feature necessary for models of credit market im-

perfections to generate multiple equilibria or multiple steady states; a nonconvexity in the

technology of human capital accumulation. Exercise 21.9 shows that this nonconvexity plays

a pivotal role in the results here.

Given this description, the equilibrium is straightforward to characterize. Each individual

chooses the spending on education that maximizes his own utility. This immediately implies

the following “saving rate” in terms of education:

ei(t) = δwi(t) = δAhi(t). (21.53)

This rule has one unappealing feature (not crucial for any of the results): because parents

derive utility from educational spending on their children, they invest in education even when

ei(t) < 1; but in this case, educational spending is wasted (it does not translate into higher

human capital of the offspring).

To obtain stark results, let us also assume that

δA > 1 > δAh̄. (21.54)

Now, let us look at the dynamics of human capital for a particular dynasty i. If at time

0, hi(0) < (δA)−1, then (21.53) implies that ei(0) < 1, so the offspring will have hi(1) = h̄.

Given (21.54), hi(1) = h̄ < (δA)−1, and repeating this argument, hi(t) = h̄ < (δA)−1 for all t .

Therefore a dynasty that starts with hi(0) < (δA)−1 never reaches a human capital level greater

than h̄.

Next consider a dynasty with hi(0) > (δA)−1. Then from (21.54), hi(1) = (δAhi(0))γ > 1,

so this dynasty gradually accumulates more and more human capital over generations and

ultimately reaches the steady state given by h∗ = (δAh∗)γ , or

h∗ = (δA)
γ

1−γ > 1.

Naturally, this description applies to any dynasty with hi(0) ∈ ((δA)−1, h∗). If hi(0) > h∗, then

the dynasty would have too much human capital and would decumulate human capital.

Figure 21.8 illustrates the dynamics of individual human capital decisions. It shows that

there are two steady-state levels of human capital for individuals, h̄ and h∗ > h̄. An important

question when there are multiple steady states is where, given initial conditions, the economy

(or a particular individual) converges to. Assume for now that, even though there are multiple

steady states, the equilibrium is unique (meaning that given initial conditions, there is a unique

equilibrium path—this is the case in all the models discussed in this section). Then equilibrium

dynamics are represented by a dynamical system with multiple steady states. Each (locally)

asymptotically stable steady state will have a basin of attraction, meaning a set of initial

conditions that ultimately lead to this particular steady state. Both steady states in the model

studied here are asymptotically stable, and Figure 21.8 plots their basins of attractions. In
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FIGURE 21.8 Dynamics of human capital with nonconvexities and no borrowing.

particular, inspection of this figure shows that the basin of attraction of steady state h̄ is

(0, (δA−1)), that is, dynasties with hi(0) < (δA)−1 tend to the lower steady-state level of human

capital, h̄. Those with hi(0) > (δA)−1 are in the basin of attraction of h∗ and tend to this higher

level of human capital.

This figure also reveals why the dynamics in this model are so simple: the dynamics of

the human capital of a single individual contain all the information relevant for the dynamics

of human capital and income of the entire economy. This is because there are no prices (e.g.,

the rate of return to human capital, or the interest rate) that are determined in equilibrium here.

For this reason, the dynamics in this type of model are sometimes described as Markovian—

because they are summarized by the Markov process describing the behavior of the human

capital of a single individual (without any general equilibrium interactions). Markovian models

are much more tractable than those in which the dynamics of inequality depend on equilibrium

prices. An example of this richer type of model is given in Exercise 21.13.

The most important implication of this analysis is again the presence of poverty traps. This is

most clearly illustrated by an economy with two groups starting at income levels h1 and h2 > h1

such that (δA)−1 < h2. If inequality (poverty) is high, so that h1 < (δA)−1, a significant fraction

of the population never accumulates much human capital. In contrast, if inequality is limited so

that h1 > (δA)−1, all agents accumulate human capital, eventually reaching h∗. This example

also illustrates that there are (many) multiple steady states in this economy. Depending on the

fraction of dynasties that start with initial human capital below (δA)−1, any fraction of

the population may end up at the low level of human capital, h̄. The greater is this fraction,

the poorer is the economy.

There are certain parallels between the multiplicity of steady states here and the multiple

equilibria highlighted in the model of the previous section. Nevertheless, the differences are

more important. In the model in Section 21.5, there are multiple equilibria in a static model.
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Thus nothing determines which equilibrium the economy will be in. At best, we can appeal

to expectations, arguing that the better equilibrium will emerge when everybody expects the

better equilibrium to emerge. One can informally appeal to the role of history, for example,

suggesting that if an economy has been in the low investment equilibrium for a while, it is

likely to stay there, but this argument is misleading. First of all, the model is a static one; thus

a discussion of an economy “that has been in the low equilibrium for a while” is not quite

meaningful. Second, even if the model were turned into a dynamic one by repeating it over

time, the history of being in one equilibrium for a number of periods has no effect on the

existence of multiple equilibria in the next period. In particular, each static equilibrium would

still remain an equilibrium in the “dynamic” environment, and the economy could suddenly

jump from one equilibrium to another. Thus models with multiple equilibria have a degree of

indeterminacy that is both theoretically awkward and empirically difficult to map to reality.

Models with multiple steady states avoid these thorny issues. The equilibrium is unique, but

the initial conditions determine where the dynamical system will eventually end up. Because

the equilibrium is unique, there is no issue of indeterminacy or expectations affecting the path

of the economy. But because multiple steady states are possible, the model can be useful for

thinking about potential development traps.

This model also shows the importance of the distribution of income in an economy with

imperfect credit markets (here with no credit markets). In particular, the distribution of income

affects which individuals are unable to invest in human capital accumulation and thus influences

the long-run income level of the economy. For this reason, models of this sort are sometimes

interpreted as implying that an unequal distribution of income leads to lower output (and

growth). The above example with two classes seems to support this conclusion. However, it is

not a general result, and it is important to emphasize that this class of models does not make

specific predictions about the relationship between inequality and growth. To illustrate this,

consider again the same economy with two classes, but now starting with h1 < h2 < (δA)−1.

In this case, neither group accumulates human capital, but redistributing resources away from

group 1 to group 2 (thus increasing inequality), so that we push group 2 to h2 > (δA)−1, would

increase human capital accumulation. This feature is general: in models with nonconvexities,

there are no unambiguous results about whether greater inequality is good or bad for economic

growth; it depends on whether greater inequality pushes more people below or above the critical

thresholds. Somewhat sharper results can be obtained about the effect of inequality on human

capital accumulation and development under additional assumptions. Exercise 21.10 presents

a parameterization of inequality in the model here that shows that greater inequality leads to

lower human capital and lower output per capita in relatively rich economies but to greater

investments in human capital in poorer economies.

21.6.2 Human Capital Investments with Imperfect Credit Markets

I now enrich the environment in Section 21.6.1 by introducing credit markets, following Galor

and Zeira’s (1993) model. Each individual still lives for two periods. In his youth, he can either

work or acquire education. The utility function of each individual is

(1 − δ) log ci(t) + δ log bi(t),

where again c denotes consumption at the end of the life of the individual. The budget

constraint is

ci(t) + bi(t) ≤ yi(t),
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where yi(t) is individual i’s income at time t . Note that preferences still take the warm glow

form, but the utility of the parent now depends on the monetary bequest to the offspring, bi(t),

rather than on the level of education expenditures. It is now the individuals themselves who use

the monetary bequests to invest in education. The logarithmic formulation once again ensures

a constant saving rate equal to δ.

Education is a binary outcome, and educated (skilled) workers earn wage ws, while unedu-

cated workers earn wu. The required education expenditure to become skilled is h, and workers

acquiring education do not earn the unskilled wage wu during the first period of their lives. The

fact that education is a binary decision introduces the aforementioned nonconvexity in human

capital investment decisions.3

Imperfect capital markets are modeled by assuming that there is some monitoring required

for loans to be paid back. The cost of monitoring creates a wedge between the borrowing and

lending rates. In particular, assume that there is a linear savings technology open to all agents,

which fixes the lending rate at some constant r . However the borrowing rate is i > r , because

of costs of monitoring necessary to induce agents to pay back the loans (see Exercise 21.12

for a more micro-founded version of these borrowing costs).

Also assume that

ws − (1 + r)h > wu(2 + r), (21.55)

which implies that investment in human capital is profitable when financed at the lending rate r .

Consider an individual with wealth x. If x ≥ h, (21.55) implies that the individual invests in

education. If x < h, then whether it is profitable to invest in education depends on the wealth

of the individual and on the borrowing interest rate i.

Let us now write the utility of this individual (with x < h) in the two scenarios, and also the

bequest that he will leave to his offspring. These are

Us(x) = log(ws + (1 + i)(x − h)) + log(1 − δ)1−δδδ,

bs(x) = δ(ws + (1 + i)(x − h)),

when he invests in education. When he chooses not to invest, then the equations become

Uu(x) = log((1 + r)(wu + x) + wu) + log(1 − δ)1−δδδ,

bu(x) = δ((1 + r)(wu + x) + wu).

Comparing these expressions, it is clear that an individual prefers to invest in education if

and only if

x ≥ f ≡
(2 + r)wu + (1 + i)h − ws

i − r
.

The dynamics of individual wealth can then be obtained simply by using the bequests of

unconstrained, constrained-investing, and constrained-noninvesting agents.

3. An alternative to nonconvexities in human capital investments is presented in Galor and Moav (2004), who

show that multiple steady states are possible when there are no nonconvexities, credit markets are imperfect,

and the marginal propensity to save is higher for richer dynasties. This assumption is motivated by Kaldor’s

(1957) paper and was discussed in Exercise 2.12 in Chapter 2.
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FIGURE 21.9 Multiple steady-state equilibria in the Galor and Zeira (1993) model.

More specifically, the equilibrium correspondence describing equilibrium dynamics is

x(t + 1) =

⎧

⎪

⎪

⎨

⎪

⎪

⎩

bu(x(t)) = δ((1 + r)(wu + x(t)) + wu) if x(t) < f ,

bs(x(t)) = δ(ws + (1 + i)(x(t) − h)) if h > x(t) ≥ f ,

bn(x(t)) = δ(ws + (1 + r)(x(t) − h)) if x(t) ≥ h.

(21.56)

Equilibrium dynamics can now be analyzed diagrammatically by looking at the graph

of (21.56), which is shown in Figure 21.9. As emphasized in the context of the model of

Section 21.6.1, the curve corresponding to (21.56) describes both the evolution of the wealth

of each individual and that of the aggregate wealth distribution in the aggregate economy. This

is again a feature of the Markovian nature of the current model.

Now define x∗ as the intersection of the equilibrium curve (21.56) with the 45
◦

line when the

equilibrium correspondence is steeper. Such an intersection exists when the borrowing interest

rate i is large enough and the lending interest rate r is not too large (in particular, we need

i > (1− δ)/δ > r). Suppose this is the case. Then Figure 21.9 makes it clear that there will be

three intersections between (21.56) and the 45
◦

line: x̄U , x∗, and x̄S. Moreover, the figure shows

that x∗ corresponds to an unstable steady state, while the other two are locally asymptotically

stable.

The basin of attraction of the steady states for x̄U and x̄S are also easy to obtain from this

figure. In particular, all individuals with x(t) < x∗ converge to the wealth level x̄U , while all

those with x(t) > x∗ converge to the greater wealth level x̄S. Thus the basin of attraction of

x̄U is (0, x∗), and this corresponds to a poverty trap, in the sense that individuals (dynasties)

with initial wealth in this interval converge to x̄U . The initial distribution of income again

has a first-order effect on the efficiency and income level of the economy. If the majority of

individuals start with x(t) < x∗, the economy is characterized by low productivity, low human
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capital, and low wealth. Therefore this model extends the insights of the simple model with

no borrowing from Section 21.6.1 to a richer environment in which individuals make forward-

looking human capital investments. The key is again the interaction between credit market

imperfections (which here make the interest rate for borrowing greater than the interest rate

for saving) and inequality. As in the earlier model, it is straightforward to construct examples

where an increase in inequality can lead to either worse or better outcomes, depending on

whether the scenario pushes more individuals into the basin of attraction of the low steady

state.

An important feature of the model here is that because it allows individuals to borrow

and lend in financial markets, it enables an investigation of the implications of financial

development for human capital investments. In an economy with better financial institutions,

the wedge between the borrowing rate and the lending rate is smaller, that is, i is smaller

for a given level of r . With a smaller i, more agents escape the poverty trap, and in fact, the

poverty trap may not exist at all (there may not be an intersection between (21.56) and the 45
◦

line where (21.56) is steeper). Thus financial development not only improves risk sharing (as

demonstrated in Section 21.1), but by relaxing credit market constraints, it also contributes to

human capital accumulation.

Although the model in this section is considerably richer than that in Section 21.6.1, it is

still a partial equilibrium model. Multiple steady states are possible for different individuals as

a function of their initial level of human capital (or wealth), but individual dynamics are not

affected by general equilibrium prices. Galor and Zeira (1993), Banerjee and Newman (1993),

Aghion and Bolton (1997), and Piketty (1997) consider richer environments in which income

dynamics of each dynasty (individual) are affected by general equilibrium prices (e.g., interest

rate or wage rate), which are themselves functions of the income inequality. Exercise 21.11

shows that the type of multiple steady states generated by the model presented here may not

be robust to the addition of noise in income dynamics—instead of multiple steady states, the

long-run equilibrium may generate a stationary distribution of human capital levels, though this

stationary distribution would exhibit considerable persistence.4 In contrast, models in which

prices are determined in general equilibrium and affect wealth (income) dynamics can generate

more robust multiplicity of steady states.

21.7 Toward a Unified Theory of Development and Growth?

A unifying theme recurs in to the models discussed in this chapter. They have either emphasized

the transformation of the economy and the society during the process of development or

potential reasons for the failure of such a transformation. This transformation takes the form

of the structure of production changing, the process of industrialization getting underway,

a greater fraction of the population migrating from rural areas to cities, financial markets

becoming more developed, mortality and fertility rates changing through health improvements

and the demographic transition, and the extent of inefficiencies and market failures becoming

less pronounced over time. In many instances, the driving force for this process is reinforced

by the structural transformation that it causes.

4. Note that this is related to the Markovian nature of the model. Markovian models can generate multiple

steady states because the Markov chain or the Markov process implied by the model is not ergodic (e.g., poor

individuals can never accumulate enough to become rich). A small amount of noise then ensures that different

parts of the distribution “communicate,” making the Markov process ergodic and thus removing the multiplicity

of steady states.
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My purpose in this section is not to offer a unified model of structural transformations and

market failures in development. An attempt to pack many different aspects of development into

a single model often leads to a framework that is complicated, whereas I believe that relatively

abstract representations of reality are more insightful. Moreover the literature has not made

sufficient progress for us to be able to develop a unified framework. Instead I provide a reduced-

form model intended to bring out the salient common features of the models presented in this

chapter.

In all of the models presented in this and the previous chapters, economic development is

associated with capital deepening, that is, with greater use of capital instead of human labor.

Thus we can also approximate the growth process with an increase in the capital-labor ratio

of the economy, k(t). This does not necessarily mean that capital accumulation is the engine

of economic growth. In fact, previous chapters have emphasized how technological change

is often at the root of the process of economic growth (and economic development), and thus

capital deepening may be the result of technological change. Moreover Section 21.4 shows how

the crucial variable capturing the stage of development might be the distance of an economy’s

technology from the world technology frontier. Nevertheless, even in these cases, an increase

in the capital-labor ratio takes place along the equilibrium path and can thus be used as a proxy

for the stage of development (though in this case one must be careful not to confuse increasing

the capital-labor ratio with ensuring economic development). With this caveat in mind, in this

section I take the capital-labor ratio as the proxy for the stage of development, and for analytical

convenience, I use the Solow model to represent the dynamics of the capital-labor ratio.

In particular, consider a continuous-time economy, with output per capita given by

y(t) = f (k(t), x(t)), (21.57)

where k(t) is the capital-labor ratio, and x(t) is some social variable, such as financial

development, urbanization, the structure of production, or the structure of the family. As usual,

f is assumed to be differentiable, increasing, and strictly concave in k. The social variable x

potentially affects the efficiency of the production process and thus is part of the per capita

production function in (21.57). As a convention, suppose that an increase in x corresponds

to “structural change” (e.g., a move from the countryside to the cities). Therefore f is also

increasing in x, and the partial derivative with respect to x is nonnegative, that is, fx ≥ 0.

Naturally, not all structural change is beneficial. Nevertheless for simplicity, I focus on the

case in which f is increasing in x.

Suppose that structural change can be represented by the differential equation

ẋ(t) = g(k(t), x(t)), (21.58)

where g is assumed to be twice differentiable. Since x corresponds to structural change

associated with development, g should be increasing in k, and in particular, its partial derivative

with respect to k is strictly positive, that is, gk > 0. The standard “mean-reversion” type of

reasoning suggests that the case in which the derivative gx is negative is the most reasonable

benchmark. If x is above its natural level, it should decline, and if it is below its natural level,

it should increase. Motivated by this reasoning, let us also assume that gx < 0.

Capital accumulates according to the Solow growth model as in Chapter 2, so that

k̇(t) = sf (k(t), x(t)) − δk(t), (21.59)

where I have suppressed population growth, and there is no technological change for simplicity.

For a fixed x, capital naturally accumulates in an identical fashion to that in the basic Solow

model. The structure of this economy is slightly more involved, because x(t) also changes.
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FIGURE 21.10 Capital accumulation and structural transformation without any effect of the social

variable x on productivity.

First consider the case in which fx(k, x) ≡ 0, so that the social variable x has no effect

on productivity. The dynamics in this case are shown in Figure 21.10. The thick vertical line

corresponds to the locus for k̇(t)/k(t) = 0: it represents the steady state of the differential

equation (21.59). This locus takes the form of a vertical line, since only a single value

of k(t), k∗, is consistent with steady state. The upward-sloping line, on the other hand,

corresponds to (21.58) and shows the locus of the values of k and x such that ẋ(t)/x(t) = 0.

It is upward sloping, since g is increasing in k and decreasing in x. The laws of motion,

represented by the arrows in the figure, follow directly from (21.58) and (21.59). For example,

when k(t) < k∗, (21.59) implies that k(t) will increase. Similarly, when x(t) is above the

ẋ(t)/x(t) = 0 locus, (21.58) implies that x(t) will decrease. Given these laws of motion, it

is straightforward to see that the dynamical system representing the equilibrium of this model

is globally stable, and starting with any k(0) > 0 and x(0) > 0, the economy travels toward

the unique steady state (k∗, x∗). Now consider the dynamics of a less-developed economy,

that is, an economy that starts with a low capital-labor ratio k(0) and a low level of the social

variable x(0). Then development in this economy takes place with gradual capital deepening

and a corresponding increase in x(t) toward x∗, which can be viewed as a reduced-form

representation of development-induced structural change.

Next, consider the more interesting case in which fx(k, x) > 0. In this case, the locus

for k̇(t)/k(t) = 0 is also upward sloping, since fx > 0 and the right-hand side of (21.59)

is decreasing in k by the standard arguments (in particular, because by the strict concavity

of f (k, x) in k, f (k, x)/k > fk(k, x) for all k and x; see Exercise 21.14). A steady state is

again given by the intersection of the loci for k̇(t)/k(t) = 0 and ẋ(t)/x(t) = 0. Since both of

these curves are now upward sloping, multiple steady states are possible (Figure 21.11). These

multiple steady states may correspond to the multiple equilibria arising from aggregate demand
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FIGURE 21.11 Capital accumulation and structural transformation with multiple steady states.

externalities or from the presence of imperfect credit markets. The low steady state (k′, x′)

corresponds to a situation in which the social variable x is low, which depresses productivity

and makes the economy settle into an equilibrium with a low capital-labor ratio. In contrast, in

the high steady state (k∗, x∗) the high level of x supports greater productivity and thus a greater

capital-labor ratio consistent with steady state. It can be verified that both the low and the high

steady states are typically locally stable, so that starting from the neighborhood of one, the

economy converges to that steady state and tends to stay there. This observation highlights the

importance of historical factors in the development process. If historical factors or endowments

placed the economy in the basin of attraction of the low steady state, the economy converges to

this steady state, corresponding to a development trap. Interestingly, this development trap is,

at least in part, caused by lack of structural change (i.e., by a low value of the social variable x).

Figure 21.11 makes it clear that such multiplicity requires the locus for k̇(t)/k(t) = 0 to be

relatively flat, at least over some range. Inspection of (21.59) shows that this is the case when

fx(k, x) is large, at least over some range. Intuitively, multiple steady states can only arise

when the social variable x (or structural change) has a large effect on productivity.

Perhaps more interesting than multiple steady states is the situation in which the same forces

are present, but a unique steady state exists. The same reasoning suggests that this occurs when

fx(k, x) is relatively small. In this case, the locus for k̇(t)/k(t) = 0 is everywhere steeper than

the locus for ẋ(t)/x(t) = 0. This case is plotted in Figure 21.12, and the unique steady state

is given by (k∗, x∗). The laws of motion, represented by the arrows in the figure, again follow

from the inspection of the differential equations (21.58) and (21.59). This figure shows that the

unique steady state is globally stable (see Exercise 21.14 for a proof). Consider, once again,

a less-developed economy starting with a low capital-labor ratio k(0) and a low value of the

social variable x(0). The dynamics in this case are qualitatively similar to those in Figure 21.10.

However the economics is slightly different. Capital accumulation (capital deepening) leads

to an increase in x(t) as before, but now this structural change also improves productivity (as
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FIGURE 21.12 Capital accumulation and structural transformation when the social variable x affects

productivity, but there exists a unique steady state.

in the models in Section 17.6 in Chapter 17 and in Sections 21.3 and 21.1). This increase in

productivity leads to faster capital accumulation and there is a self-reinforcing (cumulative)

process of development, with economic growth leading to structural changes that facilitate

further growth. However, since the effect of x on productivity is limited, this process ultimately

takes the economy toward a unique steady state.

This reduced-form representation of structural change therefore captures some of the salient

features emphasized in this chapter. It is not meant to be a unified model; on the contrary, rather

than combining multiple dimensions of structural change, it presents an abstract representation

emphasizing how the process of development—corresponding to capital accumulation—can

go hand-in-hand with structural change, which may in turn increase productivity and facilitate

further capital accumulation. Developing a truly unified model of economic development and

structural change is an area for future work.

21.8 Taking Stock

This chapter provided a large number of models focusing on various aspects of the struc-

tural transformation accompanying economic development. As emphasized in the previous

section, there is no single framework unifying these distinct aspects, even though there are

many common themes in these models. The previous section was an attempt to bring out these

common themes. Instead of repeating these commonalities, here I conclude by pointing out that

many of the topics covered in this chapter are at the frontier of current research, and much still

remains to be done. Economic development is intimately linked to economic growth, but it may

require different, even specialized, models that do not focus just on balanced growth and the
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orderly growth behavior captured by the neoclassical and endogenous technology models.

These models may also need to take market failures and how these market failures change

over time more seriously. This view stems from the recognition that the essence of economic

development is the process of structural transformation, including financial development,

the demographic transition, migration, urbanization, organizational change, and other social

changes.

Another potentially important aspect of economic development is the possibility that the

inefficiencies in the organization of production, credit markets, and product markets may

culminate in development traps. These inefficiencies may stem from lack of coordination

in the presence of aggregate demand externalities or from the interaction between imperfect

credit markets and human capital investments. These topics not only highlight some of the

questions that need to be addressed for understanding the process of economic development

but also bring a range of issues that are often secondary in the standard growth literature to

the forefront of analysis. These include, among other things, the organization of financial

markets, the distribution of income and wealth, and issues of incentives (e.g., problems of moral

hazard), adverse selection, and incomplete contracts in both credit markets and production

relationships.

The recognition that the analysis of economic development necessitates a special focus on

these topics also opens the way for a more constructive interaction between empirical devel-

opment studies and the theories of economic development surveyed in this chapter. As already

noted, there is now a large literature on empirical development economics, documenting the

extent of credit market imperfections, the impact of inequality on human capital investments

and occupation choices, the process of social change, and various other market failures in less-

developed economies. By and large, this literature is about market failures in less-developed

economies and sometimes also focuses on how these market failures can be rectified. The

standard models of economic growth do not feature these market failures. A fruitful area

for future research is then the combination of theoretical models of economic growth and

development (that pay attention to market failures) with the rich empirical evidence on the

incidence, characterization, and costs of these market failures. This combination has the advan-

tage of being theoretically rigorous and empirically grounded, and perhaps most importantly,

it can focus on what I believe to be the essence of development economics—the questions of

why some countries are less developed, how they can grow more rapidly, and how they can

jumpstart the process of structural transformation necessary for economic development.

21.9 References and Literature

By its nature, this chapter has covered a large amount of material. My selection of topics

has reflected my own interests and was also motivated by a desire to keep this chapter from

becoming even longer than it already is.

Section 21.1 scratches the surface of a rich literature on financial development and economic

growth. On the theoretical side, Townsend (1979), Greenwood and Jovanovic (1990), and

Bencivenga and Smith (1991) focus on the interaction between financial development on the

one hand and risk sharing, the allocation of funds across different tasks, and individuals on the

other. Obstfeld (1994) and Acemoglu and Zilibotti (1997) focus on the relationship between

financial development and the diversification of risks. There is also a large empirical literature

looking at the effect of financial development on economic growth. An excellent survey of

this literature is provided in Levine (2005). Some of the best-known empirical papers include

King and Levine (1993), which documents the cross-country correlation between measures

of financial development and economic growth, Rajan and Zingales (1998), which shows that
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lack of financial development has particularly negative effects on sectors that have greater

external borrowing needs, and Jayaratne and Strahan (1996), which documents how banking

deregulation that increased competition in U.S. financial markets led to more rapid financial and

economic growth in the United States. In discussing financial development, I also mentioned

the literature on the Kuznets curve. There is no consensus on whether there is a Kuznets curve.

Work that focuses on historical data, such as Lindert and Williamson (1976) or Bourguignon

and Morrison (2002), reports aggregate patterns consistent with a Kuznets curve, while studies

using panels of countries in the postwar era, such as Fields (1980), do not find a consistent

pattern resembling this curve.

The literature on fertility, the demographic transition, and growth is also vast. The main

trends in world population and cross-country differences in population growth are summarized

in Livi-Bacci (1997) and Maddison (2003). The idea that parents face a trade-off between

the numbers and the human capital of their children—the quality and quantity trade-off—

was proposed by Becker (1981). The aggregate patterns in Livi-Bacci (1997) are consistent

with this idea, though there is little micro evidence supporting this trade-off. Recent work on

micro data (by Black, Devereux, and Salvanes (2005); Angrist, Lavy, and Schlosser (2006);

and Qian (2007)) looks at evidence from Norway, Israel, and China but does not find strong

support for the quality-quantity trade-off. Fertility choices were first introduced into growth

models by Becker and Barro (1988) and Barro and Becker (1989). Becker, Murphy, and Tamura

(1990) provide the first endogenous growth model with fertility choice. More recent work on

the demographic transition and the transition from a Malthusian regime to one of sustained

growth include Goodfriend and McDermott (1995), Galor and Weil (1996, 2000), Hansen and

Prescott (2002), and Doepke (2004). Kalemli-Ozcan (2002) and Fernandez-Villaverde (2003)

focus on the effect of declining mortality on fertility choices in a growth context. A recent

series of papers by Galor and Moav (2002, 2004) combine fertility choice, quality-quantity

trade-off, and natural selection. Galor (2005) provides an excellent overview of this literature.

The first model presented in Section 21.2 is a simplified version of Malthus’s classic model

in his (1798) book, while the second model is a simplified version of Becker and Barro

(1988) and Galor and Weil (2000).

Urbanization is another major aspect of the process of economic development. Bairoch

(1988) provides an overview of the history of urbanization. The first model in Section 21.3

builds on Arthur Lewis’s (1954) classic, which argued that early development can be viewed

as a situation in which there is surplus labor available to the modern sector, and thus growth

is constrained by capital and technology but not by labor. Harris and Todaro’s well-known

(1970) paper also emphasizes the importance of migration, though their model features free

migration between rural and urban areas and suggests that unemployment in urban areas is the

key equilibriating variable.

The second model, presented in Section 21.3.2, is based on Banerjee and Newman (1998)

and Acemoglu and Zilibotti (1999). Banerjee and Newman emphasize the advantage of smaller

rural communities in reducing moral hazard problems in credit relations and show how this

interacts with the process of urbanization, which involves individuals migrating to areas where

their marginal product is higher. Acemoglu and Zilibotti argue that development leads to

information accumulation. In particular, as more individuals perform similar tasks, more so-

cially useful information is revealed, which enables more complex contractual and production

relations. Section 21.3.2 also touched on another important aspect of social and economic

relations in less-developed economies: the importance of community enforcement. Clifford

Geertz (1963) emphasizes the importance of community enforcement mechanisms and how

they may sometimes conflict with markets. Section 21.4 builds on Acemoglu, Aghion, and

Zilibotti (2006).
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Section 21.5 is based on Murphy, Shleifer, and Vishny’s famous (1989) paper, which for-

malized ideas first proposed by Rosenstein-Rodan (1943). Other models that demonstrate the

possibility of multiple equilibria in monopolistic competition models featuring nonconvexities

include Kiyotaki (1988), who derives a similar result in a model with endogenous labor supply

choices as well as investment decisions. Matsuyama (1995) provides an excellent overview

of these models and a clear discussion of why pecuniary externalities can lead to multiple

equilibria in the presence of monopolistic competition.

The distinction between multiple equilibria and multiple steady states is discussed in

Krugman (1991) and Matsuyama (1991). Both of these papers highlight the idea that in models

with multiple equilibria, expectations determine which equilibria emerge, while with multiple

steady states, there can be (or often is) a unique equilibrium, and initial conditions (history)

determine where the economy will end up.

The model in Section 21.6.2 is based on the first model in Galor and Zeira (1993). Similar

ideas are investigated in Banerjee and Newman (1993) in the context of the effect of inequality

on occupational choice, and in Aghion and Bolton (1997) and Piketty (1997) in the context

of the interaction between inequality and entrepreneurial investments. Other work on the dy-

namics of inequality and its interactions with efficiency include Loury (1981), Tamura (1991),

Benabou (1996), Durlauf (1996), Fernandez and Rogerson (1996), Glomm and Ravikumar

(1992), and Acemoglu (1997b).

21.10 Exercises

21.1 Analyze the equilibrium of the economy in Section 21.1, relaxing the assumption that each

individual has to invest either all or none of his wealth in the risky saving technology. Does

this generalization affect the qualitative results derived in the text?

21.2 Consider the economy in Section 21.1.

(a) Show that in (21.5), K(t + 1) is everywhere increasing in K(t) and that there exists some K̄

such that the capital stock grows over time when K(t) > K̄ .

(b) Can there be more than one steady-state level of capital stock in this economy? If so, provide

an intuition for this type of multiplicity.

(c) Provide sufficient conditions for the steady-state level of capital stock K∗ to be unique. Show

that in this case K(t + 1) > K(t) when K(t) < K∗.

21.3 In the model of Section 21.2.1, suppose that the population growth equation takes the form

L(t + 1) = ε(t)(n(t + 1) − 1)L(t) instead of (21.8), where ε(t) is a random variable that takes one

of two values, 1− ε or 1+ ε, reflecting random factors affecting population growth. Characterize

the stochastic equilibrium. In particular, plot the stochastic correspondence representing the

dynamic equilibrium behavior, and analyze how shocks affect population growth and income

dynamics.

21.4 Characterize the full dynamics of migration, urban capital-labor ratio, and wages in the model of

Section 21.3.1 (i.e., consider the cases in which conditions 1, 2, and 3 in that section do not all

hold simultaneously).

21.5 Consider the model of Section 21.3.2, and suppose that all individuals have time t = 0 utility

given by the standard CRRA preferences. Taking the equilibrium path in that section as given,

find a level of community enforcement advantage ξ that would maximize time t = 0 utility. What

happens if the actual comparative advantage of community enforcement of villages is greater than

this level?

21.6 Consider the maximization problem (21.31).
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(a) Explain why this maximization problem characterizes the equilibrium allocation of workers

to tasks. What kind of price system would support this allocation?

(b) Derive the first-order conditions (21.32).

(c) Provide sufficient conditions such that the solution to this problem involves all skilled workers

being employed at technology h̄.

(d) Provide an example in which no worker is employed at technology h̄, even though Ah̄ > Ah

for all h ∈ [0, h̄].

(e) Can there be a solution where more than two technologies are being used in equilibrium? If

so, explain the conditions for such an equilibrium to arise.

21.7 Consider a variant of the model in Section 21.4, in which firms have to make a decision on

organizational form; in particular, they decide whether to vertically integrate. For this purpose,

consider a slight modification of (21.38):

A(ν, t) = ηĀ(t − 1) + γ (ν, t)A(t − 1),

with γ (ν, t) = γ + θ(ν, t). Suppose that entrepreneurial effort increases θ(ν, t), and the internal

organization of the firm affects how much effort the entrepreneur devotes to innovation activities.

In particular, suppose that θ(ν, t) = 0 if there is vertical integration, because the entrepreneur is

overloaded and has limited time for innovation activities. In contrast, with outsourcing, θ(ν, t) =

θ > 0. However, when there is outsourcing, the entrepreneur has to share a fraction β > 0 of the

profits with the manager (owner) of the firm to which certain tasks have been outsourced (whereas

in a vertically integrated structure, he can keep the entire revenue).

(a) Determine the profit-maximizing outsourcing decision for an entrepreneur as a function of

a(t). In particular, show that there exists a threshold ā such that there is vertical integration

for all a(t) ≤ ā and outsourcing for all a(t) > ā.

(b) Contrast this equilibrium behavior with the growth-maximizing internal organization of the

firm.

21.8 Show that when multiple equilibria exist in the model of Section 21.5, the equilibrium with

investment Pareto dominates the one without.

21.9 Consider the model of Section 21.6.1, and remove the nonconvexity in the accumulation equation

(21.52), so that the human capital of the offspring of individual i is given by hi(t + 1) = ei(t)
γ for

any level of ei(t) and γ ∈ (0, 1). Show that there exists a unique level of human capital to which

each dynasty converges. Based on this result, explain the role of nonconvexities in generating

multiple steady states.

21.10 Consider the model of Section 21.6.1, and suppose that the initial inequality is given by a uniform

distribution with mean human capital of h(0) and support over [h(0) − λ, h(0) + λ]. An increase

in λ corresponds to greater inequality.

(a) Show that when h(0) is sufficiently small, an increase in λ increases long-run average human

capital and income, whereas when h(0) is sufficiently large, an increase in λ reduces them.

[Hint: use Figures 21.8 and 21.9.]

(b) What other types of distributions (besides uniform) would lead to the same result?

(c) Show that the same result generalizes to the model of Section 21.6.2.

(d) On the basis of this result, discuss whether we should expect greater inequality to lead to

higher income in poor societies and lower income in rich societies. (If your answer is no,

then sketch an environment in which this is not the case.)

21.11 Consider the model presented in Section 21.6.2. Make the following two modifications. First, the

utility function is now

(1 − δ)−(1−δ)δ−δc1−δbδ, (21.60)
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and second, unskilled agents receive a wage of wu + ε, where ε is a random shock with mean

zero.

(a) Suppose that ε is distributed with support [−λ, λ]. Show that if λ is sufficiently close to

zero, then the multiple steady states characterized in Section 21.6.2 survive, in the sense

that depending on their initial conditions, some dynasties become highly skilled and others

become low skilled.

(b) Why was it convenient to change the utility function from the log form used in the text to

(21.60)?

(c) Now suppose that ε is distributed with support [−λ, ∞), where λ ≤ wu. Show that in this

case there is a unique ergodic distribution of wealth and no poverty trap. Explain why the

results here are different from those in part a.

(d) How would the results be different if, in addition, the skilled wage is equal to ws + υ, where

υ is another random shock of mean zero? [Hint: simply sketch the analysis and the structure

of the equilibrium without repeating the full analysis of part c.]

21.12 (a) In the model of Section 21.6.2, suppose that each individual can run away without paying

his debts, and if he does so, he is never caught. However a bank can prevent this by paying

a monitoring cost per unit of borrowing equal to m. Suppose that there are many banks

competing à la Bertrand for lending opportunities. Under these assumptions, show that all

bank lending is accompanied with monitoring, and the lending rate satisfies i = r + m. Show

that in this case all results in the text apply.

(b) Next suppose that the bank can prevent the individual from running away by paying

a fixed monitoring cost of M . Under the same assumptions as in part a, show that in

this case the interest rate charged to an individual who borrows an amount x − h is

i = r + M/(x − h). Given this assumption, characterize the equilibrium of the model in

Section 21.6.2. How do the conclusions change in this case?

(c) Next suppose that there is no way of preventing individuals from running away, but if an

individual runs, he is caught with probability p, and if caught, a fraction λ ∈ (0, 1) of his

income is confiscated. Given this assumption, characterize the equilibrium dynamics of the

model in Section 21.6.2. How do the conclusions change?

(d) Now consider an increase in ws (for a given level of wu), so that the skill premium in the

economy increases. In which of the three scenarios outlined in parts a–c does this have the

largest effect on human capital investments?

21.13 In this exercise, you are asked to study Banerjee and Newman’s (1994) model of occupational

choice. The utility of each individual is again

(1 − δ)−(1−δ)δ−δc1−δbδ − z,

where z denotes whether the individual is exerting effort, with cost of effort normalized to 1.

Each agent chooses one of four possible occupations. These are (1) subsistence and no work,

which leads to no labor income and has a rate of return on assets equal to r̂ < 1/δ; (2) work for

a wage v; (3) self-employment, which requires investment I plus the labor of the individual; and

(4) entrepreneurship, which requires investment μI plus the employment of μ workers, and the

individual becomes the boss, monitoring the workers (and does not take part in production). All

occupations other than subsistence involve effort. Let us assume that both entrepreneurship and

self-employment generate a rate of return greater than subsistence (i.e., the mean return for both

activities is r̄ > r̂).

(a) Derive the indirect utility function associated with the preferences above. Show that no

individual will work as a worker for a wage less than 1.

(b) Assume that μ[I (r̄ − r̂) − 1] − 1 > I (r̄ − r̂) − 1 > 0. Interpret this assumption. [Hint: it

relates the profitabilities of entrepreneurship and self-employment at the minimum possible

wage of 1.]
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(c) Suppose that only agents who have wealth w ≥ w∗ can borrow enough to become self-

employed, and only agents who have wealth w ≥ w∗∗ > w∗ can borrow μI to become

an entrepreneur. Provide an intuition for these borrowing constraints.

(d) Now compute the expected indirect utility from the four occupations. Show that if v > v̄ ≡

(μ − 1)(r̄ − r̂)I/μ, then self-employment is preferred to entrepreneurship.

(e) Suppose the wealth distribution at time t is given by Gt(w). On the basis of the results in

part d, show that the demand for labor in this economy is given by

x = 0 if v > v̄,

x ∈ [0, μ(1 − Gt(w
∗∗))] if v = v̄,

x = μ(1 − Gt(w
∗∗)) if v < v̄.

(f ) Let ṽ ≡ (r̄ − r̂)I > v̄. Then show that the supply of labor is given by

s = 0 if v < 1,

s ∈ [0, Gt(w
∗)] if v = 1,

s = Gt(w
∗) if 1 < v < ṽ,

s ∈ [Gt(w
∗), 1] if v = ṽ,

s = 1 if v > ṽ.

(g) Show that if Gt(w
∗) > μ[1− Gt(w

∗∗)], there is an excess supply of labor and the equilibrium

wage rate is v = 1. Show that if Gt(w
∗) < μ[1 − Gt(w

∗∗)], there is an excess demand for

labor and the equilibrium wage rate is v = v̄.

(h) Now derive the wealth (bequest) dynamics (for a worker with wealth w) as follows: (1) sub-

sistence and no work: b(t) = δr̂w; (2) worker: b(t) = δ(r̂w + v); (3) self-employment:

b(t) = δ(r̄I + r̂(w − I )); and (4) entrepreneurship: b(t) = δ(r̄μI + r̂(w − μI) − μv).

Explain the intuition for each of these expressions.

(i) Now using the wealth dynamics in part b, show that multiple steady states with different

wealth distributions and occupational choices are possible. In particular, show that the steady-

state wealth level of a worker when the wage rate is v is ww(v) = δv/(1 − δr̂), while the

steady-state wealth level of a self-employed individual is wse = δ(r̄ − r̂)I/(1− δr̂), and the

wealth level of an entrepreneur is we(v) = δ(r̄μI − r̂μI − μv)/(1 − δr̂). Now show that

when ww(v = 1) < w∗ and we(v = v̄) > w∗∗, a steady state in which the equilibrium wage

rate is equal to v = 1 would involve workers not accumulating sufficient wealth to become

self-employed, while entrepreneurs accumulate enough wealth to remain entrepreneurs.

Explain why. [Hint: it depends on the equilibrium wage rate.]

(j) Given the result in part i, show that if we start with a wealth distribution such that

μ(1 − G(w∗∗)) < G(w∗), the steady state involves an equilibrium wage v = 1 and no self-

employment, whereas for μ(1− G(w∗∗)) > G(w∗), the equilibrium wage is v = v̄ and there

is self-employment. Contrast the level of output in these two steady states.

(k) Is the comparison of the steady states in terms of output in this model plausible? Is it consistent

with historical evidence? What are the pros and cons of this model relative to the Galor-Zeira

model discussed in Section 21.6.2?

21.14 This exercise asks you to analyze the dynamics of the reduced-form model in Section 21.7 more

formally than done in the text.
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1. Show that when fx > 0, the locus for k̇/k = 0 implied by (21.58) is an upward-sloping

curve.

2. Consider the differential equations (21.58) and (21.59) and a steady state (k∗, x∗). By

linearizing the two differential equations around (k∗, x∗), show that if fx(k
∗, x∗) is

sufficiently small, the steady state is locally stable.

3. Provide a uniform bound on fx(k, x), so that there exists a unique steady state. Show that

when this bound applies, the unique steady state is globally stable.

4. Construct a parameterized example where there are multiple steady states. Interpret the

conditions necessary for this example. Do you find them economically likely?





PART VIII

THE POLITICAL

ECONOMY

OF GROWTH

I
n this part of the book, I turn from the mechanics of economic growth to an investigation

of potential causes of economic growth. Almost all models studied so far take economic

institutions (e.g., property rights and types of written contracts) policies (e.g., tax rates, dis-

tortions, and subsidies), and often the market structure as given. They then derive implications

for economic growth and cross-country income differences. While these models constitute the

core of growth theory, they leave unanswered some of the central questions raised in Chapters

1 and 4: why do some societies choose institutions and policies that discourage growth, while

others choose growth-enhancing social arrangements? In this part of the book, I make a first

attempt to provide some answers to these questions based on political economy—that is, on

differences in institutions and policies arising from different ways of aggregating individual

preferences across societies and on differences in the type and nature of social conflict. In par-

ticular, I emphasize a number of key themes and attempt to provide a tractable and informative

formalization of these issues. The main themes are as follows.

1. Different institutions (policies) generate different economic allocations. In the context

of growth models, this may correspond to distinct growth rates or steady-state levels

of output. These institutions also generate different winners and losers, however. Con-

sequently there will be social conflict concerning the types of policies and institutions

that a society should adopt.

2. Two interrelated factors are central in shaping collective (equilibrium) choices in

the presence of social conflict: the form of political institutions and the political

power of different groups. Individuals and groups with significant political power are

more likely to be influential and sway policies toward their preferences. Exactly

how political power is distributed within the society and how individuals can exer-

cise their political power (resulting from their votes, connections, or brute force) de-

pends on political institutions. For example, a dictatorship that concentrates political

power in the hands of a small group implies a different distribution of political power
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in the society than a democracy, which corresponds to a society with a greater degree

of political equality. We expect that these various political regimes induce different sets

of economic institutions and policies and thus lead to different economic outcomes.

The purpose of the next two chapters is to investigate this process of collective deci-

sion making and the implications of different choices of institutions and policies on

economic growth.

3. The technology, the nature of the endowments, and the distribution of income and

endowments in the economy influence both preferences and the distribution of political

power. For example, the nature of political conflict and the resulting political economy

equilibrium is likely to be different in a society where much of the land and the capital

stock is concentrated in the hands of a few individuals and families than one in which

there is a more equitable distribution of resources. We would also expect politics to

function differently in a society where the major assets are in the form of human capital

vested in individuals than in one where natural resources, such as diamonds or oil, are

the major assets.

The issues raised and addressed in this part of the book are central to the field of political

economy. Since this is a book on economic growth, not on political economy, I do not try

to do justice to the large and growing literature in this area. Instead I focus on topics and

models that I deem to be most important for the questions posed above. I also save space

by focusing, when possible, on the neoclassical growth model (in discrete time) rather than

some of the richer models that have been presented in this book. This might at first appear

an odd choice. Why focus on the neoclassical growth model, which does not generate growth

(other than by exogenous technological change), to study the political economy of growth?

Yet the neoclassical growth model offers two significant advantages. First, it provides the

most tractable framework to analyze the main political economy conflicts. Second, because

competitive equilibria in this model are Pareto optimal, the role of political economy distortions

become more transparent. Naturally, once the basic forces are understood, it is relatively

straightforward to incorporate them into endogenous growth models or other richer structures.

Some of the exercises consider these extensions. Finally, throughout I focus on discrete-time

models because this makes game-theoretic interactions easier to study.

I have organized the material on the political economy of growth into two chapters. Chapter

22 takes political institutions as given and focuses on the implications of distributional conflict

under different scenarios. In this chapter, I highlight why and when distributional conflict can

lead to distortionary policies that retard growth. I also offer various complementary frameworks

for the analysis of these questions. Chapter 23 then turns to the implications of different political

regimes for economic growth and includes a brief discussion of how political institutions

themselves are determined endogenously.

Before presenting this material, it is useful to start with an abstract discussion of the

relationship between economic institutions, political institutions, and economic outcomes and

of how individual preferences over economic and political institutions are formed. Much of

the political science literature posits that individuals have (direct) preferences over political

institutions (and perhaps also over economic institutions). For example, individuals might

derive utility from living under a democratic system. While this assertion is plausible, the

approach developed so far emphasizes another, potentially equally important, reason for

individuals to have preferences over political institutions.

Economic institutions and policies have a direct effect on economic outcomes (e.g., the ef-

fects of tax policies, regulation, and contracting institutions described in previous chapters).

Thus a major determinant of individual preferences over economic institutions (and policies)

ought to be the allocations that result from these arrangements. Based on this viewpoint,
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throughout I focus on these induced preferences over economic institutions. The same reason-

ing applies to political institutions. These determine the political rules under which individuals

interact. In direct democracy, for example, key decisions are made by majoritarian voting. In

representative democracy, majorities choose representatives, who then make the policy choices

and face the risk of being removed from office if they pursue policies that are not in line with

the preferences of the electorate. In contrast, in nondemocratic regimes, such as dictatorships

or autocracies, a small clique, such as an oligarchy of rich individuals or a junta of generals,

make the key decisions. As a result, different policies and economic institutions are likely to

emerge in different political systems, and individuals should have induced preferences over

political institutions.

To emphasize this point, let us represent the chain of causation described above by a set

of mappings. Let P denote the set of political regimes or institutions, R be the set of feasible

policies (or economic institutions), and X denote the set of feasible allocations (which include

different levels of consumption of all goods and services by all individuals in the society).

Ignoring any stochasticity in outcomes for simplicity, we can think of each political institution

in the set P leading to some specific set of economic institutions in the set R. Let this be

represented by the mapping π (.). Similarly, different policies lead to different allocations

(ignoring again stochastic elements and multiple equilibria); let this be represented by the

mapping ρ (.). Schematically, we can write

P
π(.)
−→ R

ρ(.)
−→ X.

Now suppose that each individual i has a utility function ui : X →R, representing his prefer-

ences over possible allocations in X. Suppose also that individuals are consequentialist, in the

sense that they do not care about economic or political institutions beyond these institutions’

influences on allocations. Then their preferences over some economic institution R ∈ R are

simply given by ui (ρ (R)) ≡ ui ◦ ρ : R →R. This mapping therefore captures their induced

preferences over economic institutions (as a function of the economic allocations that these

institutions induce). Preferences over political institutions are also induced in the same manner.

The utility that individual i derives from some political institution P ∈ P is ui (ρ (π (P ))) ≡

ui ◦ ρ ◦ π : P →R. Induced preferences over institutions are important, since an equilibrium

framework ought to explain the emergence and change of political institutions as a function of

these preferences.

This brief introduction has therefore laid two types of foundations for the next two chap-

ters. First, as taken up in Chapter 22, we must understand how different types of economic

institutions (and policies) affect economic outcomes, including economic performance and the

distribution of resources—the mapping ρ (.). Based on this understanding, we will analyze the

preferences of different groups over these economic institutions (policies) and determine the

conditions under which different groups will have a preference for distortionary, nongrowth-

enhancing economic arrangements. Second, to understand political change and how it interacts

with economic decisions and economic growth, we need to study induced preferences over

political institutions—the mapping π (.). This is the topic of Chapter 23.





22
Institutions,
Political Economy,
and Growth

T
his chapter makes a first attempt at answering the following question that has been in

the background of much of what we have done so far: why do similar societies choose

different institutions and policies, leading to very different economic growth outcomes?

The analysis so far has highlighted the role of capital accumulation, human capital, and

technology in economic growth. Throughout I have stressed that the level of physical capi-

tal, the extent of human capital, and even the technology of societies should be thought of

as endogenous, that is, as responding to incentives. This brings us to the fundamental ques-

tion: why do different societies provide different incentives to firms and workers? Chapter 4

suggested that differences in institutions are important determinants of these incentives and

of cross-country variations in investments in physical capital, human capital, and technology.

The purpose of this and the next chapter is to provide models that can help us understand why

institutions might have such an effect and why institutions themselves differ across societies.

22.1 The Impact of Institutions on Long-Run Development

As already emphasized in Chapter 4, institutions matter—at least when we look at clusters of

economic and political institutions over long horizons. Most of the models in the book incor-

porate this feature, since they highlight various effects of economic institutions and policies

on economic allocations. For example, tax and subsidy policies and market structures may af-

fect physical capital accumulation, human capital investments, and technological progress; and

contracting institutions and the structure of the credit markets influence technology choices and

the efficiency of production. Perhaps even more important, all models studied so far assume a

relatively orderly working of the market economy. Add to these models some degree of inse-

curity of property rights or entry barriers preventing activities by the more productive firms,

and they imply major inefficiencies. Both theory and casual empiricism suggest that these fac-

tors are important. We must thus recognize that doing business is very different in the United

States than in sub-Saharan Africa. Entrepreneurs and businessmen in the United States (or

781
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pretty much in any OECD country) face relatively secure property rights and a stable, orderly

environment. Individuals or corporations that wish to create new businesses face relatively few

barriers. The situation is starkly different in much of the rest of the world, for example, in sub-

Saharan Africa, the Caribbean, and large parts of Central America and Asia. Similarly, the lives

of the majority of the population are radically different across these societies: most citizens

have access to a wide variety of public goods and the ability to invest in their human capital in

most OECD countries but not in many less-developed economies.

Economists often summarize these variations across societies as “institutional differences”

(or differences in institutions and policies). The term is slightly unfortunate, but is one that

is widely used and accepted in the literature. “Institutions” mean different things in different

contexts, and none of these exactly corresponds to the meaning intended here. As already

emphasized in Chapter 4, by “institutional differences,” we are referring to differences in

a broad cluster of social arrangements, including security of property rights for businesses

as well as for regular citizens, and the ability of firms and individuals to write contracts to

facilitate their economic transactions (contracting institutions), the entry barriers faced by new

firms, the socially imposed costs and barriers facing individual investments in human capital,

and incentives of politicians to provide public goods. This definition of institutions is quite

encompassing. To make theoretical and empirical progress, one typically needs a narrower

definition. Toward this goal, I have already distinguished between economic institutions (and

policies), which correspond to taxes, the security of property rights, contracting institutions,

entry barriers, and other economic arrangements, and political institutions, which correspond

to the rules and regulations affecting political decision making, including checks and balances

against presidents, prime ministers, or dictators, as well as methods of aggregating the different

opinions of individuals in the society (e.g., electoral laws). In terms of the notation introduced

in the introduction to this part, the effect of economic institutions on economic outcomes is

summarized by the mapping ρ(.), while the implications of political institutions for the types

of economic institutions and policies is captured by the mapping π(.).

It is also useful to note that the difference between economic institutions and policies is

not always clear, so it is often their combination, not one or the other, that is important. For

example, we can refer to the security of property rights as economic institutions, but we would

not typically refer to tax rates as institutions. Yet, entirely insecure property rights and 100%

taxation of income have much in common. One difference might be that institutions are more

durable than policies.1 Thus in what follows I make a distinction between economic institutions

and policies: economic institutions provide a framework in which policies are set. However,

when the distinction between economic institutions and policies is unimportant, I typically use

“economic institutions” as a stand-in for both.

The evidence presented in Chapter 4 suggests that institutional differences do matter for

economic growth. The focus of this section is not to review this evidence, but to build on it and

ask the next question: if economic institutions are so important for economic growth, why do

some societies choose institutions that do not encourage growth? In fact, based on available

historical evidence, we can go further: why do some societies choose institutions and policies

that specifically block technological and economic progress? The rest of this chapter and much

of the next one provide a framework for answering these questions. I start with an informal

discussion of the main building blocks for constructing an answer.

The first important element of the political economy approach is social conflict. There

are few (if any) economic changes that would benefit all agents in the society. Thus every

change in institutions and policies creates winners and losers relative to the status quo. Take the

1. In Section 22.9, I discuss another potential reason that taxation and security of property rights might be

different, which relates to how the proceeds are used.
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simplest example: removing entry barriers so that a previously monopolized market becomes

competitive. While consumers benefit from this policy because of lower prices, the monopolist,

who was previously enjoying a privileged position and high profits, will be a loser. The effect on

workers depends on the exact market structure. If the labor market is competitive, workers also

benefit, since the demand for labor increases with the entry of new firms. But if there are labor

market imperfections, so that the employees of the monopolist were previously sharing some of

the rents accruing to this firm, they will also be potential losers from the reform. Consequently

there will not be unanimous support for removing entry barriers even when removal increases

growth and output in the economy.

This example highlights a general principle: because of the different allocations that they

induce, individuals have different, conflicting preferences over economic institutions. So if

there are conflicting preferences over collective choices in general (and over institutions and

policies in particular), how do societies make decisions? Political economy is the formal

analysis of this process of collective decision making. If there is social conflict between a

monopolist who wishes to retain entry barriers and consumers who wish to dismantle them,

the equilibrium of a political process decides the outcome. This process may be orderly in

democracies, or disorderly or even chaotic in other political regimes as illustrated by the all-too-

frequent civil wars throughout human history. Whether it is a democratic or a nondemocratic

process that leads to the equilibrium policy, the political power of the parties with conflicting

interests plays a central role. Put simply, if two individuals disagree over a particular choice

(e.g., about how to divide a dollar), their relative powers determine the ultimate choice. In the

political arena, this corresponds to the political power of different individuals and groups. For

example, in the monopoly example, we may expect the monopolist to have political power

because it has already amassed income and wealth and may be able to lobby politicians. In a

nondemocratic society where the rule of law is tenuous, we can even imagine the monopolist

utilizing thugs and paramilitaries to quash the opposition. On the other hand, in a democracy,

consumers may have sufficient political power to overcome the interests and wishes of the

monopolist through the ballot box or by forming their own lobbying groups.

The second key element of the political economy approach is commitment problems, which

act as a source of inefficiency and augment the distortions created by social conflict. Political

decisions at each date are made by the political process at that date (e.g., by those holding

political power at that time); commitment to future sequences of political and economic

decisions are not possible unless they happen to be equilibrium commitments (we will see

that whether we use the concept of Subgame Perfect Equilibrium [SPE] or Markov Perfect

Equilibrium [MPE] plays an important role).

At this point, it is important to distinguish between nongrowth-enhancing policies (or

distortionary policies) and Pareto inefficiency. Many political economy models do not lead

to Pareto inefficiency. This is because their equilibria can be represented as solutions to

weighted social welfare functions (see Section 22.7). The resulting allocation is then a point

along the constrained Pareto frontier of the economy (given the set of available instruments).

Nevertheless many such allocations involve distortionary and nongrowth-enhancing policies.2

In addition, when commitment problems are present, the political equilibrium can involve

(constrained) Pareto inefficiencies as well, because there may exist future policy sequences

that can make all parties better off, but they may not be implemented in equilibrium.

Consider a situation in which political power is in the hands of a specific group or an

individual—the political elite. To simplify the thought experiment, let us ignore any constraints

2. Consider, for example, an allocation in which a dictator such as Mobutu Sese Seko in Zaire expropriates all

the investors in the country; it is possible to change policies to increase investment and growth, but this will

typically imply taking resources and power away from Mobutu and making him worse off.
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on the exercise of this political power. Then the elite can set policies to induce allocations that

are most beneficial for themselves, and thus the political equilibrium can be thought of as the

solution to the maximization of a social welfare function giving all the weight to the elite.

Even though the resulting equilibrium may not be Pareto inefficient, it typically involves non-

growth-enhancing policies. The key question is: under what circumstances does the exercise

of political power by the elite lead to such distortionary policies?

I argue that there are two broad reasons for why those with political power choose dis-

tortionary policies. The first is revenue extraction, that is, the attempt by the elite to extract

resources from other members of the society. Central to this source of distortionary policies

are two aspects of the society: (1) a decoupling between political power (which is in the hands

of the elite) and economic opportunities (which lie with the entrepreneurs and the workers)

and (2) a limited set of fiscal instruments. These two aspects combined imply that the elite will

use the available (distortionary) fiscal instruments to transfer resources from the rest of the so-

ciety to themselves. We will also see that the same type of distortionary policies emerge even

when there is no political elite but decisions are made democratically (see Section 22.8). The

restriction to a limited set of fiscal instruments, such as distortionary linear taxes, is important

here. Had there been nondistortionary taxes, such as lump-sum taxes, the elite could extract

resources from the rest of the society without discouraging economic growth. But lump-sum

taxes are often not feasible, and more generally, most forms of redistribution create distortions

by reducing incentives for work or effort or by discouraging investment.

Second, the elite may choose distortionary policies because they are in competition with

other social groups. This competition may be economic. For example, the elite may be engaged

in production and recognize that taxes on other producers will reduce the demand for factors,

thus increasing the elite’s profits indirectly. I refer to this as the “factor price manipulation”

motive for distortionary policies. The competition between the elite and other social groups

may also be political. Enrichment by other groups might pose a threat to the elite’s ability to

use and benefit from their political power in the future; distortionary taxes are then beneficial

for the elite as a way of impoverishing their political competitors. I refer to this as the “political

replacement” motive for distortionary policies. The rest of the chapter illustrates these various

mechanisms. An important implication of the models I present is that factor price manipulation

and political replacement motives often lead to greater distortions and are more damaging to

the growth potential of a society than the revenue extraction motive.

This basic framework also clarifies the additional inefficiencies created by commitment

problems. Because the elite cannot commit to future policies, there may be a holdup problem,

whereby investments, once undertaken, are expropriated or taxed at prohibitively high rates.

Holdup problems are likely to be important in a wide variety of circumstances; for example,

when the relevant investments are in long-term projects, so that a range of policies is decided

after these investments are undertaken. I also use this framework to illustrate how and under

what conditions economic institutions can constrain equilibrium policies.

In Sections 22.7 and 22.8, I show how political economy equilibria can be studied in

models with greater heterogeneity and how distributional conflicts in such societies also lead

to distortionary policies. Finally I end this chapter by emphasizing the role of public goods

provision by the government and how political economy considerations affect equilibrium

investment by the state (and the politically powerful groups controlling it) in public goods.

22.2 Distributional Conflict and Economic Growth in a Simple Society

In this and the next four sections, I discuss the implications of distributional conflict for

economic growth in a simple society. In a simple society individuals are permanently allocated
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to social groups (e.g., producers, landowners, or workers), and the main distributional conflict

is among groups. The latter feature is ensured by assuming that individuals within each group

are ex ante identical and restricting the set of fiscal instruments so that it is not possible to

redistribute resources from one member of the group to another. The former feature, on the

other hand, rules out issues of occupational choice and social mobility, which are discussed

in the next chapter. The main advantage of a simple society for our purposes here is that it

enables a tractable aggregation of political preferences of individuals. Models in which there

is a nondegenerate distribution of endowments (e.g., wealth or productivity) across individuals

are studied in Section 22.8. While these models are significantly richer than the simple society

studied here, the economic forces that shape the political economy equilibrium are similar,

which motivates my choice of presenting a detailed analysis of political economy equilibrium

in a simple society in the next several sections.

The society we study comprises three groups of individuals. The first group consists of

workers who supply their labor inelastically. The second consists of entrepreneurs who have

access to a production technology and make the investment decisions. The third is the elite who

make the political decisions (and may also engage in entrepreneurial activities). I first assume

that the political system is an oligarchy dominated by the elite. The model is then enriched in

various ways in this and the next chapter by introducing additional heterogeneity, incorporating

occupational choice, and endogenizing the distribution of political power among the various

members of the society.

22.2.1 The Basic Environment

The economy is populated by a continuum 1 + θ e + θm of risk-neutral agents, each with a

discount factor equal to β ∈ (0, 1). There is a unique nonstorable final good denoted by Y. The

expected utility of agent i at time 0 is given by

E0

∞
∑

t=0

β tCi(t), (22.1)

where Ci(t) ∈ R denotes the consumption of agent i at time t , and Et is the expectations

operator conditional on information available at time t . The most important feature about these

preferences is their linearity (risk-neutrality). The gain in simplicity from linear preferences

here more than makes up for the loss of generality—linear preferences remove transitional

dynamics but in return enable a complete characterization of political economy equilibria.

There is a continuum of workers, with measure normalized to 1, who supply their labor

inelastically. The elite, denoted by “e,” initially hold political power in this society. There is

a total of θ e elites. Let us first suppose that the elite do not take part in productive activities

(this is discussed in Section 22.4). Finally, there are θm “middle class” agents, denoted by

“m,” who are the entrepreneurs in the economy, with access to the production technology. The

label of “middle class” for the entrepreneurs is motivated by some historical examples that

are discussed in the next chapter and plays no role in the formal analysis. The sets of elite

and middle-class producers are denoted by Se and Sm, respectively. With a slight abuse of

notation, I use i to denote either individual or group (though when referring to groups, I use i

as a superscript, and when referring to individuals, as a subscript). The identity of the agents

(their social group membership) does not change over time.

Each entrepreneur (middle-class agent) i ∈ Sm has access to the following production

technology for producing the final good:

Yi(t) = F(Ki(t), Li(t)), (22.2)
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where Yi(t) is final output produced by entrepreneur i, and Ki(t) and Li(t) are the total

amount of capital and labor, respectively, that he uses in production. I assume that F satisfies

Assumptions 1 and 2 from Chapter 2. Since F exhibits constant returns to scale, without further

restrictions a single entrepreneur can employ the entire labor force and the capital stock of the

economy. To ensure a dispersed distribution of entrepreneurial activity, I assume that there is

a maximum scale for each entrepreneur (e.g., because each entrepreneur has a limited span of

control in managing his employees). In particular, suppose that Li(t) ∈ [0, L̄] for some L̄ > 0.

Thus at least after a certain level of employment, there are diminishing returns to additional

capital investments by each entrepreneur. Since the total workforce in the economy is equal to

1, labor market clearing at time t requires that

∫

Sm

Li(t)di ≤ 1, (22.3)

with Li(t) ≤ L̄. As in the standard neoclassical model, a fraction δ of capital depreciates.

The (competitive) equilibrium of this economy without taxes—and without considering the

effects of political economy—is straightforward. Let k ≡ K/L denote the capital-labor ratio,

as usual, and f (k) ≡ F(K/L, 1) the per capita production function. Standard arguments imply

that, without taxes, each entrepreneur chooses the capital-labor ratio

ki(t) = k∗ ≡ (f ′)−1(β−1 + δ − 1) (22.4)

for each t , where (f ′)−1(.) is the inverse of the marginal product of capital (the derivative of

the f function). Equation (22.4) is identical to the standard steady-state equilibrium condition

from Chapters 6 and 8 and equates the gross marginal product of capital, f ′(k∗) + 1− δ, with

the inverse of the discount factor, β−1 (e.g., recall (6.52) in Chapter 6). The difference here is

that because of linear preferences, (22.4) applies at all points in time, not only in steady state.

Thus there are no transitional dynamics.

Another special feature of this economy is that it may fail to achieve full employment. Recall

that the total labor force is equal to 1. However, (22.5) shows that the level of employment of

each employer may be strictly less than 1/θm because of the maximum size constraint on

firms. When this is the case, 1 − θmL̄ workers are unemployed, and wages are equal to 0.

When there is an excess supply of labor, each entrepreneur i ∈ Sm employs L̄ workers, and

total employment falls short of total supply. When there is no excess supply, the entire labor

force is employed, and the allocation of these workers across the entrepreneurs is arbitrary

(since all entrepreneurs would be making zero profits). To simplify the exposition, I assume,

without loss of any generality, that even in this case, all entrepreneurs employ the same number

workers, so that

Li(t) = L∗ ≡ min

{

L̄,
1

θm

}

(22.5)

for each i ∈ Sm at each t .

In addition, in this section I assume that

θmL̄ > 1, (22.6)

which ensures that there is full employment and thus L∗ = 1/θm. Under this assumption, the

equilibrium wage rate in the competitive equilibrium without taxes is

w(t) = w∗ ≡ f (k∗) − k∗f ′(k∗) for all t , (22.7)
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where k∗ is given in (22.4). I refer to this equilibrium without political economy (with capital-

labor ratio k∗ and wage rate w∗) as the “first-best equilibrium.”

22.2.2 Policies and Economic Equilibrium

Before we can characterize political economy equilibria, we need to specify the set of available

fiscal instruments (policies) and then define an economic equilibrium for a given sequence of

policies. Throughout, economic equilibria given policies are identical to the competitive equi-

libria described in Chapters 6 and 8. Economic equilibria resulting from different policies

involve different levels of welfare for different agents, thus implicitly defining induced pref-

erences over the policies and economic institutions leading to these economic equilibria. The

political equilibrium then aggregates these preferences over different sequences of policies. In

the current model, this last step is simplified, given our focus on elite-dominated politics.

Suppose that the society has access to four different policy instruments: a linear tax rate on

output τ(t) ∈ [0, 1] and lump-sum transfers to each of the three groups (workers, middle-class

entrepreneurs, and the elite), T w(t) ≥ 0, T m(t) ≥ 0, and T e(t) ≥ 0. Since lump-sum transfers

are nonnegative, they cannot be used for nondistortionary lump-sum taxation. Instead revenues

can only be raised using the linear tax on output. While lump-sum taxes might sometimes be

possible, the ability of individuals to move into the informal sector or stop working puts limits

on the use of lump-sum taxes. Nevertheless the restriction to a simple linear tax rate is quite

restrictive, and there might often exist more efficient ways of raising revenues. In political

economy models, such restrictions are sometimes made to ensure the existence of equilibrium

(e.g., when using the Median Voter Theorem; see Section 22.7). Here they are imposed to

emphasize how the interaction between the decoupling of political and economic power and a

limited menu of fiscal instruments can lead to distortionary policies.

Let us next specify the timing of events at each date. The most important aspect here is the

timing of taxes relative to investments (and this is the main reason that discrete-time models

are slightly more convenient in this context). To start with, let us assume that taxes are set

before the relevant investment decisions. In particular, the timing of events is such that at each

t , we start with a predetermined tax rate on output τ(t), as well as the capital stocks of the

entrepreneurs, [Ki(t)]i∈Sm. Entrepreneurs decide how much labor to hire [Li(t)]i∈Sm (and in

the process the labor market clears). Output is produced, and a fraction τ(t) of the output is

collected as tax revenue. The political process (e.g., the politically powerful social group) then

decides the transfers, T w(t) ≥ 0, T m(t) ≥ 0, and T e(t) ≥ 0, subject to the government budget

constraint

T w(t) + θmT m(t) + θ eT e(t) ≤ τ(t)

∫

Sm

F(Ki(t), Li(t))di, (22.8)

where the left-hand side denotes total government expenditure in transfers, and the right-hand

side is the predetermined tax rate times output. Next, the political process announces the tax

rate τ(t + 1) that will apply at the next date. Entrepreneurs choose their capital stocks for the

next date, [Ki(t + 1)]i∈Sm, after observing this tax rate, so that they know exactly what tax rate

they will face at the next date. The alternative, where the capital stock is chosen before the tax

rate, is discussed in Section 22.5. For now it suffices to say that this alternative leads to greater

distortions because of holdup problems.

More formally, let pt= {τ(s), T w(s), T m(s), T e(s)}∞
s=t

denote a feasible (infinite) se-

quence of policies starting at time t . An economic equilibrium (from time t on) is a competitive

equilibrium given pt and the distribution of capital stocks among the entrepreneurs at time t ,
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[Ki(t)]i∈Sm. This economic equilibrium specifies a sequence of capital stock and labor de-

cisions for each entrepreneur, {[Ki(s + 1), Li(s)]i∈Sm}∞
s=t

, and wage rates, {w(s)}∞
s=t

, such

that given [Ki(t)]i∈Sm, pt and wt ≡ {w(s)}∞
s=t

, {Ki(s + 1), Li(s)}
∞
s=t

maximizes the utility of

entrepreneur i for each i ∈ Sm, and given {[Li(s)]i∈Sm}∞
s=t

, the labor market clears.3

Since workers supply labor inelastically, the only nontrivial decisions are by the entre-

preneurs. Given any feasible policy sequence pt and equilibrium wages wt , the utility of an

entrepreneur with capital stock Ki(t) at time t as a function of these policies is

Ui({Ki(s), Li(s)}
∞
s=t

| pt, wt) =

∞
∑

s=t

βs−t[(1 − τ(s))F (Ki(s), Li(s))

− (Ki(s + 1) − (1 − δ)Ki(s)) − w(s)Li(s) + T m(s)].

(22.9)

This expression makes use of the fact that preferences are linear, and thus the value of

the entrepreneur can be written in terms of the discounted sum of his consumption levels.

Consumption is simply given by the term in square brackets, since output is taxed at the rate τ(t)

at time t and moreover a fraction (1 − δ) of last period’s capital stock is left, so an additional

investment of Ki(t + 1) − (1 − δ)Ki(t) is made for the next period. Finally, the labor costs

at the current wage are subtracted, and the lump-sum transfer to middle-class entrepreneurs

is added. Note that (22.9) is formulated for a given sequence of policies pt . Although we are

interested in political economy equilibria where there is no commitment to future policies, from

the viewpoint of an individual entrepreneur (or of the competitive equilibrium) the sequence

of policies pt is taken as given.4

Maximizing (22.9) with respect to the sequences of capital stock and labor choices, we

obtain the following simple first-order condition:

β[(1 − τ(t + 1))f ′(ki(t + 1)) + (1 − δ)] = 1, (22.10)

where ki(t + 1) denotes the capital-labor ratio chosen by entrepreneur i for time t + 1 given

the tax rate τ(t + 1), which has already been announced (and committed to) at the time of the

investment decision. Thanks to the Inada conditions in Assumption 2, this first-order condition

holds as equality for any τ(t + 1) ∈ [0, 1), and Exercise 22.1 shows that there will never be

100% taxation. Thus we do not need the complementary slackness conditions.

Equation (22.10) determines the equilibrium capital-labor ratio. Since θmL̄ > 1, there is full

employment, so the total capital stock is also given by (22.10).

It can be easily verified that if all taxes were equal to zero (τ(t) = 0 for all t), the unique

solution to (22.10) would be identical to the first-best capital-labor ratio k∗ in (22.4). Naturally,

when there are positive taxes, the level of capital-labor ratio is less than k∗ (this follows

immediately, since f (.) is strictly concave; see (22.12)).

3. One has to be a little careful about feasibility of policies here, because whether a policy sequence is feasible

cannot be determined without reference to the actions of the entrepreneurs (e.g., any policy sequence with

positive transfers cannot be feasible if all entrepreneurs choose zero capital stock). In the present context, linear

preferences again simplify the analysis considerably, since only the tax rate sequence matters for capital, and

production decisions and transfers can be determined as residuals to satisfy the government budget constraint

(22.8).

4. This way of writing the maximization problem of the entrepreneur does not give information about how he

would react if the political process (here the elite) deviated from pt , since this might also be associated with

a change in the remainder of the policy sequence. Nevertheless linear preferences again ensure that we do not

need to worry about this issue, since, as we will see momentarily, entrepreneurial decisions only depend on

current taxes.
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The most noteworthy feature of the equilibrium capital-labor ratio given in (22.10) is that,

thanks to linear preferences, the choice of the capital-labor ratio by each entrepreneur at time

t + 1 only depends on the tax rate τ(t + 1) and not on future taxes. We can therefore write the

equilibrium capital-labor ratio at time t for all entrepreneurs as k̂(τ (t)):

k̂(τ (t)) ≡ (f ′)−1

(

β−1 + δ − 1

1 − τ(t)

)

. (22.11)

For future reference, note also that since F(., .), and thus f (.), is twice differentiable, k̂(τ ) is

also differentiable, with derivative

k̂′(τ ) =
f ′(k̂(τ ))

(1 − τ)f ′′(k̂(τ ))
< 0, (22.12)

which follows by directly differentiating (22.11). The derivative is negative, since f ′(k) > 0

and f ′′(k) < 0 for all k (from Assumption 1).

Given the expression for the equilibrium capital-labor ratio in (22.11) and full employment

as implied by (22.6), the equilibrium wage at time t is given by the usual expression:

ŵ(τ (t)) = (1 − τ(t))
[

f (k̂(τ )) − k̂(τ (t))f ′(k̂(τ ))
]

, (22.13)

which is similar to (22.7) except for the presence of the tax rate in front of the square brackets.

The analysis so far establishes the following proposition.

Proposition 22.1 Suppose that (22.6) holds. Then for any initial distribution of cap-

ital stocks among entrepreneurs, [Ki(0)]i∈Sm, and for any feasible sequence of policies,

pt= {τ(s), T w(s), T m(s), T e(s)}∞
s=0

, there exists a unique (competitive) equilibrium in which

the sequence of capital-labor ratios for each entrepreneur is {k̂(τ (s))}∞
s=0

and the equilib-

rium wage sequence is {ŵ(τ (s))}∞
s=0

, with k̂(τ (t)) and ŵ(τ (t)) given by (22.11) and (22.13),

respectively.

This proposition is convenient not only because the form of the equilibrium is particu-

larly simple, but also because for any given sequence of policies, the aggregate equilibrium

allocation is unique.5

22.2.3 Political Economy under Elite Control

Our task of characterizing the political economy equilibrium here is considerably simplified

by two features. First, political power is vested in the elite and there is no issue of political

power changing hands or the elite choosing policies to appease voters or other social groups.

5. Notice the slight abuse of notation here, which I commit throughout this and the next chapter: the equilibrium

is not “unique” in general, since the allocation of capital and labor across middle-class entrepreneurs is not

pinned down. As with competitive equilibria with constant returns in general, only the aggregate allocation and

capital-labor ratios are uniquely determined. In the present context, “uniqueness” is achieved by the assumption

that, when indifferent, all firms employ the same amount of labor. Throughout this chapter when the issue arises

again, rather than explicitly state that the aggregate allocation implied by the equilibrium is unique, I refer to

the equilibrium as “unique.”
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Second, there are no fiscal instruments that would redistribute income among the elite. Thus

the political economy choices here involve only the choice of fiscal policies that maximize the

net present discounted utility of a representative elite agent.6

Throughout this section, I focus on the MPE of the dynamic political game described here.

Recall that this equilibrium notion requires the policy sequence pt to be such that policies

at time t only depend on the date t payoff-relevant variables (see Appendix C for a formal

definition of MPE). Here the only payoff-relevant variables are the capital stocks of the

entrepreneurs. Thus current policies should depend on the current distribution of capital stocks.

Linear preferences again simplify the analysis and imply that we do not need to keep track of the

entire distribution of capital stocks as the relevant state variable. Moreover it is straightforward

to see that the elite would never choose to redistribute to workers or to the middle class; thus in

what follows we can restrict attention to sequences of policies that involve T w(t) = T m(t) = 0

for all t . Next, let us combine this fact with the government budget constraint (22.8), which

must hold as equality (since otherwise the elite could increase their consumption and utility

by increasing transfers to themselves), to obtain

T e(t) =
1

θ e
τ(t)

∫

Sm

F(Ki(t), Li(t))di

=
1

θ e
τ(t)f (k̂(τ )),

(22.14)

where the first line simply uses the government budget constraint (22.8), while the second

uses the equilibrium characterization in Proposition 22.1 together with the fact that with full

employment, the total number of workers is equal to 1.

The maximization problem of the elite can then be written recursively as

V e(τ (t), [Ki(t)]i∈Sm) = max
τ(t+1)∈[0,1]

{T e(t) + βV e(τ (t + 1), [Ki(t + 1)]i∈Sm)}, (22.15)

where V e(τ (t), [Ki(t)]i∈Sm) is the value of an elite agent given the tax rate announced last

period for today, τ(t), and the distribution of capital stocks by the entrepreneurs, [Ki(t)]i∈Sm.

The per capita transfer today, T e(t), is given by the first line of (22.14) as a function of τ(t)

and [Ki(t)]i∈Sm. The elite choose the tax rate for tomorrow, τ(t + 1), to maximize their current

value, recognizing the effect of the tax rate on the investments of the entrepreneurs as given by

the second line of (22.14). This recursive formulation is conditioned only on payoff-relevant

state variables and thus imposes the MPE requirement.7

To characterize the equilibrium tax sequence, note that T e(t) depends only on the tax rate

at time t . The utility-maximizing tax rate for the elite is then the same at all dates and is given

by the solution τ̂ to the following first-order condition:

f (k̂(τ̂ )) + τ̂ f ′(k̂(τ̂ ))k̂′(τ ) = 0.

6. Given this limited menu of policies, we can equivalently think of the political economy choices as being

made by voting among the elite or by one of the elite agents chosen at random.

7. Again, without linear preferences this maximization problem would be more complicated. The value function

V e would also need to be conditioned on a policy rule, mapping from the distribution of capital stocks into

future policies. Consequently, optimal policies would be a function of this policy rule. An MPE would then

require the solution to this maximization problem to coincide with this policy rule.
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This tax rate τ̂ maximizes tax revenues from middle-class entrepreneurs and puts the elite

at the peak of the Laffer curve. Substituting for k̂′(τ ) from (22.12), we obtain the following

expression for τ̂ :

f (k̂(τ̂ )) +
τ̂

1 − τ̂

(f ′(k̂(τ̂ )))2

f ′′(k̂(τ̂ ))
= 0. (22.16)

Intuitively, the utility-maximizing tax rate for the elite trades off the increase in revenues

resulting from a small increase in the tax rate, f (k̂(τ̂ )), against the loss in revenues that results

because the increase in the tax rate reduces the equilibrium capital-labor ratio, τ̂ f ′(k̂(τ̂ ))k̂′(τ ).

This tax rate τ̂ is always between 0 and 1 (see Exercise 22.1), though the maximization problem

of the elite is not necessarily concave, and (22.16) may have more than one solution. If this is

the case, τ̂ always corresponds to the global maximum for the elite.8

This analysis so far establishes the following result.

Proposition 22.2 Suppose that (22.6) holds. Then for any initial distribution of capital

stocks among entrepreneurs, [Ki(0)]i∈Sm, there exists a unique MPE, where at each t =

0, 1, . . ., the elite set the tax τ̂ ∈ (0, 1) as given in (22.16), all entrepreneurs choose the

capital-labor ratio k̂(τ̂ ) as given by (22.11), and the equilibrium wage rate is ŵ(τ̂ ) as given

by (22.13). We have that k̂(τ̂ ) < k∗, where k∗ is given by (22.4), and ŵ(τ̂ ) < w∗, where w∗ is

given by (22.7).

This proposition shows that the unique political equilibrium involves positive taxation of

entrepreneurs by the elite. Consequently the capital-labor ratio, the output level, and the wage

rate are strictly lower than they would be in an economy without taxation. Exercise 22.2 shows

how this framework can be extended so that policies also affect the equilibrium growth rate.

Let us now return to the fundamental question raised at the beginning of this chapter: why

would a society impose distortionary taxes on businesses/entrepreneurs? The model in this

section gives a simple answer: political power is in the hands of the elite, who would like to

extract revenues from the entrepreneurs. Given the available tax instruments, the only way

they can achieve this is by imposing distortionary taxes. Thus the source of “inefficiencies”

in this economy is the combination of revenue extraction motive by the politically powerful

combined with a limited menu of fiscal instruments.

While the analysis so far shows how distortionary policies can emerge and reduce the

level of investment and output below the first-best level, it is important to emphasize that

the equilibrium here is not Pareto inefficient. In fact, given the set of fiscal instruments, the

equilibrium allocation is the solution to the maximization of a social welfare function that

puts all the weight on the elite. Pareto inefficiency requires that, given the set of instruments

and informational constraints, there should exist an alternative feasible allocation that would

make each agent either better off or at least as well off as they were in the initial allocation.

Given the restriction to linear taxes, there is no way of improving the utility of the middle-

class entrepreneurs and the workers without making the elite worse off.9 This observation

implies that when we explicitly incorporate political economy aspects into the analysis, there

8. Here I ignore the cases in which there might be multiple global maxima.

9. In a slightly modified environment there exist mechanisms that would lead to Pareto improvements, though

these mechanisms could not be supported as MPE (but could be supported as SPE). For example, with a finite

number of entrepreneurs, there exist SPEs in which each entrepreneur makes voluntary donations to the elite

and chooses the first-best capital-labor ratio, and the elite refrain from distortionary taxation (see Exercise

22.4). This example shows that the MPE could easily lead to Pareto inefficient equilibria, even though this is

not the case in our baseline economy. It also highlights why models with a continuum of agents, where such

mechanisms are not possible, are often more intuitive.
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are typically no “free lunches”—that is, there is often no easy way of making all agents better

off. Thus political economy considerations typically involve trade-offs between winners and

losers. Since the allocation in Proposition 22.2 involves distortionary policies and reduces

output relative to the first-best allocation, we might want to refer to this outcome as “inefficient”

(even though it is not Pareto inefficient). In fact, this label is often used for such allocations

in the literature, and I follow this practice. But it is important to remember that inefficiencies

here do not mean Pareto inefficiencies.

As a preliminary answer to our motivating question, Proposition 22.2 is a useful starting

point. However it leaves a number of important questions unanswered. First, it does not provide

useful comparative statics regarding when we should expect more distortionary policies.

Second, it takes the distribution of political power as given. If political power were in the

hands of the middle-class entrepreneurs rather than the nonproductive elite, the choice of fiscal

instruments would be very different. Third, this analysis takes the menu of available fiscal

instruments as given. If the elite had access to lump-sum taxes, they could extract revenues

from the entrepreneurs without creating distortions. I extend the current framework to provide

answers to these questions in this and the next chapters. Before doing this, let us first consider

a more specific version of the economy analyzed so far where the production function is Cobb-

Douglas. This Cobb-Douglas economy, by virtue of its tractability, is a workhorse model for

Sections 22.4–22.6. Exercise 22.17 briefly discusses how the approach here can be generalized

when individuals have concave preferences.

22.3 The Canonical Cobb-Douglas Model of Distributional Conflict

Consider a specialized version of the economy analyzed in the previous section, with two

differences. First, the production function of each entrepreneur takes the form

Yi(t) =
1

α
(Ki(t))

α(Ai(t)Li(t))
1−α, (22.17)

where Ai(t) is a labor-augmenting group-specific or individual-specific productivity term.

For now, we can set Ai(t) = Am for all i ∈ Sm. The term 1/α in the front is included as a

convenient normalization. This Cobb-Douglas form enables an explicit-form characterization

of the political equilibrium and also links equilibrium taxes to the elasticity of output with

respect to capital. Second, the analysis so far has shown that with linear preferences, incomplete

depreciation of capital plays no qualitative role, so I also simplify the notation by assuming

full depreciation of capital, that is, δ = 1.

Given (22.17), the per capita production function is

f (ki) =
1

α
(Am)1−αkα

i
.

Combining this production function with the assumption that δ = 1, (22.10) implies that at

date t + 1 each entrepreneur chooses a capital-labor ratio k(t + 1) such that

k(t + 1) = [β(1 − τ(t + 1))]1/(1−α)Am. (22.18)

The utility-maximizing tax policy of the elite is still given by (22.16), which combined with

(22.17) implies that the utility-maximizing tax for the elite at each date is

τ̂ = 1 − α.
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This formula is both simple and economically intuitive. When α is high, the production function

is nearly linear in capital. Thus the demand for capital as a function of its effective price is highly

elastic. With such an elastic demand for capital, high taxes would lead to a large decline in the

capital stock and tax revenues. Consequently, the peak of the Laffer curve for the elite is at a

relatively low tax rate. On the other hand, if α is low, the production function is highly concave

in capital; thus even a significant tax rate does not lead to a large decline in the equilibrium

capital-labor ratio choice of the entrepreneurs. In this case, the elite would find it profitable to

charge relatively high taxes.

22.4 Distributional Conflict and Competition

In this and the next section, I use the model introduced in the previous section to illustrate two

important issues. I first investigate how competition (in the marketplace or the political arena)

between those with political power and the rest can lead to significantly more distortionary

policies than the revenue extraction motive discussed so far. I then use this framework to

derive some preliminary insights on how distributional conflict can provide perspectives on

equilibrium economic institutions regulating the formation of policies.

Consider the canonical Cobb-Douglas model, with two differences. First, the elite as well

as the middle class can become entrepreneurs. The productivity of each middle-class agent

in terms of this production function is Am (Ai = Am for all i ∈ Sm), and the productivity of

each elite agent is Ae (Ai = Ae for all i ∈ Se). Productivity of the two groups may differ, for

example, because they are engaged in different economic activities (e.g., agriculture versus

manufacturing, old versus new industries) or they have different human capital or talent.

Workers do not have access to these production functions and supply their labor inelastically.

As in Section 22.2, each entrepreneur can hire at most L̄ workers, but assumption (22.6) is

no longer imposed. Second, I now allow group-specific taxes, so that the elite choose two tax

rates: τ e(t), applying to their own output, and τm(t), applying to middle-class entrepreneurs.

The government budget constraint then takes the form

T w(t) + θmT m(t) + θ eT e(t) ≤ φ

∫

Sm∪Se

τ i(t)F (Ki(t), Li(t))di + RN (22.19)

where φ ∈ [0, 1] is a parameter that captures how much of the tax revenue can be redistributed

(with the remaining 1− φ being wasted). This parameter can be thought of as a measure of state

capacity—with high φ, the state has the capacity to raise and redistribute significant revenues.

RN denotes rents from natural resources. In Section 22.2, we set φ = 1 and RN = 0 (recall

(22.8)). These parameters will be useful for the comparative static exercises below.

Since there are entrepreneurs both from the elite and the middle class, the condition for

full employment is different from (22.6). In particular, I assume throughout that θ eL̄ < 1 and

θmL̄ < 1, so that neither of the two groups generates enough labor demand by itself to employ

the entire labor force. The following condition then determines whether the elite and the middle

class together generate enough labor demand for the entire labor force:

Condition 22.1 (θ e + θm)L̄ > 1.

When this condition holds, there is full employment. When it does not (by which I mean

(θ e + θm)L̄ < 1, excluding the knife-edge case (θ e + θm)L̄ = 1), there is a shortage of labor



794 . Chapter 22 Institutions, Political Economy, and Growth

demand, and equilibrium wages are equal to 0. Whether this condition holds or not affects the

nature of the political equilibrium.

The analysis in Section 22.2, in particular, (22.11), implies that the capital-labor ratio choice

of each entrepreneur i ∈ Sm ∪ Se for time t + 1 is given by

ki(t + 1) = k̂i(τ (t + 1)) ≡ (β(1 − τ(t + 1)))1/(1−α)Ai. (22.20)

This expression is the same as (22.11) but is adapted to the Cobb-Douglas production function,

with labor-augmenting productivity of entrepreneur i given by Ai. Substituting k̂i(τ ) into the

production function for each entrepreneur and subtracting the cost of investment, we obtain

the net marginal product (profitability) per worker as

(1 − α)βα/(1−α)(1 − τ(t))1/(1−α)Ai/α.

Thus the labor demand for each entrepreneur takes the form

Li(t)

⎧

⎪

⎪

⎨

⎪

⎪

⎩

= 0 if w(t) > (1 − α)βα/(1−α)(1 − τ(t))1/(1−α)Ai/α,

∈
[

0, L̄
]

if w(t) = (1 − α)βα/(1−α)(1 − τ(t))1/(1−α)Ai/α,

= L̄ if w(t) < (1 − α)βα/(1−α)(1 − τ(t))1/(1−α)Ai/α.

(22.21)

This expression states that if the wage exceeds the net marginal product, then the entrepreneur

hires zero labor. If the wage is strictly less than this net marginal product, then he would like

to hire up to the maximum possible amount of labor, L̄. The next proposition characterizes the

economic equilibrium in this case.

Proposition 22.3 Suppose that the taxes on output of the elite and middle-class entrepre-

neurs at time t are equal to τ e(t) and τm(t), respectively. Then the equilibrium capital-labor

ratio of each entrepreneur is uniquely given by (22.20). In addition, if Condition 22.1 holds,

then the equilibrium wage at time t is

w(t) = min

〈

1 − α

α
βα/(1−α)(1 − τ e(t))1/(1−α)Ae,

1 − α

α
βα/(1−α)(1 − τm(t))1/(1−α)Am

〉

.

(22.22)

If Condition 22.1 does not hold, then w(t) = 0 for all t .

The only part of this proposition that requires comment is the form of equilibrium wages,

(22.22). When Condition 22.1 holds, this equation states that each worker receives the lower of

the net marginal product of the elite and the middle class. Labor market clearing also implies

that whichever group has lower net marginal product will not be able to employ to its full

capacity.

22.4.1 Competition in the Marketplace: The Factor Price Manipulation Effect

The next proposition is the equivalent of Proposition 22.2, except that it requires that Condition

22.1 not hold. Proposition 22.5 applies when this condition holds.

Proposition 22.4 Suppose that Condition 22.1 does not hold and φ > 0. Then the unique

MPE features
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τm(t) = τRE ≡ 1 − α and τ e(t) = T m(t) = T w(t) = 0 (22.23)

for all t , and T e(t) is then determined from (22.19) holding as equality.

Proof. See Exercise 22.5.

The equilibrium is therefore similar to that in Section 22.2. Notice however that this

proposition is stated under the assumption that Condition 22.1 fails to hold—so that the

equilibrium wage rate is w(t) = 0 for all t . If this were not the case, the elite would also

recognize the effect of their taxation policy on equilibrium wages. This would introduce the

competition motive in the choice of policies, which is our next focus. An extreme form of this

factor price manipulation effect is shown in the next proposition.

Proposition 22.5 Suppose that Condition 22.1 holds and φ = 0. Then the unique MPE

features τm(t) = τFPM ≡ 1 and τ e(t) = T m(t) = T w(t) = 0 for all t .

Proof. See Exercise 22.6.

In this proposition, φ is set equal to 0, so that there is no revenue extraction motive. Instead,

the only motive for taxation is to affect the equilibrium wage rate in (22.22). Clearly, for this we

need Condition 22.1 to hold; otherwise the wage rate would be equal to zero and the elite would

not have the ability or the desire to manipulate factor prices. Proposition 22.5 implies that the

equilibrium tax rate in this case, τFPM , is greater than the tax rate when the only motive for

taxation was revenue extraction, τRE. This might at first appear paradoxical, but is in fact quite

intuitive. With the factor price manipulation mechanism, the objective of the elite is to reduce

the profitability of the middle class, whereas for revenue extraction, the elite would like the

middle class to invest and generate revenues. Consequently, τRE puts the elite at the top of the

Laffer curve, while τFPM tries to harm middle-class entrepreneurs as much as possible so as

to reduce their labor demand (and thus equilibrium wages). It is also worth noting that, unlike

the pure revenue extraction case, the tax policy of the elite is indirectly extracting resources

from the workers, whose wages are being reduced.

The role of the assumption that φ = 0 in this context also needs to be emphasized. Taxing

the middle class at the highest rate is clearly inefficient. Why is there not a more efficient

way of transferring resources to the elite? The answer again relates to the limited fiscal

instruments available to the elite. In particular, φ = 0 implies that they cannot use taxes to

extract revenues from the middle class, so they are forced to use inefficient means of increasing

their consumption—by directly impoverishing the middle class. The absence of any means

of transferring resources from the middle class to the elite is not essential for the factor

price manipulation mechanism, however. This is illustrated next by combining the factor price

manipulation motive with revenue extraction (though the absence of nondistortionary lump-

sum taxes is naturally important).

The next proposition derives the equilibrium when Condition 22.1 holds and φ > 0, so

that both the factor price manipulation and the revenue extraction motives are present. In

Proposition 22.5, the factor price manipulation motive by itself leads to the extreme result

that the tax on the middle class should be as high as possible. Revenue extraction, though

typically another motive for imposing taxes on the middle class, serves to reduce the power

of the factor price manipulation effect. The reason is that high taxes also reduce the revenues

extracted by the elite (moving the economy beyond the peak of the Laffer curve). To derive the

political equilibrium in this case, first note that the elite will again neither tax themselves nor
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redistribute to other groups, that is, τ e(t) = T m(t) = T w(t) = 0 for all t . The maximization

problem of the elite at time t − 1 can then be written as

max
τm(t)

[

1 − α

α
βα/(1−α)Ae − w(t)

]

Le(t)

+
1

θ e

[

φ

α
τm(t)(β(1 − τm(t)))α/(1−α)AmθmLm(t) + RN

]

(22.24)

subject to (22.22),

θ eLe(t) + θmLm(t) = 1, and (22.25)

Lm(t) = L̄ if (1 − τm(t))1/(1−α)Am ≥ Ae, (22.26)

where Lm(t) denotes equilibrium employment by a middle-class entrepreneur, and Le(t) is

equilibrium employment by an elite entrepreneur. The first term in (22.24) is the elite’s net

revenues, and the second term is the transfer they receive. Equation (22.25) is the labor market

clearing constraint, while (22.26) ensures that middle-class producers employ as much labor

as they wish, provided that their net productivity is greater than that of elite producers.

The solution to this problem can take two different forms, depending on whether (22.26)

holds at the solution. If it does, then w = (1 − α)βα/(1−α)Ae/α. In this case, the elite make

zero profits, and their only income is derived from transfers. The elite then prefer to let the

middle class undertake all profitable activities and maximize tax revenues (which involves

policy identical to that in Proposition 22.4). If, on the other hand, (22.26) does not hold at the

solution, then the elite generate revenues both from their own production and from taxing the

middle class. The next proposition focuses on this case.

Proposition 22.6 Consider the canonical elite-dominated politics model with Cobb-

Douglas technology. Suppose that Condition 22.1 holds, φ > 0, and

Ae ≥ φαα/(1−α)Am θm

θ e
. (22.27)

Then the unique MPE features

τm(t) = τCOM ≡
κ(L̄, θ e, α, φ)

1 + κ(L̄, θ e, α, φ)
(22.28)

for all t , where

κ(L̄, θ e, α, φ) ≡
1 − α

α

(

1 +
θ eL̄

(1 − θ eL̄)φ

)

. (22.29)

Proof. See Exercise 22.7.

Several features of this proposition are worth noting. First, κ(L̄, θ e, α, φ) is less than

infinity, so that the equilibrium tax rate is always less than 1. Proposition 22.6 therefore shows

that the prospect of raising revenues from the middle class reduces the desired tax rate of the

elite below the 100% level that applied in the case of pure factor price manipulation. On the

other hand, κ(L̄, θ e, α, φ) is strictly greater than (1 − α)/α, so that τCOM is always greater

than τRE ≡ 1− α, and thus the factor price manipulation motive always increases taxes above

the pure revenue maximizing level—beyond the peak of the Laffer curve.
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Second, since Proposition 22.6 incorporates both the revenue extraction and the factor price

manipulation motives, it contains the main comparative static results of interest. One result is

that the equilibrium tax rate is decreasing in φ, because as φ increases, revenue extraction

becomes more efficient, which has a moderating effect on the tax preferences of the elite. In-

tuitively, this shows the positive side of state capacity: with greater state capacity, the elite can

raise revenues through taxation, and thus their motives to impoverish competing groups become

weaker (we will see a potentially negative side of state capacity below). Another comparative

static result is that the equilibrium tax rate is increasing in θ e. The reason for this is again the

interplay between the revenue extraction and factor price manipulation mechanisms. When

there are more elite producers, reducing factor prices becomes more important relative to rais-

ing tax revenues. This comparative static thus reiterates that when the factor price manipulation

effect is more important, there are typically greater distortions. A third result is that a decline

in α raises equilibrium taxes for the same reason as in the pure revenue extraction case: taxes

create fewer distortions, and this increases the revenue-maximizing tax rate. Finally, for future

reference, note that rents from natural resources, RN , have no effect on equilibrium policies.

22.4.2 Political Competition: The Political Replacement Effect

Section 22.4.1 illustrated how competition in the factor market induces the elite to choose

distortionary policies to reduce the labor demand from the middle class. In this subsection,

I discuss the implications of competition in the political arena. The main difference is that I

now allow for switches of political power. In particular, let us denote the probability that in

period t political power permanently shifts from the elite to the middle class by η(t). Once

they come to power, the middle class will pursue the policies that maximize their own utility.

We can easily derive what these policies are using the same analysis as in Section 22.4.1 (see

Exercise 22.8). Denote the utility of the elite when they are in control of politics and when the

middle class are in control of politics by V e(E) and V e(M), respectively.

When the probability of the elite losing power to the middle class, η, is exogenous, the

analysis in Section 22.4.1 applies without any significant change. New political economy ef-

fects arise when the probability that the elite will lose power is endogenous. To save space

while communicating the main ideas, I use a reduced-form model and assume that the proba-

bility that the elite will lose power to the middle class is a function of the net income level of

the middle class:

η(t) = η(θmCm(t)) ∈ [0, 1], (22.30)

where Cm(t) is the net income of a representative middle-class entrepreneur, which is also equal

to his consumption. I assume that η is differentiable and strictly increasing, with derivative

η′(.) > 0. This assumption implies that when the middle class are richer, they are more likely to

gain power (e.g., with greater resources, they may be more successful in solving their collective

action problems or they may increase their military power).

To simplify the discussion, let us focus on the case in which Condition 22.1 does not hold, so

that equilibrium wage is equal to 0 and there is no factor price manipulation motive. Thus in the

absence of the political replacement motive, the only reason for taxation is revenue extraction

(resulting in an equilibrium tax rate of τRE). Given these assumptions and the definitions of

V e(E) and V e(M), we can write the maximization problem of the elite when choosing the tax

rate τm(t) at t − 1 as

V e(E) = max
τm

{βα/(1−α)AeL̄/α + [φβα/(1−α)τm(1 − τm)α/(1−α)AmθmL̄/α + RN ]/θ e

+ β[(1 − η[τm])V e(E) + η[τm]V e(M)]},
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where I write η[τm] to emphasize the dependence of the replacement probability on the tax rate

on the middle class (while economizing on notation by not explicitly spelling out the argument

of η(.)). Since Cm(t) is decreasing in τm, η[τm] is also decreasing in τm.

The first-order condition for an interior solution for the tax rate τm is

φ(β(1 − τm(t)))α/(1−α)AmθmL̄

αθ e

(

1 −
α

1 − α

τm(t)

1 − τm(t)

)

− β
dη[τm]

dτm
(V e(E) − V e(M)) = 0.

The first term corresponds to the revenue extraction motive, while the second relates to the

political replacement effect. Inspection of this condition shows that when η′(.) = 0, we obtain

τm = τRE ≡ 1 − α as above. However, when η′(.) > 0 and V e(E) − V e(M) > 0, we have

τm(t) = τPC > τRE. The result that V e(E) − V e(M) > 0 follows from Exercise 22.8.

The important point here is that, as with the factor price manipulation mechanism, the elite

tax beyond the peak of the Laffer curve. Now their objective is not to increase their current

revenues, but to consolidate their political power (in fact, taxes beyond the peak of the Laffer

curve reduce the current income of the elite). Instead, higher (more distortionary) taxes are still

useful for the elite, because they reduce the income and political power of the middle class.

Consequently there is a higher probability that the elite remain in power in the future, enjoying

the benefits of controlling policy.

Several new comparative static results follow from the possibility that the elite might lose

political power. First, as RN increases, it is straightforward to verify that the gap between

V e(E) and V e(M) increases (see Exercise 22.8). This translates into a higher equilibrium tax

rate on the middle class. Intuitively, the party in power receives the revenues from natural

resources, RN , and when these revenues are higher, political stakes—defined as the value of

controlling political power—are greater. Consequently the elite are more willing to sacrifice

tax revenue (by overtaxing the middle class) to increase the probability that they remain in

power (because remaining in power has now become more valuable). This scenario contrasts

with the results before, where RN has no effect on taxes. Moreover in this case a higher

state capacity φ also increases the gap between V e(E) and V e(M) (because this enables

the group in power to raise more tax revenues; see Exercise 22.8) and thus creates a force

for higher equilibrium taxes. This effect therefore shows the potential dark side of greater

state capacity: when there is no political competition, greater state capacity, by allowing more

efficient forms of transfers, improves the allocation of resources. In contrast, in the presence

of political competition, a greater state capacity increases the political stakes and may induce

more distortionary policies.

Finally, when the replacement of the elite by the middle class is very likely (corresponding

to η(.) ≈ 1), or when such political replacement is very unlikely (η(.) ≈ 0), we have that η′(.) is

uniformly low. In these cases, there is only a limited increase in the tax rate above the revenue-

maximizing level. It is only when η takes intermediate values and depends on the wealth level

of the middle class that η′(.) will be high and the political replacement effect will induce further

distortionary taxes. Therefore we expect the elite to choose more distortionary policies when

they have an intermediate level of security (rather than when they are entirely secure in their

political power [i.e., η(.) ≈ 0] or when they definitely expect to be replaced [i.e., η(.) ≈ 1]).

This is the sense in which the political replacement effect here is similar to Arrow’s replacement

effect in the context of innovation (recall Chapter 12).
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22.5 Subgame Perfect versus Markov Perfect Equilibria

The concept of equilibrium so far has been MPE. A natural question is whether the results are

different when we turn to the concept of SPE. In general, the set of SPEs in dynamic games is

larger than the set of MPEs, and some SPEs can lead to more efficient allocation of resources

(see Appendix C). I first show that in the setup analyzed so far the SPEs and MPEs coincide.

I then turn to two modified versions of the environment studied so far, where there are holdup

problems resulting from the timing of taxation or from ex ante technology adoption decisions.

In these environments, commitment problems lead to greater inefficiencies, and SPE may be

more efficient than MPE, because it allows for greater equilibrium commitment on the part of

the elite.

22.5.1 SPE versus MPE without Holdup

The MPEs are a subset of the SPEs, because the latter include equilibria supported by history-

dependent punishment strategies. If there is no room for such history dependence, SPEs coin-

cide with the MPEs. In the models analyzed so far, such punishment strategies are not possible.

Intuitively, in the economic sphere, each individual is infinitesimal and acts competitively (tak-

ing prices as given). Therefore (22.20) and (22.21) determine factor demands uniquely in any

equilibrium. Given the factor demands, the payoffs from various policy sequences are also

uniquely pinned down. Thus payoffs to the elite from different strategies are independent of

history and there cannot be any SPEs other than the MPE characterized above.

Proposition 22.7 The MPEs characterized in Propositions 22.4–22.6 are the unique SPEs.

Proof. See Exercise 22.10.

Exercise 22.11 shows that the MPE in the model of Section 22.4.2 is also the unique SPE.

This last result, however, depends on the assumption that there is only one possible power

switch (from the elite to the middle class). If there were multiple power switches, potential

punishment strategies could be constructed, and the set of SPEs could include non-Markovian

equilibria.

22.5.2 Lack of Commitment—Holdup

The models discussed so far feature full commitment to one-period-ahead taxes by the elite. In

particular, at the end of period t , the elite can commit to the tax rate on output that applies at time

t + 1. Using a term from organizational economics, this corresponds to a situation without any

“holdup.” Holdup, on the other hand, corresponds to a situation without commitment to taxes

or policies, so that after entrepreneurs have undertaken their investments, they can be “held up”

by higher rates of taxation or by expropriation. These types of holdup problems are endemic in

political economy, since (binding) commitments to future policies are difficult or impossible.

Those who have political power at a certain point in time make the relevant decisions at that

point. Moreover, when the key investments are long term (so that once an investment is made, it

is irreversible), there is a holdup problem even if there is a one-period commitment (since there

will be taxes on the revenue stream of this investment after the investment decisions are sunk).

The problem with holdup is that the elite are unable to commit to a particular tax rate before

middle-class producers undertake their investments (because taxes are set after investments).

This lack of commitment generally increases the amount of taxation and distortion. Moreover,
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in contrast to the allocations so far (which featured distortions but were Pareto efficient), the

presence of commitment problems leads to Pareto inefficiency. To illustrate the main issues

that arise in the presence of commitment problems, I consider the same model as above

but change the timing of events such that taxes on output at time t are decided in period t ,

that is, after the capital investments for this period have already been made. The economic

equilibrium is essentially unchanged, and in particular, (22.20) and (22.21) still determine

factor demands, with the only difference being that τm and τ e now refer to expected taxes.

Naturally, in equilibrium expected and actual taxes coincide.

What is different is the calculus of the elite in setting taxes. Previously, they took into

account that higher taxes on output at date t would discourage investment for production at

date t . Since taxes are now set after investment decisions are sunk, this effect is absent. As a

result, in the MPE, the elite always tax at the maximum rate, so in all cases, there is a unique

MPE where τm(t) = 1 for all t .

Proposition 22.8 With holdup, there is a unique MPE with τm(t) = τHP ≡ 1 for all t .

Clearly, this holdup equilibrium is more inefficient than the equilibria characterized above.

For example, consider a situation in which Condition 22.1 does not hold, so that with the

original timing of events (without holdup), the equilibrium tax rate is τm(t) = 1− α. But with

holdup, the equilibrium tax is τm(t) = 1, and the middle class stop producing. This policy is

not only costly for the middle-class entrepreneurs but also for the elite, since they lose all their

tax revenues.

In this model, the unique MPE is no longer the only SPE, since there is room for an implicit

agreement between different groups whereby the elite (credibly) promise a different tax rate

than τHP ≡ 1. The MPE is now Pareto inefficient, and a social planner with access to the same

fiscal instruments can improve the utility of all agents in the economy.

To illustrate the difference between the MPE and the SPE (and the associated Pareto

inefficiency of the MPE), consider the example where Condition 22.1 fails to hold. In the

MPE, the elite raise no tax revenue (because the middle class produce zero output). Recall that

the history of the game is the complete set of actions taken up to that point. Then consider the

following trigger-strategy profile: the elite set τm(t) = 1 − α for all t , and the middle-class

producers invest according to (22.20) with τm(t) = 1 − α as long as the history consists of

τm(s) = 1 − α and investments have been consistent with (22.20) for all s < t . If there is any

other action in the history, then the elite set τm = 1 and the middle-class producers invest zero.

Does this strategy constitute an SPE? First, it is clear that the middle class have no profitable

deviation, since at each t , they are choosing their best response to taxes along the equilibrium

path implied by (22.20). To check whether the elite have a profitable deviation, note that with

this strategy profile, they are raising a tax revenue of φ(1 − α)αα/(1−α)βα/(1−α)AmθmL̄/α in

every period, thus receiving transfers worth

φ

(1 − β)
(1 − α)α−(1−2α)/(1−α)βα/(1−α)AmθmL̄. (22.31)

If, in contrast, they deviate at any point, the most profitable deviation for them is to set τm = 1,

and they will raise a tax revenue of

φα−(1−2α)/(1−α)βα/(1−α)AmθmL̄ (22.32)

in that period. Following such a deviation, consider a continuation equilibrium that switches

to the unique MPE, which is the worst possible continuation SPE in this model and yields

zero continuation utility to the elite (see Appendix C). Therefore the above-described trigger-
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strategy profile is an equilibrium as long as (22.31) is greater than or equal to (22.32), which

requires β ≥ α. This argument establishes the following proposition.

Proposition 22.9 Consider the holdup game, and suppose that Condition 22.1 does not

hold. Then for β ≥ α, there exists an SPE where τm(t) = 1 − α for all t .

Proof. See Exercise 22.12.

An important implication of this result is that in societies where there are major holdup

problems (e.g., because typical investments involve relatively long horizons), the MPE is likely

to lead to Pareto inefficient equilibrium allocations, and there is room for coordinating on an

SPE supported by an implicit agreement (trigger-strategy profile) between the elite and the rest

of the society. The SPE described above can make all agents in the society better off relative to

the MPE. This analysis thus shows that whether we use the MPE or the SPE equilibrium concept

has important implications for the structure of the equilibrium and its efficiency properties.

While the use of the equilibrium concept is a choice for the modeler, different equilibrium

concepts approximate different real-world situations. For example, MPE may be much more

appropriate when the institutional structure, frequency of interactions, or past history makes

coordination and mutual trust unlikely, while SPE may be useful in modeling equilibria in

societies where some degree of mutual trust can be developed among the different parties with

conflicting interests.

22.5.3 Technology Adoption

Another source of holdup comes from the technology adoption decisions of entrepreneurs,

which may, in practice, be more important than the timing of taxes. Many important technology

adoption decisions are made with the long horizon in mind; thus future tax rates matter for these

decisions. The analysis earlier in the book highlighted the importance of technology adoption

decisions for economic growth; therefore the new types of political economy interactions

that arise in the presence of such decisions are of practical as well as of theoretical interest.

This analysis also shows that in dynamic political economy environments SPE can be Pareto

inefficient as well.

Let us go back to the original timing, where taxes for time t + 1 are set and committed

to at time t (so that the source of holdup in Section 22.5.2 is now removed). Instead, at time

t = 0, before any economic decisions or policy choices are made, the middle class can invest

to increase their productivity. In particular, suppose that there is a cost Ŵ(Am) of investing

in productivity Am. The function Ŵ is nonnegative, differentiable, and strictly convex. This

investment is made once, and the resulting productivity Am applies forever after.

Once investments in technology are made, the game proceeds as before. Let us focus on

the case where Condition 22.1 does not hold. Since investments in technology are sunk after

date t = 0, the MPE and SPE are unique (see Proposition 22.7) and involve a tax rate equal

to τRE ≡ 1 − α at all dates. As a result the first-order condition for an interior solution to the

middle-class producers’ technology choice is

Ŵ′(Am) =
1 − α

α(1 − β)
βα/(1−α)(1 − τRE)1/(1−α)L̄. (22.33)

It is then clear that the MPE and SPE allocations are now Pareto inefficient; in fact if

the elite could commit to a tax rate sequence at time t = 0, they would choose lower taxes.

To illustrate this point, suppose that the elite can indeed commit to a constant tax rate at

t = 0. The optimization problem of the elite is then to maximize tax revenues, taking the
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relationship between taxes and technology (22.33) as given. In other words, they maximize

φτm(β(1 − τm))α/(1−α)AmθmL̄/α subject to (22.33). The constraint (22.33) incorporates the

fact that (expected) taxes affect technology choice.

The first-order condition for an interior solution can be expressed as

Am −
α

1 − α

τm

1 − τm
Am + τmdAm

dτm
= 0, (22.34)

where dAm/dτm takes into account the effect of future taxes on technology choice at t = 0.

The expression for this derivative can be obtained by differentiating (22.33) (with τm instead

of τRE):

dAm

dτm
= −

(β(1 − τm))α/(1−α)L̄

α(1 − β)Ŵ′′(Am)
< 0.

Thus the solution to (22.34) is some τT A < τRE ≡ 1− α. Hence, if they could, the elite would

commit to a lower tax rate in the future to encourage the middle-class producers to undertake

technological improvements. Their inability to commit to such a tax policy leads to more

distortionary policies (and to Pareto inefficiency). The next proposition states this result.

Proposition 22.10 Consider the game with technology adoption, and suppose that Con-

dition 22.1 does not hold and φ > 0. Then the unique MPE and the unique SPE involve

τm(t) = τRE ≡ 1 − α for all t . If the elite could commit to a tax policy at time t = 0, they

would prefer to commit to a tax level τT A < τRE at t = 0.

In contrast to the pure holdup problem, where SPE could prevent the additional inefficiency

(when β ≥ α; recall Proposition 22.9), with the technology adoption game the inefficiency

survives with the SPE. The reason is that, since middle-class producers invest in technology

only once at the beginning and from then on have unique optimal strategies in the competitive

equilibrium, there is no possibility of using history-dependent punishment strategies (whereby

following the deviation, middle-class producers have a best response that involves switching

to zero or lower investment). This proposition illustrates the limits of implicit agreements to

keep tax rates low. Such agreements not only require a high discount factor (β ≥ α) but also

frequent investments by the middle class, so that there is a credible threat against the elite if

they deviate from the promised policies. When such implicit agreements are not possible, the

role of economic institutions in restricting future policies becomes more important.

22.6 Inefficient Economic Institutions: A First Pass

Economic institutions provide the framework in which policies are set. I now use the model

from the previous section to make a first attempt to understand (1) the conditions under

which equilibrium economic institutions might put limits on distortionary policies and (2) the

conditions under which economic institutions might evolve the other extreme, involving the

elite using inefficient instruments to reduce output and block economic development. To

communicate the ideas in the simplest possible way, I consider two prototypical economic

institutions that affect the policy choices by the elite:

1. Security of property rights: there may be constitutional or other limits on the extent of

redistributive taxation and expropriation. In particular, suppose that it is now feasible

to establish a constitutionally binding maximum tax rate τ̄ . Moreover, suppose that the

level of τ̄ is decided at the beginning of the game and cannot be changed thereafter.
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2. Regulation of technology: these institutions concern direct or indirect factors affecting

the productivity of firms and individuals.

The analysis of factor price manipulation in Section 22.5.3 provides a partial answer to one

of the questions raised above: why would the political system use inefficient instruments? A

full analysis of this question requires a setup with a richer menu of fiscal instruments, such

as lump-sum taxes. A glimpse of such an analysis is provided in Exercise 22.16. Propositions

22.5 and 22.6 provide the beginning of an answer, since they show that the equilibrium tax

rate would be strictly above the revenue-maximizing level. Our first task is to derive some

implications from these observations about constitutional limits on taxation by the elite.

22.6.1 Emergence of Secure Property Rights

The environment is the same as in the previous section, with the only difference being that at

time t = 0, before any decisions are taken, the elite can choose some τ̄ in the interval [0, 1]as the

constitutionally mandated maximum tax rate. Thus future taxes must be less than τ̄ . A lower τ̄

provides greater security of property rights to the middle class. Naturally, a key question is how

a constitution that imposes τ̄ < 1 would be made credible. I do not address this question here

and take it as given that such a constitutional limit on future taxes can be imposed (though this

assumption, to some degree, goes against the presumption that commitment to future policies

is not possible). My objective is to investigate whether, when such constitutional guarantees

are feasible, the elite would like to institute them—that is, whether they prefer τ̄ = 1 or τ̄ < 1.

Proposition 22.11 Without holdup and technology adoption, the elite (weakly) prefer

τ̄ = 1.

The proof is immediate: without holdup or technology adoption, putting further restrictions

on the taxes can only reduce the elite’s utility. This proposition implies that when economic

institutions are decided by the elite (who will also hold political power in the future) and there

are no holdup issues, then the elite derive no benefits from introducing constitutional limits on

their future taxes and will not introduce further security of property rights.

The results are different when there are holdup problems. To illustrate this, let us first go

back to the environment with holdup (where taxes for time t are decided after the capital stock

for time t is determined). Let us focus on the MPE and on the general case where both the

revenue extraction and factor price manipulation motives are present.

Proposition 22.12 Consider the game with holdup and suppose that Condition 22.1 holds

and φ > 0. Then the unique MPE involves τm(t) = τ̄ for all t . The elite prefer to set τ̄ =

τCOM < 1 at t = 0.

Proof. See Exercise 22.13.

The intuition for this proposition is simple: in the presence of holdup problems, Proposition

22.8 shows that the unique MPE involves τm = 1. However, this is (Pareto) inefficient; in fact,

if the elite could commit to a tax rate of τ̄ = τCOM , they would increase their consumption

(and also the consumption levels of the middle class and the workers). If the elite could use

economic institutions to regulate future taxes, for example by setting constitutional limits, then

they may wish to use these to encourage investment. By manipulating economic institutions,

the elite may approach their desired policy (indeed, in this simple economy, they can commit

to the tax rate that maximizes their utility).

This result shows that, under certain circumstances, the elite may wish to change economic

institutions to provide additional property rights protection to producers. Note however that the
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restriction to MPE is important in this proposition. If we allow history-dependent punishment

strategies and look at the SPE, then the elite would be able to improve over the MPE allocation

in Proposition 22.9, and depending on parameters, they may even be able to implicitly (and

credibly) commit to an equilibrium in which the tax rate at each date is equal to τRE. If this

were the case, there would be less need for changing economic institutions to place limits on

future taxes. Whether the MPE or the SPE is more relevant in such a situation depends on

what the expectations of the different parties are and on the degree of coordination among the

players (which is typically determined by historical or other institutional factors).

When the source of additional inefficiency is technology adoption rather than the holdup

problem (resulting from the timing of taxes), there is a greater need for a change in economic

institutions—even if we focus on the SPE. This result is stated in the next proposition.

Proposition 22.13 Consider the game with technology adoption, and suppose that Con-

dition 22.1 does not hold and φ > 0. Then the unique MPE and the unique SPE involve

τm(t) = τRE ≡ 1 − α given by (22.28). At t = 0, the elite prefer to set τ̄ = τT A < 1 − α as

defined in Proposition 22.10.

Proof. See Exercise 22.14.

This proposition highlights that in environments where long-term investments or technology

adoption decisions are important, implicit promises as in Proposition 22.9 are of limited use.

Instead, explicit (credible) guarantees through economic institutions are necessary to provide

incentives and security to middle-class entrepreneurs, so that they undertake the appropriate

technology investments. Thus while implicit promises and other informal arrangements could

play the same role as economic institutions under some circumstances, there are often limits

to how well they can perform this role. Consequently constitutional limits on distortionary

policies and expropriation (if feasible) may emerge endogenously in the political equilibrium

as a substitute for and/or an improvement over such implicit promises.

22.6.2 Blocking Economic Development

The focus in Section 22.6.1 was on choosing economic institutions at t = 0 to provide more

secure property rights and better investment incentives to middle-class entrepreneurs. These

types of economic institutions play an important role in practice, and variation in the security of

property rights for businesses across societies likely explains part of the variation in economic

performance we observe. Nevertheless security of property rights and limits on taxes are only

one aspect of economic institutions. In many societies, rather than encouraging economic

activity, the elite actively try to block economic development. Why would the elite choose

specifically inefficient policies to reduce the productivity of entrepreneurs and block economic

development?

To provide the basic ideas in the simplest possible way, I extend the basic framework in

this section in one direction: at time t = 0, the government (thus the elite controlling political

power) chooses a policy affecting the technology choices of producers, denoted by g ∈ {0, 1}.

This choice can be thought of as investment in infrastructure or the provision of law and order

(with g = 1corresponding to creating a better business environment). Alternatively, g = 0 may

directly correspond to actions taken by the elite to block technology adoption by middle-class

entrepreneurs. Let us assume that g ∈ {0, 1} affects the productivity of middle-class producers

in all future periods, and in particular Am = Am(g), with Am(1) > Am(0). To simplify the

discussion, suppose further that g = 1 is costless and has no effect on the productivity of the

elite. The key question is whether the elite will choose g = 1, increasing the middle-class

entrepreneurs’ productivity, or choose to block technology adoption.
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When the only mechanism at work is revenue extraction, the answer is that the elite would

like the middle class to have the best technology.

Proposition 22.14 Suppose that Condition 22.1 fails to hold and φ > 0. Then the economic

equilibrium always involves w(t) = 0, and in the unique MPE the elite choose g = 1.

This proposition delineates a range of situations in which the elite would not block the

technology adoption decisions of middle-class entrepreneurs. This result follows immediately,

since g = 1 increases the tax revenues and has no other effect on the elite’s consumption.

Consequently in this case the elite benefit from the increase in the output of the middle-class

entrepreneurs and thus would like them to be as productive as possible. Intuitively, there is no

competition between the elite and the middle class (either in factor markets or in the political

arena), and when the middle-class entrepreneurs are more productive, they generate greater

tax revenues for the elite.

The situation is different when the elite wish to manipulate factor prices. To illustrate this

possibility, suppose that there exists an upper bound on taxes equal to τ̄ < 1.

Proposition 22.15 Suppose Condition 22.1 holds, φ = 0, τ̄ < 1, and (1 − τ̄ )1/(1−α) <

Ae/Am. Then in any MPE or SPE, the elite choose g = 0.

Proof. See Exercise 22.15.

Intuitively, with τ̄ < 1, labor demand from the middle class is high enough to generate

positive equilibrium wages even at the maximum tax rate. Since φ = 0, taxes raise no revenues

for the elite, and their only objective is to reduce the labor demand from the middle class

(and thus wages) as much as possible. This makes g = 0 their preferred policy. Consequently

the factor price manipulation mechanism suggests that, when it is within their power to

do so, the elite will choose economic institutions to reduce the productivity of competing

(middle-class) producers. Proposition 22.15 shows how the elite may take actions to directly

reduce the productivity of other competing entrepreneurs, thus retarding or blocking economic

development. A similar effect applies when the political power of the elite is contested (see

Exercise 22.16).

This section has demonstrated how the elite’s preferences over policies translate into prefer-

ences over economic institutions. When the elite prefer to commit to lower taxes, this can lead

to the emergence of economic institutions that provide greater security of property rights. On

the other hand, the factor price manipulation or the political replacement effects may also in-

duce the elite to choose arrangements that block technology adoption or more generally reduce

the productivity of competing groups.

22.7 Heterogeneous Preferences, Social Choice, and the Median Voter *

My next objective is to relax the focus on simple societies and investigate how a richer and more

realistic form of heterogeneity among the members of the society influences policy choices. I do

this in two steps. In this section, I provide a brief overview of how political economy decisions

are made in a society with heterogeneous agents. The main tool in this context is the Median

Voter Theorem, and its cousin, the Downsian Policy Convergence Theorem. I show that these

two theorems together provide a useful characterization of democratic politics under (limited)

heterogeneity among agents. In Section 22.8 I then use these results to show that the qualitative

results derived in Section 22.2 generalize to a model with heterogeneity among entrepreneurs.

The bottom line of the analysis in Section 22.8 is that the source of distortionary (inefficient)
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policies that arise from the desire of the political system to extract revenues from a subset of

the population holds more generally than in the simple society investigated in Section 22.2.

The Median Voter Theorem (MVT) has a long pedigree in economics and has been applied

in many different contexts. Given its wide use in political economy models, I start with a sec-

tion stating and outlining this theorem. Despite its simplicity and elegance, the MVT is not

applicable to situations in which the menu of policies cannot be reduced to a one-dimensional

policy choice. I end this section by outlining some alternative ways of aggregating heteroge-

neous preferences when there are multiple-dimensional decisions. This analysis also illustrates

why in many circumstances the determination of political equilibria can be represented as the

maximization of a weighted social welfare function.

22.7.1 Basics

Let us consider an abstract economy consisting of a set of individuals H. Throughout this

section, I take H to be a finite set and denote the number of individuals by H , though the

results here can be extended to the case in which H consists of a continuum of individuals.

Individual i ∈ H has a utility function

u(xi, Y (p), p | αi).

Here xi is his action, with a set of feasible actions denoted by Xi; p denotes the vector of

political choices (e.g., institutions, policies, or other collective choices), with the menu of

policies denoted by R (since P was used for the set of political institutions at the beginning of

this part); and Y (p) is a vector of general equilibrium variables, such as prices or externalities

that result from all agents’ actions as well as policies. Instead of writing a different utility

function ui for each agent, I have parameterized the differences in preferences by the variable

αi. This is without loss of generality (simply define ui(.) ≡ ui(. | αi)) and is convenient for

some of the analysis that follows. Clearly, the equilibrium variables, such as prices, represented

by Y (p) here, need not be uniquely defined for a given set of policies p. Nevertheless, since

multiple equilibria are not the focus here, I ignore these complications and assume that Y (p)

is uniquely defined.

I also assume that individual objective functions are strictly quasi-concave, so that each

individual has a unique optimal action

xi(p, Y (p), αi) = arg max
xi∈Xi

u(xi, Y (p), p | αi).

Substituting this maximizing choice of individual i into his utility function, we obtain individ-

ual i’s indirect utility function U(p; αi), which summarizes his ranking of the policies p ∈ R.

It is also sometimes convenient to write p �i p′ when individual i weakly prefers p to p′

(according to U(p; αi)) and p ≻i p′ when he has a strict preference.

22.7.2 Voting and the Condorcet Paradox

Aggregating the preferences of heterogeneous agents, through voting or other mechanisms, is

not always easy or feasible. Arrow’s Impossibility Theorem in social choice theory highlights

this issue from a normative perspective. The same problem arises in the context of voting and is

most clearly illustrated by the well-known Condorcet paradox example, which I present next.

Imagine a society consisting of three individuals, 1, 2, and 3, and three choices. The

individuals’ preferences are as follows:
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1 a ≻ c ≻ b,

2 b ≻ a ≻ c,

3 c ≻ b ≻ a.

Moreover, let us make the political mechanism somewhat more specific and assume that it

satisfies the following three requirements, which together make up the “open agenda direct

democracy” system.

A1. Direct democracy. The citizens make the policy choices by majoritarian voting.

A2. Sincere voting. In every vote, each citizen votes for the alternative that gives her the

highest utility according to her policy preferences, U(p; αi). Strategic voting, where

each individual chooses a utility-maximizing vote, is discussed below.

A3. Open agenda. Citizens vote over pairs of policy alternatives, such that the winning

policy in one round is posed against a new alternative in the next round, and the set of

alternatives includes all feasible policies. Later, I replace the open agenda assumption

with parties offering policy alternatives, thus moving from direct democracy some way

toward indirect or representative democracy.

Consider a contest between policies a and b. Agents 2 and 3 vote for b over a, so b is the

majority winner. Next, by the open agenda assumption, policy alternative c is run against b.

Now agents 1 and 3 prefer c to b, which is the new majority winner. Then c runs against a,

but now agents 1 and 2 prefer a, so a is the majority winner. Therefore in this case we have

cycling over the various alternatives, or put differently, there is no equilibrium of the voting

process that selects a unique policy outcome.

For future reference, let us now define a Condorcet winner as a policy choice that does not

lead to such cycling.

Definition 22.1 A Condorcet winner is a policy p∗ that beats any other feasible policy in

a pairwise vote.

Clearly, in the example of the Condorcet paradox there is no Condorcet winner.

22.7.3 Single-Peaked Preferences

Suppose that the policy space is unidimensional, so that p is a real number, that is, R ⊂R.

In this case, a simple way to rule out the Condorcet paradox is to assume that preferences are

single peaked for all voters. We will see below that the restriction that R is unidimensional is

essential and single-peaked preferences are generally not well defined when there are multiple

policy dimensions. Let us first define the preferred policy,or the (political) bliss point, of voter i.

To simplify notation, suppose that this preference is uniquely defined and denote it by

p(αi) ≡ arg max
p∈R

U(p; αi).

We say that voter i has single-peaked preferences if his preference ordering for alternative

policies is dictated by their relative distance from his bliss point, p(αi). More generally we

have the following definition.

Definition 22.2 Let p(αi) ∈ R be individual i’s unique bliss point over R. Then the pol-

icy preferences of citizen i are single peaked if and only if for all p′′, p′ ∈ R, such that

p′′ < p′ ≤ p(αi) or p′′ > p′ ≥ p(αi), we have

U(p′′; αi) < U(p′; αi).
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When R ⊂ R, single-peaked preferences are equivalent to the strict quasi-concavity of

U(p′; αi). We can easily verify that in the Condorcet paradox, not all agents possess single-

peaked preferences. For example, taking the ordering to be a, b, c, agent 1, who has preferences

a ≻ c ≻ b, does not have single-peaked preferences (if we took a different ordering of the

alternatives, then the preferences of one of the other two agents would violate the single-

peakedness assumption; see Exercise 22.18).

The next theorem shows that with single-peaked preferences, there always exists a Con-

dorcet winner. Before stating this theorem, let us define the median voter of the society. Given

the assumption that each individual has a unique bliss point over R, we can rank individuals

according to their bliss points, the p(αi)s. Also, to remove uninteresting ambiguities, let us

imagine that H is an odd number. Then the median voter is the individual who has exactly

(H − 1)/2 bliss points to his left and (H − 1)/2 bliss points to his right. Put differently, his

bliss point is exactly in the middle of the distribution of bliss points. We denote this individual

by αM and his bliss point (ideal policy) by pM .

Theorem 22.1 (Median Voter Theorem) Suppose that H is an odd number, that A1 and

A2 (from Section 22.7.2) hold, and that all voters have single-peaked policy preferences over a

given ordering of policy alternatives, R. Then a Condorcet winner always exists and coincides

with the median-ranked bliss point, pM . Moreover pM is the unique equilibrium policy (stable

point) under the open agenda majoritarian rule, that is, under A1–A3.

Proof. The proof is by a separation argument. Order the individuals according to their bliss

points p(αi), and label the median-ranked bliss point by pM . By the assumption that H is an

odd number, pM is uniquely defined (though αM may not be). Suppose that there is a vote

between pM and some other policy p′ < pM . By definition of single-peaked preferences, for

every individual with pM < p(αi), we have U(pM ; αi) > U(p′; αi). By A2, these individuals

vote sincerely and thus in favor of pM . The coalition voting for supporting pM thus constitutes

a majority. The argument for the case where p′ > pM is identical.

The assumption that the society consists of an odd number of individuals was made only to

shorten the statement of the theorem and the proof. Exercise 22.19 asks you to generalize the

theorem and its proof to the case in which H is an even number.

More important than whether there is an odd or even number of individuals in the society is

the assumption of sincere voting. Clearly, rational agents could deviate from truthful reporting

of their preferences (and thus from sincere voting) when this is beneficial for them. So an

obvious question is whether the MVT generalizes to the case in which individuals do not vote

sincerely. The answer is yes. To see this, let us modify the sincere voting assumption to strategic

voting.

A2′. Strategic voting. Define a vote function of individual i in a pairwise contest between

p′ and p′′ by vi(p
′, p′′) ∈ {p′, p′′}. Let a voting (counting) rule in a society with H

citizens be V :{p′, p′′}H → {p′, p′′} for any p′, p′′ ∈ R (e.g., the majoritarian vot-

ing rule V maj picks p′ over p′′ when this policy receives more votes than p′′). Let

V (vi(p
′, p′′), v−i(p

′, p′′)) be the policy outcome from voting rule V applied to the

pairwise contest {p′, p′′}, when the remaining individuals cast their votes according to

the vector v−i(p
′, p′′) and individual i votes vi(p

′, p′′). Strategic voting requires that

the voting behavior of each individual is a best response to those of others, that is,

vi(p
′, p′′) ∈ arg max

ṽi(p
′,p′′)

U(V (ṽi(p
′, p′′), v−i(p

′, p′′)); αi).
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In other words, strategic voting implies that each individual chooses the voting strategy

that maximizes his utility given the voting strategies of other agents.

Finally, recall that a weakly-dominant strategy for individual i is a strategy that gives weakly

higher payoff to individual i than any of his other strategies regardless of the strategy profile

of other players

Theorem 22.2 (Median Voter Theorem with Strategic Voting) Suppose that H is an

odd number, A1 and A2′ hold, and all voters have single-peaked policy preferences over a

given ordering of policy alternatives R. Then sincere voting is a weakly-dominant strategy for

each player, and there exists a unique weakly-dominant equilibrium. This equilibrium features

the median-ranked bliss point pM as the Condorcet winner.

Proof. The voting rule (the political system) in this case is majoritarian, denoted by V maj.

Consider two policies p′, p′′ ∈ R, and fix an individual i ∈ H. Assume without loss of general-

ity that U(p′; αi) ≥ U(p′′; αi). Suppose first that for any vi ∈ {p′, p′′}, V maj(vi, v−i(p
′, p′′))

= p′ or V maj(vi, v−i(p
′, p′′)) = p′′, that is, i is not pivotal. Thus vi(p

′, p′′) = p′ is a best

response for individual i. Suppose next that i is pivotal, that is,

V maj(vi(p
′, p′′), v−i(p

′, p′′)) = p′ if vi(p
′, p′′) = p′, and

V maj(vi(p
′, p′′), v−i(p

′, p′′)) = p′′ otherwise.

In this case, the action vi(p
′, p′′) = p′ is clearly a best response for i. Since this argument

applies for each i ∈ H, it establishes that voting sincerely is a weakly-dominant strategy, and

the conclusion of the theorem follows from Theorem 22.1.

Notice that the second part of the Theorem 22.1, which applied to open agenda elections, is

absent in Theorem 22.2. This is because the open agenda assumption does not lead to a well-

defined game, so a game-theoretic analysis of strategic voting is not possible. In fact, there

is no guarantee that sincere voting is optimal in dynamic situations even with single-peaked

preferences (see Exercise 22.20).

22.7.4 Party Competition and the Downsian Policy Convergence Theorem

The focus so far has been on voting between two alternative policies or on open agenda voting,

which can be viewed as an extreme form of direct democracy. The MVT becomes potentially

more relevant, and more powerful, when applied in the context of indirect democracy, that is,

when combined with a simple model of party competition. I now give a brief overview of this

situation and derive the Downsian Policy Convergence Theorem, which is the basis of much

applied work in political economy.

Suppose that there is a Condorcet winner and there are two parties, A and B, competing for

political office. Assume that the parties do not have an ideological bias and would like to come

to power. In particular, they both maximize the probability of coming to power, for example,

because they receive a rent or utility of Q > 0 when they are in power.

Assume also that parties simultaneously announce their respective policies and are com-

mitted to these policies. Then the behavior of the two parties can be represented by the Nash

Equilibrium corresponding to the following pair of maximization problems:

Party A: max
pA

P(pA, pB)Q, and Party B: max
pB

(1 − P(pA, pB))Q,



810 . Chapter 22 Institutions, Political Economy, and Growth

where Q > 0 denotes the rents of being in power, and P(pA, pB) is the probability that party

A comes to power when the two parties’ platforms are pA and pB , respectively. Let the bliss

point of the median voter be pM . When the MVT applies, we have

P(pA, pB = pM) = 0, P(pA = pM, pB) = 1, and P(pA = pM, pB = pM) ∈ [0, 1] . (22.35)

The last equation in (22.35) follows, since when both parties offer exactly the same policy, it is

a best response for all citizens to vote for either party. However the literature typically assumes

randomization.

A4. Randomization:P(pA = pM, pB = pM) = 1/2. This assumption can be rationalized by

arguing that when they are indifferent, individuals randomize between the two parties

with equal probabilities.

Theorem 22.3 (Downsian Policy Convergence Theorem) Suppose that there are two

parties competing for office, A4 holds, and all voters have single-peaked policy preferences

over a given ordering of policy alternatives. Then both parties choose the median-ranked bliss

point pM as their policy platform.

Proof. Suppose this is not the case. Then there is a profitable deviation for one of the parties.

For example, if pA > pB > pM , one of the parties can announce pM and is sure to win the

election. When pA �= pM and pB = pM , party A can also announce pM and so increase its

chance of winning to 1/2.

Exercise 22.21 provides a generalization of this theorem without assumption A4.

This theorem demonstrates that policy converges between the two parties and that party

competition implements the Condorcet winner. Therefore, in situations in which the MVT

applies, the democratic process of decision making with competition between two parties leads

to a situation in which both parties choose their policy platform to coincide with the bliss point

of the median voter. Thus the MVT and the Downsian Policy Convergence Theorem together

enable us to simplify the process of aggregating the heterogeneous preferences of individuals

over policies and assert that, under the appropriate assumptions, democratic decision making

leads to the preferred policy of the median voter. The Downsian Policy Convergence Theorem

is useful in this context, since it gives a better approximation to democratic policy making than

do open agenda elections.

There is a sense in which Theorem 22.3 is slightly misleading, however. While the theorem

is correct for a society with two parties, it gives the impression of a general tendency toward

policy convergence in all democratic societies. Many democratic societies have more than

two parties. A natural generalization of this theorem would be to consider three or more

parties. Unfortunately, as Exercise 22.22 shows, these results do not generalize to three parties.

Thus some care is necessary in applying the Downsian Policy Convergence Theorem in the

context of different political institutions. Theorem 22.3 also does not apply when there is no

Condorcet winner. In particular, if we take a situation in which there is cycling, as in the

Condorcet paradox example of Section 22.7.2, there is typically no pure-strategy equilibrium

in the political competition game. This is further discussed in Exercise 22.22.

22.7.5 Beyond Single-Peaked Preferences

Single-peaked preferences play a very important role in the results of Theorem 22.1 by ensuring

the existence of a Condorcet winner. However, single peakedness is a very strong assumption

and does not have a natural analogue in situations in which voting concerns more than one

policy choice (see Exercise 22.25). When there are multiple policy choices (or when voting
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is over functions, e.g., in the problem of nonlinear taxation), much more structure needs to

be imposed on voting procedures to determine equilibrium policies. It is possible to relax the

assumption of single-peaked preferences to some degree and also introduce a set of preferences

that are close to single-peaked in multidimensional spaces. The latter task would take us too

far afield from our focus, and so is left to Exercise 22.24. Instead, here I introduce the useful

concept of single-crossing property, which enables us to prove a version of Theorem 22.1

under somewhat weaker assumptions.

Definition 22.3 Consider an ordered policy space R, and order voters according to their

αi values. Then the preferences of voters satisfy the single-crossing property over the policy

space R when the following statement is true:

if p > p′ and αi′ > αi, or ifp < p′ and αi′ < αi, then

U(p; αi) > U(p′; αi) implies that U(p; αi′) > U(p′; αi′).

Example 22.1 Consider the following example:

1 a ≻ b ≻ c,

2 a ≻ c ≻ b,

3 c ≻ b ≻ a.

It can be verified that these preferences are not single peaked. For example, with the ordering

a > b > c, the preferences of player 2 have two peaks, at a and c. To see why these preferences

satisfy single crossing, take the same ordering, and order players as 1, 2, 3. Then we have

α = 2: c ≻ b ⇒α = 3: c ≻ b,

a ≻ c a ≻ c,
α = 2: ⇒α = 1:

a ≻ c a ≻ b.

Notice that while single peakedness is a property of preferences only, the single-crossing

property refers to a set of preferences over a given policy space R and is thus a joint property

of preferences and policy alternatives. The following theorem generalizes Theorem 22.1.

Theorem 22.4 (Extended Median Voter Theorem) Suppose that A1 and A2 hold and

that the preferences of voters satisfy the single-crossing property. Then a Condorcet winner

always exists and coincides with the bliss point of the median voter (voter αM).

Proof. The proof works with exactly the same separation argument as in the proof of

Theorem 22.1. Consider the median voter with αM and bliss policy pM . Consider an alternative

policy p′ > pM . Naturally, U(pM ; αM) > U(p′; αM). Then by the single-crossing property, for

all αi > αM , U(pM ; αi) > U(p′; αi). Since αM is the median, there is a majority in favor of

pM . The same argument for p′ < pM completes the proof.

Given this theorem, the following result is immediate.

Theorem 22.5 (Extended Downsian Policy Convergence Theorem) Suppose that

two parties are competing for office, A4 holds, and all voters have preferences that satisfy

the single-crossing property. Then both parties choose the median-ranked bliss point pM as

their policy platform.

Proof. See Exercise 22.23.
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22.7.6 Equilibrium Social Welfare Functions

The MVT and the Downsian Policy Convergence Theorem (Theorems 22.1–22.5) are useful

for the analysis of many models of political economy. However, as Exercise 22.25 illustrates,

the assumptions necessary for these theorems do not apply in many interesting (even simple)

models. The political economy literature has thus developed a variety of other plausible

approaches for the aggregation of heterogeneous preferences in democratic societies. A full

analysis of these approaches is beyond the scope of this book. Nevertheless, one feature of

many of these formulations is worth noting in light of the discussion of the issue of Pareto

efficiency above. Many simple versions of these models, just like the MVT, lead to equilibria

that are equivalent to maximizing a reduced-form weighted social welfare function and thus

yield (constrained) Pareto efficient equilibria.

To illustrate this point, I now discuss one such approach, the probabilistic voting model.

This model adds noise to the voting behavior of individuals (e.g., because individuals care

about some nonpolicy or ideological characteristic of the parties that are competing for office).

My purpose is to highlight how this model, under a variety of plausible assumptions, leads

to a tractable equilibrium that can be represented by the maximization of a (weighted) social

welfare function.

Let the society consist of G distinct groups, with a continuum of voters within each group

having the same economic characteristics and preferences. As in the Downsian model, there is

electoral competition between two parties, A and B. Let π
g

J be the fraction of voters in group

g voting for party J , where J = A, B, and let λg be the share of voters in group g. Naturally
∑G

g=1
λg = 1. The expected vote share of party J is

πJ =

G
∑

g=1

λgπ
g

J
.

In our analysis so far, all voters in group g would have cast their votes identically (unless

they were indifferent between the two parties). The idea of probabilistic voting is to smooth

out this behavior by introducing other considerations in the voting behavior of individuals. In

particular, suppose that individual i in group g has the following preferences:

Ũ
g

i (p, J ) = Ug(p) + σ̃
g

i (J ) (22.36)

when party J comes to power, where p is the vector of economic policies chosen by the party

in power. The term σ̃
g

i
(J ) captures the nonpolicy benefits that the individual receives if party

J = A, B comes to power. Suppose that p ∈ R ⊂RK , where K is a natural number, possibly

greater than 1. Thus p ≡ (p1, . . . , pK) is a potentially multidimensional vector of policies.

The function Ug(p) is the indirect utility of agents in group g (previously denoted by U(p; αi)

for individual i) and captures their economic interests.

Let us normalize σ̃
g

i
(A) = 0, so that

Ũ
g

i (p, A) = Ug(p), and Ũ
g

i (p, B) = Ug(p) + σ̃
g

i . (22.37)

In that case, the voting behavior of individual i can be represented as

v
g

i (pA, pB) =

⎧

⎪

⎪

⎨

⎪

⎪

⎩

1 if Ug(pA) − Ug(pB) > σ̃
g

i ,

1
2

if Ug(pA) − Ug(pB) = σ̃
g

i ,

0 if Ug(pA) − Ug(pB) < σ̃
g

i ,

(22.38)
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where v
g

i
(pA, pB) denotes the probability that the individual votes for party A, pA is the

platform of party A, and pB is the platform of party B. If an individual is indifferent between

the two parties (inclusive of the ideological benefits), she randomizes her vote.

Let us now assume that the distribution of nonpolicy-related benefits σ̃
g

i
for individual i in

group g is given by a smooth cumulative distribution function H g defined over (−∞, +∞),

with the associated probability density function hg. The draws of σ̃
g

i across individuals are

independent. Consequently the vote share of party A among members of group g is

π
g

A = H g(Ug(pA) − Ug(pB)).

Furthermore, to simplify the exposition here, suppose that parties maximize their expected

vote share. In this case, party A sets policy platform pA to maximize

πA =

G
∑

g=1

λgH g(Ug(pA) − Ug(pB)). (22.39)

Party B faces a symmetric problem and maximizes πB , which is defined similarly. In

particular, since πB = 1 − πA, party B’s problem is to minimize πA. Equilibrium policies

are then determined as the Nash Equilibrium of a (zero-sum) game, where both parties make

simultaneous policy announcements to maximize their vote share. Let us first look at the first-

order condition of party A with respect to its own policy choice, pA, taking the policy choices

of the other party, pB , as given. This first-order condition is

G
∑

g=1

λghg(Ug(pA) − Ug(pB))DUg(pA) = 0,

where DUg(pA) is the gradient of Ug(.) given by

DUg(pA) =

(

∂Ug(pA)

∂p1
A

, . . . ,
∂Ug(pA)

∂pK
A

)T

,

with pk
A corresponding to the kth component of the policy vector pA. Since the problem

of party B is symmetric, it is natural to focus on pure-strategy symmetric equilibria. In

fact, if the maximization problems of both parties are strictly concave, such a symmetric

equilibrium exists (see Exercise 22.26). Clearly in this case, we have policy convergence with

pA = pB = p∗, and thus Ug(pA) = Ug(pB). Consequently symmetric equilibrium policies

satisfy

G
∑

g=1

λghg(0)DUg(p∗) = 0. (22.40)

It is now straightforward to see that (22.40) also corresponds to the solution to the maxi-

mization of the following weighted utilitarian (and concave) social welfare function

G
∑

g=1

χgλgUg(p), (22.41)

where χg ≡ hg(0) are the weights that different groups receive in the social welfare function.

This analysis therefore establishes the following result.
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Theorem 22.6 (Probabilistic Voting Theorem) Consider a set of policy choices

R ⊂RK , let p ∈ R be a policy vector and let preferences be given by the (22.37), with the distri-

bution function of σ̃
g

i as H g. If a pure-strategy symmetric equilibrium exists, then equilibrium

policy is given by the p∗ that maximizes (22.41).

The important point to note about this result is its seeming generality: as long as a pure-

strategy symmetric equilibrium in the party competition game exists, it corresponds to a

maximum of some weighted social welfare function. This generality is somewhat exaggerated,

however, because such a symmetric equilibrium does not always exist. The sufficient conditions

to guarantee the existence of such an equilibrium are rather restrictive and are discussed in

Exercise 22.26.

22.8 Distributional Conflict and Economic Growth:
Heterogeneity and the Median Voter

I now return to the model of Section 22.2 and relax the assumption that political power is in the

hands of the elite. Instead, I now introduce heterogeneity among the agents and then apply the

tools from Section 22.7, in particular, the MVT and Downsian Policy Convergence Theorem

(Theorems 22.1–22.5) to analyze the political economy equilibrium of this model. Recall that

these theorems show that if there is a one-dimensional policy choice and individuals have

single-peaked preferences (or preferences over the menu of policies that satisfy the single-

crossing property), then the political equilibrium coincides with the most preferred policy of

the median voter.

To simplify the analysis, I modify the environment in Section 22.2 slightly. First, there are

no longer any elites. Instead, economic decisions are made by majoritarian voting among all

agents. Second, to abstract from political conflict between entrepreneurs and workers, I also

assume that there are no workers. Instead the economy consists of a continuum 1 of yeoman-

entrepreneurs, each denoted by i ∈ [0, 1] and with access to a neoclassical production function

Yi(t) = F(Ki(t), AiLi(t)),

where Ai is a time-invariant labor-augmenting productivity measure and is the only source of

heterogeneity among the (yeoman-)entrepreneurs. In particular, F satisfies Assumptions 1 and

2 from Chapter 2. I assume that Ai has a distribution given by μ(A) among the entrepreneurs.

The yeoman-entrepreneur assumption means that each entrepreneur can only employ himself

as the worker, so Li(t) = 1 for all i ∈ [0, 1] and for all t . I also set the depreciation rate of

capital δ equal to 1 to simplify notation.

All individuals have linear preferences given by (22.1). As in Section 22.2, the investment

decisions at time t + 1depend only on the tax rate announced for time t + 1. This latter feature is

particularly important here, since we know from Section 22.7 that the MVT does not generally

apply with multidimensional policy choices. The fact that at each point in time all actions

depend on a single policy variable enables us to use the MVT.

The timing of events is similar to that in Section 22.2. At each date t , there is voting over a

linear tax rate on output τ(t + 1) ∈ [0, 1] that will apply to all entrepreneurs in the next period

(at t + 1). Voting is between two parties, so that Theorems 22.1–22.5 apply. The proceeds of

taxation are redistributed as a lump-sum transfer T (t + 1) ≥ 0 to all agents. Let us focus on

MPE and first check that the conditions of the MVT are satisfied.

Let us define ki(t) ≡ Ki(t)/Ai as the effective capital-labor ratio (the ratio of capital to

effective labor) of entrepreneur i, and recall that pt includes the sequence of taxes starting
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from time t . With this definition, we can write the value of each entrepreneur recursively as

Vi(ki(t) | pt) = max
ki(t+1)≥0

{(1 − τ(t))Aif (ki(t)) − Aiki(t + 1) + T (t) + βVi(ki(t + 1) | pt+1)},

(22.42)

where the fact that total output is equal to Aif (ki(t)) at time t follows from the constant returns

to scale property of F (Assumption 1), and the total amount of capital invested is, by definition,

Ki(t + 1) = Aiki(t + 1).

The maximization problem in (22.42) yields the first-order condition

β(1 − τ(t + 1))f ′(ki(t + 1)) = 1 for all i and t . (22.43)

The noteworthy feature of (22.43) is that the choice of the effective capital-labor ratio ki(t + 1)

is independent of Ai. This intuitive result implies that all entrepreneurs choose the same

effective capital-labor ratio regardless of their productivity.

Proposition 22.16 Let the tax rate announced for date t + 1 be τ . Then in any MPE, each

entrepreneur i chooses the effective capital-labor ratio k̂(τ ) for date t + 1 given by

k̂(τ ) = (f ′)−1((β(1 − τ))−1), (22.44)

where (f ′)−1(.) denotes the inverse of the marginal product of capital.

Given the result in Proposition 22.16, we can calculate total tax revenues at time t + 1, and

thus the lump-sum transfer from the government budget constraint, as

T (t + 1) =

∫ 1

0

τ(t + 1)Aif (k̂(τ (t + 1)))di

= τ(t + 1)Āf (k̂(τ (t + 1))),

(22.45)

where Ā ≡
∫ 1

0
Aidi is the mean productivity among the entrepreneurs, and k̂(.) is given by

(22.44). The first line simply uses the definition of total tax revenue (and per capita lump-sum

transfer) as the sum (integral) of output over all entrepreneurs; it also uses the fact that all

entrepreneurs choose the effective capital-labor ratio k̂(τ (t + 1)). The second line takes the

terms that do not depend on the identity of the entrepreneur out of the integral and uses the

definition of mean productivity Ā.

Let us next determine the political bliss point of each entrepreneur, that is, their preferred tax

rate. To do this, let us write their continuation utility from the end of period t . Substituting for

best responses (i.e., for the effective capital-labor ratio from (22.44)), the expected discounted

utility of entrepreneur i from (22.42) can be written as

Ṽi(τ
′ | pt+1) = −Ai k̂(τ ′) + β[(1 − τ ′)Aif (k̂(τ ′)) + τ ′Āf (k̂(τ ′)) + Ṽi(p

t+2)], (22.46)

where τ ′ denotes the tax rate announced for date t + 1, and I use the notation Ṽi to distinguish

this value function defined over the current tax rate from the value function Vi defined in

(22.42). In addition, Ṽi(p
t+1) is defined as the continuation value from the end of date t + 1,

and I have substituted for T (t + 1) from (22.45).

The most preferred tax rate for entrepreneur i can be obtained from the expression for

Ṽi(τ
′ | pt+1). It can be verified easily that Ṽi(τ

′ | pt+1) is not necessarily quasi-concave in τ ′;

thus preferences are not single peaked. Nevertheless, they satisfy the single-crossing condition.
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Proposition 22.17 Preferences given by Ṽi(τ
′ | pt+1) in (22.46) over the policy menu

τ ′ ∈ [0, 1] satisfy the single-crossing property in Definition 22.3.

Proof. See Exercise 22.29.

In view of Proposition 22.17, we can apply Theorems 22.4 and 22.5 and conclude that

at each date, the tax rate most preferred by the entrepreneur with the median productivity

is implemented. Let this median productivity be denoted by AM . From (22.46), this most

preferred tax rate satisfies the following first-order condition:

(Ā − AM)f (k̂(τM)) + τ ′Ā

(

f ′(k̂(τM))
)2

(1 − τM)f ′′(k̂(τM))
≤ 0, and τM ≥ 0, (22.47)

with complementary slackness. In writing this expression, I made use of condition (22.44)

to simplify the expression and also differentiated (22.44) to obtain an expression for the

derivative k̂′(τM) (which is identical to (22.12)). It is easy to verify that k̂′(τM) < 0, so that, as

in Section 22.2, higher taxes lead to lower capital-labor ratios and lower output. The emphasis

on complementary slackness in (22.47) is important here, since the most preferred tax rate of

the median voter (entrepreneur) may not satisfy the first-order condition as equality, instead

corresponding to a corner solution of τ = 0.

Proposition 22.18 Consider the above-described model. Then there exists τM ∈ [0, 1) such

that the unique MPE involves τ(t) = τM for all t . If the distribution of productivity among the

entrepreneurs, μ(A), is such that AM ≥ Ā, then τM = 0. If AM < Ā, then τM > 0, and for

given Ā, τM is strictly decreasing in AM .

Proof. The argument preceding the proposition combined with Theorems 22.4 and 22.5

shows that the tax rate most preferred by the entrepreneur with the median productivity is

chosen at each period. Moreover τ ′ = 1 cannot be preferred by any entrepreneur, since it

would lead to zero output and zero tax revenues (Exercise 22.1); thus the result that there

exists τM ∈ [0, 1) such that τ(t) = τM for all t follows (where τM is the solution to (22.47)).

Note that this equation might have more than one solution, and if so, τM corresponds to the

global maximizer of (22.46) with productivity evaluated at AM .

Next suppose that AM = Ā. Then the first expression in (22.47) is equal to zero, and the left-

hand side of the equation is unambiguously negative for any τ ′ > 0 and exactly equal to zero

for τ ′ = 0. This argument establishes that in this case τM = 0. If, on the other hand, AM > Ā,

then the first expression is strictly negative and the left-hand side of (22.47) is unambiguously

negative and the conclusion that τM = 0 follows from the complementary slackness condition.

Finally, suppose that AM < Ā. In this case, the first expression is strictly positive. Suppose,

to obtain a contradiction, that τM = 0. Then the second term must be 0. Consequently the left-

hand side of (22.47) is strictly positive, and τM = 0 cannot be a solution. Hence the unique

equilibrium tax rate must be τM > 0. To obtain the comparative static result, simply apply the

Implicit Function Theorem (Theorem A.25) to (22.47) and use the fact that since τM is a global

maximum, the derivative of (22.47) with respect to τM is negative.

There are several important results in this proposition. First, it shows that linear preferences

guarantee the existence of a well-defined MPE even when there is heterogeneity among the

individuals in terms of their productivity.

Second, this proposition shows that if the productivity of the median voter is above average,

there is no redistributive taxation. This result is intuitive. As the first term in (22.47) makes

clear, the benefits of taxation are proportional to the average productivity in the economy, while
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the cost (to the median voter) is related to his productivity. If the median entrepreneur is more

productive than the average, there are two forces making him oppose redistributive taxation;

he is effectively redistributing away from himself, and there is also the distortionary effect of

taxation captured by the second term in (22.47).

Third and most important, in the case in which the productivity of the median voter is below

average, the political equilibrium involves positive (distortionary) taxation on all entrepreneurs.

To obtain the intuition for this result, recall that tax revenues are equal to zero at τ = 0. A

small increase in taxes starting at τ = 0 induces a second-order loss for each entrepreneur and,

when AM < Ā, a first-order redistributive gain for the median voter. This result is important

in part because most real-world wealth and income distributions appear to be skewed to the

left (with the median lower than the mean); thus this configuration is more likely in practice.

Furthermore, this result is most interesting in comparison with those in previous sections,

which also led to positive distortionary taxation but in environments where the nonproductive

elite were in power. Proposition 22.18 shows that the same qualitative result generalizes to the

case in which there is democratic politics and the median voter is an entrepreneur himself but

is less productive than the average.

Finally, Proposition 22.18 gives a new comparative static result. It shows that, holding

average productivity constant, a decline in the productivity of the median entrepreneur (voter)

leads to greater distortionary taxation. Since higher taxes correspond to lower output and

the larger gap between the mean and the median of the productivity distribution can be

viewed as a measure of inequality, this result suggests a political mechanism by which greater

inequality may translate into higher distortions and lower output. Nevertheless some care is

necessary in interpreting this last result, since the gap between the mean and the median is

not an unambiguous measure of inequality. Exercise 22.30 gives an example in which a mean

preserving spread of the distribution leads to a smaller gap between the mean and the median.

This caveat notwithstanding, the literature often interprets this last result as providing a link

between inequality and distortionary taxation. Exercise 22.31 presents a version of this model

in which taxes affect the equilibrium growth rate.

22.9 The Provision of Public Goods: Weak versus Strong States

The analysis so far has emphasized the distortionary effects of taxation and expropriation.

This paints a picture in which the major (political economy) determinant of poor economic

performance is the extent of taxation and expropriation. While the disincentive effects of

taxation are undoubtedly important, whether taxes are high is only one of the dimensions of

policy that might affect economic growth. For example, in many endogenous growth models

subsidies to R&D also encourage faster growth (even if this policy involves some taxation of

capital and labor). More generally, public goods provision, investment in infrastructure, and

provision of law and order are important functions of a government, and the failure to perform

these functions may have significantly negative consequences for economic performance. In

fact, existing evidence does not support the view that growth (or high levels of output) are

strongly associated with (official) taxation. On the contrary, poor economies typically have

lower levels of tax revenues and government spending. This is most stark if we compare OECD

countries to sub-Saharan Africa. Consequently the political economy of growth must also pay

attention to whether governments perform the roles that they are supposed to. The standard

nonpolitical economy approach to this question starts by positing the existence of a benevolent

government and looks for policy combinations that would maximize social welfare. Once we

incorporate political economy considerations, we must also recognize that the government may
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not have an interest in investing in public goods. It thus becomes essential to investigate under

what circumstances government undertakes investments in public goods, infrastructure, and

law and order—as well as refraining from prohibitively high taxes and expropriation.

In this section, I present the simplest model that can shed light on this topic, which is based

on Acemoglu (2005). The economy consists of a political elite controlling the government and

a set of citizens with access to production opportunities. Productivity depends on public goods

investments by the government. The government only undertakes these investments if they

are beneficial to the political elite. In this environment, the extent of public goods provision

depends on future returns that the political elite can secure by undertaking such investments.

Thus the equilibrium provision of public goods is connected to the issue of weak versus strong

states. If the state is very weak, the elite are unable to raise taxes in the future and reap the

benefits of their investments. Anticipating this, they are unwilling to invest in public goods. On

the other hand, if there are no checks on the ability of the elite to impose taxes on the population,

then the state is too strong and private investment will be stifled. Thus in this context, states

that have intermediate levels of strength may be most conducive to economic growth.

22.9.1 The Model

Preferences are again given by (22.1). The population consists of a set of yeoman-entrepreneurs

(citizens), with size normalized to 1, and the political elite. The elite do not engage in production

but control the government. In particular, they decide the levels of taxation and public goods

provision. Without loss of generality, I also normalize the size of the political elite to 1.

Each citizen i has access to the following Cobb-Douglas production technology to produce

the unique final good in this economy:

Yi(t) =
1

α
Ki(t)

α(A(t)Li(t))
1−α, (22.48)

which differs from (22.17) only because here A(t) is time varying. A(t) is determined by the

public goods investments of the government. Given the assumption that citizens correspond to

yeoman-entrepreneurs, Li(t) = 1 for all i ∈ [0, 1] and for all t .

The timing of events is similar to the baseline model with holdup, in that taxes on output

are set at time t , whereas capital investments for time t are decided at t − 1. Suppose that as

in Section 22.5 there is a maximum tax rate τ̄ . However, instead of the constitutional limits on

taxation, here I suppose that this maximum tax rate arises from the possibility that producers

might hide their output (or move to the informal sector) if they face very high taxes. For

example, if they do so, they lose a fraction τ̄ of their output, so that with a tax rate above τ̄ ,

all producers would prefer to move to the informal sector, and tax revenues would be equal to

zero. Thus the tax rate must always satisfy τ(t) ∈ [0, τ̄ ]. With this interpretation, τ̄ corresponds

to the (economic) strength of the state. When τ̄ is high, we have a strong state, which can raise

high taxes. When it is low, the state is weak and unable to raise high taxes.

Given a tax rate τ(t) ∈ [0, τ̄ ], tax revenues are

Tax(t) = τ(t)

∫ 1

0

Yi(t)di = τ(t)Y (t), (22.49)

where Y (t) is total output. Naturally, if the tax rate is above τ̄ , tax revenues are equal to zero,

because all production shifts to the informal economy.

The government (the political elite) at time t decides how much to spend on public goods

for the next date, A(t + 1). Assume that
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A(t) =

(

αζ

1 − α
G(t)

)1/ζ

, (22.50)

where G(t) denotes government spending on public goods, and ζ > 1, so that the technology

for public goods exhibits diminishing returns (a greater ζ corresponds to greater decreasing

returns). The term (αζ/(1 − α))1/ζ is included as a convenient normalization. In addition,

(22.50) implies full depreciation of A(t), which simplifies the analysis. The consumption of

the elite is given by whatever is left over from tax revenues after expenditure and transfers and

thus is equal to CE(t) =Tax(t) − G(t).

Let us again focus on the MPE, which, in this model, can be represented by the tuple

(τ (A(t)), [ki(A(t))]i∈[0,1], G(A(t))). Since each entrepreneur employs only himself, the

capital-labor ratio ki and the total capital stock Ki of each entrepreneur are identical. With

an argument identical to that in Section 22.5, the unique MPE tax rate is

τ(t) = τ̄ for all t , (22.51)

since investment decisions are already sunk at the time the elite set the taxes.

Next, the capital-labor ratio of entrepreneurs is again given by the equivalent of (22.18):

ki(t) = (β(1 − τ̄ ))1/(1−α)A(t) for all i ∈ [0, 1] and for all t. (22.52)

Combining (22.52) with (22.48) and (22.49), we obtain equilibrium tax revenue as a function

of the level of public goods:

T (A(t)) =
(β(1 − τ̄ ))α/(1−α)τ̄A(t)

α
. (22.53)

Finally, the elite choose public investment G(t) to maximize their consumption. To char-

acterize this choice, let us write the discounted net present value of the elite as

V e(A(t)) = max
A(t+1)

{

T (A(t)) −
1 − α

αζ
A(t + 1)ζ + βV e(A(t + 1))

}

, (22.54)

which simply follows from writing the discounted payoff to the elite recursively, after substi-

tuting for their consumption CE(t) as equal to taxes given by (22.53) minus their spending on

public goods from (22.50).

Theorems 6.3, 6.4, and 6.6 in Chapter 6 imply that the value function V e(.) is concave and

differentiable. Hence the first-order condition of the ruler in choosing A(t + 1) is

1 − α

α
A(t + 1)ζ−1 = β(V e)′(A(t + 1)), (22.55)

where (V e)′ denotes the derivative of the value function of the elite. Equation (22.55) links the

marginal cost of greater investment in public goods to the greater value that follows from this

investment. To make further progress, I use the standard Envelope condition, which is obtained

by differentiating (22.54) with respect to A(t):

(V e)′(A(t + 1)) = T ′(A(t)) =
(β(1 − τ̄ ))α/(1−α)τ̄

α
. (22.56)

The value of greater public goods for the elite is the additional tax revenue that these greater

public goods generate, which is given by the expression in (22.56).
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Combining these conditions, we obtain the unique MPE choice of the elite as

A(t + 1) = A [τ̄ ] ≡
(

β1/(1−α)(1 − α)−1(1 − τ̄ )α/(1−α)τ̄
)

1
ζ−1

. (22.57)

Substituting (22.57) into (22.54) yields a simple form of the elite’s value function:

V e(A(t)) =
(β(1 − τ̄ ))α/(1−α)τ̄A(t)

α
+

β1/(1−α)(ζ − 1)(1 − τ̄ )α/(1−α)τ̄

(1 − β)ζα
A[τ̄ ]. (22.58)

The second term in (22.58) follows, since the level of public goods spending implied by (22.57)

is equal to a fraction 1/ζ of tax revenue. The value to the elite naturally depends on the current

state of public goods, A(t), inherited from the previous period, and from this point on, the

equilibrium involves investment levels given by (22.52) and (22.57).

Proposition 22.19 In the above-described economy, there exists a unique MPE. In this

equilibrium, τ(A) = τ̄ for all A, A(t) is given by A[τ̄ ] as in (22.57) for all t > 0, and the

capital-labor ratio of each entrepreneur i at each t is given by (22.52). For all t > 0, the

equilibrium level of aggregate output is

Y (t) = Y [τ̄ ] ≡
1

α
(β(1 − τ̄ ))α/(1−α)A[τ̄ ] . (22.59)

Proof. See Exercise 22.32.

22.9.2 Weak versus Strong States

The most noteworthy feature of Proposition 22.19 is the role played by the strength of the state,

τ̄ . When τ̄ is high, the state is economically powerful—citizens have little recourse against

high rates of taxes. In contrast, when τ̄ is low, the state is economically weak (and there is

limited government), since it is unable to raise taxes. With this interpretation, we can now ask

whether greater economic strength of the state leads to worse economic outcomes. The answer

is ambiguous: when τ̄ = 0, the elite choose G(t) = 0; while when τ̄ = 1, the citizens choose

zero investments. In both cases, output is equal to zero.

It is straightforward to determine the level of τ̄ that maximizes output at all dates after the

initial one (given by (22.59)). Exercise 22.32 shows that this tax rate is

τ̄ ∗ 1 − α

1 − α + αζ
. (22.60)

If the economic power of the state is greater than τ̄ ∗, then the state is too powerful, and taxes

are too high relative to the output-maximizing benchmark. This corresponds to the standard

case on which most political economy models focus. In contrast, if the economic power of the

state is less than τ̄ ∗, then the state is not powerful enough for there to be sufficient rents in the

future to entice the elite to invest in public goods. This corresponds to the case of weak states,

where the major problem is the underprovision of public goods.

There is an interesting parallel to the theory of the firm here. In the theory of the firm, the

optimal structure of ownership and control gives ex post bargaining power to the parties that

have more important investments. The same principle applies to the allocation of economic

strength as captured by the parameter τ̄ : greater power for citizens is beneficial when their

investments matter more (here corresponding to a high value of α). When it is the state’s
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investment that is more important for economic development (i.e., α is low), a higher τ̄ is

required (justified).10

The main conclusion from this analysis is that when both the state and the citizens make

productive investments, it is no longer true that limiting the rents that accrue to the state is

always good for economic performance. Instead, there needs to be a certain degree of balance

of powers between the state and its citizens. When the political elite controlling the power of

the state expect too few rents in the future, they have no incentive to invest in public goods.

Consequently, excessively weak states may be as damaging for economic development as the

unchecked power and expropriation of excessively strong states.

A number of shortcomings of the analysis in this section should be noted. The first is that it

relies on economic exit options of the citizens in the informal sector as the source of their con-

trol over the state, whereas in practice, political controls may be more important. The second is

that it focuses on the MPE, without any possibility of an implicit agreement between the state

and the citizens. In Acemoglu (2005), I generalize the results presented here in these directions.

I show that similar results can be obtained when the constraints on the power of the state are not

economic but political. In particular, we can envisage a situation in which citizens can (stochas-

tically) replace the government if taxes are too high. In this case, when citizens are politically

powerful, the extent of taxation and the amount of public goods provision are again limited. In

addition, using a model with variable political checks on the state, one can analyze the SPE,

where there might be an implicit agreement between the state and the citizens to allow for some

amount of taxation and correspondingly high levels of public goods provision. This equilibrium

configuration can be viewed as an example of a consensually strong state, since the citizens al-

low the economic power of the state to be high (partly because they believe they can control the

state and the political elites by using elections or other means). The configuration with the con-

sensually strong state might provide a potential explanation for the higher tax rates and higher

levels of public goods provision in OECD countries than in many less-developed economies.

This perspective also suggests a useful distinction between taxation and expropriation.

High taxes appear to have similar effects on investment and economic performance as does

expropriation. One difference between expropriation and taxes might be uncertainty. It can

be argued that producers know exactly at what rate they will be taxed, while expropriation

is inherently risky. In the presence of risk aversion, expropriation could be more costly than

taxation. The analysis here suggests another useful distinction, which comes not from the

revenue side but from the expenditure side. Expropriation might correspond to the government

taking a share of the output of the producers for its own consumption, while in an equilibrium

with a consensually strong state, some of the revenues from taxation are spent on public goods,

which are useful for the producers. If this distinction is important, one of the reasons why

taxation is viewed as fundamentally different from expropriation may be because taxation is

often associated with some of the proceeds being given back to the citizens in the form of

public goods.

Perhaps the most important aspect of the analysis in this section is the emphasis on different

facets of growth-enhancing institutions. Economic growth not only requires secure property

rights and low taxes but also complementary investments, often most efficiently undertaken by

the government. Provision of law and order, investment in infrastructure, and public goods are

obvious examples. Thus growth-promoting institutions should not only provide some degree of

security of property rights to individuals but also incentivize the government to undertake the

appropriate public goods investments. In this light, excessively weak governments might be as

costly to economic performance as the unchecked power of excessively strong governments.

10. This discussion focuses on the output-maximizing value of the parameter τ̄ . Exercise 22.32 discusses how

different taxes affect welfare of the elite and the citizens.
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22.10 Taking Stock

To understand why some countries are poor and others are rich, we need to understand why

some countries choose growth-enhancing policies while others choose policies that block eco-

nomic development. This chapter emphasized a number of key themes in developing answers

to these questions. First, the sources of institutional differences and non-growth-enhancing

institutions must be sought in social conflict among different individuals and groups. Social

conflict implies that there is no guarantee that the society will adopt economic institutions and

policies that encourage economic growth. Such social arrangements benefit many individuals

in the society, but they also create losers—individuals and groups whose rents are destroyed or

eroded by the introduction of new technologies. When individuals in the society have conflict-

ing preferences over institutions and policies, the distribution of political power in the society

plays an important role in determining which institutions and policies are chosen (and whether

non-growth-enhancing institutions will be reformed).

In this chapter, I emphasized that nongrowth-enhancing policies can emerge without any

significant Pareto inefficiencies. I illustrated this point first by focusing on a simple society, in

which individuals belong to a social group, the conflict of interest is among social groups, and

all political power rests in the hands of the political elite. I showed that this environment,

combined with linear preferences, implies that even the restrictive MPE concept leads to

constrained Pareto efficient allocations. Despite their Pareto efficiency, equilibrium allocations

may involve significant distortions (suggesting as a by-product that Pareto efficiency may not

be the right concept to focus on in the analysis of the political economy of growth).

In addition to providing a simple useful framework for the analysis of policy, the model

with political power vested in the hands of the elite also leads to a range of comparative

static results that shed light on what types of societies adopt policies that encourage growth

and which societies are likely to block economic development. The following are some of

the main comparative static results: (1) taxes are likely to be higher when the demand for

capital by entrepreneurs is inelastic, because in this case the revenue-maximizing tax rate

for the elite is higher; (2) taxes are higher when the factor price manipulation effect is more

important relative to the revenue extraction effect; (3) taxes are higher when the political power

of the elite is contested and reducing the income level of the competing groups will lead to

political consolidation for the elite; (4) taxes are higher and more distortionary when there

are significant holdup problems because investments are long-term or entrepreneurs have ex

ante technology adoption decisions; (5) in the absence of the political replacement effect,

greater state capacity leads to lower taxes; and (6) when the political replacement effect is

important, both greater state capacity and greater rents from natural resources may lead to

more distortionary policies because they increase the political stakes (the value of holding on

to political power).

This chapter has further illustrated that the revenue extraction mechanism emphasized in

the context of elite-dominated politics is also present in more complex societies. If political

decisions with heterogeneous productivity (or preferences) are made democratically, then they

often reflect the policy preferences of the median voter. When the median voter is poorer

than the average individual (entrepreneur) in the society, she may want to use distortionary

policies to transfer resources to herself. This type of distortionary revenue extraction by the

median voter is qualitatively similar to revenue extraction from middle-class entrepreneurs by

the elite, though it is in the context of a more general environment with heterogeneity among

the entrepreneurs. The analysis also leads to a new comparative static result: when the gap

between the mean and the median of the productivity distribution is greater, the incentives to

extract revenues are stronger, and policies are more likely to be distortionary.
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Finally, I emphasized that taxation is not the only relevant policy affecting economic

growth. The provision of public goods, in the form of securing law and order, investments

in infrastructure, or even appropriate regulation, might also be important for inducing a high

rate of economic growth. Will the state provide the appropriate amounts and types of public

goods? In the context of a political economy model, the answer depends on whether the

politically powerful groups controlling the state have the incentives to provide such goods. The

economic or the political elite only invest in public goods if they expect to reap the benefits

of these investments in the future. This raises the issue of weak versus strong states. While

an emphasis on taxes suggests that checks on the economic or political power of the state

should be conducive to more growth-enhancing policies, weak states are unwilling to invest in

public goods because those controlling the state realize that they will not be able to tax future

revenues created by these public goods investments. Consequently an intermediate strength

of the state might be most conducive to growth-enhancing policies. The more important point

here is that an analysis of the effect of economic institutions and policies on growth should

take into account both individual incentives for investment and the government incentives for

public goods provision.

The material in this chapter is no more than an introduction to the exciting and important

field of the political economy of growth. Many issues have not been addressed. Among those

omitted, the following appear most important. First, in addition to taxes, expropriation, and

public goods, whether the society provides a level playing field to a broad cross section of

society is important. For example, broad-based human capital investments, which are important

for modern economic growth, require the provision of incentives and the ability to invest not

only for a few businesses but for the entire population. Similarly, security of property rights

for existing businesses must be balanced against the ease of entry for new firms. Second, the

entire analysis in this chapter takes as given the distribution of political power in the society. It

is clear, however, that different distributions of power in the society lead to different policies

and thus to distinct growth trajectories. Consequently, it seems important to understand how the

distribution of political power and equilibrium political institutions might evolve endogenously

and how this distribution interacts with the economic equilibrium. Some of these issues are

discussed in the next chapter.

22.11 References and Literature

The material in this chapter draws on the large political economy literature and also on some

of the recent work on the political economy of growth. My purpose has not been to provide

a balanced survey of these literatures but to emphasize the most important features pertaining

to the sources of differences in economic institutions and policies across societies with the

hope of shedding some light on differential cross-country growth performances. I focused

throughout on the neoclassical growth model and its variants to isolate the contribution of

political economy mechanisms and to keep the exposition manageable.

Persson and Tabellini (2000) and Drazen (2001) provide introductions to political economy.

Eggertsson (2005) provides an informal discussion of institutions.

The material in Sections 22.2–22.6 and the discussion of revenue extraction and factor

price manipulation effects draw on Acemoglu (2007b), but the setup has been modified to be

more consistent with the neoclassical growth model. The factor price manipulation effect fea-

tures in Acemoglu (2007b, 2008a). The political replacement effect is introduced in Acemoglu

and Robinson (2000b) and is further discussed in Acemoglu (2007b). A detailed analysis of

why the political elite may block technological innovations to increase the likelihood of their
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survival is presented in Acemoglu and Robinson (2006b). That paper also shows how both

relatively secure elites and those in competitive political environments do not have incentives

to block technological change, but those with intermediate levels of security that might be

challenged by new technologies may try to block economic development. Models with com-

petitive economic behavior by price-taking agents and strategic political decisions were first

developed by Chari and Kehoe (1990) for the analysis of the time-consistency of the behavior

of a benevolent government.

The material in Section 22.7 is standard. See, for example, Arrow (1951) and Austen-

Smith and Banks (1999) for Arrow’s Impossibility Theorem. Single-peaked preferences are

first introduced in Black (1948). The single-crossing property is introduced in Roberts (1977)

and further developed by Gans and Smart (1996). The notion of intermediate preferences

introduced in Exercise 22.24 is due to Grandmont (1978). The Downsian model of political

competition is introduced in Downs (1957) and builds heavily on Hotelling’s seminal (1929)

paper. Austen-Smith and Banks (1999) discuss the Downsian party competition model in detail.

The probabilistic voting model is due to Lindbeck and Weibull (1987) and Coughlin (1992).

My exposition here was simplified by the assumption that parties care about their vote share,

not the probability of coming to power.

The Median Voter Theorem, presented in Section 22.8, was first applied to an economy with

linear redistributive taxes by Romer (1975) and Roberts (1977). Meltzer and Richard (1981)

used the Roberts-Romer model to relate taxation to inequality and to the extent of the voting

franchise. Several authors have since applied the Roberts-Romer model in growth settings.

The most notable examples are Alesina and Rodrik (1994), Persson and Tabellini (1994),

Saint-Paul and Verdier (1993), and Benabou (2000). The models in Alesina and Rodrik (1994)

and Persson and Tabellini (1994) are similar to the one I developed in Section 22.8, except

that they do not characterize a well-defined MPE. Instead they assume that either (1) voting

takes place at the beginning of time (at t = 0) and over a single tax rate that will apply at

all future dates or (2) agents are myopic and do not take into account future votes (though

they do take into account their own future economic decisions). In addition these papers focus

on an economy with endogenous growth, so that differences in taxes lead to differences in

equilibrium growth rates (see Exercise 22.31). Both Alesina and Rodrik (1994) and Persson and

Tabellini (1994) emphasize the negative effects of inequality on economic growth, interpreting

the gap between the mean and the median as a measure of inequality. They also present cross-

country evidence suggesting that inequality is negatively correlated with economic growth.

This cross-country growth evidence is difficult to interpret, however, both because there are

many omitted variables in such growth regressions and also because other researchers find very

different associations between inequality and growth (see, e.g., Forbes, 2000; Banerjee and

Duflo, 2003). Saint-Paul and Verdier (1993), on the other hand, show that higher inequality can

lead to greater growth when tax revenues are invested in human capital accumulation. Benabou

(2000) shows how a negative relationship between inequality and growth is consistent with

higher inequality, leading to less redistribution in a world in which greater redistribution may

be growth-enhancing, again because tax revenues are invested in education. None of these

papers characterize the MPE of a dynamic economy, instead assuming that voting is either

myopic or takes place only once at the beginning of time. Krusell and Rı́os-Rull (1996) and

Hassler et al. (2005) provide characterizations of MPEs in related political environments.

Section 22.9 builds on Acemoglu (2005). The idea that weak states may be an important

impediment to economic growth is popular among political scientists and political sociologists,

and is most famously articulated in Migdal (1988), Wade (1990), Evans (1995), and Herbst

(2000). These approaches do not analyze the incentives of the politicians or the government.

Acemoglu (2005) provides the first formal framework to analyze these issues. The material in

Section 22.9 embeds the baseline model in that paper into a neoclassical growth model.
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22.12 Exercises

22.1 Prove that τ̂ given by (22.16) satisfies τ̂ ∈ (0, 1).

22.2 Consider the model in Section 22.2, the only difference being that the production technology is

as in the Romer (1986a) model studied in Chapter 11. Each entrepreneur now has access to the

production function Yi(t) = F(Ki(t), A(t)Li(t)), and

A(t) = B

∫ 1

0

Ki(t)di = BK(t).

Characterize the MPE in this case, and show that distortionary taxes imposed by the elite reduce

the equilibrium growth rate of the economy. [Hint: assume that the elite do not take into account

the effect of taxes on capital accumulation. How are the results affected if they do take this into

account?]

22.3 Consider the model in Section 22.2, and assume that policies are decided by the middle class. Show

that the middle class might prefer positive taxation on themselves (with the proceeds redistributed

to themselves as lump-sum transfers). Provide a precise intuition for why such taxation may

make political-economic sense for middle-class entrepreneurs. Would the same result apply if the

proceeds of taxation were redistributed as a lump-sum transfer to every individual in the society

(including workers)? Would it apply if the middle class had access to other policy instruments?

22.4 Consider the model of Section 22.2, but assume that there are N < ∞ middle-class entrepreneurs,

and suppose that each entrepreneur can make a voluntary contribution to a fund that is paid out

to the elite. Rather than assuming that middle-class entrepreneurs behave competitively, consider

the SPE of this game. Show that for β sufficiently large, there exists an SPE in which the behavior

along the equilibrium path involves each middle-class entrepreneur making a positive contribution

to the fund and the elite setting zero taxes. [Hint: look for an equilibrium with the following

structure: if total contributions to the fund fall below some T̃ > 0 or if the elite set positive taxes

at any t ′ < t , then the continuation play involves a tax rate τ = 1 − α and zero contributions to

the fund for all t ′′ ≥ t .]

22.5 Prove Proposition 22.4.

22.6 Prove Proposition 22.5.

22.7 Prove Proposition 22.6.

22.8 Consider the model in Section 22.4, and suppose that the middle class are in political power.

Characterize the MPE in this case. Derive the discounted utility of the elite when the middle class

are in control of politics, denoted by V e(M), and compare this to their utility when they are in

control, V e(E).

22.9 In the model with political replacement in Section 22.4.2, suppose that η′(.) < 0. Show that in

this case the tax rate preferred by the elite is less than 1 − α and that when the elite can block

technology adoption, they will not choose to do so. Explain the intuition for this result. What

types of institutional structures might lead to η′(.) < 0 as opposed to η′(.) > 0?

22.10 Prove Proposition 22.7.

22.11 In the model with political replacement in Section 22.4.2, show that the unique MPE is also the

unique SPE.

22.12 (a) Prove Proposition 22.9.

(b) Explain how Proposition 22.9 needs to be modified if τ̄ < 1, and provide an analysis of the

best stationary SPE in this case (where only stationary strategies are used).

22.13 Prove Proposition 22.12.

22.14 Prove Proposition 22.13.

22.15 Prove Proposition 22.15. Explain why the conditions that τ̄ < 1 and (1− τ̄ )1/(1−α) < Ae/Am are

necessary in this theorem.
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22.16 (a) Consider the economy with political replacement in Section 22.4.2. Suppose Condition 22.1

fails to hold and φ = 0. Show that in any MPE or SPE, the elite prefer to block technology,

that is, g = 0.

(b) Suppose that in this proposition φ is not equal to 0. Provide an example in which in the MPE,

the elite would still prefer g = 0.

(c) Now suppose that the elite can charge lump-sum taxes to middle-class entrepreneurs. Provide

an example in which in the MPE, the elite would still prefer g = 0. Explain why the political

equilibrium might involve the use of inefficient fiscal instruments, even when more efficient

alternatives exist.

* 22.17 Suppose that the economy consists of two groups, the elite and the producers. Suppose that both

groups have equal size. Both groups have instantaneous utility u(c) = log c and discount factor

β. Producers have access to the production technology f (k) = Akα, where k is capital. The elite

impose a linear tax rate of τ(t) on production at time t and consume the proceeds. The capital

stock for time t + 1 must be chosen at time t after the tax rate τ(t) has been announced. There is

full depreciation of capital.

(a) Given a tax sequence, set up the dynamic optimization problem of entrepreneurs and show

that the evolution of the capital stock is given by

k(t + 1) = αβ(1 − τ(t))Ak(t)α. (22.61)

Explain why the capital stock for time t + 1does not depend on the current tax rate but only on

the past tax rate. [Hint: to derive (22.61), set up the maximization problem of the entrepreneur

as a dynamic program and conjecture a decision rule of the form ki(t + 1) = κyi(t) for

entrepreneur i, where yi(t) is his output at time t .]

(b) To determine the MPE tax rates, write the value to a representative elite agent at time t + 1as a

function of the tax rate τ = τ(t + 1), taking into account that the capital stock of entrepreneurs

at date t + 1, k = k(t + 1), is from (22.61). Show that this value function takes the form

V e(k) = max
τ∈[0,1]

{

log(τAkα) + βV e(αβ(1 − τ)Akα)
}

. (22.62)

Use the results from Chapter 6 to conclude that V e is strictly concave and differentiable for

k > 0 (and denote the derivative by (V e)′). Show that the Euler equation for the elite is

1

τ
= β2αAkα(V e)′(k′) = β

k′(V e)′(k′)

1 − τ
.

(c) Conjecturing that V e(k) = η + γ log k and using the Envelope condition, show that γ =

α/(1 − αβ) and that the utility-maximizing strategy for the elite is

τ(t) = 1 − αβ (22.63)

for all t (regardless of the level of the capital stock at that point). Explain the role of

logarithmic preferences in (22.63).

(d) Characterize the dynamics of capital stock in this economy.

* 22.18 In the Condorcet paradox example provided in Section 22.7.2, show that other orderings of the

choices a, b, and c also imply that the preferences of at least one of the three individuals is not

single peaked.

* 22.19 State and prove an analogue of Theorem 22.1 when H is even.

* 22.20 Consider three individuals with the following preferences:
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1 a ≻ b ≻ c,

2 b ≻ c ≻ a,

3 c ≻ b ≻ a.

Suppose the following dynamic voting protocol is in effect: first, there is a vote between a and

b; then the winner goes against c; and the winner of this contest will be implemented. Focus on

SPE where voters do not use “weakly dominated” strategies at any stage.

(a) Show that these preferences are single peaked, but sincere voting is not equilibrium behavior.

[Hint: suppose that players 1 and 2 are voting sincerely, and show that player 3 prefers not

to vote sincerely.]

(b) Characterize the SPE of this game under strategic voting by all players.

(c) Consider a generalization in which the society H consists of H individuals and there are

finite number of policies, R = {p1, p2, . . . , pM}. For simplicity, suppose that H is an odd

number. Voting takes M − 1 stages. In the first stage, there is a vote between p1 and p2. In

the second stage, there is a vote between the winner of the first stage and p3, until we have a

final vote against pM . The winner of the final vote is the policy choice of the society. Prove

that if preferences of all agents are single peaked, then the unique SPE implements the bliss

point of the median voter.

* 22.21 Modify and prove Theorem 22.3 without using assumption A4.

* 22.22 This exercise reviews Downsian party competition and then shows that Theorem 22.3 does not

apply if there are three parties competing. In particular, consider Downsian party competition in

a society consisting of a continuum 1 of individuals with single-peaked preferences. The policy

space R is the [0, 1] interval, and assume that the bliss points of the individuals are uniformly

distributed over this space.

(a) To start with, suppose that there are two parties, A and B. They both would like to max-

imize the probability of coming to power. The game involves both parties simultaneously

announcing pA ∈ [0, 1] and pB ∈ [0, 1], and then voters voting for one of the two parties.

The platform of the party with most votes gets implemented. Determine the equilibrium of

this game. How would the result be different if the parties maximized their vote share rather

than the probability of coming to power?

(b) Now assume that there are three parties, simultaneously announcing their policies pA ∈ [0, 1],

pB ∈ [0, 1], and pC ∈ [0, 1], and the platform of the party with most votes is implemented.

Assume that parties maximize the probability of coming to power. Characterize all pure-

strategy equilibria.

(c) Now assume that the three parties maximize their vote shares. Prove that there exists no

pure-strategy equilibrium.

(d) In part c, characterize the mixed-strategy equilibrium. [Hint: assume the same symmetric

probability distribution for two parties, and make sure that given these distributions, the third

party is indifferent over all policies in the support of the distribution.]

* 22.23 Prove Theorem 22.5.

* 22.24 This exercise involves generalizing the idea of single-crossing property used in Theorem 22.4

to multidimensional policy spaces. The appropriate notion of preferences of individuals turns

out to be intermediate preferences. Let R ⊂ RK (where K ∈N) and policies p belong to R.

We say that voters have “intermediate preferences” if their indirect utility function U(p; αi)

can be written as U(p; αi) = G1(p) + B(αi)G2(p), where B(αi) is monotone (monotonically

increasing or monotonically decreasing) in αi, and the functions G1(p) and G2(p) are common to

all voters. Suppose that A2 holds and voters have intermediate preferences. The bliss point (vector)

of individual i is p(αi) ∈ R that maximizes individual i’s utility. Prove that when preferences are

intermediate, a Condorcet winner always exists and coincides with bliss point of the voter with

the median value of αi, that is, pM = p(αM).
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* 22.25 Consider a society consisting of three individuals, 1, 2, and 3, and a resource of size 1. The three

individuals vote on how to distribute the resource among themselves and each individual prefers

more of the resource for himself and does not care about consumption by the other two. Since

all of the resource will be distributed among the three individuals, we can represent the menu of

policies as {(x1, x2) : x1 ≥ 0, x2 ≥ 0, and x1 + x2 ≤ 1}, where xi denotes the share of the resource

consumed by individual i. A policy vector (x1, x2) is accepted if it receives two votes. Show

that individual preferences over policy vectors do not satisfy single crossing or the conditions in

Exercise 22.24. Show that there does not exist a policy vector that is a Condorcet winner. Show

that if two parties compete to come to office by committing to policy platforms, then this game

has no pure-strategy equilibria.

* 22.26 (a) Show that in Theorem 22.6, a necessary condition for a pure-strategy symmetric equilibrium,

with pA = pB = p∗, to exist is that the matrix

G
∑

g=1

λghg(0)D2Ug(p∗) +

G
∑

g=1

λg

∣

∣

∣

∣

∂hg(0)

∂σ

∣

∣

∣

∣

(DUg(p∗)) . (DUg(p∗))T

is negative semidefinite, where D2Ug denotes the Jacobian matrix of Ug. Explain why the

condition takes the absolute values of ∂hg(0)/∂σ .

(b) Derive a sufficient condition for such a symmetric equilibrium to exist. [Hint: distinguish

between local and global maxima.]

(c) Show that without any assumptions on Ug(.)s (beyond concavity), the sufficient condition

for a symmetric equilibrium can only be satisfied if all H gs are uniform.

22.27 Consider the following one-period economy populated by a continuum 1 of agents. A fraction λ of

these agents are capitalists, each owning capital k. The remainder have only human capital, with

human capital distribution μ(h). Output is produced in competitive markets, with the aggregate

production function

Y = K1−αH α,

where uppercased letters denote total supplies. Assume that factor markets are competitive and

denote the market clearing rental price of capital by r and that of human capital by w.

Suppose that agents vote over a linear income tax, τ . Because of tax distortions, total tax

revenue is

Tax = (τ − v(τ))

(

λrk + (1 − λ)w

∫

hdμ(h)

)

,

where v(τ) is strictly increasing and convex, with v(0) = v′(0) = 0 and v′(1) = ∞. Tax revenues

are redistributed lumpsum.

(a) Find the ideal tax rate for each agent. Find conditions under which preferences are single

peaked, and determine the equilibrium tax rate. How does the equilibrium tax rate change

when k increases? How does it change when λ increases? Explain the intuition for these

results.

(b) Suppose now that agents vote over capital and labor income taxes, τk and τh, with corre-

sponding costs v(τk) and v(τh), so that tax revenues are

Tax = (τk − v(τk))λrk + (τh − v(τh))(1 − λ)w

∫

hdμ(h).

Determine the most preferred tax rates for each agent. Suppose that λ < 1/2. Does a voting

equilibrium exist? How does it change when λ increases? Explain why the results are different

from the case with only one tax instrument.
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(c) In this model with two taxes, now suppose that agents first vote over the capital income tax,

and then taking the capital income tax as given, they vote on the labor income tax. Does a

voting equilibrium exist? If an equilibrium exists, how does the equilibrium tax rate change

when k increases? How does it change when λ increases?

22.28 Derive (22.43).

22.29 Show that Ṽi(τ
′ | pt+1) defined in (22.46) is not necessarily quasi-concave, but it always satisfies

the single-crossing property in Definition 22.3.

22.30 Consider an economy consisting of three groups, a fraction θp of poor agents each with income

yp, a fraction θm of middle-class agents with income ym > yp, and the remaining fraction

θr = 1− θp − θm of rich agents with income yr > ym. Suppose that both θp and θr are less than 1/2,

so that the individual with the median income (the “median voter”) is a middle-class individual.

(a) Construct a change in incomes that leaves mean income in the society unchanged and

increases the gap between the mean and the median, but does not constitute a mean-preserving

spread of the distribution.

(b) Construct a mean-preserving spread of the distribution such that the gap between the mean

and the median narrows. [Hint: increase ym and reduce yp, holding yr constant.]

22.31 Consider an economy with a continuum 1 of individuals. Each individual i has logarithmic

instantaneous utility, so that

Ui =

∞
∑

t=0

β t log Ci(t),

and has one unit of labor, which he supplies inelastically. Final output is produced by competitive

firms, indexed by j , that rent capital and labor from individuals. The production function of each

firm is

Yj(t) = AKj(t)
1−αG(t)αLj(t)

α,

where Kj and Lj denote capital and labor employed by firm j , respectively, and G is government

investment in infrastructure. The only tax instrument is a linear tax on the capital holdings of all

individuals at the rate τ(t) at time t . All the proceeds of this taxation are spent on government

investment in infrastructure, so that

G(t) = τ(t)K̄(t), (22.64)

where K̄(t) is the average (total) capital stock in the economy. This specification implies that

government’s provision of infrastructure creates a Romer-type externality. Denote the initial

capital stock of the economy by K̄(0).

(a) Characterize the equilibrium with a constant tax rate τ > 0 at each date, and show that with

A sufficiently large, the economy achieves a constant and positive growth rate. Show that

the growth rate of the economy is independent of the distribution of the initial capital stock

among the individuals. [Hint: note that the net interest rate faced by households is equal to

the marginal product of capital minus the tax rate τ .]

(b) Let the initial capital stock K̄(0) be distributed among the agents with shares ωi, so that

individual i’s initial capital holding is Ki(0) = ωiK̄(0). Show that in equilibrium, we have

Ki(t) = ωiK̄(t) for any t = 1, 2, . . . .

(c) Suppose that the economy legislates a constant tax rate τ for all future periods. This tax

rate is determined by the policy proposal of the party that receives the majority of the votes

(from two competing parties). Determine the most preferred tax rate of individual i as a

function of his share of initial capital ωi at time t = 0. Show that individuals have single-

peaked preferences. On the basis of this result, show that the tax rate most preferred by the
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individual with the median capital holdings, ωM , will be implemented. Show that as this

median capital holdings falls, the rate of capital taxation increases. What is the effect of this

on economic growth?

(d) Show that the equilibrium characterized in part c is not an MPE. Explain why not. How

would you set up the problem to characterize such an equilibrium? [Hint: just describe

how you would set up the problem; no need to solve for the equilibrium.]

22.32 (a) Prove Proposition 22.19.

(b) Derive the output-maximizing tax rate as in (22.60).

(c) Let τ̄ ∗, τ̄wm, τ̄ e and τ̄ c be the values of τ̄ that respectively maximize output, social welfare,

the elite’s utility, and citizens’ utility for all t > 0. Show that 0 < τ̄ c < τ̄ ∗ < τ̄ e < 1 and

0 < τ̄ c < τ̄wm < τ̄ e < 1.



23

Political Institutions

and Economic Growth

T
he previous chapter investigated why some societies choose “inefficient” economic in-

stitutions and policies. It emphasized the importance of social conflict among different

groups and the lack of commitment to future policies as major sources of nongrowth-

enhancing policies. Much of the discussion was in the context of a given set of political

institutions, which shaped both the extent and kind of social conflict among different individ-

uals and groups, and what types of policies were possible or could be committed to. A natural

conjecture in this context is that political institutions influence a society’s choices of economic

institutions and policies and thus its growth trajectory. This conjecture leads to the following

two questions: Do certain political institutions mediate social conflict more successfully, thus

potentially avoiding nongrowth-enhancing policies? Why do different societies choose or end

up with different political institutions?

This chapter provides some preliminary answers to these two questions. I start with a brief

summary of the empirical evidence on the effect of different political regimes on economic

growth. Section 23.2 then uses the baseline model in Section 22.2 from the previous chapter to

illustrate that, once we take the existence of conflicting preferences into account, no political

regime is perfect and each creates different types of costs and benefits associated with different

losers and winners in the society. Whether a particular set of political institutions leads to

growth-enhancing policies then depends on the details of how it functions, on the technology

and the factor endowments of the society, and on which groups benefit from these institutions.

Section 23.3 then turns to the dynamic trade-offs between different regimes, emphasizing

how democratic regimes might compensate for the short-run distortions that they create by

generating long-run benefits, both by avoiding sclerotic outcomes and by creating greater

flexibility. This section also emphasizes how different political regimes deal with the process

of creative destruction, which, as we saw in Chapter 14, is one of the engines of modern

economic growth. The arguments in Section 23.3 suggest that democracies may be better at

taking advantage of the forces of creative destruction. How political institutions themselves

emerge and change is discussed briefly in Section 23.4.

831
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23.1 Political Regimes and Economic Growth

In thinking about the impact of political institutions on economic outcomes and growth,

most scholars would probably start with the contrast between democratic and nondemocratic

regimes. But there are many different types and shades of democracy. Democracy is typically

defined by a set of procedural rules; for instance, by whether there are free and fair elections

in which most adults can participate and whether there is free entry of parties into politics.

But this definition of democracy leaves many distinctive institutional features of democracies

unspecified. Democracies can be parliamentary or presidential. They can use different electoral

rules, giving varying degrees of voice to minorities. Perhaps more importantly, there are

different degrees of “free and fair” and “most adults.” Most elections, even those in Europe or

the United States, involve some degree of fraud and some restrictions on the entry of parties or

candidates. Moreover many individuals are effectively or sometimes explicitly disenfranchised.

Similarly, political scientists consider Britain and the United States in the late nineteenth

century to have been democratic, though only men had the right to vote. Few people would

consider the United States in the 1960s to have been a nondemocracy, but many blacks

were disenfranchised. These specifics create various shades of democracy that may affect the

economic outcome.

The differences between nondemocratic societies are probably even more pronounced.

China under the rule of the Communist Party since 1948 is an undisputed case of a nondemo-

cratic regime, but it is very different in nature from the oligarchic regime in place in Britain

before the process of democratization started with the First Reform Act of 1832. In Britain

before 1832, there were prime ministers and parliaments, though they were elected by a small

minority of the population—those with wealth, education, and privilege, who made up less

than 10% of the adult population. Furthermore the powers of the state never rivaled those of

the Communist Party in China. The Chinese example is also different from Augusto Pinochet’s

military dictatorship in Chile or that of Park Chung Hee in South Korea. Once we consider

regimes based on personal rule, such as that of Mobutu Sese Seko in Zaire, and monarchies,

such as the rule of the Saud family in Saudi Arabia, the contrast is even more marked.

Nevertheless there is an important commonality among these nondemocracies and an

important contrast between nondemocratic and democratic regimes, making these categories

still useful for conceptual and empirical analysis. Despite all their imperfections and different

shades, democratic regimes, at least when they have a certain minimal degree of functionality,

provide greater political equality than nondemocratic ones. The free entry of parties and the

practice of one-person, one-vote in a democracy are the foundations of this and ensure some

voice for each individual. When democracies function well, majorities have some (often a

significant) influence on policies—though they themselves may be constrained by certain

constitutional restrictions. In contrast, nondemocracies, rather than representing the wishes

of the population at large, represent the preferences of a subgroup of the population, which

I have so far referred to as the “elite.” The identity of the elite differs across nondemocratic

societies. In China, it is mainly the wishes of the leaders of Communist Party that matter. In

Chile under Pinochet, most decisions were taken by a military junta, and it was their preferences

(and perhaps those of certain affluent segments of the society supporting the dictatorship) that

counted. In Britain before the First Reform Act of 1832, it was the small wealthy minority that

was politically influential.

With this cautionary introduction on the distinctions between democracies and nondemoc-

racies, what are the major differences between these political regimes? First, one might imagine

that democracies and nondemocracies have different growth performances. The first place to

look for such differences is the postwar era, for which there are better data on economic growth.

Using cross-country regression evidence, Przeworski and Limongi (1993) and Barro (1999)
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conclude that democracies do not perform better than nondemocracies. However, there is no

universal consensus on this matter. For example, Minier (1998) reports results showing both

positive effects of democratizations and negative effects of transitions to nondemocracy on

growth. Nevertheless the bulk of the available evidence suggests that, on average, democracies

do not grow much faster than nondemocracies (at least, once one controls for other potential

determinants of economic growth). This result is surprising and even perhaps disturbing. One

might have expected significantly worse growth performances among nondemocracies, since

this group includes highly unsuccessful countries, such as Iraq under Saddam Hussein, Zaire

under Mobutu, and Haiti under the Duvaliers. Counteracting this group, however, are plenty of

unsuccessful democracies, including India until the 1990s and many newly independent former

colonies that started their independence as electoral democracies (though often quickly falling

prey to coups or the personal rule of some strongman). There are also many successful non-

democracies, including Singapore under Lee Kwan Yew, South Korea under General Park, or

(more recently) China. Thus to understand how different political institutions affect economic

decisions and economic growth, we need to go beyond the distinction between democracy and

nondemocracy.

If there are no marked growth differences between democracies and nondemocracies, are

there instead other significant policy or distributional differences? Rodrik (1999) documents

that democracies have higher labor shares and interprets this as the outcome of greater redis-

tribution in democracies. Acemoglu and Robinson (2006a) summarize a range of case studies

showing how democracies pursue more redistributive policies. In contrast, Gil, Mulligan, and

Sala-i-Martin (2004) use cross-sectional regressions to show that many policies, in particular

overall government spending and spending on social security, do not differ between democra-

cies and dictatorships. Therefore there is no consensus in the literature on whether democracies

pursue different fiscal policies and whether this has a major impact on the distribution of re-

sources in the society. But the evidence in Rodrik (1999) and some of the evidence summarized

in Acemoglu and Robinson (2006a) indicate that, at least in some cases, democracies pursue

significantly more redistributive policies than do nondemocracies, and we can take these dif-

ferences as our starting point (or at least as a working hypothesis). But it is useful to bear in

mind that the differences in policy between democracies and nondemocracies, even if present,

appear to be much less pronounced than one might have expected on the basis of theory alone.

It should also be noted at this point that the comparison of democracies to nondemocracies

over the postwar era might be overly restrictive. When we look at a longer time horizon, it

appears that democracies experience better economic performance. Most of the countries that

industrialized rapidly during the nineteenth century were more democratic than those that failed

to do so. The comparisons of the United States to South American countries, or of Britain

and France to Russia and Austria-Hungary, are particularly informative in this context. For

example, the United States, which was one of the most democratic societies at the time, was

not any richer, and may have been significantly poorer, than the highly nondemocratic and

repressive Caribbean colonies at the end of the eighteenth century. However, the nineteenth

century and early twentieth century witnessed rapid growth and industrialization in the United

States and stagnation in the entire Caribbean area and in much of the rest of South America.

This historical episode therefore suggests that the more democratic societies may have been

better at taking advantage of the new investment and growth opportunities that came with the

age of industrialization in the nineteenth century. The contrast of Britain and France to Russia

and Austria-Hungary is similar. Even though the former two countries were already richer at

the beginning of the nineteenth century than the latter two, the income differences were small.

Differences in political institutions were much more marked, however. Britain was already

on its way to becoming a parliamentary democracy, and France had already undergone the

Revolution of 1789. Britain and France adopted pro-growth policies throughout much of the
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nineteenth century, even when this was costly to their existing landowning elites, whereas

Russia and Austria-Hungary explicitly blocked industrialization to protect the economic and

political interests of their landowning aristocracies.

Long-run regressions, such as those discussed in Chapter 4, are also consistent with this

pattern and show a significant effect of a broad cluster of institutions on economic growth.

While we cannot confidently say that this effect represents the impact of political institutions

on growth, this cluster of institutions comprises both political and economic elements, and it

is likely that the growth-enhancing cluster of institutions could not exist without the political

institutions supporting the economic policies that encouraged investment and free entry.

I next turn to a theoretical investigation of how we might expect different political institu-

tions to affect economic policies and economic outcomes.

23.2 Political Institutions and Growth-Enhancing Policies

Consider the canonical Cobb-Douglas model analyzed in Section 22.3 in the previous chapter.

The model was analyzed under the assumption that a subset of the producers, the elite, was in

power. I now briefly discuss the equilibrium in the same environment when the middle class

or the workers are in power and then contrast the resulting allocations.

23.2.1 The Dictatorship of the Middle Class versus the Dictatorship of the Elite

First, let us suppose that the middle class hold political power, so that we have the dictatorship

of the middle class instead of the dictatorship of the elite in the previous chapter. The situation is

symmetric to that in the previous chapter with the middle class and the elite having exchanged

places. In particular, the analysis leading to Proposition 22.6 immediately yields the following

result.

Proposition 23.1 Consider the environment of Section 22.3, but the middle class instead

of the elite holding political power. Suppose that Condition 22.1 holds, φ > 0, and

Am ≥ φαα/(1−α)Ae θ e

θm
. (23.1)

Then the unique MPE features τm(t) = 0 and

τ e(t) = τ̄COM ≡
κ(L̄, θm, α, φ)

1 + κ(L̄, θm, α, φ)
,

for all t , where κ(L̄, θ e, α, φ) is defined in (22.29).

Proof. See Exercise 23.1.

This proposition shows that political equilibria under elite control and middle-class control

are identical, except that the two groups have switched places. Political institutions therefore

influence policies and the resulting equilibrium allocation of resources. In particular, in the

elite-controlled society, the middle class are taxed both to create revenues for the elite and

to reduce their labor demand. In the middle-class-dominated society, the competing group

of producers that are out of political power are the elite (even though the name “elite” has

the connotation of political power). So now the elite are taxed to generate tax revenues and

create more favorable labor market conditions for the middle class. The contrast between
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the elite-dominated and the middle-class-dominated politics approximates certain well-known

historical episodes. For example, in the context of the historical development of European

societies, political power was first in the hands of landowners, who exercised it to keep labor

tied to the land and reduce the power and profitability of merchants and early industrialists.

With the economic and constitutional changes of the late medieval period, power shifted away

from landowning aristocracies toward the merchants and industrialists (i.e., the middle class in

terms of the model here), and it was their turn to adopt policies favorable to their own economic

interests and costly for landowners.

So which one of these two sets of political institutions—the dictatorship of the middle class

or that of the elite—is better? The answer is that they cannot be compared easily. First, as

already emphasized in the previous chapter, the equilibrium in Section 22.4 is Pareto optimal:

given the set of fiscal instruments, it is not possible to make any other member of the society

better off without making the elite worse off. In the same way, the current allocation of resources

is Pareto optimal, but it picks a different point along the Pareto frontier—a point that favors

the middle class instead of the elite. What about the level of output? Even here, there is no

straightforward ranking. Either of these two societies may achieve a higher level of income

per capita depending on which group has more productive investment opportunities. When the

middle class are more productive, a society in which the elite are in power creates significant

distortions. In contrast, if the elite have more profitable and socially beneficial production

opportunities, then having political power vested with the elite is more beneficial for economic

performance than the dictatorship of the middle class.

The following proposition illustrates a particularly simple version of this result.

Proposition 23.2 Consider the environment of Section 22.3 with Cobb-Douglas technology.

Suppose that Condition 22.1 and the inequalities in (22.27) and (23.1) hold, θ e = θm, and

φ > 0. Then the dictatorship of the middle class generates higher income per capita when

Am > Ae and the dictatorship of the elite generates higher income per capita when Ae > Am.

Proof. See Exercise 23.2.

This proposition gives a simple example of a situation in which the political institutions that

lead to better economic performance (in terms of income per capita) depend on whether more

productive group also holds political power. When political and economic power are decoupled,

there is greater inefficiency. An immediate implication of this result is that it is difficult to think

about “efficient political institutions” without considering the self-interested objectives of those

who hold and wield political power and without fully analyzing how their productivity and

economic activities compare to those of others. Naturally, one can think of political institutions

that will outperform both the elite-dominated politics of the previous chapter and the middle

class–dominated politics of this section. In this case, the key question is whether such political

institutions are feasible once more realistic political economy and economic interactions are

introduced. The analysis of the design of feasible political institutions in the presence of

political economy constraints is an interesting area but very much in its infancy. For now, we

can simply note that under most circumstances, the choice of political institutions in practice is

among arrangements that create different types of distortions and different winners and losers.

23.2.2 Democracy or Dictatorship of the Workers?

The Section 23.2.1 contrasted the dictatorship of the middle class to that of the elite. A

third possibility is to have a more democratic political system in which the majority decides

policies. Since in realistic scenarios, the workers outnumber both the elite and the middle-

class entrepreneurs, policies that favor the economic interests of the workers (who have so far
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been passive in this model, simply supplying labor at the equilibrium wage rate) will then be

implemented. While such a system resembles democracy in some ways (especially since it

implies greater political equality than the dictatorship of the elite or the middle class), it can

also be viewed as the “dictatorship of the workers”: it is now the workers who dictate policies,

in the same way that the elite or the middle class did under their own dictatorships.1 This again

emphasizes that different political institutions create different winners and losers, depending

on which group has more political power.

As before, the analysis is straightforward, though the nature of the political equilibrium

depends even more strongly on whether Condition 22.1 holds.

Proposition 23.3 Consider the environment of Section 22.3, and suppose that workers hold

political power.

1. Suppose that Condition 22.1 fails to hold (so that there is excess labor supply). Then

the unique MPE features τm(t) = τ e(t) = τRE ≡ 1 − α.

2. Suppose that Condition 22.1 holds (so that there is no excess labor supply) and that

θ e = θm = θ . If, in addition, Am > Ae, then in the unique MPE, τ e(t) = 0, and also

τm(t) = τDm, where

(1 − τDm)1/(1−α)Am = Ae,

or τDm = 1− α, and α1/(1−α)Am ≥ Ae. If Am < Ae, then in the unique MPE, τm(t) = 0,

and also τ e(t) = τDe, where

(1 − τDe)1/(1−α)Ae = Am,

or τDe = 1 − α, and α1/(1−α)Ae ≥ Am.

Proof. See Exercise 23.3.

The most interesting implication of this proposition comes from the comparison of the cases

with and without excess supply. When Condition 22.1 fails to hold, there is excess labor supply

and taxes have no effect on wages. Anticipating this, workers favor taxes on both groups of

producers to raise revenues to be redistributed to themselves. Democracy then generates this

outcome as the political equilibrium. Clearly, this result is more distortionary than either the

dictatorship of the elite or that of the middle class, because in the latter two political scenarios,

one of the producer groups was not taxed. The situation is very different when Condition

22.1 holds. In that case, recall that both the dictatorships of the elite and of the middle class

generated significant distortions owing to the factor price manipulation effect—in particular,

they imposed taxes on competing producers to keep wages low. In contrast, workers dislike

taxes precisely because of their effect on wages. Consequently in this case, workers have more

moderate preferences regarding taxation, and democracy generates lower taxes than both the

dictatorships of the elite and of the middle class. This proposition therefore again highlights

that which set of political institutions generates a greater level of income per capita (or higher

economic growth) depends on investment opportunities and market structure. When workers

(or a subgroup that is influential in democracy) can tax entrepreneurs without suffering the

consequences, democracy generates high levels of redistributive taxation and can lead to a

lower income per capita than elite- or middle class–dominated politics. However, when workers

recognize the impact of taxes on their own wages, democracy generates more moderate political

outcomes.

1. Distinguishing the dictatorship of workers or poor segments of the society from a true “democracy” is an

important issue but falls beyond the scope of my focus here.
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The simple analysis in this section therefore already gives us some clues about why there

are no clear-cut relationships between political regimes and economic growth. When the

equivalent of Condition 22.1 holds so that distortionary policies reduce wages, democracy

is likely to generate higher aggregate output and growth than nondemocratic regimes. In

contrast, democracy leads to worse economic performance by pursuing populist policies and

imposing high taxes when the equivalent of Condition 22.1 fails to hold. Naturally, the model

presented here is very simple in many ways, and Condition 22.1 or its close cousins may not be

appropriate for evaluating whether democracy or other regimes are more growth-enhancing.

Nevertheless, this analysis emphasizes that democracies, like other regimes, look after the

interests of the groups that have political power, and the resulting allocations often involve

different types of distortions. Whether these distortions are more or less severe than those

generated by alternative political regimes depends on technology, factor endowments, and the

types of policies available to the political system. In light of the analysis so far, this result is not

surprising, but its implications are nonetheless important. In particular, it highlights that there

are no a priori theoretical reasons to expect that there should be a simple empirical relationship

between democracy and growth.

23.3 Dynamic Trade-offs

The previous section contrasted economic allocations under different political regimes. Al-

though the underlying economic environment was a simplified version of the infinite-horizon

neoclassical growth model, the trade-offs among the regimes were static. In this section, I

examine an environment that also incorporates entry into entrepreneurship, social mobility,

and a simple form of creative destruction. Using this environment, I contrast democracy to

oligarchy. The emphasis is on the dynamic trade-offs between the two regimes.

23.3.1 The Baseline Model

The model economy is populated by a continuum of measure 1 of infinitely-lived agents, each

with preferences given by (22.1) as in the previous chapter. In addition, for reasons that will

soon become clear, I assume that each individual dies with a small probability ε > 0 in every

period, and a measure ε of new individuals are born (with the convention that after death

there is zero utility, and β ∈ (0, 1) is the discount factor inclusive of the probability of death).

I consider the limit of this economy with ε → 0.

There are two occupations: production workers and entrepreneurs. This introduces the

possibility of social mobility. In particular, each agent can either be employed as a worker or

can become an entrepreneur. I assume that all agents have the same productivity as workers, but

their productivity in entrepreneurship differs. In particular, agent i at time t has entrepreneurial

talent/skills ai(t) ∈ {AL, AH }, with AL < AH . To become an entrepreneur, an agent needs to

set up a firm, if he does not have an active firm already. Setting up a new firm may be costly

because of entry barriers created by existing entrepreneurs.

Each agent therefore starts period t with skill level ai(t) ∈ {AH , AL}, some amount of

capital ki(t) invested from the previous date (recall that capital investments are again made

one period in advance), and another state variable denoting whether he already possesses a

firm. I denote this variable by ei(t) ∈ {0, 1}, with ei(t) = 1 corresponding to the individual

having chosen entrepreneurship at date t − 1 (for date t). The individual who is already an

incumbent entrepreneur at t (i.e., ei(t) = 1) may find it cheaper to become an entrepreneur

at t + 1, because potential entry barriers into entrepreneurship do not apply to incumbents. I
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refer to an agent with ei(t) = 1 as a member of the “elite” at t , both because he avoids the entry

costs and because in an oligarchy, he will be a member of the political elite making the policy

choices.

In summary, at date t , each agent chooses ei(t + 1) ∈ {0, 1}, and if ei(t + 1) = 1, he becomes

an entrepreneur and also makes an investment decision for next period ki(t + 1) ∈R+; at date

t + 1, he decides how much labor li(t + 1) ∈R+ to hire.

Agents also make the policy choices in this society. How the preferences of various agents

map into policies differs depending on the political regime and is discussed below. There

are three policy choices. Two of those are similar to the policies we have seen so far: a tax

rate τ(t) ∈ [0, τ̄ ] on output and a lump-sum transfer distributed to all agents, denoted by

T (t) ∈ [0, ∞). Notice that I have already imposed an upper bound on taxes τ̄ < 1. This bound

may result from the ability of individuals to hide their output in the informal sector or from

the distortionary effects of taxation; it is taken as given here. The new policy instrument is a

cost B(t) ∈ [0, ∞) imposed on new entrepreneurs when they set up a firm. I assume that the

entry barrier B(t) is pure waste, for example, corresponding to the bureaucratic procedures that

individuals have to go through to open a new business. Thus lump-sum transfers are financed

only from taxes.

An entrepreneur with skill level ai(t), capital level ki(t), and labor li(t) produces

yi(t) =
1

α
ki(t)

α(ai(t)li(t))
1−α (23.2)

units of the final good. As in Section 22.3, I assume that there is full depreciation of capital, so

ki(t) is also the level of investment of entrepreneur i at time t − 1 in terms of the unique final

good.

I further simplify the analysis by assuming that all firms have to operate at the same size,

L̄, so li(t) = L̄ (see Exercise 23.5 for the implications of relaxing this assumption). Finally, I

adopt the convention that the entrepreneur himself can work in his firm as one of the workers,

which implies that the opportunity cost of becoming an entrepreneur is 0.

The most important assumption here is that each entrepreneur has to run the firm himself,

so it is his productivity, ai(t), that matters for output. An alternative would be to allow

costly delegation of managerial positions to other, more productive agents. In this case, low-

productivity entrepreneurs may prefer to hire more productive managers. Throughout I assume

that delegation is prohibitively costly.

To simplify expressions, I also define b(t) ≡ B(t)/βL̄, which corresponds to discounted

per worker entry cost (and is the relevant object when we look at the profitability of different

occupational choices). Profits (the returns to entrepreneur i gross of the cost of entry barriers)

at time t are then equal to

πi(t) = (1 − τ(t))yi(t) − w(t)li(t) −
1

β
ki(t),

which takes into account that the investment cost ki(t) was incurred in the previous period, and

thus the opportunity cost of investment (which is forgone consumption) is multiplied by the

inverse of the discount factor. This expression for profits takes into account that the entrepreneur

produces output yi(t), pays a fraction τ(t) of this output in taxes, and also pays a total wage bill

of w(t)li(t). Given a tax rate τ(t) and a wage rate w(t) ≥ 0 and using the fact that li(t) = L̄,

the net profits of an entrepreneur with talent ai(t) at time t are

π(ki(t) | ai(t), w(t), τ (t)) =
1

α
(1 − τ(t))ki(t)

α(ai(t)L̄)1−α − w(t)L̄ −
1

β
ki(t). (23.3)
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Given this expression, the (instantaneous) gain from entrepreneurship for an agent of talent

z ∈ {L, H } at time t as a function of the tax rate τ(t) and the wage rate w(t) is

�z(τ (t), w(t)) = max
ki(t)

π(ki(t) | ai(t) = Az, w(t), τ (t)). (23.4)

Note that this is the net gain to entrepreneurship, since the agent receives the wage rate w(t) in

all cases (either working for another entrepreneur when he is a worker or working for himself—

thus having to hire one less worker—when he is an entrepreneur). More importantly, the gain

to becoming an entrepreneur for an agent with ei(t − 1) = 0 and ability ai(t) = Az is

�z(τ (t), w(t)) −
1

β
B(t) = �z(τ (t), w(t)) − b(t)L̄,

since this agent has to pay the additional cost imposed by the entry barriers, which, like the

costs of investment, is incurred in the previous period and is thus divided by β.

Labor market clearing requires that the total demand for labor not exceed the supply. Since

entrepreneurs also work as production workers, the supply is equal to 1, so that

∫ 1

0

ei(t)li(t)di =

∫

i∈SE
t

L̄di ≤ 1, (23.5)

where SE
t

is the set of entrepreneurs at time t .

Finally, I assume that there is imperfect correlation between the entrepreneurial skill over

time. In particular, ai(t) follows the Markov chain

ai(t + 1) =

⎧

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎩

AH with probability σH if ai(t) = AH ,

AH with probability σL if ai(t) = AL,

AL with probability 1 − σH if ai(t) = AH ,

AL with probability 1 − σL if ai(t) = AL,

(23.6)

where σH , σL ∈ (0, 1). Here σH is the probability that an agent has high skill in entrepre-

neurship conditional on having high skill in the previous period, and σL is the probability of

transitioning from low to high skill. It is natural to suppose that σH ≥ σL > 0, so that skills

are persistent and low skill is not an absorbing state. The fact that σH < 1 implies that there

is imperfect correlation of entrepreneurial talent over time. Therefore the identities of the en-

trepreneurs necessary to achieve productive efficiency change over time and thus necessitate

a type of creative destruction, with new entrepreneurs replacing old ones.

The imperfect correlation over time in ai(t) can be interpreted in three alternative and

complementary ways. First, we can suppose that the productivity of an individual is not

constant over time, and changes in comparative advantage necessitate changes in the identity

of entrepreneurs. Second, we can think of the infinitely-lived agents as representing dynasties,

and the imperfect correlation over time in ai(t) may represent imperfect correlation between

the skills of parents and children. Third and perhaps most interestingly, it may be that each

individual has a fixed competence across different activities, and comparative advantage in

entrepreneurship changes as the importance of different activities evolves over time. For

example, some individuals may be better in industrial entrepreneurship, while others are better

in agriculture, and as industrial activities become more profitable than agriculture, individuals

who have a comparative advantage in industry should enter into entrepreneurship and those who

have a comparative advantage in agriculture should exit. All three channels are parsimoniously

captured by the Markov chain for talent given in (23.6).
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This Markov chain also implies that the fraction of agents with high skill in the stationary

distribution is (see Exercise 23.6)

M ≡
σL

1 − σH + σL
∈ (0, 1). (23.7)

Since there is a large number (continuum) of agents, the fraction of agents with high skill at

any point is M . I also assume that

ML̄ > 1,

so that, without entry barriers, high-skill entrepreneurs generate more than sufficient demand to

employ the entire labor supply. Moreover suppose that M is small and L̄ is large; in particular,

L̄ > 2. Then the workers are always in the majority, which simplifies the political economy

discussion below.

The timing of events is as follows. At the beginning of time t , ai(t), ei(t), and ki(t) are given

for all individuals as a result of their decision at date t − 1 and the realization of uncertainty

regarding ability. Then the following sequence of moves takes place.

1. Entrepreneurs demand labor, the labor market clearing wage rate w(t) is determined,

and production takes place.

2. The tax rate on entrepreneurs, τ(t) ∈ [0, τ̄ ], is set.

3. The skill level of each agent for the next period, ai(t + 1), is realized.

4. The entry barrier for new entrepreneurs, b(t + 1), is set.

5. All agents make occupational choices ei(t + 1), and entrepreneurs make investment

decisions ki(t + 1), for the next period.

Entry barriers and taxes are set by different agents in the various political regimes as

specified below. Notice that taxes are set after the investment decisions. This raises the holdup

problems discussed in the previous chapter and acts as an additional source of inefficiency.

The fact that τ(t) ≤ τ̄ < 1 puts a limit on these holdup problems. Individuals make their

occupational choices and investment decisions knowing their ability level; that is, ai(t + 1)

is realized before the decisions about ei(t + 1) and ki(t + 1). Notice also that if an individual

does not operate his firm, he loses “the license,” so next time he wants to set up a firm, he needs

to incur the entry cost (and the assumption that li(t) = L̄ rules out the possibility of operating

the firm at a much smaller scale). Finally, we need to specify the initial conditions: I assume

that the distribution of talent in the society is given by the stationary distribution and nobody

starts out as an entrepreneur, so that ei(−1) = 0 for all i. Given linear preferences, the initial

level of capital holdings is not important.

Let us again focus on MPE, where strategies are a function only of the payoff-relevant

states. For individual i the payoff-relevant state at time t includes his own state

(ei(t), ai(t), ki(t), ai(t + 1)), and potentially the fraction of entrepreneurs that are high skill,2

denoted by μ(t), and defined as

μ(t) = Pr(ai(t) = AH | ei(t) = 1) = Pr(ai(t) = AH | i ∈ SE
t
).

2. Here ei(t), ki(t), and ai(t) are part of the individual’s state at time t , because they influence an entrepreneur’s

labor demand. In addition, ai(t + 1) is revealed at time t and influences his occupational choice and investment

decisions ei(t + 1) and ki(t + 1) for t + 1 and so is also part of his state.
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The economic equilibrium again corresponds to the competitive equilibrium for a given

policy sequence {b(t), τ (t)}t=0,1,.... Let xi(t) = (ei(t + 1), ki(t + 1)) be the vector of choices

of agent i at time t , x(t) = [xi(t)]i∈[0,1] denote the choice profile for all agents, and p(t) =

(τ (t), b(t + 1)) denote the vector of policies at time t . Let pt = {p(s)}∞
s=t

denote the infinite

sequence of policies from time t on, and similarly wt = {w(s)}∞
s=t

and xt = {x(s)}∞
s=t

denote

the sequences of wages and choices, respectively, from t on. Then x̂t and a sequence of wage

rates ŵt constitute an economic equilibrium given a policy sequence pt if, given ŵt , pt , and

state (ei(t − 1), ai(t)), xi(t) maximizes the utility of agent i, and ŵ(t) clears the labor market

at time t (i.e., (23.5) holds). Each agent’s type in the next period, (ei(t), ai(t + 1)), is then

given by his decision at time t regarding whether to become an entrepreneur and by the law of

motion in (23.6).

I now characterize this equilibrium. Since li(t) = L̄ for all i ∈ SE
t

(recall that SE
t

is the set

of entrepreneurs at time t), profit-maximizing investments are given by

ki(t) = (β(1 − τ(t)))1/(1−α)ai(t)L̄, (23.8)

where τ(t) is the equilibrium tax rate that entrepreneurs anticipate along the equilibrium path.

Equation (23.8) implies that the level of investment is increasing in the skill level of the

entrepreneur ai(t) and the level of employment L̄, and decreasing in the tax rate τ(t).

Now using (23.8), the net current gain to entrepreneurship for an agent of type z ∈ {L, H }

(of skill level AL or AH ) can be obtained as

�z(τ (t), w(t)) =
1 − α

α
βα/(1−α)(1 − τ(t))1/(1−α)AzL̄ − w(t)L̄. (23.9)

Moreover the labor market clearing condition (23.5) implies that the total measure of

entrepreneurs at any time is
∫

i∈SE
t

di = 1/L̄. Tax revenues at time t and the per capita lump-sum

transfers are then given as

T (t) =

∫

i∈SE
t

τ(t)yi(t)di =
1

α
τ(t)(β(1 − τ(t)))α/(1−α)L̄

∫

i∈SE
t

ai(t)di. (23.10)

To economize on notation, let us now denote the sequence of future policies and equilibrium

wages by q t ≡ (pt ,wt). Then the time t value of an agent with skill level z ∈ {L, H } if he

chooses production work (for time t) is

W z(q t) = w(t) + T (t) + βCW z(q t+1), (23.11)

where CW z(q t+1) is the continuation value for a worker of type z from time t + 1 on, given by

CW z(q t+1) = σ z max{WH (q t+1); V H (q t+1) − b(t + 1)L̄} (23.12)

+ (1 − σ z) max{WL(q t+1); V L(q t+1) − b(t + 1)L̄},

where V z(q t) is defined similarly to W z(q t) and is the time t value of an agent of skill z when he

is an entrepreneur. Both (23.11) and (23.12) are intuitive. A worker of type z ∈ {L, H } receives

a wage income of w(t) (independent of his skill), a transfer of T (t), and the continuation value

CW z(q t+1). This continuation value encodes the major dynamic trade-offs facing individuals

in this model. A worker of type z ∈ {L, H } today (with ei(t) = 0) will be high skill in the next

period with probability σ z, and in this case, he can either choose to remain a worker, receiving

value WH , or incur the entry cost b(t + 1)L̄ and become an entrepreneur (ei(t + 1) = 1),



842 . Chapter 23 Political Institutions and Economic Growth

receiving the value of a high-skill entrepreneur, V H . The reason this individual has to pay

b(t + 1)L̄ when he chooses ei(t + 1) = 1 is that he is not currently an entrepreneur; thus he

has to pay the costs associated with the entry barriers. The max operator in (23.12) ensures

that the individual chooses the option with the higher value. With probability 1− σ z, the agent

will be low skill and receive the corresponding low-skill values.

Similarly, the value functions for entrepreneurs are given by

V z(q t) = w(t) + T (t) + �z(τ (t), w(t)) + βCV z(q t+1), (23.13)

where �z is given by (23.9) and depends on the skill level of the agent, and CV z(q t+1) is the

continuation value for an entrepreneur of type z:

CV z(q t+1) = σ z max{WH (q t+1); V H (q t+1)} + (1 − σ z) max{WL(q t+1); V L(q t+1)}.

(23.14)

An entrepreneur of ability Az also receives wage w(t) (working for his own firm) and transfer

T (t), and in addition makes profits equal to �z(τ (t), w(t)). The following period, this entre-

preneur has high skill with probability σ z and low skill with probability 1− σ z, and conditional

on the realization of this event, he decides whether to remain an entrepreneur or to become

a worker. Two points are noteworthy here. First, in (23.14), in contrast to (23.12), there is no

additional cost of becoming an entrepreneur, since this individual already owns a firm. Second,

if an entrepreneur decides to become a worker, he obtains the value (23.12), and the next time

he wishes to operate a firm, he has to incur the entry cost.

Inspection of (23.12) and (23.14) reveals that the occupational choices of individuals for

time t depend on the net value of entrepreneurship conditional on their current occupational

status, ei(t − 1) = e. Let us write this value as

NV(q t | ai(t) = Az, ei(t − 1) = e) = V z(q t) − W z(q t) − (1 − e)b(t)L̄.

The last term is the entry cost incurred by agents with e = 0. The max operators in (23.12) and

(23.14) imply that if NV > 0 for an agent, then he prefers to become an entrepreneur.

Who becomes an entrepreneur in this economy? The answer depends on the values of

NV . Standard dynamic programming arguments from Chapter 16, combined with the fact

that instantaneous payoffs are strictly monotone, imply that V z(q t) is strictly monotone in

w(t), T (t), and �z(τ (t), w(t)), so that V H (q t) > V L(q t) (see Exercise 23.4). By the same

arguments, NV (q t | ai(t) = Az, ei(t − 1) = e) is also increasing in �z(τ (t), w(t)). Thus for

all a and e, we have

NV (q t | ai(t) = AH , ei(t − 1) = 1) ≥ NV (q t | ai(t) = a, ei(t − 1) = e)

≥ NV (q t | ai(t) = AL, ei(t − 1) = 0).

In other words, the net value of entrepreneurship is highest for high-skill existing entre-

preneurs and lowest for low-skill workers. However, it is unclear ex ante whether we have

NV (q t | ai(t) = AH , ei(t − 1) = 0) or NV (q t | ai(t) = AL, ei(t − 1) = 1) greater; that is,

whether entrepreneurship is more profitable for incumbents with low skill or for outsiders

with high skill, who will have to pay the entry cost.

We can then define two types of equilibria:

1. Entry equilibria, where all entrepreneurs have ai(t) = AH ; and
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2. Sclerotic equilibria, where agents with ei(t − 1) = 1remain entrepreneurs regardless of

their productivity.

An entry equilibrium requires the net value of entrepreneurship to be greater for a nonelite

high-skill agent than for a low-skill elite. Let us define wH (t) as the threshold wage rate such

that high-skill nonelite agents are indifferent between entering and not entering entrepreneur-

ship. That is, wH (t) has to be such that NV (q t | ai(t) = AH , ei(t − 1) = 0) = 0. Using (23.11)

and (23.13), this threshold is obtained as

wH (t) ≡ max

{

1 − α

α
βα/(1−α)(1 − τ(t))1/(1−α)AH − b(t)

+
β(CV H (q t+1) − CWH (q t+1))

L̄
; 0

}

. (23.15)

Similarly, define wL(t) as the wage such that low-skill incumbent producers are indifferent be-

tween retaining entrepreneurship or not. Then this wage wL(t) is such that

NV (q t | ai(t) = AL, ei(t − 1) = 1) = 0, or

wL(t) ≡ max

{

1 − α

α
βα/(1−α)(1 − τ(t))1/(1−α)AL +

β(CV L(q t+1) − CWL(q t+1))

L̄
; 0

}

.

(23.16)

Both expressions are intuitive. For example, in equation (23.15), the first term

(1 − α)βα/(1−α)(1 − τ(t))1/(1−α)AH/α is the per worker profits that a high-skill entrepre-

neur makes before labor costs. Here b(t) is the per worker entry cost (discounted total costs,

β−1B(t), divided by L̄). Finally, the term β(CV H (q t+1) − CWH (q t+1)) is the indirect (dy-

namic) benefit, the additional gain from changing status from a worker to a member of the elite

for a high-skill agent. Naturally, this benefit depends on the sequence of policies; for example,

it is larger when there are higher entry barriers in the future. If wL(t) < wH (t), the total benefit

of becoming an entrepreneur for a nonelite high-skill agent exceeds the cost. Equation (23.16)

is explained similarly. Evidently a wage rate lower than both wL(t) and wH (t) would lead to

excess demand for labor and could not be an equilibrium. Consequently the condition for an

entry equilibrium to exist at time t can simply be written as a comparison of the two thresholds

determined above:

wH (t) ≥ wL(t). (23.17)

A sclerotic equilibrium emerges, on the other hand, when the converse of (23.17) holds.

Moreover, in an entry equilibrium, that is, in any equilibrium where (23.17) holds, we have

NV (q t | ai(t) = AH , ei(t − 1) = 0) = 0. If it were strictly positive—in other words, if the

wage were less than wH (t)—then all agents with high skill would strictly prefer to become

entrepreneurs, which is not possible, since by assumption, ML̄ > 1. This argument also shows

that the total measure of entrepreneurs in the economy is 1/L̄. Then from (23.9), (23.11), and

(23.13), the equilibrium wage wE(t) is

wE(t) = wH (t). (23.18)

Note also that when (23.17) holds, NV (q t | ai(t) = AL, ei(t − 1) = 1) ≤ 0, so low-skill in-

cumbents would be worse off if they remained as entrepreneurs at the wage wE(t).

Figure 23.1 illustrates the entry equilibrium diagrammatically by plotting labor demand

and supply in this economy. Labor supply is constant at 1, while labor demand is decreasing
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FIGURE 23.1 Labor market equilibrium when (23.17) holds.

as a function of the wage rate. This figure is drawn for the case where (23.17) holds, so that

there exists an entry equilibrium. The first portion of the curve shows the willingness of high-

skill incumbents (those with ei(t − 1) = 1 and ai(t) = AH ) to pay, which is wH (t) + b(t).

This result is intuitive, since entrepreneurship is as profitable for them as for high-skill potential

entrants and they do not have pay the entry cost. The second portion is for high-skill poten-

tial entrants (those with ei(t − 1) = 0 and ai(t) = AH ) and is equal to wH (t). These two groups

together demand ML̄ > 1 workers, ensuring that labor demand intersects labor supply at the

wage given in (23.18).

In a sclerotic equilibrium, on the other hand, wH (t) < wL(t), and low-skill incumbents

remain in entrepreneurship, that is, ei(t) = ei(t − 1). If there were no deaths, so that ε = 0, the

total number of entrepreneurs would be 1/L̄ and for any w ∈ [wH (t), wL(t)], labor demand

would exactly equal labor supply (i.e., 1/L̄ agents would demand exactly L̄ workers each, and

the total supply would be 1). Hence there would be multiple equilibrium wages. In contrast,

when ε > 0, the total number of entrepreneurs who could pay a wage of wL(t) will be less

than 1/L̄ for all t > 0; thus there would be excess supply of labor at this wage, or at any wage

above the lower support of this range. Thus the equilibrium wage must be equal to this lower

support, wH (t), which is identical to (23.18). Since at this wage agents with ei(t − 1) = 0

and ai(t) = AH are indifferent between entrepreneurship and production work, in equilibrium

a sufficient number of them enter entrepreneurship, so that total labor demand is equal to

1. In the remainder, I focus on the limiting case of this economy, where ε → 0, which picks

wE(t) = wH (t) as the equilibrium wage, even when labor supply coincides with labor demand

for a range of wages.3

Figure 23.2 illustrates this case diagrammatically. Because (23.17) does not hold, the

second flat portion of the labor demand curve is for low-skill incumbents (ei(t − 1) = 1 and

ai(t) = AL), who, given the entry barriers, have a higher marginal product of labor than high-

skill potential entrants.

The analysis also establishes that the equilibrium law of motion of the fraction of high-skill

entrepreneurs, μ(t), is

3. The feature of multiple equilibrium wage levels in dynamic models with entry barriers applies much more

generally than the setup here with two types of entrepreneurs (see Exercise 23.11).
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FIGURE 23.2 Labor market equilibrium when (23.17) does not hold.

μ(t) =

{

σHμ(t − 1) + σL(1 − μ(t − 1)) if (23.17) does not hold,

1 if (23.17) holds,
(23.19)

starting with μ(0). Recall that because ei(−1) = 0 for all i, any b(0) applies equally to all

potential entrants, and thus in equilibrium we have μ(0) = 1.

To obtain a full political equilibrium, we need to determine the policy sequence pt . Here I

consider two political regimes: (1) democracy—the policies b(t) and τ(t) are determined by

majoritarian voting, with each agent having one vote; and (2) oligarchy—the policies b(t) and

τ(t) are determined by voting among the elite (the current entrepreneurs) at time t .

23.3.2 Democracy

A democratic equilibrium is an MPE, where b(t) and τ(t) are determined by majoritarian

voting at time t . The timing of events implies that the tax rate at time t , τ(t), is decided after

investment decisions, whereas the entry barriers are decided before. The assumption L̄ > 2

ensures that workers (nonelite agents) are always in the majority. At the time taxes are set,

investments are sunk and agents have already made their occupation choices. Therefore taxes

are chosen to maximize per capita transfers, given by

1

α
τ(t)k(t)αL̄

∑

i∈SE
t

ai(t),

which takes into account that k(t) is already given from the investment in the previous period.

Since this expression is increasing in τ(t) and τ(t) ≤ τ̄ , the optimal tax for a worker is τ(t) = τ̄

for all t . Thus total tax revenues are

T E(t) =
1

α
τ̄ (β(1 − τ̄ ))α/(1−α)L̄

∑

i∈SE
t

ai(t). (23.20)

The entry barrier b(t) is then set at the end of period t − 1 (before occupational choices) to

maximize (23.20). Low-productivity workers (with ei(t − 1) = 0 and ai(t) = AL) know that

they will remain workers, and in MPE, the policy choice at time t has no influence on strategies
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in the future except through its impact on payoff-relevant state variables. Therefore, given

τ(t) = τ̄ , the utility of agent i with ei(t − 1) = 0 and ai(t) = AL depends on b(t) only through

the equilibrium wage wE(t) and the transfer T E(t). High-productivity workers (those with

ei(t − 1) = 0 and ai(t) = AH ) may become entrepreneurs, but as the above analysis shows,

in this case, NV (q t | ai(t) = AH , ei(t − 1) = 0) = 0, and WH = WL, so their utility is also

identical to those of low-skill workers. Consequently all workers prefer a level of b(t) that

maximizes wE(t) + T E(t). Since the preferences of all workers are the same and they are in

the majority, the democratic equilibrium maximizes these preferences.

A democratic equilibrium (starting at time t) is therefore given by policy, wage, and

economic decision sequences, p̂t , ŵt , and x̂t , respectively, such that ŵt and x̂t constitute an

economic equilibrium given p̂t , and p̂t = (τ̄ , b(t + 1)) is such that

b(t + 1) ∈ arg max
b(t+1)≥0

{wE(t + 1) + T E(t + 1)}.

Inspection of (23.18) and (23.20) shows that wages and tax revenues are both maximized when

b(t + 1) = 0 for all t , so the democratic equilibrium will not impose any entry barriers. This

result is intuitive: workers do not wish to protect incumbents, because such protection reduces

labor demand and wages. Since there are no entry barriers, only high-skill agents become

entrepreneurs—that is, ei(t) = 1 only if ai(t) = AH at all t . Given this stationary sequence of

MPE policies, we can use the value functions (23.11) and (23.13) to obtain

V H = WH = WL = W =
wD + T D

1 − β
,

where wD is the equilibrium wage in a democracy, and T D is the level of transfers (when τ(t) =

τ̄ and b(t) = 0 for all t). Equation (23.15) implies that wD = (1− α)(β(1− τ̄ ))α/(1−α)AH/α.

The following proposition therefore follows immediately.

Proposition 23.4 There exists a unique democratic equilibrium. In this equilibrium τ(t) =

τ̄ and b(t) = 0 for all t . Moreover ei(t) = 1 if and only if ai(t) = AH , so μ(t) = 1. The

equilibrium wage rate is given by

w(t) = wD ≡
1 − α

α
βα/(1−α)(1 − τ̄ )1/(1−α)AH,

and the aggregate output is

YD(t) = YD ≡
1

α
(β(1 − τ̄ ))α/(1−α)AH.

Note that aggregate output is constant over time, and there is perfect equality in equilibrium

(because the excess supply of high-skill entrepreneurs ensures that they receive no rents). These

features will contrast with the oligarchic equilibrium.

23.3.3 Oligarchy

In oligarchy, policies are determined by voting among the elite.4 At the time of voting over the

entry barriers b(t), the elite consist of those with ei(t − 1) = 1, and at the time of voting over

4. Notice that this assumption means political power rests with current entrepreneurs. As discussed in the

previous chapter, there may often be a decoupling between economic and political power, so that key decisions
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the taxes τ(t), the elite are those with ei(t) = 1. Let us start with the taxation decision among

those with ei(t) = 1 and impose the following condition.

Condition 23.1

L̄ ≥
1

2

AH

AL
+

1

2
.

When this condition is satisfied, both high- and low-skill entrepreneurs prefer zero taxes,

τ(t) = 0. I simplify the analysis here by assuming that this condition holds. Exercise 23.9

discusses the converse case. Intuitively, Condition 23.1 requires the productivity gap between

low- and high-skill elites not to be so large that low-skill elites wish to tax profits to indirectly

transfer resources from high-skill entrepreneurs to themselves.

When Condition 23.1 holds, the oligarchy always chooses τ(t) = 0. At the stage of deciding

the entry barriers, high-skill entrepreneurs would like to choose b(t) to maximize V H , and low-

skill entrepreneurs would like to maximize V L (both groups anticipating that τ(t) = 0). Both

of these expressions are maximized by setting a level of the entry barrier that ensures the

minimum level of equilibrium wages. Recall from (23.18) that equilibrium wages in this case

are still given by wE(t) = wH (t), so they will be minimized at w(t) = 0 by choosing any

b(t) ≥ bE(t) ≡
1 − α

α
βα/(1−α)AH + β

(

CV H (q t+1) − CWH (q t+1)

L̄

)

,

so that w(t) = 0. Without loss of any generality, let us assume that they set the entry barrier as

b(t) = bE(t) in this case.

An oligarchic equilibrium (from time t on) then can be defined as a policy sequence p̂t ,

wage sequence ŵt , and economic decisions x̂t such that ŵt and x̂t constitute an economic

equilibrium given p̂t , and p̂t involves τ(s) = 0 and b(s) = bE(s) for all s ≥ t . In the oligarchic

equilibrium there is no redistributive taxation, and entry barriers are sufficiently high to ensure

a sclerotic equilibrium with zero wages.

Imposing wE(s) = 0 for all s ≥ t , we can solve for the equilibrium values of high- and

low-skill entrepreneurs from the value functions (23.13) as, respectively,

Ṽ L =
1

1 − β

[

(1 − βσH )AL + βσLAH

(1 − β(σH − σL))

1 − α

α
βα/(1−α)L̄

]

, and

Ṽ H =
1

1 − β

[

(1 − β(1 − σL))AH + β(1 − σH )AL

(1 − β(σH − σL))

1 − α

α
βα/(1−α)L̄

]

.

These expressions are intuitive. First, consider Ṽ L and the case where β → 1; then,

starting in the state e(t − 1) = L, an entrepreneur will spend a fraction σL/(1 − σH + σL)

of his future with high skill AH and a fraction (1 − σH )/(1 − σH + σL) with low skill AL.

When β < 1, low-skill states occur sooner and are weighed more heavily, and thus they receive

the weight (1 − βσH )/(1 − β(σH − σL)). The intuition for Ṽ H is identical.

are made by those who are politically powerful for historical or other reasons. The analysis in the previous

chapter and in Section 23.2 in this chapter illustrated the distortionary policies that would arise from such

decoupling. The model here goes to the other extreme: it places all political power in the hands of the current

entrepreneurs and highlights a different set of resultant inefficiencies.
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Since there are zero equilibrium wages and no transfers, it is clear that W = 0 for all workers.

Therefore for a high-skill worker, NV = Ṽ H − b, implying that

b(t) = bE ≡
1

1 − β

[

(1 − β(1 − σL))AH + β(1 − σH )AL

(1 − β(σH − σL))

1 − α

α
βα/(1−α)

]

(23.21)

is sufficient to ensure zero equilibrium wages.

In this oligarchic equilibrium, aggregate output is

YE(t) =
1

α
βα/(1−α)[μ(t)AH + (1 − μ(t))AL], (23.22)

where μ(t) = σHμ(t − 1) + σL(1 − μ(t − 1)) as given by (23.19), starting with μ(0) = 1.

Recall that all individuals start with ei(−1) = 0, and thus the equilibrium features μ(0) = 1.

In this case, (and in fact for any μ(0) > M), μ(t) is a decreasing sequence converging to M ,

and aggregate output YE(t) is also decreasing over time:

lim
t→∞

YE(t) = YE
∞ ≡

1

α
βα/(1−α)[AL + M(AH − AL)]. (23.23)

Intuitively, the comparative advantage of the members of the elite in entrepreneurship gradually

disappears because of the imperfect correlation over time between ability.5

Another important feature of the oligarchic equilibrium is that there is a high degree of

(income) inequality. Wages are equal to 0, while entrepreneurs earn positive profits (in fact,

total entrepreneurial earnings are equal to aggregate output). This contrasts with the relative

equality in democracy. The next proposition summarizes this result.

Proposition 23.5 Suppose that Condition 23.1 holds. Then there exists a unique oligarchic

equilibrium. This equilibrium involves τ(t) = 0, b(t) = bE as given by (23.21), wE(t) = 0 for

all t , and is sclerotic. The fraction of high-skill entrepreneurs in this equilibrium is given by

μ(t) = σHμ(t − 1) + σL(1 − μ(t − 1)), starting with μ(0) = 1. Aggregate output is given

by (23.22), is decreasing over time, and satisfies limt→∞ YE(t) = YE
∞ as in (23.23).

Proof. See Exercise 23.7.

23.3.4 Comparison between Democracy and Oligarchy

Since μ(0) = 1, aggregate output in the initial period of the oligarchic equilibrium, YE(0), is

greater than the constant level of output in the democratic equilibrium, YD. That is,

YD =
1

α
(β(1 − τ̄ ))α/(1−α)AH < YE(0) =

1

α
βα/(1−α)AH.

Therefore oligarchy initially generates greater output than does a democracy, because it is

protecting the property rights of entrepreneurs (whereas democracy is imposing distortionary

taxes on entrepreneurs). However the analysis also shows that YE(t) declines over time,

while YD is constant. Consequently the oligarchic economy may subsequently fall behind

5. Nevertheless, it is also possible to imagine societies in which μ(0) < M , because there is some other process

of selection into the oligarchy in the initial period that is negatively correlated with skills in entrepreneurship. In

this case, somewhat paradoxically, μ(t) and thus YE(t) would increase over time. While interesting in theory,

this case appears less relevant in practice, where we would expect at least some positive selection in the initial

period, so that high-skill agents are more likely to become entrepreneurs at time t = 0, and μ(0) > M .



23.3 Dynamic Trade-offs . 849

the democratic one. Whether it does so depends on whether YD is greater than YE
∞ as given by

(23.23). This will be the case if (1 − τ̄ )α/(1−α)AH > AL + M(AH − AL), or if the following

condition holds.

Condition 23.2

(1 − τ̄ )α/(1−α) >
AL

AH
+ M

(

1 −
AL

AH

)

.

If Condition 23.2 holds, then at some point the democratic society overtakes (leapfrogs) the

oligarchic society. This result is stated in the next proposition.

Proposition 23.6 Suppose that Condition 23.1 holds. Then at t = 0, aggregate output is

higher in an oligarchic society than in a democratic society, that is, YE(0) > YD. If Condition

23.2 does not hold, then aggregate output in oligarchy is always higher than in democracy,

that is, YE(t) > YD for all t . If Condition 23.2 holds, then there exists t ′ such that for t ≤ t ′,

YE(t) ≥ YD, and for t > t ′, YE(t) < YD, so that the democratic society leapfrogs the oligarchic

society. Leapfrogging is more likely when τ̄ , AL/AH, and M are low.

Proof. See Exercise 23.8.

This proposition implies that an oligarchic society starts out more productive than a demo-

cratic society but declines over time. It also shows that oligarchy is more likely to be relatively

inefficient in the long run under the following conditions:

1. When τ̄ is low: in this case, democracy is unable to pursue highly populist policies

with a high degree of redistribution away from entrepreneurs. The parameter τ̄ may

correspond both to certain institutional impediments limiting redistribution, or more

interestingly, to the specificity of assets in the economy: with greater specificity, taxes

will be limited, and redistributive distortions may be less important.

2. When AH is high relative to AL: then the creative destruction process—the selection

of high-skill agents for entrepreneurship—is important for the efficient allocation of

resources.

3. When M is low: in this case a random selection contains a small fraction of high-skill

agents, making oligarchic sclerosis highly distortionary. Alternatively, M is low when

σH is low, so oligarchies are more likely to lead to low output in the long run when

the efficient allocation of resources requires a high degree of churning in the ranks of

entrepreneurs. This type of churning is another measure of the importance of creative

destruction.

On the other hand, if the extent of taxation in democracy is high and the failure to allocate

the right agents to entrepreneurship has only limited costs, then an oligarchic society generates

greater output than a democracy in the long run.

These comparative static results may be useful in interpreting why, as discussed in Section

23.1, the northeastern United States so conclusively outperformed the Caribbean plantation

economies during the nineteenth century. First, the American democracy was not highly

redistributive, corresponding to low τ̄ in terms of the model here. Second, the nineteenth

century was the age of industry and commerce, so that the allocation of high-skill agents

to entrepreneurship is likely to have been important and potentially only a small fraction of

the population were truly talented as inventors and entrepreneurs. This can be thought of as

corresponding to low values of AL/AH and M .

This analysis therefore reiterates that there are no unambiguous theoretical results on

whether democracy or nondemocracy generates greater growth. However it also highlights
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a different dimension of the trade-off between different regimes—that related to the dynamics

they imply. While democracy may create short-run distortions, it can lead to better long-run

performance because it avoids political sclerosis—that is, incumbents becoming politically

powerful and erecting entry barriers against new and better entrepreneurs. This model also

suggests the type of patterns we already discussed in Section 23.1: lack of a clear relationship

between democracy and growth over the past 50 years combined with the examples of democ-

racies that have been able to achieve industrialization during critical periods in the nineteenth

century. In fact, a simple extension of the framework here provides additional insights that are

useful for thinking about why democracies may be successful in preventing political sclerosis:

the forces highlighted here also suggest that democracies are more flexible than oligarchies.

For example, Exercise 23.10 shows that democracies are typically better able to adapt to the

arrival of new technologies, because there are no incumbents with rents to protect, who can

successfully block or slow down the introduction of new technology. This type of flexibility

might be one of the more important advantages of democratic regimes.

Even though the model presented in this section provides ideas and results that are useful

for understanding the comparative development experiences of democratic and nondemocratic

regimes, like the model discussed in the previous section, it focuses on the costs of democ-

racy resulting from its more redistributive nature. In particular, it emphasizes that democratic

regimes redistribute income away from the rich and the entrepreneurs toward the poorer seg-

ments of the society, and this leads to distortions that reduce income per capita. An alternative

source of distortions in democracy is that democratic regimes may become dysfunctional, be-

cause the elite still exercise power through corruption or other means despite the existence of

democratic institutions. It is possible that when the society becomes democratic but the elite

maintain significant political power, they may try to control the democratic agenda in poten-

tially more inefficient ways than in nondemocracy—for example, by corruption rather than

by direct decree. In this case, democracy can lead to worse economic outcomes not because

it is pursuing populist redistributive policies as in the models presented here but because of

political inefficiencies resulting from the continuing power of the elite.

23.4 Understanding Endogenous Political Change

23.4.1 General Insights

The analysis so far has focused on the implications of different political institutions on eco-

nomic growth and how their economic consequences shape the preferences of different agents

over these political institutions. How do equilibrium political institutions emerge? And why do

institutions change? Returning to the model of Section 23.3, we can imagine that democracy

emerges because oligarchs voluntarily give up power and institute a democracy. While this

might be in their interest under some circumstances, it will generally be costly for them to give

up their monopoly of political power and the economic rents that this monopoly brings. Not

surprisingly, most institutional changes in practice do not happen voluntarily but result from

social conflict.

Consider, for example, the democratization of most Western European nations during the

nineteenth century and early twentieth century or the democratization experience in Latin

America during the twentieth century. In these cases, democracy was not voluntarily granted

by the existing elites but resulted from the process of social conflict, in which those previously

disenfranchised demanded political rights and in some cases were able to secure them. But

how does this happen? A nondemocratic regime, by its nature, vests political power with a

narrow group. Those who are excluded from this group, the nonelites, do not have the right
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to vote, nor do they have any voice in collective decisions. So how can they influence the

political equilibrium and induce equilibrium political change? The answer to this question lies

in drawing a distinction between de jure (formal) and de facto political power. De jure political

power refers to power that originates from the political institutions in society and has been the

form of political power on which we have so far focused. Political institutions determine who

gets to vote, how representatives make choices, and the general rules of collective decision

making in society. However, there is another, equally important type of political power that

features in equilibrium political changes. The political power of protesters that marched against

the existing regime before the First Reform Act in Britain in 1832 was not of the de jure kind.

The law of the land did not empower them to influence the political course of actions—in fact,

they were quite explicitly disenfranchised. But they had a different kind of power, emanating

from their majority in the population and their ability to solve the collective action problem and

to organize protests. This type of political power, which lives outside the political institutions,

is de facto political power.

De facto political power is important for political change, since de jure political power

itself acts as a source of persistence—not of change. For example, consider the model of the

previous section. The elite are typically content with the oligarchic regime. If de jure power

is the only source of power, only the elite have decision-making powers in the society, and

they are unlikely to change the political regime from oligarchy toward democracy. However,

if the nonelites (citizens or workers) had some source of power—which, by its nature, has to

be de facto power—then political change becomes a possibility. Perhaps in some periods, the

nonelites will be able to solve their collective action problem and thus exercise enough pressure

on the system to force some changes. In the extreme, they can induce the elite to disband the

oligarchy and transition to democracy, or they can themselves topple the oligarchic regime.

The interaction between de jure and de facto political power is the most promising way

to approach the analysis of equilibrium political change. Moreover this interaction becomes

particularly interesting when studied in a dynamic framework. This is for at least two reasons.

First, most of the issues we are discussing, such as commitment problems and institutional

change, are dynamic in nature. Second, whether the distribution of de facto political power

is permanent or changing stochastically over time has major consequences for the structure

of political equilibrium. When a particular (disenfranchised) group has permanent de facto

political power, it can use this power at each date to demand concessions from those holding

de jure political power. Such a situation leads to a redistribution of resources in favor of this

group, but not necessarily to institutional change, because the requisite redistribution can take

place within the context of the existing political regime.

Next consider a situation in which the de facto political power of the disenfranchised

group is highly transient—in the sense that they have been able to solve their collective action

problem and can exercise de facto political power today, but it is unlikely that they will have

the same type of power tomorrow. Then the disenfranchised group cannot rely on the use of

their de facto political power in the future to receive concessions. To obtain redistribution

of resources favorable to themselves in the future, they have to use their current power.

This scenario generally involves a change in political institutions as a way of changing the

future distribution of de jure power. More explicitly, consider a situation in which a particular

group of (disenfranchised) individuals currently have the de facto political power to change

the distribution of resources in their favor, but they also understand that this de facto power

will be gone tomorrow. But any limited transfer of resources or other concessions made to

this disenfranchised group today is likely to be reversed in the future. Therefore the transient

nature of their de facto political power encourages this disenfranchised group to take actions

to change political institutions to cement their power more firmly—so that they can change

their transient de facto political power into more durable de jure political power. This informal



852 . Chapter 23 Political Institutions and Economic Growth

discussion suggests a particular channel through which the interplay between de facto and de

jure political power can lead to equilibrium changes in political institutions.

23.4.2 A Framework for the Study of the Dynamics of Political Institutions

The discussion so far illustrates how we can use the interaction between de facto and de jure

political power to study equilibrium political changes. While the discussion has given some

clues about what the incentives of different parties with and without de jure political power

will be in a dynamic game, it is so far unclear how one would construct models to analyze

these forces and generate useful comparative statics. I now suggest a general framework that is

useful for thinking about the dynamic interactions between de facto and de jure political power.

Imagine a dynamic model in which there are two state variables, political institutions and the

distribution of resources. For example, P(t) ∈ P denotes a specific set of political institutions

at time t , such as democracy or nondemocracy, parliamentary versus presidential system, or

different types of nondemocratic institutions. The set P denotes the set of feasible political

institutions. Similarly, let W(t) ∈ W denote a variable encoding the distribution of resources

at time t . For example, in a society consisting of two groups, the rich and the poor, W(t), could

be the relative incomes of the two groups. In a society with many individuals, it could be the

distribution function of income or wealth. Again, W is the set of all possible distributions of

resources. It is useful to think of both P(t) and W(t) as state variables for three reasons. First,

they change relatively slowly, thus corresponding to the loose notion of a state variable. Second,

they are typically the payoff-relevant Markovian states. Third, these two variables determine

the two sources of political power essential for understanding equilibrium political change.

P(t) determines the distribution of de jure political power, J (t) ∈ J, which, for example,

determines who has the right to vote or the constraints on politicians. The distribution of

resources, on the other hand, affects the distribution of de facto political power. De facto

political power is typically the result of the ability of certain groups to solve their collective

action problem, or it emerges when certain groups have the resources to hire their own armies,

paramilitaries, and supporters, or simply use the money for lobbying and bribing. Let the

distribution of de facto political power in the society at time t be F(t) ∈ F. As in the beginning

of Part VIII, let us also denote economic institutions by R(t) ∈ R, and let Y (t) ∈ Y be a measure

of economic performance, such as income per capita or growth.

A dynamic framework that is useful for thinking about political change and its implications

for economic growth consists of a mapping ϕ : P × Z → J, which determines the distribution

of de jure power at time t as a function of political institutions at time t , P(t) ∈ P, as well as

some potential stochastic elements, captured by z(t) ∈ Z. It also comprises a mapping that de-

termines the equilibrium distribution of de facto power in a similar manner: φ : W × Z → F.

Then given the realization of J (t) ∈ J and F(t) ∈ F, another mapping ι : J × F → R × P

determines both economic institutions today, R(t) ∈ R, and political institutions tomorrow,

P(t + 1) ∈ P. Put differently, the distributions of de facto and de jure political power regu-

late what types of economic institutions emerge in equilibrium (which thus corresponds to

the mapping π introduced at the beginning of Part VIII), and they also determine whether

there will be political reform leading to changes in future de jure power (e.g., example, a

switch from nondemocracy to democracy to increase the future de jure power of the citizens

who hold significant de facto power today). Finally, an economic equilibrium mapping

ρ : R → Y × W determines both economic performance and the distribution of economic re-

sources. For example, if economic institutions involve competitive markets and secure property

rights, they lead to high aggregate output, whereas insecure property rights and entry barriers
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FIGURE 23.3 Components of a dynamic framework.

lead to lower output. These different economic institutions also result in different distributions

of income and wealth in the society. Figure 23.3 summarizes this discussion diagrammatically.

This framework incorporates both the effects of economic institutions on economic

outcomes—what we have tried to understand so far—and the dynamics of political power

and political institutions. Of course, at this level of generality, such a dynamic framework is

somewhat vacuous. It is only useful if we can put more content into the set of political insti-

tutions and the distribution of resources that need to be considered, derive the mappings ϕ, φ,

ι, and ρ from economic interactions with sound microfoundations, and then conduct useful

comparative statics. This is a tall order, and a full dynamic model of the sort does not currently

exist. Nevertheless models focusing on political change and on the interaction between politics

and economics exist, and these can be viewed through the lense of this framework. An ab-

stract framework like the one presented here might be useful in clarifying what the important

frontiers for research are and what types of models we may want to think about for advancing

our understanding of political change and the relationship between political institutions and

economic growth.

23.4.3 Example: The Emergence of Democracy

The framework sketched above builds on the approach to the emergence of democracy devel-

oped in Acemoglu and Robinson (2000a, 2006a). This approach emphasizes that institutional

change, in particular democracy, emerges as a result of social conflict between the elite, who

originally hold de jure political power, and the masses, who are initially without such political

power. Even though the masses do not have de jure power, they can at times solve their collec-

tive action problems and gather significant de facto political power. Consider the emergence of

democracy in nineteenth-century Europe. Many European nations during the nineteenth cen-

tury were run by small groups of elites. Most had elected legislatures, often descendents of

medieval parliaments, but the franchise was highly restricted to men with relatively large assets,

high income, or established wealth. As the century and the Industrial Revolution progressed,

this political monopoly was challenged by the disenfranchised, who were able to exercise their

de facto power (resulting from their sheer numbers) and engaged in collective action to force

political change.

In response to these developments, the elites responded in three ways. The first response

was to use repression to prevent social unrest, as was the case in much of Europe during the

revolutionary waves of 1848. The second response, used successfully by Bismarck in Germany,

was to offer economic concessions to buy off or co-opt part of the opposition. Finally, if neither

repression nor concessions were attractive or effective, as in Britain, the third response involved
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expanding the franchise and giving political power to the previously disenfranchised, which

created the precedents for modern democracy.

In the context of European political history, the first important move toward democracy came

in Britain with the First Reform Act of 1832. This act removed many of the worst inequities

under the old electoral system and established the right to vote based strictly on property and

income. The reform was passed in the context of rising popular unrest and discontent at the

political status quo in Britain. By the 1820s the Industrial Revolution was well under way, and

the decade prior to 1832 saw continual rioting and popular unrest. Notable were the Luddite

Riots from 1811 to 1816, the Spa Fields Riots of 1816, the Peterloo Massacre in 1819, and

the Swing Riots of 1830. Another catalyst for the reforms was the July revolution of 1830 in

Paris. There is general agreement among historians that the motive for the 1832 Reform was

to avoid social disturbances.

The 1832 Reform Act increased the total electorate from 492,700 to 806,000, which

represented about 14.5% of the adult male population. Yet the majority of British population

still could not vote. There is also evidence of continued corruption and intimidation of voters

until the Ballot Act of 1872 and the Corrupt and Illegal Practices Act of 1883. The Reform Act

therefore did not create mass democracy; it was instead designed as a strategic concession. As

a result, parliamentary reform was still on the agenda in the middle of the century. Following

the sharp business cycle downturn in the second half of the nineteenth century, the founding

of the National Reform Union in 1864, the Reform League in 1865, and the Hyde Park Riots

of July 1866, major electoral reforms were again instigated. The Second Reform Act in 1867

increased the total electorate from 1.36 million to 2.48 million and made working-class voters

the majority in all urban constituencies. The electorate was doubled again by the Third Reform

Act of 1884, which extended the same voting regulations that already existed in the boroughs

(urban constituencies) to the counties (rural constituencies). The Redistribution Act of 1885

removed many remaining inequalities in the distribution of seats, and from this point on, Britain

had only single-member electoral constituencies. After 1884, about 60% of adult males were

enfranchised. Once again social disorder appears to have been an important factor behind the

1884 Act.

The Reform Acts of 1867–84 were a turning point in the history of the British state. Eco-

nomic institutions also began to change. Liberal and Conservative governments introduced a

considerable amount of labor market legislation, fundamentally changing the nature of indus-

trial relations in favor of workers. During 1906–14, the Liberal Party, under the leadership

of Henry Asquith and David Lloyd George, introduced the modern redistributive state into

Britain, including health and unemployment insurance, government financed pensions, min-

imum wages, and a commitment to redistributive taxation. As a result of the fiscal changes,

taxes as a proportion of GNP more than doubled in the 30 years following 1870, and then

doubled again, and taxes became more progressive. Finally, the Education Act of 1870 com-

mitted the government to the systematic provision of universal education, and the educational

attainment of the population increased dramatically at this time. As a result of these changes,

inequality in Britain appears to have fallen sharply in the second half of the nineteenth century.

Overall the picture that emerges from British political history is clear. Beginning in 1832,

when Britain was governed by the relatively rich, primarily rural aristocracy, a series of strategic

concessions were made over an 86-year period. These concessions were aimed at incorporating

the previously disenfranchised into politics, since the alternative was seen to be social unrest,

chaos, and possibly revolution.

However, when faced with the threat of revolt and social chaos, the elite may also attempt to

avoid giving away political power. They may instead make (economic) concessions, such as in-

come redistribution or other policies that favor nonelites and the disenfranchised. Nevertheless
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because the promise of concessions is typically not credible when threats are transient, such

promises are often insufficient to defuse social unrest. Democratization can then be viewed as

a credible commitment to future redistribution. It is credible because it redistributes de jure

political power away from the elite to the masses. In democracy, the poorer segments of the

society become more powerful and can use their de jure political power to implement eco-

nomic institutions and policies consistent with their interests. Thus democratization was a way

of transforming the transient de facto power of the disenfranchised poor into more durable de

jure political power.

The above account of events makes it clear that democracy in many Western societies, and

particularly in Britain, did not emerge from the voluntary acts of an enlightened elite. Democ-

racy was in many ways forced on the elite because of the threat of revolution. Nevertheless

many other countries faced the same pressures, and political elites decided to repress the disen-

franchised rather than make concessions to them. This happened with regularity in Europe in

the nineteenth century, though by the turn of the twentieth century most West European nations

had accepted that democracy was inevitable. Repression lasted much longer in much of South

America and is still the preferred option for current political elites in China or Burma. And

yet repression is costly not only for the repressed, but also for the elite, for example, because

it destroys assets, disrupts production, and requires investments in repressive technologies.

Therefore, faced with demands for democracy, political elites face a trade-off. In the urban-

ized environment of nineteenth century Europe (Britain was 70% urbanized at the time of the

Second Reform Act), the disenfranchised masses were relatively well organized and therefore

difficult to repress. Moreover industrialization had led to an economy based on physical, and in-

creasingly human, capital. Such assets are easily destroyed by repression and conflict, making

repression an increasingly costly option for the elite. In contrast, in predominantly agrarian so-

cieties, as in many parts of Latin America earlier in the century or current-day Burma, physical

and human capital are relatively unimportant and repression is easier and cheaper. Moreover

not only is repression cheaper in such environments, democracy is potentially much worse

for the elite because of the prospect of radical land reform. Since physical capital is much

harder to redistribute, the elites in Western Europe found the prospect of democracy much less

threatening.

23.4.4 Modeling Democratization

So far I have offered a verbal account of how one might develop a model of the democratization

process in line with the abstract framework of Section 23.4.2. Once the main ideas are

understood, a formal framework is not difficult to construct. The following is a simplified

version of framework in Acemoglu and Robinson (2006a). (See also Exercise 23.12.) The

society consists of two groups, the elite and the “masses” (the poor or the citizens). Political

power is initially in the hands of the elite, but the masses are more numerous. Thus if there

is democratization, the masses become politically more powerful and dictate the policies. All

individuals are infinitely lived, and the elite are richer than the masses. Because the society

starts as a nondemocracy, de jure power is in the hands of the elite. Let us suppose that the only

policy choice is a redistributive tax τ , the proceeds of which are distributed lumpsum. The elite

prefer zero taxation, τ = 0, since they are richer and any taxation redistributes income away

from them to the poorer masses.

Let us imagine that while de jure power in the nondemocracy lies with the elite the poor

sometimes have de facto political power. In particular, suppose that with probability q in each

period, the masses are able to solve their collective action problem and can threaten to undertake
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a revolution. A revolution is very costly for the elite but generates only limited gains for the

masses. These limited gains may nonetheless be better than living in a nondemocracy and

the inequitable distribution of resources that it involves. So when they are able to solve their

collective action problem, the revolution constraint of the masses becomes binding. In this

case, the rich need to make concessions to avoid a revolution.

As in the historical account above, the elite have three options to defuse the revolutionary

threat. The first is to make concessions through redistributive policies today, which will work

if q is high. In the limit, where q = 1, a revolution is possible at each date; thus the elite can

credibly commit to making redistribution toward the masses at each date, because if they fail

to do so, the masses can immediately undertake a revolution. However the same strategy does

not work when q is small. Consider the polar case where q → 0. In this case, the masses

expect never to have the same type of de facto political power in the future. Presuming that

the amount to redistribution that the elite can give to the masses during a particular period is

limited, they will not be satisfied by temporary concessions. In this case, the elite may prefer to

use repression. Repression will be successful if the revolutionary threat is not well organized,

and it will be profitable for the elite if they have a great deal to lose from democratization. Thus

repression will be the action of choice for elites who fear major redistribution under democracy,

such as the land-based elites in Central America and Burma. But in a highly urbanized and

industrialized society like Britain, where the costs of repression are likely to be substantial and

the elite have less to fear from democratization, the third option, enfranchisement, becomes an

attractive choice. This option involves the elite changing the political system and initiating a

transition to democracy to alter the distribution of de jure power in favor of the masses. With

their newly gained decision-making power, the masses know that they can choose policies in

the future that will create a more equitable distribution of resources for themselves and will

typically be happy to accept democratic institutions instead of a revolution that is costly for

themselves (as well as for the elite).

Compared to the abstract framework in Section 23.4.2, the model sketched here is stripped

down (and to save space, I have not even provided the equations to establish the main claims).

First, the distribution of resources is no longer a state variable (it is constant and does not

affect transitions or the distribution of political power). Second, de jure political power is

simply a nonstochastic outcome of political institutions: in a nondemocracy, the elite make the

decisions; and in a democracy, there is a one-person one-vote policy, and the masses, thanks to

their majority, become the decisive voters. Finally, there are limited economic decisions. Thus

in its current form, this model is not satisfactory for analyzing the impact of political institutions

on economic institutions or the relationship between political regimes and economic growth.

Some of the extensions of this approach presented in Acemoglu and Robinson (2006a, 2008)

go some way toward incorporating economic institutions and decisions. Nevertheless, much

work still remains to be done on the dynamic interactions between political institutions and

economic growth.

23.5 Taking Stock

This chapter provided a brief overview of some of the issues related to the effects of political

institutions on economic growth. Based on the ideas presented in Chapter 22, we may expect

differences in economic institutions to be related to political institutions. For example, if

political power is in the hands of an elite that is opposed to growth, growth-enhancing policies

are less likely to emerge. The empirical evidence in Chapter 4 also provides support for such
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a view, because the cluster of economic institutions that provide secure property rights to a

broad cross section of society—together with political institutions that place constraints on

the elite and on politicians—appear to be conducive to economic growth. Nevertheless the

relationship between political regimes and growth is more complicated for a number of reasons.

First, the empirical evidence is less clear-cut than we may have originally presumed—while

there are historical examples of the positive effects of democratic institutions on economic

growth, the postwar evidence does not provide strong support for the view that democracies

and political institutions that constrain rulers and politicians always generate more economic

growth. Second, political institutions themselves are endogenous and change dynamically.

These two factors imply that we need to study how political institutions affect economic

outcomes more carefully, and we should also consider the modeling of equilibrium political

institutions. Both of these areas are at the forefront of research in political economy and

are likely to play a more important role in the research on economic growth in the coming

years.

I also presented a number of model approaches that can shed light on the relationship

between political institutions and economic growth. I emphasized that ideal (or perfect) po-

litical institutions are unlikely to exist, because different political institutions create different

sets of winners and losers and distinct distortions. Oligarchies, for example, favor the already

rich and create distortions by protecting these established interests. Democracies, on the other

hand, typically involve higher taxes on the rich and on businesses to generate income to re-

distribute to the less well off. In general, it is impossible to unambiguously conclude whether

democracies or oligarchies (or yet other political systems favoring other groups) will be more

growth enhancing. However certain ideas seem both plausible and consistent with the data.

One aspect I tried to emphasize is that the dynamic trade-offs between democracies and other

regimes may be different than the static trade-offs. While democracies may create static dis-

tortions because of their greater redistributive tendencies, they may outperform oligarchies in

the long run, because they avoid political sclerosis that results when incumbents are able to

dominate the political system and erect entry barriers to protect their businesses, even when

efficiency dictates that new individuals and businesses should enter and replace theirs. Thus

democracy may be more conducive than other political regimes to the process of creative de-

struction that is part of modern capitalist growth. Democracy may also be more flexible and

adaptable to the arrival of new technologies.

Finally, I also gave a very brief overview of some of the issues that arise when we wish to

model the dynamics of political institutions. Section 23.4 provided both a general discussion

of the types of models that would be useful for such an analysis and examples of how these

models can be developed. Once again, this is an area of active current research, and the material

presented here is no more than the tip of the iceberg. It is meant to encourage the reader to

think more about various aspects of the relationship between political institutions and economic

growth.

23.6 References and Literature

This chapter relates to a large literature in political economy and political science. Because of

space constraints, I do not provide a comprehensive literature review. The key references on

the effect of political regimes on economic growth are provided in Section 23.1.

Section 23.2 built on the models presented in the previous chapter. Section 23.3 is directly

based on Acemoglu (2008a). Other models that discuss the functioning of oligarchic societies

include Leamer (1998), Bourguignon and Verdier (2000), Robinson and Nugent (2001), Sonin
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(2003), and Galor, Moav, and Vollrath (2005). Coatsworth (1993), Eltis (1995), Engerman

and Sokoloff (1997), and Acemoglu, Johnson, and Robinson (2002) provide information on

the prosperity the United States in the seventeenth and eighteenth centuries relative to the

Caribbean and South America. The contrast of industrialization in Britain and France against

the experiences of Russia and Austria-Hungary draws on Acemoglu and Robinson (2006b),

which includes references to the original literature.

Section 23.4 provided an abstract discussion of the issues related to the modeling of political

change based on Acemoglu and Robinson (2006a). The distinction between de jure and de facto

political power is introduced in Acemoglu and Robinson (2006a). The model sketched at

the end of Section 23.4 builds on Acemoglu and Robinson (2000a, 2006a). The literature

on democratization in Europe and Latin America is summarized in Acemoglu and Robinson

(2006a). Modern historical references include Evans (1996), Lang (1999), and Collier (2000).

The fiscal reforms following democratization are documented and discussed in Lindert (2000,

2004), and the educational reforms are discussed in Ringer (1979) and Mitch (1983).

23.7 Exercises

23.1 Prove Proposition 23.1.

23.2 (a) Prove Proposition 23.2.

(b) Generalize the result in Proposition 23.2 to the case where θ e �= θm. In particular, derive

an inequality that determines when the dictatorship of the elite generates greater output per

capita than does the dictatorship of the middle class.

23.3 Prove Proposition 23.3. [Hint: To prove the second part of this proposition, first note that equi-

librium wages are determined by whichever group has lower net (after tax) productivity. Then

write the utility of workers under two scenarios: (1) when the elite have lower net productivity

and (2) when the middle class have lower net productivity. In writing these expressions, recall

that the group with the lower productivity employs 1− θL̄ workers, since Condition 22.1 holds.

Derive the optimal tax policies for workers in these two scenarios, and then compare the utility

at these optimal policies.]

23.4 In the model of Section 23.3, prove that V z(q t) given in (23.13) is strictly monotone in w(t),

T (t), and 	z(τ (t), w(t)) and therefore that V H (q t) > V L(q t).

23.5 In the model of Section 23.3, suppose that li(t) is unbounded above. What problems would this

relaxation create? Next suppose that li(t) could be arbitrarily small. What problems will this raise

for the equilibrium in this section? Can you generalize the results in this section to an environment

in which li(t) ∈ [L, L̄], where L > 0 and L̄ < ∞?

23.6 Derive (23.7).

23.7 Prove Proposition 23.5.

23.8 Prove Proposition 23.6.

23.9 Suppose that Condition 23.1 does not hold. Generalize the results in Propositions 23.5 and 23.6.

23.10 Consider the model in Section 23.3, starting with μ(0) = 1 and an oligarchic regime. Suppose

that at some time t ′ < ∞ a new technology arises, which is ψ-times as productive as the old

technology, where ψ > 1. Entrepreneurial skills with this new technology are uncorrelated with

skills relevant for the old technology and are given by

âi(t + 1) =

⎧

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎩

AH with probability σ̂H if âi(t) = AH ,

AH with probability σ̂L if âi(t) = AL,

AL with probability 1 − σ̂H if âi(t) = AH ,

AL with probability 1 − σ̂L if âi(t) = AL.
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(a) Show that there exists ψ̄ such that if ψ > ψ̄ , all existing entrepreneurs raise the entry barriers

and switch to the new technology.

(b) Show that if ψ < ψ̄ , then again the entry barriers will be raised, but now only entrepreneurs

who have low skills with the old technology switch to the new technology.

(c) Analyze the response of a democracy to the arrival of the same technology.

(d) Compare output per capita in a democracy and an oligarchy after the arrival of new tech-

nology, and explain why democracy is more flexible in dealing with the arrival of new

technologies.

23.11 This exercise shows that entry barriers typically lead to multiple equilibrium wages in dynamic

models. Consider the following two-period model. The production function is given by (23.2), and

the distribution of entrepreneurial talent is given by a continuous cumulative distribution function

G(a). There is an entry cost into entrepreneurship equal to b at each date, and each entrepreneur

hires one worker (and does not work as a worker himself ). Total population is equal to 1.

(a) Ignore the second period and characterize the equilibrium wage and determine which indi-

viduals become entrepreneurs. Show that the equilibrium is unique.

(b) Now introduce the second period, and suppose that all agents discount the future at the rate β.

Show that there are multiple equilibrium wages in the second period and as a result, multiple

equilibrium wages in the initial period.

(c) Suppose that a fraction ε of all agents die in the second period and are replaced by new

agents. New agents have to pay the entry cost into entrepreneurship if they want to become

entrepreneurs. Suppose that their talent distribution is also given by G(a). Characterize the

equilibrium in this case and show that it is unique.

(d) Consider the limiting equilibrium in part c with ε → 0. Explain why this limit leads to a

unique equilibrium while there are multiple equilibria at ε = 0.

23.12 Consider an economy populated by λ rich agents who initially hold power and 1− λ poor agents

who are excluded from power, with λ < 1/2. All agents are infinitely lived and discount the

future at the rate β ∈ (0, 1). Each rich agent has income θ/λ, while each poor agent has income

(1 − θ)/(1 − λ), where θ > λ. The political system determines a linear tax rate τ , the proceeds

of which are redistributed lumpsum. Each agent can hide her money in an alternative nontaxable

production technology, and in the process she loses a fraction φ of her income. There are no other

costs of taxation. The poor can undertake a revolution, and if they do so, in all future periods,

they obtain a fraction μ(t) of the total income of the society (i.e., an income of μ(t)/(1 − λ)

per poor agent). The poor cannot revolt against democracy. The rich receive zero payoff after a

revolution. At the beginning of every period, the rich also decide whether to extend the franchise.

If the franchise is extended, the poor decide the tax rate in all future periods.

(a) Define the MPE in this game.

(b) First suppose that μ(t) = μl at all times. Also assume that 0 < μl < 1− θ . Show that in the

MPE, there is no taxation when the rich are in power, and the tax rate is τ = φ when the poor

are in power. Show that along the equilibrium path, there is no extension of the franchise and

no taxation.

(c) Suppose that μl ∈ (1 − θ, (1 − φ)(1 − θ) + φ(1 − λ)). Characterize the MPE in this case.

Why is the restriction μl < (1 − φ)(1 − θ) + φ(1 − λ) necessary?

(d) Now consider the SPE of this game when μl > 1− θ . Construct an equilibrium where there

is extension of the franchise along the equilibrium path. [Hint: To simplify, take β → 1, and

then consider a strategy profile where the rich are always expected to set τ = 0 in the future.

Then show that in this case the poor would undertake a revolution. Also explain why the

continuation strategy of τ = 0 by the rich in all future periods could be part of an SPE.]

Why is there extension of the franchise now? Can you construct a similar non-Markovian

equilibrium when μl < 1 − θ?
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(e) Explain why the MPE led to different predictions than the non-Markovian equilibria. Which

one is more satisfactory?

(f ) Now suppose that μ(t) = μl with probability 1− q, and μ(t) = μh with probability q, where

μh > 1− θ > μl. Construct an MPE where the rich extend the franchise, and from then on a

poor agent sets that tax rate. Determine the parameter values that are necessary for such an

equilibrium to exist. Explain why an extension of the franchise is useful for rich agents.

(g) Now consider non-Markovian equilibria again. Suppose that the unique MPE results in

franchise extension. Can you construct an SPE equilibrium, as β → 1, where there is

no franchise extension?



Epilogue:
Mechanics and Causes
of Economic Growth

I
nstead of summarizing the models and ideas presented so far, I end with a brief discussion of

what we have learned from the models in this book and how they offer a useful perspective

on world growth and cross-country income differences. I then provide a quick overview of

some of the many remaining questions, which are important to emphasize both as a measure

of our ignorance and as potential topics for future research.

What Have We Learned?

Let us first summarize the most important aspects and takeaway lessons of our analysis.

Growth as the source of current income differences. At an empirical level, the investigation

of economic growth is important not only for understanding the growth process, but also

because the analysis of the sources of cross-country income differences today requires us to

understand why some countries have grown rapidly over the past 200 years while others have

not (Chapter 1).

The role of physical capital, human capital, and technology. Cross-country differences in

economic performance and growth over time are related to physical capital, human capital, and

technology. Part of our analysis has focused on the contributions of these factors to production

and growth (Chapters 2 and 3). One conclusion that has emerged concerns the importance

of technology in understanding both cross-country and over-time differences in economic

performance. Here, technology refers to advances in techniques of production, advances in

knowledge, and the general efficiency of the organization of production.

Endogenous investment decisions. While we can make empirical progress by taking cross-

country differences in physical and human capital as given, we also need to endogenize

these investment decisions to develop a more satisfactory understanding of the mechanics

and the causes of income and growth differences across countries. A large part of the book

has focused on understanding physical and human capital accumulation (Chapters 8–11).

Investments in physical and human capital are forward-looking and depend on the rewards

that individuals expect from their investments. Understanding differences in these investments

is therefore intimately linked to understanding how reward structures—that is, the pecuniary

861
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and nonpecuniary rewards and incentives for different activities—differ across societies and

how individuals respond to differences in reward structures.

Endogenous technology. I have also emphasized throughout that technology should be

thought of as endogenous, not as manna from heaven. There are good empirical and theoretical

reasons for thinking that new technologies are created by profit-seeking individuals and firms

through research, development, and tinkering. In addition, decisions to adopt new technologies

are likely to be highly responsive to profit incentives. Since technology appears to be a

prime driver of economic growth over time and a major factor in cross-country differences in

economic performance, we must understand how technology responds to factor endowments,

market structures, and rewards. Developing a conceptual framework that emphasizes the

endogeneity of technology has been one of the major objectives of this book. The modeling

of endogenous technology necessitates ideas and tools that are somewhat different from

those involved in the modeling of physical and human capital investments. Three factors

are particularly important. First, the fixed costs of creating new technologies combined with

the nonrival nature of technology necessitates the use of models in which innovators have

ex post (after innovation) monopoly power. The same might apply, though perhaps to a lesser

degree, to firms that adopt new technologies. The presence of monopoly power changes

the welfare properties of decentralized equilibria and creates a range of new interactions

and externalities (Chapters 12 and 13 and Section 21.5 in Chapter 21). Second, the process

of innovation is implicitly one of competition and creative destruction. The modeling of

endogenous technology necessitates more detailed models of the industrial organization of

innovation. These models shed light on the impact of market structure, competition, regulation,

and IPR protection on innovation and technology adoption (Chapters 12 and 14). Third,

endogenous technology implies that not only the aggregate rate of technological change but

also the types of technologies that are developed will be responsive to rewards. Key factors

influencing the types of technologies that societies develop are again reward structures and

factor endowments. For example, changes in relative supplies of different factors are likely to

affect which types of technologies will be developed and adopted (Chapter 15).

Linkages across societies and balanced growth at the world level. While endogenous

technology and endogenous growth are major ingredients in our thinking about the process

of economic growth in general and the history of world economic growth in particular, it is

also important to recognize that most economies do not invent their own technologies but adopt

them from the world technology frontier or adapt them from existing technologies (Chapter 18).

In fact, the process of technology transfer across nations might be one of the reasons why, after

the initial phase of industrialization, countries that have been part of the global economy have

grown at broadly similar rates (Chapter 1). Therefore the modeling of cross-country income

differences and the process of economic growth for a large part of the world requires a detailed

analysis of technology diffusion and international economic linkages. Two topics deserve

special attention in this context. The first is the contracting institutions supporting contracts

between upstream and downstream firms, between firms and workers, and between firms

and financial institutions. These institutional arrangements affect the amount of investment,

the selection of entrepreneurs and firms, and the efficiency with which different tasks are

allocated across firms and workers. There are marked differences in contracting institutions

across societies, and these differences appear to be a major factor influencing technology

adoption and diffusion in the world economy. Contracting institutions not only have a direct

effect on technology and prosperity, but they also shape the internal organization of firms,

which contributes to the efficiency of production and influences how innovative firms will be

(Section 18.5 in Chapter 18). The second is international trading relationships. International

trade not only generates static gains familiar to economists but also influences the innovation

and growth process. The international division of labor and the product cycle are examples of
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how international trading relationships help the process of technology diffusion and enhance

the specialization of production (Chapter 19).

Takeoffs and failures. The past 200 years of world economic growth stand in stark contrast

to the thousands of years before. Despite intermittent growth in some parts of the world during

certain epochs, the world economy was largely stagnant until the end of the eighteenth century.

This stagnation had multiple aspects. These included low productivity, high volatility in

aggregate and individual outcomes, a largely rural and agricultural economy, and a Malthusian

configuration in which increases in output were often accompanied by increases in population,

thus having only a limited effect on per capita income. Another major aspect of stagnation has

been the failed growth attempts: many societies grew for certain periods of time and then lapsed

back into depressions and stagnation. This cycle changed at the end of the eighteenth century.

We owe our prosperity today to the takeoff in economic activity, and especially in industrial

activity, that started in Britain and Western Europe and spread to certain other parts of the

world, most notably to Western European offshoots, such as the United States and Canada.

The nations that are rich today are precisely those where this process of takeoff originated

or those that were able to rapidly adopt and build on the technologies underlying this takeoff

(Chapter 1). A study of current income differences across countries requires understanding why

some countries failed to take advantage of the new technologies and production opportunities.

Structural changes and transformations. Modern economic growth and development are

accompanied by a set of sweeping structural changes and transformations. These include

changes in the composition of production and consumption (the shift from agriculture to

industry and from industry to services), urbanization, financial development, changes in

inequality of income and inequality of opportunity, the transformation of social and living

arrangements, changes in the internal organization of firms, and the demographic transition.

While the process of economic development is multifaceted, much of its essence lies in the

structural transformation of the economy and the society at large (Section 17.6 in Chapter

17 and Chapters 20 and 21). Many of these transformations are interesting to study for

their own sake. They are also important ingredients for sustained growth. Lack of structural

transformation is not only a symptom of stagnation but is also often one of its causes. Societies

may fail to take off and benefit from the available technology and investment opportunities,

partly because they have not managed to undergo the requisite structural transformations and

thus lack the type of financial relations, the appropriate skills, or the types of firms that are

conducive to the adoption of new technologies.

Policy, institutions, and political economy. The reward structures faced by firms and individ-

uals play a central role in shaping whether they undertake the investments in new technology

and in human capital necessary for takeoff, industrialization, and economic growth. These

reward structures are determined by policies and institutions. Policies and institutions also

directly affect whether a society can embark on modern economic growth for a variety of

interrelated reasons (Chapter 4). First, they directly determine the society’s reward structure,

thus shaping whether investments in physical and human capital and technological innovations

are profitable. Second, they determine whether the infrastructure and contracting arrangements

necessary for modern economic relations are present. For example, modern economic growth

would be impossible in the absence of some degree of contract enforcement, the maintenance

of law and order, and at least a minimum amount of investment in public infrastructure. Third,

they influence and regulate the market structure, thus determining whether the forces of creative

destruction are operational so that new and more efficient firms can replace less efficient incum-

bents. Finally, institutions and policies may sometimes (or perhaps often) block the adoption

and use of new technologies to protect politically powerful incumbent producers or stabilize

the established political regime. Thus to understand the process of modern economic growth,

we need to study the institutional and policy choices that societies make. We then need to
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investigate the political economy of growth, paying special attention to which individuals and

groups will be the winners from economic growth and which the losers. When losers cannot be

compensated and have sufficient political power, we may expect the political economy equi-

librium to lead to policies and institutions that are not growth enhancing. The basic analysis of

the political economy of growth generates insights about what types of distortionary policies

may block growth; when these distortionary policies will be adopted; and how technology,

market structure, and factor endowments interact with the incentives of the social groups in

power to encourage or discourage economic growth (Chapter 22).

Endogenous political institutions. Policies and institutions are central to understanding the

growth process over time and cross-country differences in economic performance. These social

choices are in turn determined in the context of a society’s political institutions. Democracies

and dictatorships are likely to make different policy choices and create distinct types of reward

structures. But political institutions themselves are not exogenous. They can change along the

equilibrium path as a result of their own dynamics and of stimuli coming from changes in

technology, trading opportunities, and factor endowments (Chapter 23). For a more complete

understanding of world economic growth and the income differences today, we therefore need

to study (1) how political institutions affect policies and economic institutions, thus shaping

incentives for firms and workers; (2) how political institutions themselves change, especially

when interacting with economic outcomes and technology; and (3) why political institutions

and the associated economic institutions did not lead to sustained economic growth throughout

history, why they enabled economic takeoff 200 years ago, and why in some countries they

blocked the adoption and use of superior technologies and derailed the process of economic

growth.

In this summary, I have focused on the ideas most relevant for examining the process of world

economic growth and cross-country income differences we observe today. The focus in the

book has been not only on ideas but also on careful mathematical modeling of these ideas

to develop coherent and rigorous theoretical approaches. I do not repeat here the theoretical

foundations of these ideas, which range from basic consumer, producer, and general equilib-

rium theory to dynamic models of accumulation, models of monopolistic competition, models

of world equilibria, and dynamic models of political economy. But I emphasize again that a

thorough study of the theoretical foundations of these ideas is necessary both to develop a sat-

isfactory understanding of the main issues and to find the best way of making them empirically

operational.

A Possible Perspective on Growth and Stagnation
over the Past 200 Years

The previous section summarized the most important ideas highlighted in this book. I now

discuss how some of these ideas might be useful in shedding light on the process of world

economic growth and cross-country divergence that have motivated our investigation from the

start. The central questions are:

1. Why did the world economy not experience sustained growth before 1800?

2. Why did economic takeoff start around 1800 and in Western Europe?

3. Why did some societies manage to benefit from the new technologies and organizational

forms that emerged starting in 1800, while others steadfastly refused or failed to do so?
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I now offer a narrative that provides some tentative answers to these three questions. While

certain parts of the mechanisms I propose here have been investigated econometrically and

other parts are supported by historical evidence, the reader should view this narrative as a first

attempt at providing coherent answers to these central questions. Two aspects of these answers

are noteworthy. First, they build on the theoretical insights that the models presented so far

generate. Second, in the spirit of the discussion in Chapter 4, they link the proximate causes of

economic phenomena to fundamental causes, and in particular to institutions. And here I take

a shortcut. Although I emphasized in Chapter 23 that there are no perfect political institutions

and that each set of different political arrangements is likely to favor some groups at the ex-

pense of others, I simplify the discussion in this part by making a core distinction between two

sets of institutional arrangements, one less conducive to growth than the other one. The first,

which I refer to as authoritarian political systems, encompasses absolutist monarchies, dicta-

torships, autocracies, and various types of oligarchies that concentrate power in the hands of a

small minority and pursue economic policies that are favorable to the interests of this minority.

Authoritarian systems often rely on some amount of repression, because they seek to maintain

an unequal distribution of political power and economic benefits. They also adopt economic

institutions and policies that protect incumbents and create rents for those who hold political

power. The second set of institutions are participatory regimes.These regimes place constraints

on rulers and politicians, thus preventing the absolutist tendencies in political systems, and give

voice to new economic interests, so that a strict decoupling between political and economic

power is avoided. Such regimes include constitutional monarchies (where broader sections

of the society take part in economic and political decision making) and democracies (where

political participation is greater than in nondemocratic regimes). The distinguishing feature

of participatory regimes is that they provide voice and (economic and political) security to a

broader cross section of society than do authoritarian regimes. As a result, they are more open

to entry by new businesses and provide a more level playing field and better security of prop-

erty rights to a relatively broad section of the society. Thus in some ways, the contrast between

authoritarian political systems and participatory regimes is related to the contrast between the

growth-promoting cluster of institutions and the growth-blocking, extractive institutions em-

phasized and illustrated in Chapter 4. The reader should note that many different terms could

have been used instead of “authoritarian” and “participatory,” and some details of the dis-

tinction may be arbitrary. More importantly, it should be borne in mind that even the most

participatory regime involves an unequal distribution of political power, and those who have

more political power can use the fiscal and political instruments of the state for their own

benefits and for the detriment of the society at large. Why this type of behavior is sometimes

successfully curtailed or limited is a question at the forefront of current research, and I do not

dwell on it here.

Why Did the World Not Experience Sustained Growth before 1800?

While sustained growth is a recent phenomenon, growth and improvements in living standards

certainly have occurred many times in the past. Human history is also full of major techno-

logical breakthroughs. Even before the Neolithic Revolution, many technological innovations

increased the productivity of hunter-gatherers. The transition to farming after about 9000 b.c.

is perhaps the most significant technological revolution of all times: it led to increased agri-

cultural productivity and the development of socially and politically more complex societies.

Archaeologists have also documented various instances of economic growth in premodern

periods. Historians estimate that consumption per capita doubled during the great flowering of
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ancient Greek society from 800 b.c. to 50 b.c. (Morris, 2004). Similar improvements in living

standards were experienced by the Roman republic and empire after 400 b.c. (Hopkins, 1980)

and also appear to have been experienced by pre-Columbian civilizations in South America, es-

pecially by the Olmec, the Maya, the Aztec, and even perhaps the Inca (Webster, 2002; Mann,

2004). Although data on these ancient growth experiences are limited, the available evidence

suggests that the basic neoclassical model, in which growth relies mostly on physical capital

accumulation, provides a good description of the developments in these ancient economies

(see, e.g., Morris, 2004).

However, these growth experiences were qualitatively different from those that the world

experienced after its economic takeoff starting in the late eighteenth and early nineteenth

centuries. Four factors appear to have been particularly important and set these growth episodes

apart from modern economic growth. First, earlier episodes were relatively short-lived or took

place at a relatively slow pace.1 In most cases, the initial spurt of growth soon crumbled for

one reason or another, somehow reminiscent of the failed takeoffs in the model of Section 17.6

in Chapter 17. Secondly and relatedly, growth was never based on continuous technological

innovations; thus it never resembled the technology-based growth described in Chapters 13–15.

Third, in most cases economic institutions that would be necessary to support sustained growth

did not develop. Financial relations were generally primitive, contracting institutions remained

informal, markets were heavily regulated with various internal tariffs, and incomes and savings

did not reach the levels necessary for the mass market and simultaneous investments in a range

of activities to become profitable. Put differently, the structural transformations accompanying

development discussed in Chapter 21 did not take place. Fourth (and arguably most important

and the cause of the first three), all these episodes took place within the context of authoritarian

political regimes. They were not broad-based growth experiences. Instead, this was elite-driven

growth for the benefit of the elite that largely exploited existing comparative advantages. Thus

it is not surprising that the improvements in living standards did not affect the entire society

but only a minority.

Why did these growth episodes not turn into a process of takeoff, ultimately leading to

sustained growth? My main answer is related to that offered in Section 23.3 in Chapter 23.

Growth under authoritarian regimes is possible. Entrepreneurs and workers can become better

at what they do, achieve a better division of labor, and improve the technologies they work

with by tinkering and learning by doing. Moreover, those with political power and their

allies do have the necessary security of property rights to undertake investments. And some

technological breakthroughs can happen by chance. Nevertheless a distinguishing feature of

growth under authoritarian institutions is that it protects the interests of the current elite.

So in the final analysis, growth must always rely on existing techniques and production

relationships. It will not unleash the process of creative destruction and the entry of new

talent and new businesses necessary to carry a nation to the state of sustained growth. In

addition, technological constraints may have also played a role. For example, the relatively

rapid growth in the nineteenth century required skilled workers, and before the printing press

was invented, it would have been prohibitively costly for a critical mass of workers to acquire

the necessary skills. Although the progress of technological knowledge is not monotonic (and

useful production techniques are sometimes forgotten), the technological know-how available

to potential entrepreneurs at the end of the eighteenth century was undoubtedly greater than

that available to potential entrepreneurs in Rome or ancient Greece.

1. For example, in ancient Greece, Morris (2004) estimates that income per capita doubled or at most tripled

in the 500 years between 800 b.c. and 300 b.c., and this was largely caused by catch-up growth starting from

unusually low levels in 800 b.c.
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Let me next elaborate on the aspects of political economy that appear to be critical and pro-

vide a few examples to illustrate the limits to growth under authoritarian regimes. The available

evidence shows that the Chinese empire was technologically innovative during many distinct

phases of its history. Productivity in the Chinese economy, especially in the Yangtze Delta and

other fertile lands, was high enough to support a high density of population. But the Chinese

economy never came close to sustained growth. Authoritarian political institutions have regu-

lated economic activity tightly for most of Chinese history. The society was hierarchical, with

a clear distinction between the elite and the masses. This system did not allow free entry into

business by new entrepreneurs who would adopt and exploit new technologies and unleash the

powers of creative destruction. When prospects for economic growth conflicted with political

stability, the elite opted for maintaining stability, even if this came at the expense of potential

economic growth. Thus China tightly controlled overseas and internal trade, did not develop

the broad-based property rights and contracting institutions necessary for modern economic

growth, and did not allow an autonomous middle class to emerge as an economic and political

force (Elvin, 1973; Mokyr, 1990; Wong, 1997).

The ancient Greek and Roman civilizations are often viewed as the first democratic societies.

One might therefore be tempted to count them as participatory regimes that should have

achieved sustained economic growth. But this is not necessarily the case. First, as noted above,

participatory regimes do not guarantee sustained economic growth when other preconditions

have not been met. But more importantly, these societies were democratic only in comparison to

others at the time. Both societies were representative only for a small fraction of the population.

Production relied on slavery and coercion. Moreover, despite certain democratic practices,

there was a clear distinction between a small elite, which monopolized economic and political

power, and the masses, which consisted of both free plebs and slaves. Economic growth in

both ancient Greece and Rome did not rely on continuous innovation. Both societies managed

to achieve high levels of productivity in agriculture but without changing the organization of

production in a radical manner. Both societies benefited from their military superiority for a

while, and challenges to their military power were also important factors in their decline.

The Ottoman Empire provides another example of a society that was successful for an

extended period of time but without ever transitioning to sustained growth. The Ottoman

Empire, especially during the fourteenth, fifteenth, and sixteenth centuries, achieved relative

prosperity and military strength. Agricultural productivity was high in many parts of the empire,

and military tribute contributed to state coffers and generated revenues to be distributed to

parts of the population. But the state elite, who controlled decision making within the empire,

never encouraged broad-based economic growth. There was no private property in land, trade

was permitted as long as it was consistent with the state’s objectives but was always tightly

controlled, and any new technology that could destabilize the power of the state was blocked.

Like China, Greece, and Rome, the Ottoman growth first tapered off and then turned into

decline (Pamuk, 2004).

The final example I mention is the Spanish monarchy. By the beginning of the sixteenth

century, the Spanish crown had achieved both political dominance over its own lands under

Ferdinand and Isabella and control of a large overseas empire through its colonial enterprises.

Many parts of greater Spain, including the lands of Aragon and the south that had been recently

reconquered from the Moors, were already prosperous in the fifteenth century. The whole of

Spain became much wealthier with the transfer of gold, silver, and other resources from the

colonies in the sixteenth century. But this wealth did not translate into sustained growth. The

colonial experiment was managed under a highly authoritarian regime set up by Ferdinand

and Isabella, and the most lucrative businesses were allocated to the allies of the crown. The

greater revenues generated from the colonies only helped to tighten the grip of the crown on

the rest of the society and the economy. Instead of abating, absolutism increased. Trade and
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industry remained highly regulated, and groups not directly allied to the crown were viewed

suspiciously and discriminated against. The most extreme example of this, the persecution of

Jews that had started under the Inquisition, continued and spilled over to other independent

merchants. Subsequent to the transfer of wealth from the colonies, Spain experienced a very

lengthy period of stagnation, with economic and political decline (Elliott, 1963).

It is also remarkable that in none of these cases did complementary economic institutions

develop. Financial institutions remained rudimentary. The Roman Republic developed a pre-

cursor to the modern corporation and allowed some contracts between free citizens, but by

and large economic prosperity was built on traditional economic activities that did not neces-

sitate complex relationships among producers and between firms and workers. Consequently

the structural transformations that accompany economic growth never took place in these so-

cieties. Life was largely rural, and social relations were dominated by the state and community

enforcement. Perhaps more important, there was little investment in human capital, except for

the elite for whom education was seldom a means to higher productivity. Without broad-based

human capital and political rights, creative destruction becomes even more difficult as a large

fraction of the population is barred from entrepreneurial activities. All of the cases discussed

here confirm this expectation.

Overall, these cases illustrate that societies that encourage increases in the productivity of

the elite in traditional activities can secure growth for a while. But they are unlikely to engender

creative destruction. Growth goes hand-in-hand with the political domination of the elite and

thus with entry barriers protecting the status and the power of the elite. In this light, the answer

to the question of “why not before 1800” is twofold. First, no society before 1800 invested

in human capital, allowed new firms to bring new technology, and generally unleashed the

powers of creative destruction. This failure might have been partly due to the difficulty of

undertaking broad-based human capital investments in societies without the printing press and

with only limited communication technologies. But it was also related to the reward structures

for and constraints on workers and firms. An important consequence of this pattern of growth

is that no society experienced the sweeping structural transformations that are an essential

part of modern economic growth (Chapter 21). Second, no society took steps toward sustained

growth, because all these societies lived under authoritarian political regimes.

Why Did Economic Takeoff Start around 1800 and in Western Europe?

The division of labor (emphasized by Adam Smith) and capital accumulation always present

growth opportunities to societies. Furthermore human ingenuity is strong enough to create

room for major technological breakthroughs in almost any environment. Thus there is always

a growth impetus in human societies (Jones, 1988). Nevertheless this impetus may only be

latent because it exists in the context of a set of political (and economic) institutions. When

these institutions do not encourage growth—when they do not provide the right kind of reward

structure and so punish rather than reward innovations—we do not expect the growth impetus to

lead to sustained growth. Even in such environments, economic growth is possible, and this is

why China, Greece, Rome, and other empires experienced growth for part of their history. But

this prosperity did not exploit the full growth impetus; instead, it took place in the context of

political regimes that, by their nature, had to control the growth impetus, because this impetus

would ultimately bring these regimes down.

West European growth starting in the late eighteenth century was different, because Western

Europe underwent three important structural transformations starting in the late Middle Ages.

These structural transformations created an environment in which the latent growth impetus

could turn into an engine of sustained growth.
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The first was the collapse of one of the pillars of the ancient regime, the decline of

feudal relations in Western Europe. Starting in the thirteenth century and especially after the

Black Death during the mid-fourteenth century, feudal economic relations crumbled in many

parts of Western Europe. Serfs were freed from their feudal dues either by default (because

the relationship collapsed) or by fleeing to the expanding city centers (Postan, 1966). This

emancipation heralded the beginning of an important social transformation: urbanization and

changes in social relations. But perhaps more importantly, it created a labor force ready to

work at cheap wages in industrial and commercial activities. It also removed one of the greatest

sources of conflict between existing elites and new entrepreneurs—competition in the labor

market (Chapter 22). The decline of the feudal order further weakened the power base of the

European authoritarian regimes (Pirenne, 1937).

The second structural transformation was related. With the decline in population in the four-

teenth century, real incomes increased in much of Europe, and many cities created sufficiently

large markets for merchants to seek new imports and for industrialists to seek new products.

During the Middle Ages, a range of important technologies in metallurgy, armaments, agricul-

ture, and basic industry (e.g., textiles), were already perfected (White, 1964; Mokyr, 1990).

Thus the European economy had reached the technological maturity to act as a platform for

entrepreneurial activity in a range of areas, and income levels were sufficient to encourage

investment in physical capital and technology to spearhead new production relations.

The third and most important change was political. The late Middle Ages also witnessed the

start of a political process that inexorably led to the collapse of absolutist monarchies and to the

rise of constitutional regimes. The constitutional regimes that emerged in the sixteenth and sev-

enteenth centuries in Western Europe were the first examples of participatory regimes, because

they shifted political power to a large group of individuals that were previously outsiders to po-

litical power. This group included the gentry, small merchants, proto-industrialists, as well as

overseas traders and financiers. These regimes then provided secure property rights and growth-

enhancing institutions for a broad cross section of society. These institutional changes created

the requisite environment for new investments and technological changes and the beginning

of sustained growth, which would culminate in the Commercial Revolution in the Netherlands

and Britain during the seventeenth century and in the British Industrial Revolution at the end of

the eighteenth century. By the nineteenth century, industry and commerce had spread to much

of Western Europe (see Chapter 4; North and Thomas, 1973).

It is noteworthy that constitutional monarchies were not democracies as we understand them

today. There was no one-person one-vote principle, and the distinction between the rich and

the poor was quite palpable. Nevertheless these regimes emerged as responses to the demands

by the merchants and industrialists. More importantly, these constitutional regimes not only

reformed the political institutions of Western Europe but undertook a series of economic

reforms facilitating modern capitalist growth. Internal tariffs and regulations were lifted. Entry

into domestic businesses and foreign trade was greatly facilitated. For example, the process of

financial development in Britain began with the founding of the Bank of England and other

financial reforms.

These constitutional regimes, which emerged first in Britain and the Netherlands and then in

France and other parts of Western Europe, paved the way for sustained economic growth based

on property rights for a broad cross section of society, contract enforcement, the rule of law,

and free entry into existing and new business lines. According to the theoretical perspective

developed in earlier chapters, these improved conditions should have led to greater investments

in physical capital, human capital, and technology. This is indeed what happened, and the

process of modern economic growth was launched. Economic relations now relied on new

businesses investing in industry, commerce, and the formation of complex organizational

forms and production relations. Growth did not immediately accelerate. Economic growth
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was present but modest during the seventeenth and eighteenth centuries (Maddison, 2001). But

these institutional changes laid the foundations for the more rapid growth that was soon to come.

Financial institutions developed, the urban areas expanded further, new technologies were

invented, and markets became the primary arena for transactions and competition (North and

Thomas, 1973). By 1800, the process of technological change and investment had progressed so

much as to be dubbed the “Industrial Revolution” (Ashton, 1969; Mokyr, 1993). The first phase

of the Industrial Revolution was followed by the production of yet newer technologies, more

complex organizations, greater reliance on skills and human capital in the production process,

and increasing globalization of the world economy. By the second half of the nineteenth

century, Western Europe had reached unprecedented growth levels.

Naturally, a complete answer to the question in the title of this subsection requires an

explanation for why the constitutional regimes that were so important for modern economic

growth emerged in Western Europe starting in the late sixteenth century and seventeenth

century. These institutions had their roots in the late medieval aristocratic parliaments in

Europe, but more importantly, they were the outcome of radical reform resulting from the

change in the political balance of power in Europe starting in the sixteenth century (Ertman,

1997). The sixteenth century witnessed a major economic transformation of Europe, following

the increase in international trade due to the discovery of the New World and the rounding of

the Cape of Good Hope (Davis, 1973; Acemoglu, Johnson, and Robinson, 2005a). Together

with increased overseas trade came greater commercial activity within Europe. These changes

led to a modest increase in living standards, and more importantly, to greater economic and

political power for a new group of merchants, traders, and industrialists. These new men were

not the traditional allies of the European monarchies. They therefore demanded, and often were

powerful enough to obtain, changes in political institutions that provided them with greater

security of property rights and government action to help them in their economic endeavors.

By this time, with the collapse of the feudal order, the foundations of the authoritarian regimes

that were in place in the Middle Ages were already weak. Nevertheless the changes leading to

the constitutional regimes did not come easy. The Dutch had to fight the Hapsburg monarchy

to gain their independence as a republic. Britain had to endure its civil war and the Glorious

Revolution. France had to go through the Revolution of 1789. But in all cases, the ancien

regime gave way to more representative institutions, with greater checks on absolute power

and greater participation by merchants, industrialists, and entrepreneurs. It was important that

the social changes led to a new set of political institutions and not simply to concessions. This

distinction is related to the theoretical ideas emphasized in Section 23.3 of Chapter 23: the

nascent groups demanded long-term guarantees for the protection of their property rights and

their participation in economic life. Such guarantees were most easily delivered by changes in

political institutions, not by short-term concessions.

These changes created the set of political institutions that would then enable the emergence

of the economic institutions mentioned above. The collapse of the authoritarian political

regimes and the rise of the first participatory regimes then opened the way for modern economic

growth.

Why Did Some Societies Manage to Benefit
from New Technologies While Others Failed to Do So?

The economic takeoff started in Western Europe but quickly spread to certain other parts of

the world. The chief importer of economic institutions and economic growth was the United

States. The United States, founded by settler colonists who had just defeated the British
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crown to gain their independence and set up a smallholder society, already had participatory

political institutions. This was a society built by the people who would live in it, and they

were particularly willing to create checks and balances to prevent the subsequent emergence

of a strong political or economic elite. This environment turned out to be a perfect conduit

for modern economic growth. The lack of a strong political and economic elite meant that a

broad cross section of society could take part in economic activity, import technologies from

Western Europe, and then build their own technologies to quickly become the major industrial

power in the world (Galenson, 1996; Engerman and Sokoloff, 1997; Keyssar, 2000; Acemoglu,

Johnson, and Robinson, 2002). In the context of this example, the importance of technology

adoption from the world technology frontier is in line with the emphasis in Chapter 18, while

the growth-promoting effects of a lack of elite creating entry barriers is consistent with the

approach in Section 23.3 in Chapter 23.

Similar processes took place in other West European offshoots, for example, in Canada.

Yet in other parts of the world, adoption of new technologies and the process of economic

growth came as part of a movement toward defensive modernization. Japan started its economic

and political modernization with the Meiji restoration (or perhaps even before), and a central

element of this modernization effort was the importation of new technologies.

However these attitudes to new technologies were by no means universal. New technologies

were not adopted, but resisted, in many parts of the world. This included most of Eastern

Europe—for example, Russia and Austria-Hungary—where the existing land-based elites saw

new technologies as a threat both to their economic interests (because they would lead to the

end of the feudal relations that still continued in this part of Europe) and to their political

interests, which relied on limiting the power of new merchants and slowing down the process

of peasants migrating to cities to become the new working class (see Freudenberger, 1967,

and Mosse, 1992, for evidence, and Chapter 22 for a theoretical perspective). Similarly, the

previously prosperous plantation economies in the Caribbean had no interest in introducing new

technologies and allowing free entry by entrepreneurs. These societies continued to rely on their

agricultural staples. Industrialization, competition in free labor markets, and workers investing

in their human capital were seen as potential threats to the economic and political powers of the

elite. The newly independent nations in Latin America were also dominated by a political elite,

which continued the tradition of the colonial elite and showed little interest in industrialization.

Much of Southeast Asia, the Indian subcontinent, and almost all of sub-Saharan Africa were

still West European colonies and were governed under authoritarian and repressive regimes

(often as producers of raw materials for the rapidly industrializing Western European nations

or as sources of tribute). Free labor markets, factor mobility, creative destruction, and new

technologies did not feature in the colonial political trajectories of these countries (Chapter 4).

Thus the nineteenth century was only to see the industrialization of a few select places. By

the twentieth century, however, more and more nations started importing the technologies that

had been developed and used in Western Europe. This process of technology transfer pulled

the countries integrated into in the global economy toward higher income levels (Chapter 19).

But this growth episode did not benefit all countries. Many had to wait for their independence

from their colonial masters, and even then, the end of colonialism led to a period of instability

and infighting among would-be elites. Once some degree of political stability was achieved

and economic institutions that encourage growth were put in place, growth started. For ex-

ample, growth in Australia and New Zealand was followed by that in Hong Kong, by that in

South Korea, then by the rest of Southeast Asia, and finally by India. In each of these cases, as

emphasized in Chapters 20 and 21, growth went hand-in-hand with structural transformations.

Once the structural transformations were under way, they facilitated further growth. Consistent

with the picture in Chapters 18 and 19, societies integrated into the global economy started
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importing technologies and achieved growth rates in line with the growth of the world technol-

ogy frontier (and often exceeding those during their initial phase of catch-up). In most cases,

this process meant growth for the new members of the global economy but not necessarily the

disappearance of the income gap between these new members and the earlier industrializers.

Meanwhile many parts of the world continued to suffer political instability that discouraged

investment in capital and new technology or even exhibited overt hostility to new technologies.

These included parts of sub-Saharan Africa and, until recently, much of Central America.

Returning to some of the examples discussed in Chapter 1, Nigeria and Guatemala failed to

create incentives for their entrepreneurs or workers both during their colonial periods and

after independence. Both these countries also experienced significant political instability and

economically disastrous civil wars in the postwar era. Brazil managed to achieve some degree

of growth, but it was mostly based on investment by large, heavily protected corporations and

not on a sustained process of technological change and creative destruction (thus it was more

similar to the oligarchic growth in terms of the model of Section 23.3 in Chapter 23). In these

and other cases, policies that failed to provide secure property rights to new entrepreneurs

and those that blocked the adoption of new technologies—as well as political instability and

infighting among the elites—seem to have played an important role in the failure to join the

world economy and its growth process. Overall, these areas fell behind the world average in the

nineteenth century and continued to trail for most of the twentieth century. Many nations in sub-

Saharan Africa, such as Congo, Sudan, and Zimbabwe, are still experiencing political turmoil

and fail to offer even the most basic rights to their entrepreneurs and citizens. Consequently

many are falling still further behind the world average.

Many Remaining Questions

The previous section provided a narrative emphasizing how technological changes transformed

the world economy starting in the eighteenth century and how certain societies took advantage

of these changes while others failed to do so. Parts of the story receive support from the data. The

importance of industrialization to the initial takeoff is now well documented. There is a broad

consensus that economic institutions protecting property rights and allowing for free entry and

introduction of new technologies were important in the nineteenth century and continue to be

important today in securing economic growth. There is also a general consensus that political

instability, weak property rights, and lack of infrastructure are major impediments to growth

in sub-Saharan Africa. Nevertheless the narrative here is speculative. These factors might be

important, but they may not be the main explaination of the evolution of the world income

distribution over the past 200 years. And as yet there is no consensus on the role of political

institutions in this process.

Thus what I have presented here should be taken for what it is: a speculative answer that

needs to be further investigated. My purpose in outlining it was not only that I suspect this

answer has much truth to it but also to show how the various models developed in this book can

help us better frame answers to fundamental questions of economic growth (and of economics

and social sciences in general). I should add that further investigation of the causes of the

world’s takeoff into sustained growth and the failure of some nations to take advantage of this

process is only one of the many remaining challenges. The political economy of growth is

important because it enables us to ask and answer questions about the fundamental causes of

economic growth. But many other aspects of the process of growth require further study. In

some sense, the field of economic growth is one of the more mature areas in economics, and

certainly within macroeconomics it is the area where there is broadest agreement on what types
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of models are useful for the study of economic dynamics and for empirical analysis. And yet

there is so much that we still do not know.

I now end by mentioning a few areas with great potential for further theoretical and

empirical advances. First, although here I have largely focused on factors facilitating or

preventing the adoption of technologies in less-developed nations, there is still much to be

done to understand the pace of technological progress in frontier economies. Our models of

endogenous technological change give us the basic framework for thinking about how profit

incentives shape investments in new technologies. But we still know relatively little about the

industrial organization of innovation, for example, on how market structure affects economic

growth. Chapters 12 and 14 highlighted how different market structures may create different

incentives for technological change. But most of our understanding of these issues is qualitative.

For example, in the context of the economics of innovation, we lack a framework—similar to

that used for the analysis of the effects of capital and labor income taxes and indirect taxes in

public finance—which could be used to analyze the effects of various regulations, IPR policies,

and anticompetitive laws on innovation and economic growth. Since the pace at which the world

technology frontier progresses has a direct effect on the growth of many nations, even small

improvements in the environment for innovation in advanced economies could have important

dividends for the rest of the world.

In addition to the industrial organization of innovation, the contractual structure of inno-

vation needs further study. We live in a complex society in which most firms are linked to

others as suppliers or downstream customers, and most firms are connected to the rest of the

economy indirectly through their relationship with financial markets. These relationships are

mediated by various explicit and implicit contracts. Similarly, the employment relationship

that underlies the productivity of most firms relies on contractual relations between employers

and employees. We know that moral hazard and holdup problems occur in these contractual

relationships. But how important are they for the process of economic growth? Can improve-

ments in contracting institutions improve innovation and technological upgrading in frontier

economies? Can they also facilitate technology transfer? These are basic, but as yet, un-

answered questions. The contractual foundations of economic growth are still in their infancy

and require much work.

The previous section emphasized how several economies started the growth process by

importing technologies and thus integrating into the global economy. Today we live in an

increasingly globalized and globalizing economy. But there is still much to understand about

how technology is transferred from some firms to others and from advanced economies to less-

developed ones. The models I presented in Chapter 19 emphasized the importance of human

capital, barriers to technology adoption, issues of appropriate technology, and contracting

problems. Nevertheless most of the models are still at the qualitative level, and we lack a

framework that can make quantitative predictions about the pace of technology diffusion. We

have also not yet incorporated many important notions related to technology transfer into our

basic frameworks. These include, among others, ideas related to tacit knowledge, appropriate

technology, the workings of the international division of labor, the role of international IPR

protection, and the interaction between trade and technology diffusion.

The reader will have also noticed that the material presented in Chapter 21 is much less

unified and perhaps more speculative than that in the rest of the book. Although some of this

reflects the fact that I had to simplify a variety of models to be able to present them in a limited

space, much of it is because we are far from a satisfactory framework for understanding the

process of economic development and the structural transformations that it involves. Some

aspects of these structural transformations, such as the increased importance of manufacturing

and then services relative to agriculture, can be viewed as a by-product of economic growth. But

other aspects of this process, including financial development, changes in contract enforcement
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regimes, urbanization, and the amount and composition of human capital investments, may be

facilitators or even preconditions for economic growth and development. Thus the lack of

significant structural transformation might be an important factor in delaying or preventing

economic growth. To understand these questions, we require models with stronger theoretical

foundations, a systematic approach to these related issues, and a greater effort to link the

models of economic development to the wealth of empirical evidence that the profession has

now accumulated on economic behavior in less-developed economies.

Last but not least, given the narrative in the last section and the discussion in Chapters 4, 22,

and 23, it comes as no surprise that I think many important insights about economic growth lie

in political economy. But understanding politics is in many ways harder than understanding

economics, because political relations are even more multifaceted. Although I believe that the

political economy and growth literatures have made important advances in this area over the

past decade or so, much remains to be done. The political economy of growth is in its infancy,

and as we further investigate why societies make different collective choices, we will gain a

better understanding of the process of economic growth.
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Optimization

T
his appendix reviews basic material from real analysis. Its main purpose is to make the

book self-contained and to include explicit statements of some of the theorems that are

used in the text. The material here is not meant to be a comprehensive treatment of real

analysis. Accordingly, many results are stated without proof, and other important results are

omitted as long as they are not referred to in the text and are not necessary for the results

presented here. I state some useful results as “Facts” (often leaving their proofs as exercises).

These results are typically used or referred to in the text. The more important results are stated

as “Theorems.”

The material here is not a substitute for a basic Mathematics for Economists review or

textbook. An excellent book of this sort is Simon and Blume (1994), and I presume that the

reader is familiar with most of the material in this or a similar book. In particular, I assume

that the reader is comfortable with linear algebra, functions, relations, set theoretic language,

multivariate calculus, and basic proof techniques.

To gain a deeper understanding and appreciation of the material here, the reader is encour-

aged to consult one of many excellent books on real analysis, functional analysis, and general

topology. Some of the material here is simply a review of introductory real analysis more or

less at the level of the classic books by Apostol (1975) or Rudin (1976). Some of the mate-

rial, particularly that concerning topology and infinite-dimensional analysis, is more advanced

and can be found in Kelley (1955), Kolmogorov and Fomin (1970), Conway (1990), Royden

(1994), and Aliprantis and Border (1999). Excellent references for applications of these ideas

to optimization problems include Berge (1963) and Luenberger (1969). A recent treatment of

some of these topics with economic applications is presented in Ok (2007).

877
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A.1 Distances and Metric Spaces

Throughout, X denotes a set, and x ∈ X is a generic element of the set X. A set X can be

viewed as a space or as a subset of a larger set (space) Z. I denote a subset Y of X as Y ⊂ X

(which includes the case where Y = X as well as the empty set, ∅). For any Y ⊂ X, X\Y stands

for the complement of Y in X, that is, X\Y = {x : x ∈ X and x �∈ Y }.1

Of special importance for our purposes are two types of spaces: (1) finite-dimensional Eu-

clidean spaces, which I denote by X ⊂RK (K ∈N) and (2) infinite-dimensional spaces, such

as spaces of sequences or spaces of functions, which feature in discrete-time and continuous-

time dynamic optimization problems. For us the most useful sets are those that are equipped

with a metric, so that they can be treated as a metric space. Metric spaces play a major role in

the analysis of dynamic programming problems in Chapters 6 and 16.

Definition A.1 Let X be a nonempty set. A function d : X × X →R+ is a metric (distance

function) if, for any x, y, and z in X, it satisfies the following three conditions:

1. (Properness) d(x, y) = 0 if and only if x = y,

2. (Symmetry) d(x, y) = d(y, x), and

3. (Triangle Inequality) d(x, y) ≤ d(x, z) + d(z, y).

A nonempty set X equipped with a metric d constitutes a metric space (X, d).

In this definition, as in all mathematical definitions that follow, “if” is used instead of “if

and only if,” since the context makes it clearer that the notion (e.g., “metric”) is being defined

by the mathematical statements following it: thus “if and only if” is implicit.

The same set can be equipped with different metrics. In many cases, different metrics give

equivalent results (in particular, they imply the same topological properties). When this is

the case, we say that two metrics are equivalent, and the definition for this is given below in

Definition A.4.

Example A.1 The following are examples of metric spaces. In each case, properness and

symmetry are easy to verify, but verifying that the triangle inequality holds requires some work

(see Exercise A.2).

1. For any X ⊂RK, let xi be the ith component of x ∈ X. Then the usual Euclidean distance

d(x, y) =
(
∑K

i=1

∣

∣xi − yi

∣

∣

2)1/2
is a metric, and thus the Euclidean space with its usual

distance constitutes a metric space. It is typically referred to as the K-dimensional

Euclidean space. Moreover, one can construct alternative metrics for Euclidean spaces

that are equivalent. These metrics include the family dp(x, y) =
(
∑K

i=1

∣

∣xi − yi

∣

∣

p)1/p

for 1 ≤ p < ∞. An extreme element of this family, which also defines an equivalent

metric on finite-dimensional Euclidean spaces, is d∞(x, y) = supi

∣

∣xi − yi

∣

∣.

2. For any nonempty set X, one can construct the discrete metric, defined as d(x, y) = 1

if x �= y and d(x, y) = 0 if x = y. In this case (X, d) is a discrete space.

3. Let X ⊂RK, and consider the set of continuous and bounded (real-valued) functions

f : X →R, denoted by C(X). A natural metric for C(X) is the sup metric d∞(f, g) =

supx∈X |f (x) − g(x)|. Thus (C(X), d∞) is a metric space. The same metric can be

used for the set of bounded (but not necessarily continuous) functions B(X), leading to

the metric space (B(X), d∞).

1. Throughout the appendixes I simplify the notation by using = for definitions instead of ≡.
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4. Let ℓ ⊂R∞ be a set consisting of infinite sequences of real numbers. For example,

x = (x1, x2, x3, . . .) would be a typical element of ℓ, provided that xi ∈R for each

i = 1, 2, . . . . A family of metrics for this set is given by dp(x, y) =
(
∑∞

i=1

∣

∣xi − yi

∣

∣

p)1/p

for 1 ≤ p < ∞ (provided that
(
∑∞

i=1

∣

∣xi

∣

∣

p)1/p
< ∞ for all x ∈ ℓ) or by d∞(x, y) =

supi

∣

∣xi − yi

∣

∣ (provided that supi

∣

∣xi

∣

∣ < ∞ for all x ∈ ℓ). For any p ∈ [1, ∞], (ℓ, dp)

is a metric space, sometimes denoted by ℓp.

Metric spaces enable us to define neighborhoods and open sets, which are the building

blocks of mathematical analysis and are essential in the study of optimization problems.

Definition A.2 Let (X, d) be a metric space and ε > 0 be a real number. Then for any x ∈ X,

Nε(x) = {y ∈ X: d(x, y) < ε}

is the ε-neighborhood of x.

Example A.2 In the simplest case where X ⊂R and x ∈ X, d(x, y) = |x − y|, Nε(x) =

(x − ε, x + ε) ∩ X.

Definition A.3 Let (X, d) be a metric space. Then Y ⊂ X is open in X if for each y ∈ Y ,

there exists ε > 0 such that Nε(y) ⊂ Y ; Z ⊂ X is closed in X if X\Z is open in X.

The closure of a set Y in X is Y = {y ∈ X : for each ε > 0, Nε(y) ∩ Y �= ∅}, that is, every

neighborhood of each point in Y contains at least one point of Y . Clearly, Y ⊂ Y . Moreover if

Y is closed, then Y = Y . The interior of a set Y in X can then be defined as Int Y = Y\(X\Y ).

If Y is an open subset of X, then (X\Y ) = X\Y , and therefore Int Y = Y .

Example A.3 Again in the simplest case where X = [0, 1] and d(x, y) = |x − y|, for

any x ∈ (0, 1) and ε > 0 sufficiently small, (x − ε, x + ε) is open in X, whereas the set

[0, 1] \(x − ε, x + ε) = [0, x − ε] ∪ [x + ε, 1] is closed in X. Also, Int(x − ε, x + ε) =

(x − ε, x + ε), Int([0, 1] \(x − ε, x + ε)) = (0, x − ε) ∪ (x + ε, 1), (x − ε, x + ε) =

[x − ε, x + ε], and [0, 1] \(x − ε, x + ε) = [0, x − ε] ∪ [x + ε, 1].

Fact A.1 Let (X, d) be a metric space. The sets X and ∅ are both open and closed sets.

The importance of the following theorem will become clear once we turn to the somewhat

more abstract topological characterization of closed and open sets. Let {Xα}α∈A denote a

collection of sets in X (meaning that Xα ⊂ X for each α ∈ A and A is an arbitrary set). If

A has a countable [finite] number of elements, then {Xα}α∈A is a countable [finite] collection

of sets. Let us also use Xc
α

to denote the complement of Xα in X (i.e., Xc
α

= X\Xα).

Theorem A.1 (Properties of Open and Closed Sets) Let (X, d) be a metric space and

{Xα}α∈A be a collection of sets with Xα ⊂ X for all α ∈ A.

1. If each Xα is open in X, then
⋃

α∈A Xα is open.

2. If each Xα is open in X and {Xα}α∈A is a finite collection of sets (i.e., A is finite),

then
⋂

α∈A Xα is open.

3. If each Xα is closed in X, then
⋂

α∈A Xα is closed.

4. If each Xα is closed in X and {Xα}α∈A is a finite collection of sets, then
⋃

α∈A Xα is

closed.

Proof. (Part 1) Let {Xα}α∈A be an arbitrary collection of open sets in X. If
⋃

α∈A Xα

is empty, then it is open by Fact A.1. If it is nonempty, then for each x ∈
⋃

α∈A Xα, it

must be the case that x ∈ Xα′ for some α′ ∈ A. Since Xα′ is open, there exists ε > 0 such
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that Nε(x) ⊂ Xα′ ⊂
⋃

α∈A Xα, establishing that for each x ∈
⋃

α∈A Xα there exists an ε-

neighborhood of x in
⋃

α∈A Xα, so that
⋃

α∈A Xα is open.

(Part 2) Let {Xα}α∈A be a finite collection of open sets in X (enumerated by α =

1, 2, . . . , N ). Once again, if
⋂

α∈A Xα is empty, then it is open by Fact A.1. If it is

nonempty, then for each x ∈
⋂

α∈A Xα, x ∈ Xα for α = 1, 2, . . . , N . Since Xα is open,

then by definition there exists εα > 0 such that Nεα
(x) ⊂ Xα for each α = 1, 2, . . . , N . Let

ε = min{ε1, ε2, . . . , εN}. Clearly, ε > 0. Moreover by construction, Nε(x) ⊂ Nεα
(x) ⊂ Xα

for each α = 1, 2, . . . , N . Therefore Nε(x) ⊂
⋂

α∈A Xα, proving the claim.

(Parts 3 and 4) These follow immediately from De Morgan’s Law, which states that

(

⋃

α∈A

Xα

)c

=
⋂

α∈A

Xc
α
.

The restriction to finite collections is important in Part 2 of Theorem A.1. Consider the

following example.

Example A.4 Let X =R, with the Euclidean metric d(x, y) = |x − y|. Take the subsets

Xα = (0, 1 + α−1) of X for α ∈N, and consider the infinite intersection
⋂

α∈N Xα. It can

be verified that
⋂

α∈N Xα = (0, 1], which is not an open set. An even simpler example is the

subsets Xα = (−1/α, 1/α), where
⋂

α∈N Xα = {0}, which is not open.

Definition A.4 Two metrics d and d ′ defined on X are equivalent if they both generate the

same collection of open sets in X. Alternatively, let Nε and N′
ε

refer to neighborhoods defined

by these metrics. Two metrics are equivalent if for each x ∈ X and ε > 0, there exists δ > 0

and δ′ > 0 such that N′
ε
(x) ⊂ Nδ(x) and Nε(x) ⊂ N′

δ′(x).

Exercise A.4 verifies that the two parts of Definition A.4 imply each other.

Definition A.5 Let (X, d) be a metric space. Then Y ⊂ X is bounded if there exists x ∈ X

and δ ∈ (0, +∞) such that Y ⊂ Nδ(x). If Y ⊂ X is not bounded, then it is unbounded.

Example A.5 Let X = R and d(x, y) = |x − y|. The subsets (0, 1) and [0, 1] of R are

bounded, while the subset R+ = [0, ∞) of R is unbounded.

A.2 Mappings, Functions, Sequences, Nets, and Continuity

A mapping φ from X to Y is a subset of X × Y such that for each x ∈ X, there exists some

y ∈ Y with (x, y) ∈ φ. As customary, I denote this mapping by φ : X → Y . Throughout the

book φ : X → Y implies that φ(x) is defined for each x ∈ X. I have also adopted the convention

that φ assigns a single element of the set Y to x ∈ X, and thus I write φ(x) as an element of

Y, that is, φ(x) ∈ Y (and in terms of the definition above, if (x, y) ∈ φ and (x, z) ∈ φ, then

y = z). This is without loss of generality, since the space Y is not restricted. For example, for a

set Z, we could specify Y = P(Z) (recall that P(Z) denotes the set of all subsets of Z). In this

case, an element of Y would be a subset of Z. Thus one can alternatively write that for x ∈ X,

φ(x) ∈ Y or φ(x) ⊂ Z. I also use the notation φ(X′) for some X′ ⊂ X to designate the image

of the set X′, defined as

φ(X′) =
{

y ∈ Y : ∃x ∈ X′ with φ(x) = y
}

.

For a mapping φ : X → Y , X is also referred to as the domain of φ, while Y is its range. One

might want to reserve the term “range” to Y ′ ⊂ Y such that Y ′ = φ(X). For our purposes here,

this distinction is not important.
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The notation φ−1 is standard to denote the inverse of the mapping φ. Notice that φ−1 may

not be single valued, even if φ is, since more than one x in X can have the same image in Y .

For Y ′ ⊂ Y , let

φ−1(Y ′) =
{

x ∈ X : ∃y ∈ Y ′ with φ(x) = y
}

.

By a function f I typically refer to a real-valued mapping (i.e., f :X →R for some arbitrary

set X). I use lowercased letters to refer to functions. I use the term “correspondence” to refer

to a set-valued mapping (i.e., F : X → P(Z) for some set Z). Thus the mapping F assigns a

subset of Z to each element of x. I use uppercased letters to refer to correspondences. Since

they play an important role below, the following common notation is used for correspondences:

F : X →→ Z. When the range of the correspondence is the real numbers, then we naturally have

F : X →→R.

Definition A.6 Let (X, d) be a metric space. A sequence, denoted by {xn}
∞
n=1

(or simply by

{xn}), is a mapping φ with the domain given by the natural numbers N and the range given

by X.

The domain of the mapping φ that defines the sequence isN, so that {xn}
∞
n=1

is a countable

(infinite) sequence. One can easily generalize the notion of a sequence to that of nets,which are

useful in continuous-time optimization. Let A be a directed set if there exists a reflexive and

transitive relation � such that for any a1, a2 ∈ A, there exists a ∈ A with a � a1 and a � a2. For

example, the real numbers form a directed set with the “greater than or equal to” relation (≥).

Definition A.7 Let (X, d) be a metric space and A be a directed set. A net, denoted by

{xα}α∈A, is a mapping with the domain given by A and the range given by X.

When sequences and nets have real numbers as elements, the underlying metric space is

(R, d), with d referring to the usual Euclidean metric d(x, y) = |x − y| =

√

|x − y|2.

Example A.6 {xn}
∞
n=1

such that xn = 1/n for each n ∈N is a sequence, while {xα}α∈A

xα = 1/α for each α ∈ (0, 1] is a net.

Definition A.8 Consider the sequence {nk}
∞
k=1

of positive increasing natural numbers (such

that nk > nk′ when k > k′). Then for a given sequence {xn}
∞
n=1

, {xnk
} is a subsequence of {xn}

∞
n=1

.

A subnet can be defined in a similar manner.

Definition A.9 Let (X, d) be a metric space. A sequence {xn}
∞
n=1

in X is convergent and

has the limit point x ∈ X if for every ε > 0, there exists N(ε) ∈N such that n ≥ N(ε) implies

d(xn, x) < ε. We write this as limn→∞ xn = lim xn = x or simply as {xn}
∞
n=1

→ x.

Definition A.10 Let {xα}α∈A be a net in a metric space (X, d). Then, {xα}α∈A is convergent

and has limit point x if for each ε > 0, there exists ᾱ such that for all α ≥ ᾱ, xα ∈ Nε(x).

Fact A.2 If a sequence {xn}
∞
n=1

or a net {xα}α∈A in a metric space X is convergent, then it

has a unique limit point x ∈ X.

Proof. See Exercise A.6.

Fact A.3 {xn}
∞
n=1

in X is convergent if and only if every subsequence of {xn}
∞
n=1

in X is

convergent.

Proof. See Exercise A.7.
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Example A.7 Note, however, that convergence of a subsequence (or a subnet) does not

guarantee convergence of the original sequence. Consider the sequence {xn}
∞
n=1

such that

xn = (−1)n. Clearly, this sequence is not convergent. But picking {nk}
∞
n=1

as the even natural

numbers, we construct a convergent subsequence
{

xnk

}

with limit point 1.

Let R̄ denote the extended real numbers, that is, R̄=R ∪ {−∞} ∪ {+∞}. It is straight-

forward to verify that (R̄, d̄) is a metric space, where d̄(x, y) = d(x, y)/(1 + d(x, y)), with

d(x, y) denoting the standard Euclidean metric now allowed to take infinite values (with the

convention that d̄(x, y) = 1 if d(x, y) = ∞).

Fact A.4 Let {xn} be a sequence or net in R̄ (equipped with the metric d̄). If {xn} is monotone

(nondecreasing or nonincreasing), then it is convergent.

Proof. See Exercise A.8.

Definition A.11 Let X ⊂R. Then the supremum of X, denoted by sup X, is the smallest

x̄ ∈ R̄ such that x̄ ≥ x for all x ∈ X. If there does not exist x̄ ∈R for which this is true, then

clearly sup X = ∞. Similarly, the infimum of X, denoted by inf X, is the greatest x such that

x ≤ x for all x ∈ X, where again x = −∞ is allowed. If x̄ = sup X ∈ X, then we refer to x̄

as the maximum of X and denote it by x̄ = max X. Similarly, if x = inf X ∈ X, then x is the

minimum of X and is denoted by x = min X.

Since X itself can be taken to be a sequence of numbers, supremum and infimum can

be defined for sequences. In particular, for {xn}
∞
n=1

in R, construct the sequences {x′
n
}∞
n=1

and {x′′
n
}∞
n=1

such that x′
n

= supk≥n{xk} and x′′
n

= infk≥n{xk}. Clearly {x′
n
}∞
n=1

is monotone

(nonincreasing) and {x′′
n
}∞
n=1

is monotone (nondecreasing). Therefore, by Fact A.4, limn→∞ x′
n

exists. Let us denote it by lim sup xn, and also limn→∞ x′′
n

exists and is denoted by lim inf xn.

The same construction works with nets.

Fact A.5 Let {xn} be a sequence or net in R̄.

1. infn xn, lim inf xn, lim sup xn, and supn xn exist and satisfy

inf
n

xn ≤ lim inf xn ≤ lim sup xn ≤ sup
n

xn.

2. {xn} is convergent if and only if

lim inf xn = lim sup xn,

and in this case, both of these are denoted as lim xn = x.

3. Let {yn} be such that xn ≤ yn for all n. Then

lim inf xn ≤ lim inf yn, and lim sup xn ≤ lim sup yn,

and moreover if the limits exist,

lim xn ≤ lim yn.

4. If lim xnyn = 0, then

lim xn

∣

∣yn

∣

∣ = lim
∣

∣xn

∣

∣ yn = lim
∣

∣xn

∣

∣

∣

∣yn

∣

∣ = 0.

Moreover either lim xn = 0 or lim yn = 0.
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5. Then

lim inf(xn + yn) ≥ lim inf xn + lim inf yn

lim inf(xn − yn) ≥ lim inf xn − lim sup yn.

Proof. See Exercise A.12.

The following two facts are also useful.

Fact A.6 Let {xn} be a sequence or net in R̄. If all convergent subsequences or subnets {xnk
}

have the same limit point x∗ ∈ R̄, then {xn} also converges to x∗.

Proof. If all convergent subsequences or subnets have the same limit point x∗, then

lim inf xn = lim sup xn = x∗, so the result follows from Fact A.5(2).

Fact A.7 Let {xn} be a sequence in R, and define the sequence {yn} by yn =
∑n

j=0
zn. We

say that {yn} is absolutely convergent if {ȳn} =
∑n

j=0

∣

∣zn

∣

∣ converges to some ȳ∗ ∈R. If {yn}

is absolutely convergent, then it is also convergent; that is, there exists y∗ ∈ R such that

{yn} → y∗.

Definition A.12 Let (X, d) be a metric space. A sequence {xn}
∞
n=1

in X is a Cauchy sequence

if for each ε > 0, there exists M(ε) ∈N such that for any n, m ≥ M(ε), d(xn, xm) < ε.

Lemma A.1 Let (X, d) be a metric space and {xn}
∞
n=1

be a convergent sequence in X. Then

it is a Cauchy sequence.

Proof. Fix ε > 0. Since {xn}
∞
n=1

is convergent, limn→∞ xn = x exists. Then by the triangle

inequality, for any xn, xm,

d(xn, xm) ≤ d(xn, x) + d(xm, x). (A.1)

Since limn→∞ xn = x, by Definition A.9 there exists M(ε) such that for any n ≥ M(ε),

d(xn, x) < ε/2. Combining this result with (A.1) implies that d(xn, xm) < ε, establishing the

desired result.

The converse of this lemma is not true, as illustrated by the following example.

Example A.8 Let X = (0, 1] and d(x, y) = |x − y|. Consider the sequence xn = 1/n. This

is clearly Cauchy, but does not converge to any point in X and thus is not convergent.

Definition A.13 A metric space (X, d) is complete if every Cauchy sequence in (X, d) is

convergent.

Examples of complete spaces include any closed subset of the Euclidean space and the

metric space of continuous bounded (real-valued) functions with the sup metric, (C(X), d∞),

introduced in Example A.1 (see Exercise A.9). The importance of complete metric spaces is

illustrated by the Contraction Mapping Theorem (Theorem 6.7) which was presented in Section

6.4. The following fact is straightforward.

Fact A.8 Let (X, d) be a complete metric space. A closed subset X′ of X is also complete.

I now briefly discuss continuity of mappings and functions in metric spaces.

Definition A.14 Let (X, dX) and (Y, dY ) be metric spaces, and consider a mapping φ :X →

Y . φ is continuous at x ∈ X if for every ε > 0, there exists δ > 0 such that when dX(x, x′) < δ,

then dY (φ(x), φ(x′)) < ε. φ is continuous on X if it is continuous at each x ∈ X.

Fact A.9 Equivalently, φ is continuous at x if for all {xn}
∞
n=1

→ x, {φ(xn)}
∞
n=1

→ φ(x).
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Fact A.10 Let (X, dX), (Y, dY ), and (Z, dZ) be metric spaces, and consider the mappings

φ : X → Y and γ : Y → Z. If φ is continuous at x′ and γ is continuous at φ(x′), then

γ ◦ φ = γ (φ(x)) is continuous at x′.

Proof. See Exercise A.13.

Similarly, sums and products of continuous functions are continuous, and ratios of real-

valued continuous functions are continuous as long as the denominator is not equal to zero.

The following is an important theorem in its own right and also motivates the somewhat

more general treatment of continuity in the next section.

Theorem A.2 (Open Sets and Continuity I) Let (X, dX) and (Y, dY ) be metric spaces

and consider the mapping φ : X → Y . φ is continuous if and only if for every Y ′ ⊂ Y that is

open in Y, φ−1(Y ′) is open in X.

Proof. (�⇒) Suppose that φ is continuous and Y ′ is open in Y . Then take any x ∈ φ−1(Y ′).

Since Y ′ is open, there exists ε > 0 such that dY (φ(x), y) < ε implies y ∈ Y ′. Since φ is

continuous at x, for the same ε > 0 there exists δ > 0 such that for all x′ with dX(x, x′) < δ,

dY (φ(x), φ(x′)) < ε. Thus φ(x′) ∈ Y ′ and so φ−1(Y ′) is open in X.

(⇐�) Suppose that φ−1(Y ′) is open in X for every open Y ′ in Y . For given ε > 0 and x ∈ X,

let Y ′ = Nε(φ(x)) (i.e., Y ′ = {y ∈ Y : dY (φ(x), y) < ε}), which is clearly an open set, and thus

φ−1(Y ′) is open in X. Therefore there exists δ > 0 such that x′ ∈ φ−1(Y ′) when dX(x, x′) < δ.

Next x′ ∈ φ−1(Y ′) implies that φ(x′) ∈ Y ′, so that dY (φ(x), φ(x′)) < ε, completing the proof.

Theorem A.3 (Intermediate Value Theorem) Let f : [a, b] →R be a continuous func-

tion. Suppose that f (a) �= f (b). Then for c intermediate between f (a) and f (b) (e.g., c ∈

(f (a), f (b)) if f (a) < f (b)), there exists x∗ ∈ (a, b) such that f (x∗) = c.

Proof. The image of the interval [a, b] under the continuous function f, f ([a, b]), is

connected, in the sense that the set f ([a, b]) cannot be the union of two disjoint open sets

W, W ′ (i.e., f ([a, b]) �= W ∪ W ′ for any W , W ′ open and satisfying W ∩ W ′ = ∅). Suppose

not. Then there would exist two disjoint open sets V and V ′ such that f ([a, b]) ⊂ V ∪ V ′. But

from Theorem A.2, this implies that f −1(V ) and f −1(V ′) are open in [a, b], and by the fact

that f ([a, b]) ⊂ V ∪ V ′, we have [a, b] ⊂ f −1(V ) ∪ f −1(V ′), which implies that [a, b] is not

connected. This yields a contradiction. Theorem A.3 then follows immediately, since f ([a, b])

is connected and thus includes any value between f (a) and f (b).

The Intermediate Value Theorem is the simplest “fixed point theorem” that economists

use (see Theorems A.18 and A.19 below for more general fixed point theorems). Fixed point

theorems provide conditions such that given a mapping φ : X → X, there exists x∗ ∈ X with

x∗ = φ(x∗). The usefulness of this construction stems from the fact that many equilibrium

problems can be formulated as fixed point problems. It is also clear that a fixed point is simply

a “zero” of a slightly different mapping. In particular, define φ̃(x) = φ(x) − x. Then a fixed

point of φ corresponds to a zero of φ̃. Perhaps the most useful application of the Intermediate

Value Theorem is for the case in which φ̃(a) < 0 and φ̃(b) > 0 (or φ̃(a) > 0 and φ̃(b) < 0). In

this case, the theorem states that the continuous function φ̃ has a “zero” over the interval [a, b];

that is, there exists some value x∗ ∈ (a, b) such that φ̃(x∗) = 0. Thus φ has a fixed point.
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A.3 A Minimal Amount of Topology: Continuity and Compactness *

Theorem A.2 implies that only the structure of open sets is relevant for thinking about the

continuity of mappings. This motivates our brief introduction to topology. Topology is the

study of open sets and their properties. Our main interest in introducing notions from topology

is to be able to talk about compactness. While compactness can be discussed just using ideas

from metric spaces, for some of the results on infinite-dimensional (dynamic) optimization, a

slightly more general treatment of compactness is necessary.

Definition A.15 A topology τ = {Vα}α∈A on a nonempty set X is a collection of subsets

{Vα}α∈A of X, such that

1. ∅ ∈ τ , and X ∈ τ ;

2. for any A′ ⊂ A,
⋃

α∈A′ Vα is in τ ; and

3. for any finite A′ ⊂ A,
⋂

α∈A′ Vα is in τ .

Given a topology τ on X, V is an open set in X if V ∈ τ and it is a closed set in X if X\V ∈ τ .

The pair (X, τ) is a topological space.

The parallel between this definition and the properties of unions and intersections of open

sets given in Theorem A.1 is obvious. Sometimes it is convenient to describe a topology not

by all of the open sets but in a more economical fashion. Two convenient ways of doing this

are as follows. First, a topological space can be derived from a metric space. In particular,

since a topological space (X, τ) is defined by a collection of open sets and a metric space

(X, d) defines the collection of open sets in the space X, it also defines a topological space

with the topology induced by the metric d . Second, instead of the collection of all open sets,

a topological space can be described by a smaller collection of sets, called a base.

Definition A.16 Given a topological space (X, τ), {Wα}α∈A′ is a base for (X, τ) if for every

V ∈ τ , there exist A′′ ⊂ A′ such that V =
⋃

α∈A′′ Wα.

If {Wα}α∈A′ is a base for (X, τ), we say that τ is generated by {Wα}α∈A′.

Example A.9

1. For any X ⊂ RK , define a collection of open sets (in the sense of Definition A.3)

according to the family of metrics dp(x, y) =
(
∑K

i=1

∣

∣xi − yi

∣

∣

p)1/p
for 1 ≤ p < ∞

and d∞(x, y) = maxi=1,...,K

∣

∣xi − yi

∣

∣ denoted by τp for p ∈ [1, ∞]. Then (X, τp) is a

topological space. The pair (X, τ2) is sometimes referred to as the Euclidean topology,

though since the other metrics are also equivalent (Exercise A.11), it would not be

wrong to refer to any (X, τp) as the “Euclidean topology.”

2. For any nonempty set X, the discrete topology is defined equivalently either by the

discrete metric in Example A.1 or by declaring all subsets of X as open sets.

3. The indiscrete topology τ ′ on X has only ∅ and X as open sets.

4. Consider the (C(X), d∞) metric space of all continuous, bounded, real-valued func-

tions with the sup metric. Define the collection of open sets on C(X) according to d∞

by τ∞. Then (C(X), τ∞) is a topological space.

5. Consider the set of infinite sequences of real numbers ℓ ⊂ R∞ and the family of

metrics for this set given by dp(x, y) =
(
∑∞

i=1

∣

∣xi − yi

∣

∣

p)1/p
for 1 ≤ p < ∞ and by

d∞(x, y) = supi

∣

∣xi − yi

∣

∣ (again provided that
(
∑∞

i=1

∣

∣xi

∣

∣

p)1/p
< ∞ for all x ∈ ℓ in

the first case and supi

∣

∣xi

∣

∣ < ∞ in the second case). For any p ∈ [1, ∞], dp defines
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a topology τp, and (ℓ, τp) is a topological space, which is sometimes denoted by the

same symbol as the corresponding metric space ℓp.

As suggested by this example, many topological spaces of interest are derived from a metric

space. In this case, we say that they are metrizable and for all practical purposes, we can treat

metrizable topological spaces as metric spaces.

Definition A.17 A topological space (X, τ) is metrizable if there exists a metric d on X such

that when V ∈ τ , then V is also open in the metric space (X, d) (according to Definition A.3).

Fact A.11 If a topological space (X, τ) is metrizable with some metric d , then it defines the

same notions of convergence and continuity as the metric space (X, d).

Proof. This follows immediately from the fact that (X, τ) and (X, d) have the same

open sets.

Not all general topological spaces have the nice properties of metric spaces. Fortunately,

this is not an issue for the properties of topological spaces that are related to continuity and

compactness, which we focus on here. Nevertheless it is useful to note that a particularly

relevant property of general topological spaces is the Hausdorff property, which requires that

any distinct points x and y of a topological space (X, τ) should be separated; that is, in a

topological space with the Hausdorff property, there exist Vx, Vy ∈ τ such that x ∈ Vx, y ∈ Vy

and Vx ∩ Vy = ∅. It is clear that every metric space has the Hausdorff property (see Exercise

A.14). For our purposes, the Hausdorff property is not necessary.

Returning to general topological spaces, the notions of convergence of sequences, subse-

quences, nets, and subnets can be stated for general topological spaces. Here I only give the

definitions for convergence of sequences and nets (those for subsequences and subnets are

defined similarly).

Definition A.18 Let (X, τ) be a topological space. A sequence {xn}
∞
n=1

[a net {xα}α∈A] in

X is convergent and has limit point x ∈ X if for each V ∈ τ with x ∈ V , there exists N ∈N

[there exists some ᾱ ∈ A] such that xn ∈ V for all n ≥ N [xα ∈ V for all α ≥ ᾱ]. We write this

as limn→∞ xn = lim xn = x or as {xn}
∞
n=1

→ x.

Continuity is defined in a similar manner.

Definition A.19 Let (X, τX) and (Y, τY ) be topological spaces, and consider the mapping

φ : X → Y . φ is continuous at x ∈ X if for every U ∈ τY with φ(x) ∈ U , there exists V ∈ τX

with x ∈ V such that φ(V ) ⊂ U. φ is continuous on X if it is continuous at each x ∈ X.

The parallel between this definition and the equivalent characterization of continuity in

metric spaces in Definition A.14 is evident. This leads to the following theorem.

Theorem A.4 (Open Sets and Continuity II) Let (X, τX) and (Y, τY ) be topological

spaces, and consider the mapping φ : X → Y. φ is continuous if and only if for every Y ′ ⊂ Y

that is open in Y, φ−1(Y ′) is open in X.

The proof of this theorem is identical to that of Theorem A.2 and is thus omitted.

In general topological spaces, convergence in terms of sequences is not sufficient to char-

acterize continuity, but convergence in terms of nets is.

Theorem A.5 (Continuity and Convergence of Nets) Let (X, τX) and (Y, τY ) be topo-

logical spaces. The mapping φ : X → Y is continuous at x ∈ X if and only if {φ(xα)}α∈A →

φ(x) for any net {xα}α∈A → x.
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Proof. (�⇒) Suppose φ is continuous at x, and consider a net {xα}α∈A → x. Take U ∈ τY ,

with φ(x) ∈ U , φ−1(U) ∈ τX, and x ∈ φ−1(U). Therefore for some ᾱ ∈ A, we have that α ≥ ᾱ

implies that xα ∈ φ−1(U), and thus φ(xα) ∈ U for all α ≥ ᾱ, establishing {φ(xα)}α∈A → φ(x).

(⇐�) Suppose that φ is not continuous at x. Then there exists U ∈ τY , with φ(x) ∈ U

such that φ−1(U) �∈ τX. Let V = N(x) denote a neighborhood x in X, that is, V ∈ τX, with

x ∈ V . Since there exists U ∈ τY such that φ(x) ∈ U and φ−1(U) �∈ τX, for each V ∈ N(x)

there exists xV ∈ V such that φ(xV ) �∈ U . Order the Vs in N(x) by inclusion (i.e., V ′ ≥ V

if and only if V ′ ⊂ V ). Then by construction, {xV }V ∈N(x) is a net converging to x, but

{φ(xV )}V ∈N(x) �→ φ(x), completing the proof.

Fact A.12 Consider a function f : X →R, and suppose that X is endowed with the discrete

topology. Then f is continuous.

Proof. This result immediately follows from the fact that any subset X′ of X is open in X

according to the discrete topology.

Definition A.20 Let (X, τ) be a topological space with τ = {Vα}α∈A and X′ ⊂ X. A collec-

tion of open sets {Vα}α∈A′ for some A′ ⊂ A is an open cover of X′ if X′ ⊂
⋃

α∈A′ Vα.

Fact A.13 Every X′ ⊂ X has an open cover.

Proof. By Definition A.15 X ∈ τ , so that {X} is an open cover of X′.

Definition A.21 A subset X′ of a topological space (X, τ) (where X′ = X is allowed) is

compact if every open cover of X′ contains a finite subcover; that is, for every open cover

{Vα}α∈A′ of X′, there exists a finite set A′′ ⊂ A′ such that X′ ⊂
⋃

α∈A′′ Vα.

Compactness is a major property, since compact sets have many nice features, and some

of these are used below. Compactness has a particularly simple meaning in Euclidean spaces,

which is given by the following famous theorem.

Theorem A.6 (Heine-Borel Theorem) Let X ⊂RK be a Euclidean space (with a Eu-

clidean metric or topology). Then X′ ⊂ X is compact if and only if X′ is closed and bounded

in RK .

A proof of this proposition can be found in any real analysis textbook, and I do not repeat

it here. Its main implication for us is that any K-dimensional segment
∏K

i=1

[

ai, bi

]

, with

ai, bi ∈ R and ai ≤ bi, is compact.2 The assumption that X is a Euclidean space is important

for Theorem A.6, as illustrated by the following example.

Example A.10 Consider the topological space (ℓ, τ ), where ℓ is the space of infinite se-

quences, and τ is the topology induced by the discrete metric. Let us define

ℓ′ = {x ∈ {0, 1}∞ :
∑∞

i=1
x2

i
= 1}. Clearly ℓ′ is a closed and bounded subset of ℓ, but not

every open cover of ℓ′ has a finite subcover. In particular, note that each point in ℓ′ has the

form v1 = (1, 0, 0, 0, . . .), v2 = (0, 1, 0, 0, 0, . . .), v3 = (0, 0, 1, 0, 0, . . .), and so on. Since

τ is the discrete topology, vn ∈ τ for each n, and moreover the collection
⋃

n∈N vn is an open

cover of ℓ′. But this open cover does not a have finite subcover. Equivalently, the sequence

{vn}
∞
n=1

does not have a convergent subsequence. The same construction works as an example

of a noncompact, closed, and bounded set if we take ℓ′
2
= {x ∈ [0, 1]∞ :

∑∞
i=1

x2
i

≤ 1}, which

is a subset of ℓ2, the space of infinite sequences with metric d2(x, y) =
(
∑∞

i=1

∣

∣xi − yi

∣

∣

2)1/2
.

This subset is closed and bounded. But v1, v2, and v3 above are elements of ℓ′
2
, and the sequence

{vn}
∞
n=1

does not have a convergent subsequence.

2. The product of subsets can also be denoted by Xi

[

ai, bi

]

instead of
∏

i

[

ai, bi

]

.
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Nevertheless, there are important connections between closed sets and compact sets.

Lemma A.2 Let (X, τ) be a topological space, and suppose that X′ ⊂ X is compact. Then

1. any X′′ ⊂ X′ that is closed is also compact (and hence X′ itself is closed), and

2. for any X′′ ⊂ X that is closed, X′′ ∩ X′ is compact.

Proof. See Exercise A.15.

One of the important implications of compactness is the following theorem.

Theorem A.7 (Bolzano-Weierstrass Theorem) Let (X, d) be a metric space and {xn}
∞
n=1

be a sequence in X. If X is compact, then {xn}
∞
n=1

has a convergent subsequence.

Proof. To obtain a contradiction suppose that no such convergent subsequence exists. Then

each x ∈ X must have neighborhood Vx that contains at most one element of the sequence

{xn}
∞
n=1

. Clearly {Vx}x∈X is an open cover of X with no finite subcover, contradicting com-

pactness.

It is possible to state an equivalent of Theorem A.7 for nets and subnets, but this result is

not necessary for our purposes here. The reader may also wonder whether an equivalent of

Theorem A.7 applies in a general topological space. Unfortunately, this is not the case (but it

is true for topological spaces that have the Hausdorff property and also have a countable base;

see Kelley, 1955).

Theorem A.8 (Continuity and Compact Images) Let (X, τX) and (Y, τY ) be topological

spaces, and consider the mapping φ : X → Y. If φ is continuous and X′ ⊂ X is compact, then

φ(X′) is compact.

Proof. Let {Vα}α∈A′ be an open cover of φ(X′). Since φ is continuous, Theorem A.4 implies

that φ−1(Vα) is open for each α ∈ A′. Since X′ is compact, every open cover has a finite

subcover, and therefore there exists a finite A′′ ⊂ A′ such that X′ ⊂
⋃

α∈A′′ φ−1(Vα). Since

by definition, φ(φ−1(Y ′′)) ⊂ Y ′′ for any Y ′′ ⊂ Y , we have

φ(X′) ⊂
⋃

α∈A′′

(Vα),

and thus {Vα}α∈A′′ is a finite subcover of {Vα}α∈A′, completing the proof.

Despite its simplicity Theorem A.8 has many fundamental implications. The most important

is Weierstrass’s Theorem.3 Recall that for a real-valued function f : X →R, maxx∈X f (x)

and minx∈X f (x) are the maximum and the minimum of the function over the set X. These

may not exist. When they do, we also define the following nonempty sets arg maxx∈X f (x) =

{x′ ∈ X : f (x′) = maxx∈X f (x)} and arg minx∈X f (x) = {x′ ∈ X : f (x′) = minx∈X f (x)}.

Theorem A.9 (Weierstrass’s Theorem) Consider the topological space (X, τ) and a

function f : X →R. If X′ is a compact subset of (X, τ), then maxx∈X′ f (x) and minx∈X′ f (x)

exist, and arg maxx∈X′ f (x) and arg minx∈X′ f (x) are nonempty.

3. In fact, there are many theorems that go under the name of “Weierstrass’s Theorem,” including one on

uniform continuity of a family of functions and one on approximation of continuous functions by polynomials.

However, since these theorems are not used commonly in economic applications, there should be little confusion

in referring to Theorem A.9 as “Weierstrass’s Theorem.”
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Proof. By Theorem A.8, f (X′) is compact. A compact subset ofR contains a minimum and a

maximum; thus maxx∈X′ f (x) and minx∈X′ f (x) exist. The nonemptiness of arg maxx∈X′ f (x)

and arg minx∈X′ f (x) then follows immediately.

This theorem implies that if we can formulate a maximization problem as one of maximizing

a real-valued function subject to a constraint set that is a compact subset of a topological space,

then the existence of solutions and nonemptiness of the set of maximizers are guaranteed. An

immediate corollary is also useful in many applications. A real-valued function f : X →R is

bounded on X if there exists M < ∞ such that |f (x)| < M for all x ∈ X.

Corollary A.1 Consider a topological space (X, τ). If f : X →R is continuous on X and

X is compact, then f is bounded on X.

Finally, a stronger version of continuity for real-valued functions is sometimes useful (e.g.,

in Theorem 7.15 in Chapter 7).

Definition A.22 Let (X, d) be a metric space. Then f : X →R is uniformly continuous on

X if, given any ε > 0, there exists δ > 0 such that for any x1, x2 ∈ X with d(x1, x2) < δ, we

have
∣

∣f (x1) − f (x2)
∣

∣ < ε.

Notice the difference between continuity at some point x ∈ X (e.g., Definition A.14) and

uniform continuity. In the former, δ can vary with x, whereas with uniform continuity the same

δ must be used for all x ∈ X.

Theorem A.10 (Uniform Continuity over Compact Sets) Let (X, dX) and (Y, dY ) be

metric spaces. If (X, dX) is compact and f is continuous on X, then F is uniformly continuous

on X.

Proof. Suppose, to obtain a contradiction, that f is continuous on the compact metric space

(X, dX) but not uniformly so. Then for some ε > 0 and every n = 1, 2, . . ., there exists

xn, x′
n
∈ X such that

dX(xn, x′
n
) <

1

n
, (A.2)

dY (f (xn), f (x′
n
)) ≥ ε. (A.3)

Now consider the sequence {xn}
∞
n=1

in X. Since X is compact, Theorem A.7 implies that there

exists a subsequence {xnk
} converging to x ∈ X. Then (A.2) implies that the corresponding

subsequence of {x′
n
}∞
n=1

, {x′
nk

}, also converges to the same x. From (A.3), for each nk,

ε ≤ dY (f (xnk
), f (x′

nk
)) ≤ dY (f (x), f (x′

nk
)) + dY (f (x), f (xnk

)),

where the second inequality uses the triangle inequality. Thus either dY (f (x), f (xnk
)) ≥ ε/2,

or dY (f (x), f (x′
nk

)) ≥ ε/2, or both. But this contradicts the continuity of f on X. This

contradiction establishes the uniform continuity of f on X.

The converse of this theorem is obvious, since every uniform continuous function is con-

tinuous.

A.4 The Product Topology *

One of the main reasons for introducing topological spaces rather than simply working with

metric spaces is to introduce the product topology. The product topology is particularly useful
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when dealing with infinite-dimensional optimization problems, since we can represent the

space of sequences, ℓ, as the infinite product of R, that is, as R∞. What are the topological

properties of such product spaces? The answer is provided by the famous Tychonoff Theorem.

Before presenting this theorem, it is necessary to introduce a few more concepts. First, we need

to rank topologies according to how “weak” or “strong” they are.

Definition A.23 Let τ and τ ′ be topologies defined on some set X. Then τ is weaker than

τ ′ (τ ′ is stronger than τ ), if when Vα is open in τ , it is also open in τ ′.

Definition A.24 Let {(Xα, τα)}α∈A be a collection of topological spaces. Then the product

topology τ =
∏

α∈A τα is the strongest topology such that all sets of the form
⋃

j∈J V j are

open, where V j =
∏

α∈A V j
α

, with V j
α

∈ τα and V j
α

= Xα for all but finitely many αs.

A different way of stating this definition is that sets of the form V j =
∏

α∈A V j
α

, with V j
α

∈ τα

and V j
α

= Xα for all but finitely many αs form a base for the product topology (recall Definition

A.16).

The product topology is particularly useful, because it ensures continuity of the projection

maps (which seems like a minimal requirement for any reasonable topology) without intro-

ducing too many open sets.

Definition A.25 Let X =
∏

α∈A Xα. The projection map for α ∈ A is defined as Pα : X →

Xα such that P(x) = xα.

Theorem A.11 (Projection Maps and the Product Topology) The product topology

is the weakest topology that makes each projection map Pα continuous.

Proof. Let τ be the product topology and τ ′ any other topology in which each projection

map is continuous. Then for each α ∈ A, when Vα ∈ Xα is open in Xα, then P −1
α

(Vα) is open

according to τ ′ (i.e., P −1
α

(Vα) ∈ τ ′). But then finite intersections of all sets of the form P −1
α

(Vα)

are members of τ ′, and therefore all open sets in the product topology τ belong to τ ′. Thus τ ′

must be stronger than τ , and the argument establishes that the product topology is the weakest

topology in which each projection map is continuous.

The product topology is also referred to as the topology of pointwise convergence because

of the following fact.

Fact A.14 A sequence {xn}
∞
n=1

or a net {xj}j∈J in X =
∏

α∈A Xα converges to some x̄ if and

only if the projections Pα(xn) or Pα(xj) converge to Pα(x̄) for any α ∈ A.

Thus in many situations, the product topology is the right tool for analyzing the convergence

of infinite sequences. An alternative to the product topology would be the box topology, which

is defined similarly, except that it does not have the last qualifier “V j
α

= Xα for all but finitely

many αs.” Thus the box topology has an abundance of open sets and so is stronger than

the product topology. Consequently, compactness is difficult to achieve in the box topology.

Exercise A.16 investigates this issue further.

An implication of Theorem A.11 is that a mapping φ : Y →
∏

α∈A Xα is continuous ac-

cording to the product topology if Pα ◦ φ : Y → Xα is continuous for each α ∈ A. The product

topology is particularly useful in dynamic optimization problems (in discrete time) because of

the following result.

Theorem A.12 (Continuity in the Product Topology) Suppose that fn : Xn → R is

continuous, Xn is a compact metric space for every n ∈N, the collection of functions {fn}n∈N

is uniformly bounded (in the sense that there exists M ∈R such that
∣

∣fn(xn)
∣

∣ ≤ M for all



A.5 Absolute Continuity and Equicontinuity . 891

xn ∈ Xn and n ∈N), and β < 1. Then f =
∑∞

n=1
βnfn :

∏

n∈N Xn →R is continuous in the

product topology.

Proof. First note that uniform boundedness of the functions {fn}n∈N ensures that f is well

defined for all x ∈
∏

n∈N Xn. From Theorem A.5, f is continuous in the product topology

if and only if for any x∞ ∈
∏

n∈N Xn, {f (xj)}j∈J → f (x∞) for any net {xj}j∈J ∈
∏

n∈N Xn

with {xα}α∈A → x∞ in the product topology. Now take a net {xj}j∈J → x∞. By Fact A.14,

{xj}j∈J → x∞ in the product topology if and only if {xj
n
}j∈J → x∞

n
for each n ∈N. Then by

the continuity of each function fn, {fn(x
j
n
)}j∈J → f (x∞

n
). Fix ε > 0, and let n be such that

2Mβn/(1− β) < ε/2. Since {fn(x
j
n
)}j∈J → f (x∞

n
) for each n < n, there exists j ∈ J such that

∣

∣

∣
fn

(

xj
n

)

− f
(

x∞
n

)

∣

∣

∣
≤ ε(1 − β)/2

for each n < n and j ≥ j . Therefore for all j ∈ J such that j ≥ j , we have

∣

∣

∣

∣

∣

∞
∑

n=1

βnfn(x
j
n
) −

∞
∑

n=1

βnfn(x
∞
n

)

∣

∣

∣

∣

∣

≤

n−1
∑

n=1

βn
∣

∣

∣
fn(x

j
n
) − f

(

x∞
n

)

∣

∣

∣
+ 2M

∞
∑

n=n

βn

≤

n−1
∑

n=1

βn ε(1 − β)

2
+

ε

2
< ε,

where the first line uses the triangle inequality and the fact that {fn}n∈N is uniformly bounded,

and the second line uses the definition of j . This inequality shows that {f (xj)}j∈J → f (x∞)

and establishes the continuity of f .

Discounting is important in the previous result. The following example shows why.

Example A.11 Suppose that fn : X →R is continuous and X is a compact metric space,

and let f =
∑∞

n=1
fn : X∞ →R. It can be verified that f is not continuous and tends to infinity

for any {xj}∞
j=1

→ x∗ such that fn(x
n) > ε for all n and for some ε > 0.

Theorem A.13 (Tychonoff’s Theorem) Let A ⊂R, and consider the family of topological

spaces {(Xα, τα)}α∈A. If each Xα is compact, then X =
∏

α∈A Xα is compact in the product

topology, that is, (X, τ) is compact, where τ =
∏

α∈A τα.

The proof of this theorem can be found in Kelley (1955) or Royden (1994).

Combined with Theorem A.12, this theorem implies that problems involving the maxi-

mization of discounted utility in standard dynamic economic environments have a continuous

objective function in the product topology. We can then appeal to Tychonoff’s Theorem to make

sure that the relevant constraint set is compact (again in the product topology). This combina-

tion then enables us to apply Weierstrass’s Theorem (Theorem A.9) to show the existence of

solutions (see, e.g., Chapters 6 and 16).

A.5 Absolute Continuity and Equicontinuity *

In this section, I provide several more advanced results that are useful in establishing existence

of solutions in optimal control problems in Section 7.6 of Chapter 7. Some of the results

presented in this section are typically developed in the context of measure-theoretic analysis.

Nevertheless, since I have avoided the use of concepts from measure theory throughout the

book, I continue to do so here.
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Definition A.26 Let X ⊂R. Then f : X →R is absolutely continuous if for any ε > 0,

there exists δ > 0 such that

n
∑

k=1

∣

∣f (bk) − f (ak)
∣

∣ < ε

for any collection of pairwise disjoint intervals (ak, bk), with
∑n

k=1
(bk − ak) < δ.

In this definition X =R is allowed; that is, a function can be absolutely continuous on the

entire real line. Absolute continuity arises naturally in the context of (Lebesgue) integration. In

particular, the following facts are straightforward and illustrate the context in which absolute

continuity plays a useful role.

Fact A.15 Let f (x) =
∫ x

0
g(s)ds for all x ∈ X. If g(s) is piecewise continuous on X, then f

is absolutely continuous on X.

Here the integral can be interpreted as the standard Riemann integral (see Appendix B).

However the same result holds when the integral is the Lebesgue integral and g(s) is (Lebesgue)

integrable (rather than piecewise continuous).

Fact A.16 If f : X →R is absolutely continuous on X, then it is uniformly continuous (and

thus continuous) on X.

Fact A.17 If f : X →R is differentiable on X, then it is absolutely continuous on X.

I next introduce several concepts that will be useful in establishing compactness of a subset

of C(X). Recall that C(X) is the set of continuous and bounded real-valued functions defined

on X, and in what follows, I take X to be a compact Euclidean space (a compact subset of the

Euclidean space).

Definition A.27 Let (X, d) be a metric space. For ε > 0, A ⊂ X is an ε-net for X′ ⊂ X if

for every x ∈ X′, there exists a ∈ A such that d(a, x) ≤ ε.

Definition A.28 Let (X, d) be a metric space. A subset X′ of X is totally bounded if for

every ε > 0, there exists a finite set Aε ⊂ X that is an ε-net (a finite ε-net) of X′.

In this definition, we can, without loss of generality, set Aε ⊂ X′. Also, as a subset of itself,

X can be totally bounded with the same definition.

The following theorem, which I state without proof, is an alternative characterization of

compactness (for a proof, see, e.g., Kolmogorov and Fomin, 1970, pp. 100–102).

Theorem A.14 (Totally Bounded and Compact Spaces) A metric space (X, d) is

compact if and only if it is totally bounded and complete.

Definition A.29 Let X be a compact Euclidean space. A subset F of C(X) is uniformly

bounded if there exists K > 0 such that |f (x)| < K for all x ∈ X and all f ∈ F.

Definition A.30 Let X be a compact Euclidean space. A subset F of C(X) functions is

equicontinuous if for any ε > 0, there exists δ > 0 such that

∣

∣f (x1) − f (x2)
∣

∣ < ε

for any x1, x2 ∈ X with
∣

∣x1 − x2

∣

∣ < δ and any f ∈ F.

Theorem A.15 (Arzela-Ascoli Theorem) Let X be a compact Euclidean space and F be

a subset of C(X). The closure of F, F, is compact in C(X) if and only if F is uniformly bounded
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and equicontinuous. That is, if F is uniformly bounded and equicontinuous, when f n ∈ F for

n = 1, 2, . . . , there exists a subsequence {f nk} of {f n}∞
n=1

such that {f nk} → f ∈ F.

Proof. (⇐�) Suppose F is compact in C(X). Then by Theorem A.14 and Definition A.28,

for every ε > 0, there exists a finite (ε/3)-net {f1, . . . , fn} in F. Thus for any f ∈ F, there

exists i ∈ {1, . . . , n} such that

sup
x∈X

∣

∣f (x) − fi(x)
∣

∣ ≤
ε

3
. (A.4)

Moreover each fi is bounded, since it is continuous on compact X (Corollary A.1). Thus for

each i = 1, . . . , n, there exists Ki < ∞ such that

∣

∣fi(x)
∣

∣ ≤ Ki for all x ∈ X.

Set K = max{K1, . . . , Kn} + ε/3 and use the triangle inequality to rewrite (A.4) as

|f (x)| ≤
∣

∣fi(x)
∣

∣ +
ε

3
≤ Ki +

ε

3
≤ K

for all x ∈ X, which establishes that F is uniformly bounded. Moreover each one of f1, . . . , fn

is uniformly continuous (this follows from Theorem A.10, since each fi is continuous and X

is compact). Therefore for each i = 1, . . . , n and for any ε > 0, there exists δi > 0 such that

∣

∣fi(x) − fi(x
′)
∣

∣ <
ε

3

when
∣

∣x − x′
∣

∣ < δi for x, x′ ∈ X. Set δ = max{δ1, . . . , δn}. Then for any f ∈ F, choose

i ∈ {1, . . . , n} such that (A.4) holds, and again use the triangle inequality to write

∣

∣f (x) − f (x′)
∣

∣ ≤
∣

∣f (x) − fi(x)
∣

∣ +
∣

∣fi(x) − fi(x
′)
∣

∣ +
∣

∣fi(x
′) − f (x′)

∣

∣

<
ε

3
+

ε

3
+

ε

3
= ε

for all x, x′ ∈ X with
∣

∣x − x′
∣

∣ < δ, implying that F is equicontinuous.

(�⇒) Take ε > 0. Since F is equicontinuous, for each x ∈ X, there exists δ > 0 such that

∣

∣f (x) − f (x′)
∣

∣ <
ε

4

for all f ∈ F when x′ ∈ Nδ(x) (open δ-neighborhood of x). Since X is compact, it has

a finite subcover (Definition A.21), and thus we can choose X′ = {x1, . . . , xn} such that

X =
⋃

xi∈X′ Nδ(xi). Moreover, since each f ∈ F is bounded on X (Corollary A.1), the set

{f (xi) : f ∈ F and i = 1, . . . , n} is a totally bounded subset of C(X). From Definition A.28,

there exists a finite (ε/4)-net A = {g1, . . . , gm} ⊂ F for X′′ = {f (x1), . . . , f (xn)}. Now

consider the set of functions FA such that FA = {f : X′ → A}. Since both X′ and A are finite,

the set FA is also finite. Let

Fφ =

{

f ∈ F:
∣

∣f (xi) − φ(xi)
∣

∣ <
ε

4
for i = 1, . . . , n

}

.
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Since A is a (ε/4)-net for X′′,
⋃

φ∈FA
Fφ = F. Take f, g ∈ Fφ for some φ ∈ FA and observe

that, from the triangle inequality, we have

∣

∣f (xi) − g(xi)
∣

∣ ≤
∣

∣f (xi) − φ(xi)
∣

∣ +
∣

∣φ(xi) − g(xi)
∣

∣

≤
ε

4
+

ε

4
=

ε

2

for xi ∈ X′. By the fact that X =
⋃

xi∈X′ Nδ(xi), any x ∈ X is in Nδ(xi) for some i ∈ {1, . . . , n},

and therefore for any x ∈ X it follows that

|f (x) − g(x)| ≤
∣

∣f (x) − f (xi)
∣

∣ +
∣

∣f (xi) − g(xi)
∣

∣ +
∣

∣g(xi) − g(x)
∣

∣

<
ε

4
+

ε

2
+

ε

4
= ε.

Thus F is totally bounded. Moreover, since C(X) is complete, F is also complete (Fact A.8),

and thus F is compact in C(X), proving this sufficiency part of the theorem.

Finally, the sufficiency result also implies that if f n ∈ F for n = 1, 2, . . . , then there exists

a subsequence {f nk} of {f n} with {f nk} → f ∈ F, completing the proof of the theorem.

The next corollary can be proved using an identical argument to that of Theorem A.15.

Corollary A.2 Let X be a compact Euclidean space and F be the subset of C(X) consisting

of the family of absolutely continuous functions defined on X. Suppose that F is uniformly

bounded and equicontinuous. Then when f n ∈ F for n = 1, 2, . . . , there exists a subsequence

{f nk} of {f n}∞
n=1

such that {f nk} → f ∈ F.

A.6 Correspondences and Berge’s Maximum Theorem

In this section, I state one of the most important theorems in mathematical economic analysis,

Berge’s Maximum Theorem. This theorem is not only essential for dynamic optimization,

but it also plays a major role in general equilibrium theory, game theory, political economy,

public finance, and industrial organization. In fact, it is hard to imagine any area of economics

where it does not play a major role. Despite its enormous importance, this theorem is left out of

most basic “Mathematics for Economists” courses and textbooks. This motivates my somewhat

detailed treatment of it here. The first step toward establishing this theorem is to briefly review

correspondences, which have already been mentioned above.

In this and the next three sections, I focus on metric spaces. Recall that F is a correspondence

from a metric space (X, dX) into (Y, dY ) if to each x ∈ X it assigns a subset of Y. We write

this as

F : X →→ Y , or F : X → P(Y )\∅,

where P(Y ), is the power set of Y , and the empty set ∅ is explicitly subtracted so that

the correspondence is not empty valued. We are interested in correspondences for three

fundamental reasons. First, even when a mapping into real numbers is a well-behaved function,

f : X → R, its inverse f −1 will typically be set-valued, and thus it is a correspondence.

Second, our main interest in most economic problems is with the “arg max” sets defined above,

which are the subsets of values in some set X that maximize a function. These correspond to

utility-maximizing consumption, investment, or price levels in simple economic problems.
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Finally, correspondences are also useful in expressing the properties of maximizers in Berge’s

Maximum Theorem (Theorem A.16).

As with functions, for a correspondence F : X →→ Y, I use the notation F(X′) to de-

note the image of the set X′ under the correspondence F, so that F(X′) is defined as

F(X′) = {y ∈ Y : ∃x ∈ X′ with y ∈ F(x)}.

Definition A.31 Let (X, dX) and (Y, dY ) be metric spaces, and consider the correspondence

F : X →→ Y. Let Nε(x) refer to neighborhoods in (X, dX). Then

1. F is upper hemicontinuous at x ∈ X if for every open subset Y ′ of Y with F(x) ⊂ Y ′,

there exists ε > 0 such that F(Nε(x)) ⊂ Y ′ (F is upper hemicontinuous on X if it is

upper hemicontinuous at each x ∈ X);

2. F is lower hemicontinuous at x ∈ X if for every open subset Y ′ of Y for which

F(x) ∩ Y ′ �= ∅, there exists ε > 0 such that F(x′) ∩ Y ′ �= ∅ for all x′ ∈ Nε(x) (F is

lower hemicontinuous on X if it is lower hemicontinuous at each x ∈ X); and

3. F is continuous at x ∈ X if and only if it is both upper- and lower hemicontinuous at

x ∈ X (F is continuous on X if and only if it is continuous at each x ∈ X).

These notions are slightly easier to understand if we specialize them to Euclidean spaces.

First, we say that a correspondence F : X →→ Y is closed-valued [compact-valued] if F(x) is

closed [compact] in Y for each x. For Euclidean spaces, the following definition is equivalent

to Definition A.31, and more generally, it implies Definition A.31 (see Exercise A.18 and

Fact A.18).

Definition A.32 Let X ⊂RKX and Y ⊂RKY where KX, KY ∈N, and consider a compact-

valued correspondence F : X →→ Y. Then

1. F is upper hemicontinuous at x ∈ X if for every sequence {xn}
∞
n=1

→ x and every

sequence {yn}
∞
n=1

with yn ∈ F(xn) for each n, there exists a convergent subsequence

{ynk
} of {yn}

∞
n=1

such that {ynk
} → y ∈ F(x); and

2. F is lower hemicontinuous at x ∈ X if F(x) is nonempty-valued and for every y ∈ F(x)

and every sequence {xn}
∞
n=1

→ x, there exists some N ∈N and a sequence {yn}
∞
n=1

with

yn ∈ F(xn) for all n ≥ N , and {yn}
∞
n=1

→ y.

Figure A.1 illustrates these notions diagrammatically. In this figure, the correspondence

F(x) is upper and lower hemicontinuous and thus continuous at x1; it is upper hemicontinuous

but not lower hemicontinuous at x2; and it is lower hemicontinuous but not upper hemicontin-

uous at x3.

Upper hemicontinuity and lower hemicontinuity according to Definition A.32 imply the

corresponding concepts in Definition A.31 for general metric spaces.

Fact A.18 Let (X, dX) and (Y, dY ) be metric spaces, and consider the correspondence

F : X →→ Y. If F is upper hemicontinuous [lower hemicontinuous] at x ∈ X according to

Definition A.32, then it is upper hemicontinuous [lower hemicontinuous] at x ∈ X according

to Definition A.31.

Proof. Suppose, to obtain a contradiction, that part 1 of Definition A.32 holds at x, but F

is not upper hemicontinuous at x. Then there exists an open set Y ′ ⊂ Y such that F(x) ⊂ Y ′,

but for any ε > 0, F(Nε(x)) is not a subset of Y ′. Then for any ε > 0, there exists xε ∈ Nε(x)

and yε ∈ F(xε) such that yε �∈ Y ′. Construct the sequence {(xn, yn)}
∞
n=1

such that each (xn, yn)

satisfies this property for ε = 1/n. Clearly {xn}
∞
n=1

→ x. Therefore by hypothesis, there exists

a convergent subsequence {ynk
} → y ∈ F(x). Since Y ′ is open, Y \ Y ′ is closed, and since
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FIGURE A.1 Upper and lower hemicontinuity.

ynk
∈ Y \ Y ′ for each nk, the limit point y must also be in the closed set Y \ Y ′. But y ∈ Y \ Y ′

together with y ∈ F(x) yields a contradiction, because F(x) ⊂ Y ′, proving the first part of the

Fact.

Suppose, to obtain a contradiction, that part 2 of Definition A.32 holds at x, but F is not lower

hemicontinuous at x. Then there exists an open set Y ′ ⊂ Y such that F(x) ∩ Y ′ �= ∅, but for

any ε > 0, there exists xε ∈ F(Nε(x)) such that F(xǫ) ∩ Y ′ = ∅. Consider the sequence {xn}
∞
n=1

with xn → x, let ε = 1/n, and suppose that this sequence satisfies the property just stated (i.e.,

for any ε > 0, there exists xε ∈ F(Nε(x)) such that F(xε) ∩ Y ′ = ∅). Also let y ∈ F(x) ∩ Y ′. By

part 2 of Definition A.32, there exists a sequence {yn}
∞
n=1

and some N ≥ 1such that yn ∈ F(xn)

for all n ≥ N and {yn}
∞
n=1

→ y. However by the construction of the sequence {xn}
∞
n=1

, yn �∈ Y ′.

Once again, since Y \ Y ′ is closed, it must be the case that the limit point y also lies in the

closed set Y \ Y ′. This contradicts y ∈ F(x) ∩ Y ′ and establishes the second part of the Fact.

Definition A.33 Let (X, dX) and (Y, dY ) be metric spaces, and consider the correspon-

dence F : X →→ Y. Then F has a closed graph (is closed) at x ∈ X if for every sequence

{(xn, yn)}
∞
n=1

→ (x, y) such that yn ∈ F(xn) for each n, we also have y ∈ F(x). In addition,

F has a closed graph on the set X if it is closed at each x ∈ X.

The following fact is a simple consequence of Definition A.32.

Fact A.19 Let X ⊂RKX and Y ⊂RKY where KX, KY ∈N, and consider the correspondence

F : X →→ Y that is upper hemicontinuous. If F(x) is a closed set in Y (i.e., if F is closed-valued)

for each x ∈ X, then F has a closed graph.

Proof. See Exercise A.20.

For finite-dimensional spaces, correspondences with closed graphs are also upper hemi-

continuous, provided that they satisfy a simple boundedness hypothesis.

Fact A.20 Let X ⊂RKX and Y ⊂RKY where KX, KY ∈N, and consider a correspondence

F : X →→ Y. Suppose that F has a closed graph at x ∈ X and that there exists a neighborhood

Vx of x such that F(Vx) is bounded. Then F is upper hemicontinuous at x.
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Proof. Consider sequences {xn}
∞
n=1

and {yn}
∞
n=1

such that yn ∈ F(xn) for each n. Suppose that

{xn}
∞
n=1

→ x. Then by definition there exists N ∈N such that xn ∈ Vx for all n ≥ N , where

Vx is the neighborhood specified in the statement of the claim, satisfying the property that

F(Vx) is bounded. Then since Y is a Euclidean space, the closure of Vx, F(Vx), is compact.

Then by Theorem A.7, {yn}
∞
n=1

has a subsequence {ynk
} converging to some y ∈ Y. Thus the

(sub)sequence {(xnk
, ynk

)} → (x, y). Moreover since F has a closed graph at x, y ∈ F(x),

which establishes that F is upper hemicontinuous at x ∈ X according to Definition A.32. Then

from Fact A.18, it is upper hemicontinuous at x ∈ X according to Definition A.31.

The hypothesis that there exists a neighborhood Vx with F(Vx) bounded cannot be dispensed

with in this result. This is shown by the following example.

Example A.12 Consider the correspondence F : [0, 1] →R given by F(x) = {0} if x = 0

and F(x) = {log x, 0} if x ∈ (0, 1]. Then F has a closed graph but is not upper hemicontinuous

at x = 0. It can be verified easily that F does not satisfy the hypothesis that there exists a

neighborhood Vx with F(Vx) bounded at x = 0.

The following fact is useful for using continuous correspondences in optimization problems.

Fact A.21 Let (X, dX) be a metric space, and consider the continuous concave function

g : Y → R. Then the set-valued mapping G(x) = {y ∈ Y : y ≤ g(x)} defines a continuous

correspondence G : X →→ Y.

Proof. See Exercise A.21.

Theorem A.16 (Berge’s Maximum Theorem) Let (X, dX) and (Y, dY ) be metric spaces.

Consider the maximization problem

sup
y∈Y

f (x, y)

subject to

y ∈ G(x),

where G : X →→ Y and f : X × Y →R. Suppose that f is continuous and G is compact-valued

and continuous at x. Then

1. M(x) = maxy∈Y {f (x, y) : y ∈ G(x)} exists and is continuous at x, and

2. 	(x) = arg maxy∈Y {f (x, y) : y ∈ G(x)} is nonempty-valued, compact-valued, upper

hemicontinuous, and has a closed graph at x.

Proof. In view of Fact A.18, let us work with Definition A.32. The fact that M(x) exists and

thus 	(x) is nonempty-valued for all x ∈ X follows from Theorem A.9. Consider a sequence

{yn}
∞
n=1

→ y such that yn ∈ 	(x) for each n. Since G(x) is closed, y ∈ G(x). Moreover

by definition f (x, yn) = M(x) for each n. Since f is continuous, f (x, y) = M(x) follows.

Therefore y ∈ 	(x),and thus 	(x) is closed. Since 	(x) is a closed subset of the compact set

G(x), we can invoke Lemma A.2 to conclude that 	(x) is compact-valued.

Now again take {xn}
∞
n=1

→ x, {yn}
∞
n=1

, with yn ∈ G(xn) for all n, with a convergent subse-

quence {ynk
} → y. Since G(x) is upper hemicontinuous, y ∈ G(x). Take any z ∈ G(x). Since

G(x) is continuous and thus lower hemicontinuous, there exists {znk
} → z, with znk

∈ G(xnk
)

for all nk. Since ynk
∈ 	(xnk

), M(xnk
) = f (xnk

, ynk
) ≥ f (xnk

, znk
). Moreover, since f is con-

tinuous, by Fact A.5, M(x) = f (x, y) ≥ f (x, z). Since this holds for all z ∈ G(x), y ∈ 	(x),

and therefore 	(x) is upper hemicontinuous. Applying Fact A.19 once more, we conclude that

	(x) also has a closed graph.
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To complete the proof, we need to show that M(x) is continuous at x. This follows from

the fact that 	(x) is upper hemicontinuous. Take {xn}
∞
n=1

→ x, and consider {yn}
∞
n=1

such

that yn ∈ 	(xn) for each n. Since 	 is upper hemicontinuous, Definition A.32 implies that

there exists a subsequence {ynk
} converging to y ∈ F(x). The continuity of f implies that

M(xnk
) = f (xnk

, ynk
) → f (x, y) = M(x) and establishes that M(x) is continuous at x.

Note that I wrote the maximization problem as supy∈Y instead of maxy∈Y. There would

have been no loss of generality in using the latter notation, since the theorem establishes that

the maximum is attained. Nevertheless the former is slightly more appropriate, since when we

first consider the problem we do not know whether the maximum is attained.

A.7 Convexity, Concavity, Quasi-Concavity, and Fixed Points

Theorem A.16 shows how we can ensure certain desirable properties of the set of maximizers in

a variety of problems arising in economic analysis. However, it is not strong enough to assert

the uniqueness of maximizers or the continuity of the set of maximizers (instead, we have

upper hemicontinuity). In this section, I show how these results can be strengthened when we

focus on problems with concave objective functions and convex constraint sets, and then I

provide a brief illustration of how these stronger results can be used. Throughout the rest of

this appendix, let V be a vector space (or a linear space) so that if x, y ∈ V and λ is a real

number, then x + y ∈ V and λx ∈ V . Let X and Y be subsets of V . Properties of vector spaces

are discussed further in Section A.10.

Definition A.34 A set X is convex if for any λ ∈ [0, 1]and any x, y ∈ X, λx + (1− λ)y ∈ X.

Definition A.35 A correspondence G : X →→ Y is convex-valued at x if G(x) is a convex set

(in Y ).

Definition A.36 Let X be convex, f : X → R be a real-valued function and λ ∈ (0, 1).

Suppose that f (x), f (y), and f (λx + (1 − λ)y) are well defined. Then

1. f is concave if f (λx + (1 − λ)y) ≥ λf (x) + (1 − λ)f (y) for all λ ∈ (0, 1) and all

x, y ∈ X (f is strictly concave if the inequality is strict for any x �= y);

2. f is convex if f (λx + (1 − λ)y) ≤ λf (x) + (1 − λ)f (y) for all λ ∈ (0, 1) and all

x, y ∈ X (f is strictly convex if the inequality is strict for any x �= y);

3. f is quasi-concave if f (λx + (1 − λ)y) ≥ min{f (x), f (y)} for all λ ∈ (0, 1) and all

x, y ∈ X (f is strictly quasi-concave if the inequality is strict for any x �= y); and

4. f is quasi-convex if f (λx + (1 − λ)y) ≤ max{f (x), f (y)} for all λ ∈ (0, 1) and all

x, y ∈ X (f is strictly quasi-convex if the inequality is a strict for any x �= y).

Naturally, one can define all these concepts for a subset X′ of the domain X of the function f ,

since a function could be concave over a certain range but not everywhere.

The following result strengthens the conclusions of Theorem A.16 under additional assump-

tions.

Theorem A.17 (Properties of Maximizers) Consider the maximization problem

sup
y∈Y

f (x, y)

subject to

y ∈ G(x),
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where G : X →→ Y , and f : X × Y →R. Suppose that f is continuous and G is convex-valued,

compact-valued, and continuous at x:

1. If f is quasi-concave, then 	(x) = arg maxy∈Y {f (x, y) : y ∈ G(x)} is nonempty-

valued, compact-valued, upper hemicontinuous; has a closed graph, and is convex-

valued at x.

2. If f is strictly quasi-concave in a neighborhood of x, then 	(x) is a singleton.

3. If f satisfies the conditions in part 2 everywhere in X, then 	(x) is a continuous (single-

valued) function in X.

Proof. (Part 1) Most of the statements here follow from Theorem A.16. We only need

to prove that 	(x) is convex-valued. Suppose, to obtain a contradiction, that this is not

the case. Then there exist y and y′ �= y in 	(x) such that for some λ ∈ (0, 1), we have

y′′ = λy + (1 − λ)y′ �∈ 	(x). But since G(x) is convex-valued, y′′ ∈ G(x). Then by quasi-

concavity, f (λy + (1 − λ)y′) ≥ min{f (y), f (y′)}. But since y, y′ ∈ 	(x), f (y) = f (y′),

and thus f (λy + (1− λ)y′) ≥ f (y) = f (y′), implying that y′′ = λy + (1− λ)y′ ∈ 	(x). This

yields a contradiction and establishes that 	(x) is convex-valued.

(Part 2) Suppose, to obtain a contradiction, that there exist y and y′ �= y in 	(x). Since G(x)

is convex-valued, y′′ = λy + (1 − λ)y′ ∈ G(x) for any λ ∈ (0, 1). Moreover, by strict quasi-

concavity of f , we have f (λy + (1− λ)y′) > λf (y) + (1− λ)f (y′). Again since y, y′ ∈	(x),

f (y) = f (y′), and thus f (λy + (1 − λ)y′) > f (y) = f (y′), contradicting the condition that

y, y′ ∈ 	(x) and establishing the result.

(Part 3) Part 2 implies that 	(x) is single-valued everywhere, and Part 1 implies that it is

upper hemicontinuous. Then from Definition A.31, for every sequence {xn}
∞
n=1

→ x and every

sequence {yn}
∞
n=1

with yn = 	(xn) for each n, there exists a convergent subsequence {ynk
} of

{yn}
∞
n=1

such that {ynk
} → y = 	(x). When 	(x) is single-valued, this implies continuity at

x (recall Fact A.9).

Clearly these results can be generalized to minimization problems (with quasi-convexity

replacing quasi-concavity) by simply applying Theorems A.16 and A.17 to −f .

The following well-known and important theorem shows why convex-valuedness is impor-

tant.

Theorem A.18 (Kakutani’s Fixed Point Theorem) Suppose X ⊂RK (where K ∈N) is a

nonempty, compact, and convex set, and let F : X →→ X be a nonempty-valued, convex-valued,

and upper hemicontinuous correspondence. Then F has a fixed point in X that is, there exists

x∗ ∈ X such that x∗ ∈ F (x∗).

The proof of this theorem can be found in Berge (1963), Aliprantis and Border (1999),

or Ok (2007). Exercise A.22 shows why convex-valuedness is important, and Exercise A.23

presents an application of Theorem A.18 to the existence of pure-strategy Nash equilibria in

normal-form games.

While some of the proofs of Kakutani’s Fixed Point Theorem start from the slightly simpler

Brouwer’s Fixed Point Theorem, given Theorem A.18, Brouwer’s Fixed Point Theorem can

be obtained as a simple corollary.

Theorem A.19 (Brouwer’s Fixed Point Theorem) Suppose X ⊂RK (where K ∈N) is

a nonempty, compact, and convex set, and let

φ : X → X

be a continuous map. Then φ has a fixed point in X; that is, there exists x∗ ∈ X such that

x∗ = φ(x∗).
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Proof. The result follows immediately from Theorem A.18, using Part 3 of Theorem A.17,

which shows that a continuous map is a nonempty-valued, convex-valued, and upper hemi-

continuous correspondence.

A.8 Differentiation, Taylor Series, and the Mean Value Theorem

In this and the next sections, I briefly discuss differentiation and some important results related

to differentiation that are useful for the analysis in the text. The material in this section should

be more familiar, thus I am somewhat more brief in my treatment than in other sections of

this appendix. In this section the focus is on a real-valued function of one variable f :R→R.

Functions of several variables and vector-valued functions are discussed in the next section.

The reader will recall that the derivative (function) for f :R→R has a simple definition.

Take a point x in an open set X′ on which the function f is defined. Then when the limit exists

(and is finite), the derivative of f at x is defined as

f ′(x) = lim
h→0

f (x + h) − f (x)

h
. (A.5)

Clearly the term f (x + h) is well defined for h sufficiently small, since x is in the open set X′.

Moreover this limit exists at point x only if f is continuous at x ∈ X. This property is more

general: differentiability implies continuity (see Fact A.22). Using the elementary properties

of limits, (A.5) can be rearranged as

lim
h→0

f (x + h) − f (x) − L(x)h

h
= 0, (A.6)

where L(x) = f ′(x). This expression emphasizes that we can think of the derivative of the

function f (x), f ′(x), as a linear operator. In fact, one might want to define f ′(x) precisely as

the linear operator L(x) that satisfies equation (A.6). Note that f ′(x) is linear in h—not in x. It

is generally a nonlinear function of x, but it defines a linear function from X′ (the open subset

of X where f is defined) to R that assigns the value f ′(x)h to each h such that x + h ∈ X′.

This perspective is particularly useful in the next section.

Definition A.37 When f ′(x) exists at x, f is differentiable at x. If f ′(x) exists at all x in

some subset X′′ ⊂ X, then f is differentiable on the entire X′′. If in addition f ′ is a continuous

function of x on X′′, f is continuously differentiable.

When X′ is a closed set, then f being differentiable or continuously differentiable on X′

is equivalent to f being differentiable or continuously differentiable in the interior of X′ and

then also having an extension (or a continuous extension) of its derivative to the boundary

of X′. A slightly stronger requirement, which also guarantees (continuous) differentiability

on X′, is that there exists an open set X′′ ⊃ X′ such that f is (continuously) differentiable on

X′′. When f is not differentiable at x (i.e., f ′(x) does not exist), it may still have directional

derivatives—in particular, left and right derivatives. These derivatives are defined by

f −(x) = lim
h↑0

[f (x + h) − f (x)]/h, and f +(x) = lim
h↓0

[f (x + h) − f (x)]/h

(which can be well defined even when (A.5) is not). Directional derivatives are used in the

second version of the proof of Theorem 6.6 in Chapter 6. The next example illustrates how

simple functions may have left and right derivatives but may fail to be differentiable.
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Example A.13 Let f be defined as f (x) = x for x ≥ 0 and f (x) = −x for x < 0. f has

left and right derivatives at 0 but is not differentiable according to (A.5), since a unique f ′(x)

does not exist.

Differentiability is a stronger requirement than continuity.

Fact A.22 Let X ⊂R, and f : X →R be a real-valued function. If f is differentiable at

x ∈ X, then it is also continuous at x.

Proof. See Exercise A.24.

It is also useful to note that differentiability over some set X′ does not imply continuous

differentiability. The following example illustrates this point.

Example A.14 Consider the function f such that f (x) = x2 sin(1/x) for all x �= 0 and

f (0) = 0. It can be verified that f is continuous and differentiable, with derivative

f ′(x) = 2x sin(1/x) − cos(1/x) and f ′(0) = 0. But clearly, limx↓0 f ′(x) �= 0.

Higher-order derivatives are defined in a similar manner. Again starting with a real-valued

function f, suppose that this function has a continuous derivative f ′(x). Taking x in some open

set X′, where f ′(X′) is well defined, the second derivative of f , denoted f ′′(x), is

f ′′(x) = lim
h→0

f ′(x + h) − f ′(x)

h
.

Higher-order derivatives are defined similarly. If a real-valued function f has continuous

derivatives up to order n on some set X′, then it is said to be Cn on X′. If f is a C1 function,

we also say that it is continuously differentiable. A C∞ function has continuous derivatives of

any order (which may be constant after some level, as is the case with polynomials).

The following simple fact shows how first- and second-order derivatives relate to concavity

(equivalent results naturally hold for convexity).

Fact A.23 Suppose that X ⊂R and that f : X →R is differentiable. Then:

1. f is concave on X if and only if, for all x, y ∈ X,

f (y) − f (x) ≤ f ′(x)(y − x). (A.7)

2. f is concave on X if and only if f ′(x) is nonincreasing in x for all x ∈ X.

3. If, in addition, f is twice differentiable, then f is concave on X if and only if f ′′(x) ≤ 0

for all x ∈ X.

Proof. (Part 1) Suppose first that f is concave, and take, without loss of generality, y > x.

Then f (λy + (1− λ)x) ≥ λf (y) + (1− λ)f (x) for all λ ∈ (0, 1). Rearranging this expression

yields

f (y) − f (x) ≤ f (x + λ(y − x)) − f (x)

λ(y − x)
(y − x).

Let ε = λ(y − x), and note that this inequality is true for any λ ∈ (0, 1) and thus for any ε ≥ 0

in the neighborhood of 0. Therefore we have

f (y) − f (x) ≤ f (x + ε) − f (x)

ε
(y − x)

≤ f ′(x)(y − x),



902 . Appendix A Odds and Ends in Real Analysis and Applications to Optimization

where the second line follows by taking the limit ε ↓ 0 and using the fact that, by the differen-

tiability of f, this limit uniquely defines f ′(x).

Conversely, suppose that (A.7) holds. Then for any λ ∈ (0, 1) it follows that

f (y) − f (λy + (1 − λ)x) ≤ (1 − λ)f ′(λy + (1 − λ)x)(y − x), and

f (x) − f (λy + (1 − λ)x) ≤ −λf ′(λy + (1 − λ)x)(y − x).

Multiplying the first inequality by λ and the second by (1− λ) and summing the two, we obtain

that, for all λ ∈ (0, 1),

f (λy + (1 − λ)x) ≥ λf (y) + (1 − λ)f (x).

(Part 2) Suppose f is concave (or equivalently (A.7) holds). Then for y > x, we have

f ′(x) ≥ f (y) − f (x)

y − x

= f (x) − f (y)

x − y

≥ f ′(y),

where the last inequality uses the fact that x − y < 0.

Conversely, if y > x and f ′(x) < f ′(y), then the previous string of inequalities imply that

either f ′(x)(y − x) < f (y) − f (x) or f ′(y)(x − y) > f (x) − f (y), thus violating (A.7).

(Part 3) This part follows immediately from Part 2 when f is twice differentiable.

The next three results are often very useful in applications. The first one is a generalization

of the Intermediate Value Theorem (Theorem A.3) to derivatives.

Theorem A.20 (Mean Value Theorem) Suppose that f : [a, b] → R is continuously

differentiable on [a, b] (with b > a). Then there exists x∗ ∈ [a, b] such that

f ′(x∗) = f (b) − f (a)

b − a
.

Moreover if f ′(a) �= f ′(b), then for any c intermediate between f ′(a) and f ′(b), there exists

x∗∗ ∈ (a, b) such that f ′(x∗∗) = c.

Proof. See Exercise A.25.

A particular difficulty often encountered in evaluating limits of the form limx→x∗ f (x)/g(x)

(where f and g are continuous real-valued functions) is that we may have both f (x∗) = 0 and

g(x∗) = 0. The following result, known as l’Hôpital’s Rule, provides one way of evaluating

these types of limits.

Theorem A.21 (l’Hôpital’s Rule) Suppose that f : [a, b] → R and g : [a, b] → R are

differentiable functions on [a, b], suppose that g′(x) �= 0 for x ∈ (a, b), and let c ∈ [a, b]. If

lim
x↑c

f ′(x)

g′(x)

exists and

either lim
x↑c

f (x) = lim
x↑c

g(x) = 0, or lim
x↑c

f (x) = lim
x↑c

g(x) = ∞,
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then

lim
x↑c

f (x)

g(x)
= lim

x↑c

f ′(x)

g′(x)
.

The same conclusions also hold for limx↓c.

Proof. See Exercise A.26.

The final result in this section are the Taylor Theorem and the resulting Taylor Series

approximation to differentiable real-valued functions. For this theorem, let the nth derivative

of a real-valued function f be denoted by f (n) (e.g., f ′ = f (1), and so on).

Theorem A.22 (Taylor’s Theorem I) Suppose that f : [a, b] →R is a Cn−1 function, and

its nth derivative f (n)(x) exists for all x ∈ (a, b). Then for any x and y �= x in [a, b], there

exists z between x and y such that

f (y) = f (x) +
n−1
∑

k=1

f (k)(x)

k!
(y − x)k + f (n)(z)

n!
(y − x)n.

Proof. Suppose y > x. The proof requires that there exists z ∈ (x, y) such that

f (n)(z) = n!(y − x)−n

(

f (y) − f (x) −
n−1
∑

k=1

f (k)(x)

k!
(y − x)k

)

.

Let

g(t) = f (t) − f (x) −
n−1
∑

k=1

f (k)(x)

k!
(t − x)k

− (t − x)n

(y − x)n

(

f (y) − f (x) −
n−1
∑

k=1

f (k)(x)

k!
(y − x)k

)

.

Clearly g is n-times differentiable. Thus the proof is equivalent to showing that there exists

z ∈ (x, y) such that g(n)(z) = 0. It can be verified that g(k)(x) = 0 for k = 0, 1, . . . , n − 1, and

also g(x) = g(y) = 0. The Mean Value Theorem (Theorem A.20) then implies that g(1)(z1) = 0

for some z1 ∈ (x, y). Since g(1)(x) = g(1)(z1) = 0, again from Theorem A.20, we have that

there exists z2 ∈ (x, z1) such that g(2)(z2) = 0. Continuing inductively for n − 2 more steps

establishes the existence of z ∈ (x, y) such that g(n)(z) = 0.

Corollary A.3

1. Suppose that f : [a, b] →R is a Cn function. Then

f (y) = f (x) +
n
∑

k=0

f (k)(x)

k!
(y − x)k + o(|y − x|n),

where recall that o(k)/k → 0 as k → 0.

2. Suppose that f : [a, b] →R is a C∞ and that limn→∞
∑n

k=0
f (k)(x)

k!
(y − x)k exists.

Then

f (y) = f (x) + lim
n→∞

n
∑

k=0

f (k)(x)

k!
(y − x)k.

Proof. See Exercise A.27.
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Corollary A.4 Suppose that f : [a, b]→R is twice continuously differentiable and concave.

Then for any x, y ∈ [a, b], we have f (y) ≤ f (x) + f ′(x)(y − x).

Proof. By Theorem A.22, f (y) = f (x) + f ′(x)(y − x) + f ′′(z)(y − x)2/2 for some z

between x and y. From Fact A.23, f ′′(z) ≤ 0 for a concave function and thus the conclusion

follows.

A.9 Functions of Several Variables and the Inverse
and Implicit Function Theorems

Throughout this section, I limit myself to differentiation in Euclidean spaces; that is, our

interests are with mappings

φ : X → Y,

where X ⊂RKX and Y ⊂RKY, with KX, KY ∈N. In the text, when mappings of this form

arise and emphasis is needed, I refer to φ as a vector function or vector-valued function, since

φ(x) ∈RKY (for x ∈ X).

The theory of differentiation and the types of results that I present here can be developed

in more general spaces than Euclidean spaces. For example, Luenberger’s (1969) classic treat-

ment of general optimization problems considers X and Y to be Banach spaces (complete

normed vector spaces, which allow for a convenient definition of linear operators; see Section

A.10). Nevertheless for the results presented here, restricting attention to Euclidean spaces is

without loss of generality and enables me to reduce notation and avoid unnecessary complex-

ities.

The case Kx = KY = 1 was treated in the previous section. Building on the results and the

intuitions of that section, let us now move to more general mappings. For φ : X → Y (where

X ⊂RKX and Y ⊂RKY ), the equivalent of the derivative is the linear operator J (x) : X → Y.

In particular, in analogy to (A.6), we have the following definition of differentiability.4 Let

h ∈ X be a vector, and let ‖h‖ denote its Euclidean norm. Then for x ∈ X′, where X′ is an open

set with φ(X′) ⊂ Y well defined, φ is differentiable if the limit

lim
h→0

‖φ(x + h) − φ(x) − J (x)h‖
‖h‖

= 0 (A.8)

at x exists and defines a unique linear operator J (x) (mapping from R
KX onto RKY ). In this

case, the derivative of φ(x) is denoted by J (x). The derivative is again a linear operator because

it assigns the value J (x)h to any vector h such that x + h ∈ X′.
We refer to J (x) as the Jacobian matrix (or as simply the Jacobian) of φ at x and often

denote it by Dφ(x). The latter is a more convenient notation than J (x), since it indicates

which function we are referring to. We will see below that the Jacobian, when it exists, is also

the matrix of partial derivatives of φ. We can also denote the matrix of partial derivatives by

Dx1
φ(x1, x2) for x1 ∈RK1, x2 ∈RK2, and K1, K2 ∈N.

Fact A.24 Let X ⊂RKX, Y ⊂RKY (where KX, KY ∈N), and φ :X →Y. If φ is differentiable

at x ∈ X, then it is also continuous at x.

4. More precisely, this is the definition of Fréchet differentiability. The alternative, weaker, notion of Gateaux

differentiability is also useful in many instances (see, e.g., Luenberger, 1969). For our purposes, there is no

need to distinguish between these two notions, since in finite-dimensional spaces they are equivalent.
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Let us next take X ⊂RKX and consider the mapping φ :X →R, also referred to as a function

of several variables. Its partial derivatives with respect to each component of X are defined

identically to the derivative of a real-valued function of one variable (holding all the other

variables constant). Let x = (x1, . . . , xKX
), and assume that φ is differentiable with respect to

its kth component. Then the kth partial derivative of φ is

∂φ(x1, . . . , xKX
)

∂xk

= φk(x),

where

φk(x)= lim
h→0

φ(x1, . . . , xk−1, xk + h, xk+1, . . . , xKX
)−φ(x1, . . . , xk−1, xk, xk+1, . . . , xKX

)

h
.

Now assuming that φ has partial derivatives with respect to each xk for k = 1, . . . , KX, the

Jacobian in this case is simply a row vector,

J (x) = ( φ1(x) . . . φKX
(x) ).

A general mapping φ : X → Y, where Y is a subset ofRKY can then be thought of as consisting

of KY real-valued functions of several variables, φ1(x), . . . , φKY (x). We can define the partial

derivatives of each of these functions in a similar fashion and denote them by φ
j

k
(x). The

Jacobian can then be written as

J (x) =

⎛

⎜

⎜

⎜

⎜

⎜

⎜

⎜

⎜

⎝

φ1
1
(x) . . . φ1

KX
(x)

. . .

. . .

. . .

. .

φ
KY

1 (x) . . . φ
KY

KX
(x)

⎞

⎟

⎟

⎟

⎟

⎟

⎟

⎟

⎟

⎠

.

Higher-order derivatives can be defined in a similar fashion. When φ : X → X, J (x) is a

KX × KX matrix, and in this case, we can investigate whether it is invertible (i.e., whether

the inverse J−1(x) at x exists). This property plays an important role in the Inverse Function

and Implicit Function Theorems below.

When the matrix of partial derivatives exists, we refer to it as the “Jacobian,” but this does

not guarantee that the mapping in question is differentiable. The following example illustrates

the problem.

Example A.15 Consider the function of several variables φ(x1, x2) over the entireR2 such

that φ(x1, x2) = 0 if x1 = x2 = 0, and

φ(x1, x2) =
x2

1
x2

2

x1 + x2

otherwise. The partial derivatives of this function are

∂φ(x1, x2)

∂x1

=
x2

1
x2

2
+ 2x1x

3
2

(x1 + x2)
2

, and

∂φ(x1, x2)

∂x2

=
x2

1
x2

2
+ 2x3

1x2

(x1 + x2)
2

.
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It can be verified that these partial derivatives exist everywhere in R2, and in particu-

lar, ∂φ(0, 0)/∂x1 = ∂φ(0, 0)/∂x2 = 0. However, it is also clear that φ is not continuous

at x1 = x2 = 0 (let x = x1 = x2 and evaluate the limit x → 0 using L’Hospital’s Rule as

limx→0 φ(x, x) = 2). Thus in view of Fact A.24, φ is not differentiable. The fact that φ is not

differentiable can also be established using directly the definition of differentiability provided

above.

The situation illustrated in Example A.15 is important to bear in mind, and it implies

that a well-defined matrix of partial derivatives does not guarantee differentiability. Thus one

may wish to distinguish between the linear operator J (x) defined above and the Jacobian,

consisting of the partial derivatives Dφ(x). Nevertheless in this book there is no need to draw

this distinction, and throughout Dφ(x) refers to the Jacobian (i.e., to the matrix of partial

derivatives).

Continuous differentiability is defined analogously to the one-dimensional case.

Definition A.38 A mapping φ is of class Cn (n-times continuously differentiable) on some

set X′ if it has continuous derivatives up to the nth order.

Fact A.25 A mapping φ : X → Y , with X ⊂RKX, Y ⊂RKY (where KX, KY ∈N), and X

open, is of class C1 on X if its partial derivatives φ
j

k (x) for k = 1, . . . , KX and j = 1, . . . , KY

exist and are continuous functions of x for each x ∈ X.

When there is no need for further generality, I require that the relevant utility or production

functions are continuously differentiable (of class C1) or the stronger requirement that they are

twice differentiable.

Taylor’s Theorem and its corollaries can be generalized to mappings discussed here. I state

this result for φ : X →R, with X ⊂RKX. Let Dφ and D2φ denote the vector of first derivatives

and the Jacobian of φ, respectively. Let ‖y − x‖ be the Euclidean norm of the KX-dimensional

vector y − x and zT be the transpose of vector z. The following is a simpler version of the

equivalent form of Taylor’s Theorem in Corollary A.3. Its proof is similar to that of Theorem

A.22 and is omitted.

Theorem A.23 (Taylor’s Theorem II) Suppose that φ : X →R is a C1 function and its

second derivative D2φ(x) exists for all x ∈ X. Then for any x and y �= x in X,

φ(y) = φ(x) + Dφ(x)T (y − x) + o(‖y − x‖).

If in addition φ : X →R is a C2 function with third derivative D3φ(x) for all x ∈ X, then

for any x and y �= x in X,

φ(y) = φ(x) + Dφ(x)T (y − x) + (y − x)T D2φ(x)(y − x) + o(‖y − x‖2).

The following two theorems are the basis of much of the comparative static results in

economics. They are therefore among the most important mathematical results for economic

analysis. Consider a mapping φ :X → X for X ⊂RKX. A key question is whether this mapping

will have an inverse φ−1 : X → X. If for some subset X′ of X, φ is single-valued and has an

inverse φ−1 (which is also a single-valued) then we say that it is one-to-one.

Theorem A.24 (Inverse Function Theorem) Consider a C1 mapping φ : X → X for

X ⊂RKX. Suppose that the Jacobian of φ, J (x), evaluated at some interior point x∗ of X

is invertible. Then there exist open sets X′ and X′′ in X such that x∗ ∈ X′, φ(x∗) ∈ X′′, and φ

is one-to-one on X′, with φ(X′) = X′′. Moreover φ−1(φ(x)) = x for all x in X′ and φ−1 is also

a C1 mapping.
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The proof of this theorem can be found in any real analysis book and is omitted.

Theorem A.25 (Implicit Function Theorem) Consider a C1 mapping φ : X × Y → Y,

with X ⊂RKX and Y ⊂RKY. Suppose that (x∗, y∗) ∈ X × Y ; φ(x∗, y∗) = 0; all the entries

of the Jacobian of φ with respect to (x, y), D(x,y)φ(x∗, y∗), are finite; and Dyφ(x∗, y∗) is

invertible. Then there exists an open set X′ containing x∗ and a unique C1 mapping γ : X′ → Y

such that γ (x∗) = y∗ and

φ(x, γ (x)) = 0 (A.9)

for all x ∈ X′.

This theorem is called the Implicit Function Theorem because the mapping γ is defined

implicitly. Exercise 6.5 in Chapter 6 provided the proof of a special case of this theorem. The

more general case can also be proved with the same methods as in that exercise. An alternative

proof uses the Inverse Function Theorem. Since the former proof has already been discussed

and the latter one is contained in most real analysis books, I omit the proof.

The main utility of this theorem comes from the fact that since φ and γ are C1 and (A.9) holds

for an open set around x∗, (A.9) can be differentiated with respect to x to obtain an expression

for how the solution y to the set of equations φ(x, y) = 0 behaves as a function of x. If we

think of x as representing a set of parameters and y as the endogenous variables determined

by some economic relationship summarized by (A.9), then this procedure can tell us how the

endogenous variables change in response to the changes in the environment captured by the

parameter x. I make repeated use of this approach throughout the book.

A.10 Separation Theorems *

In this section I briefly discuss the separation of convex disjoint sets using linear functionals

(or hyperplanes). These results form the basis of the Second Welfare Theorem (Theorem 5.7).

They also provide the basis of many important results in constrained optimization (see Section

A.11).

For this section, I take X to be a vector space (linear space). Recall that linearity implies

that if x, y ∈ X and λ is a real number, then x + y ∈ X and λx ∈ X (see Section A.7). The

element of X with the property that x = λx for all λ ∈R is denoted by θ .

Definition A.39 The real-valued nonnegative function ‖.‖ : X →R+ is taken to be a norm

on X, which implies that for any x, y ∈ X and any λ ∈R,

1. (Properness) ‖x‖ ≥ 0 and ‖x‖ = 0 if and only if x = θ ,

2. (Linearity) ‖λx‖ = |λ| ‖x‖, and

3. (Triangle Inequality) ‖x + y‖ ≤ ‖x‖ + ‖y‖.

A vector space equipped with a norm is a normed vector space. A complete normed vector

space is a Banach space.

If a function p :X →R+ satisfies properness and the triangle inequality, but not necessarily

the linearity condition, then it is a semi-norm.

Many of the metric spaces given in Example A.1 are also normed vector spaces with the

appropriate norm. In fact, a simple way of obtaining the norm in many cases is to take the

distance function d and try the norm ‖x‖ = d(x, θ). Notice, however, that this method will not

always work, since metrics do not need to satisfy the linearity condition in Definition A.39.
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Example A.16 The first four spaces are normed vector spaces, while the fifth one is not.

1. For any X ⊂ RK , let xi be the ith component of x ∈ X. Then the K-dimensional

Euclidean space is a normed vector space, with norm given by ‖x‖ =
(
∑K

i=1

∣

∣xi

∣

∣

2)1/2
.

2. Let X ⊂ RK , and consider the set of continuous, bounded, real-valued functions

f : X → R denoted by C(X). Then C(X) is a normed vector space, with norm

‖f ‖ = supx∈X |f (x)|.
3. The set ℓ ⊂R∞, consisting of infinite sequences of real numbers, is a normed vector

space, with norm ‖x‖p =
(
∑∞

i=1

∣

∣xi

∣

∣

p)1/p
for 1 ≤ p < ∞ and with ‖x‖∞ = supi

∣

∣xi

∣

∣.

For any p ∈ [1, ∞], the corresponding normed vector space is denoted by ℓp. The one

of greatest interest for us is ℓ∞.

4. Let c ⊂R∞ be the set consisting of infinite sequences of real numbers that are equal to

zero after some point (e.g., (x1, . . . , xM, 0, 0, . . .), where M ∈N. Let the sup norm on

c be defined as ‖x‖∞ = supi

∣

∣xi

∣

∣. Then c with the sup norm is a normed vector space.

5. For X nonempty, consider the discrete metric d(x, y) = 1 if x �= y and d(x, y) = 0 if

x = y. The metric space (X, d) is not a normed vector space.

When the norm is understood implicitly, we refer to X as a normed vector space.

Definition A.40 Let X be a normed vector space. Then φ : X →R is a linear functional on

X if for any x, y ∈ X and any real numbers λ and μ,

φ(λx + μy) = λφ(x) + μφ(y).

Linear functionals on normed vector spaces have many nice properties. For example, if

X ⊂ RK, then any linear functional on X can be expressed as an inner product of x with

another K-dimensional vector η; that is,

φ(x) = η . x =
K
∑

i=1

ηixi,

where η = (η1, . . . , ηK) ∈RK. Therefore on Euclidean spaces, linear functionals correspond

to inner products. Some useful properties of linear functionals are provided in the following

result.

Theorem A.26 (Continuity of Linear Functionals) Let X be a normed vector space.

Then

1. the linear functional φ : X →R is continuous on X if and only if it is continuous at θ

and

2. the linear functional φ : X →R is continuous on X if and only if it is bounded in the

sense that there exists M ∈R such that |φ(x)| ≤ M ‖x‖ for all x ∈ X.

Proof. (Part 1) We need only prove that φ is continuous on X if it is continuous at θ . Suppose

that it is continuous at θ . Fix an arbitrary x ∈ X, and consider a sequence in X, {xn}, converging

to x. By the linearity of φ,

∣

∣φ(xn) − φ(x)
∣

∣=
∣

∣φ(xn − x + θ) − φ(θ)
∣

∣.

Since xn → x, we have xn − x + θ → θ , and since φ is continuous at θ , we also have that

φ(xn − x + θ) → φ(θ). Therefore
∣

∣φ(xn) − φ(x)
∣

∣→ 0, proving that φ is continuous at x.



A.10 Separation Theorems . 909

(Part 2) To prove the “if” part, suppose that φ is bounded. Consider a sequence {xn}
converging to θ . Thus

∣

∣φ(xn)
∣

∣ ≤ M
∥

∥xn

∥

∥, and since xn → θ , we have
∣

∣φ(xn)
∣

∣→ 0, proving

that φ is continuous at θ . Then by Part 1, φ is continuous on X.

To prove the “only if” part, suppose that φ is continuous at θ . Fix ε > 0. Then there exists

δ > 0 such that for ‖x‖ ≤ δ, |φ(x)| ≤ ε. Note that for x �= θ , the vector δx/ ‖x‖ has norm equal

to δ. Therefore

|φ(x)| =
∣

∣

∣

∣

φ

(

δx

‖x‖

)
∣

∣

∣

∣

.
‖x‖
δ

≤ ε .
‖x‖
δ

= M ‖x‖,

with M = ε/δ, completing the proof.

The smallest M that satisfies |φ(x)| ≤ M ‖x‖ for all x ∈ X is defined as the norm of the

linear functional φ and is denoted by ‖φ‖. Theorem A.26 therefore implies that a contin-

uous linear functional has a finite norm.

Definition A.41 Let X be a normed vector space. The space of all continuous linear

functionals on X is the normed dual of X and is denoted by X∗.

Dual spaces have many nice features.

Fact A.26 If X is a normed vector space, then its dual X∗ is a Banach space.

The following example gives the duals of some common spaces (see Exercise A.29).

Example A.17

1. For any K ∈N, the dual of RK is RK.

2. For any p ∈ (1, ∞), the dual of ℓp is ℓq , where p−1 + q−1 = 1.

A nonobvious fact is the following. Let c ={x = (x1, x2, . . .) ∈ ℓ∞ : limn→∞ xn = 0}.
Fact A.27

1. The dual of ℓ∞ is not ℓ1 (it contains ℓ1).

2. The dual of c is ℓ1.

Dual spaces are useful in economics, because when X is a commodity space, its dual X∗

corresponds to the space of “price functionals” for X. For example, the dual of X ⊂RK is

X∗ ⊂RK and indeed consists of functionals of the form φ(x) =
∑K

i=1
ηixi as noted above.

Loosely speaking, we can interpret the ηis as prices corresponding to the commodity vector x,

so that φ(x) is the cost of x at the price vector η. The utility of this construction for economics

stems from the following famous theorem. A linear functional φ defined on X is nonzero if it

is not identically equal to zero for all x ∈ X.

Theorem A.27 (Geometric Hahn-Banach Theorem) Let X be a normed vector space,

and let X1, X2 ⊂ X. Suppose that X1 and X2 are convex, Int X1 �= ∅ and X2 ∩ Int X1 = ∅. Then

there exists a nonzero continuous linear functional φ on X such that

φ(x1) ≤ c ≤ φ(x2)

for all x1 ∈ X1, x2 ∈ X2, and some c ∈R.
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This theorem is obtained from the Hahn-Banach Theorem. The latter states that if φ is a

continuous linear functional on a subspace M of X and is dominated by a semi-norm p(x)

(i.e., f (x) ≤ p(x) for all x ∈ M), then there is an extension � of φ to the entire X such that

� is a continuous linear functional on X, �(x) = φ(x) for all x ∈ M , and �(x) ≤ p(x) for all

x ∈ X. This theorem therefore establishes that normed vector spaces are “abundant” in linear

functionals. Since its proof is not particularly useful for our purposes here, it is omitted (see

Luenberger, 1969; Kolmogorov and Fomin, 1970; or Conway, 1990).

Notice the nonintuitive requirement that Int X1 �= ∅, which implies that X1 should contain

an interior point. This is not a stringent requirement when X is a subset of the Euclidean

space (and in fact, this condition is not even necessary in that case). However some common

infinite-dimensional normed vector spaces, such as ℓp for p < ∞, do not contain interior

points when we restrict attention to their economically relevant subspace, ℓ+
p

, which requires

all sequences to consist of nonnegative numbers (this is not obvious, but Exercise A.30

illustrates why). This limitation might be a problem if we wish to model the allocations

(e.g., the sequence of consumption levels or capital stocks) in an infinite-horizon economy as

elements of ℓ+
p

. Nevertheless it is not an issue when we focus on the economically more natural

space of sequences of allocations ℓ∞, because ℓ+
∞ does contain interior points (see Exercise

A.31). The only complication that arises from the use of ℓ∞ is that not all linear functionals

on ℓ∞ have an inner-product representation and thus may not correspond to economically

meaningful price systems (recall Fact A.27). This problem can be handled, however, by making

somewhat stronger assumptions on preferences and technology to ensure that the relevant linear

functionals on ℓ∞ have the desired inner-product representation. This is the reason why the

Second Welfare Theorem (Theorem 5.7) imposes additional conditions on preferences and

technology.

It is also useful to note the following immediate corollary of Theorem A.27.

Theorem A.28 (Separating Hyperplane Theorem) Let X ⊂RK and X1, X2 ⊂ X. Sup-

pose that X1 and X2 are convex and X2 ∩ Int X1 = ∅. Then there exists a hyperplane

H =
{

x ∈ X:

K
∑

i=1

ηixi = c for η ∈R and η �= 0

}

such the H separates X1 and X2; that is,

η . x1 ≤ c ≤ η . x2 for all x1 ∈ X1, x2 ∈ X2,

where recall that η . x =
∑K

i=1
ηixi.

Note that the statement of this theorem disposes of the hypothesis that Int X1 �= ∅, since the

two sets are subsets of Euclidean spaces. Moreover the theorem does not add the qualification

that the hyperplane H is nonzero (in the same way as Theorem A.27 did for linear functionals),

since the definition of a hyperplane incorporates this requirement.

A.11 Constrained Optimization

Many of the problems we encountered in this book are formulated as constrained optimiza-

tion problems. Chapters 6, 7, and 16 dealt with dynamic (infinite-dimensional) constrained

optimization problems. Complementary insights about these problems can be gained by using
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the separation theorems of the previous section. Let me illustrate this by focusing on finite-

dimensional optimization problems. Consider the maximization problem

sup
x∈X

f (x) (A.10)

subject to

g(x) ≤ 0,

where X is an open subset of RK ; f : X →R; g : X →R
N ; and N , K ∈N.

The constrained maximization problem (A.10) satisfies the Slater condition if there exists

x′ ∈ X such that g(x′) < 0 (meaning that each component of the mapping g takes a negative

value). This condition is equivalent to the set G = {x:g(x) ≤ 0} having an interior point. We say

that g is convex, if each component function of g is convex. Thus the set G is also convex (but

the converse is not necessarily true; see Exercise A.32). As usual, we define the Lagrangian

function as

L(x, λ) = f (x) − λ . g(x)

for λ ∈RN
+ . The vector λ is the Lagrange multiplier, and λ . g(x) denotes the inner product of

the two vectors (here λ and the vector-valued function g(.) evaluated at x); thus it is equal to

a real number. A central theorem in constrained maximization is the following.

Theorem A.29 (Saddle-Point Theorem) Suppose that in (A.10) f is a concave function,

g is convex, and the Slater condition is satisfied.

1. If x∗ is a solution to (A.10), then there exists λ∗ ∈RN
+ such that

L(x, λ∗) ≤ L(x∗, λ∗) ≤ L(x∗, λ) for all x ∈ X and λ ∈RN
+. (A.11)

In this case, (x∗, λ∗) satisfies the complementary slackness condition

λ∗ . g(x∗) = 0. (A.12)

2. If (x∗, λ∗) ∈ X ×RN
+ satisfies g(x∗) ≤ 0 and (A.11), then x∗ is a solution to (A.10).

Proof. (Part 1) Consider the space Y =RN+1, with subsets

Y 1 = {(a, b) ∈ Y : a > f (x∗) and b < 0}, and

Y 2 = {(a, b) ∈ Y : ∃x ∈ X, with a ≤ f (x) and b ≥ g(x)},

where a ∈R, b ∈RN , and b < 0 means that each element of the N -dimensional vector b is

negative. Y 1 is clearly convex. Moreover the concavity of f and the convexity of g ensure that

Y 2 is also convex.

By the hypothesis that x∗ is a solution to (A.10), the two sets are disjoint. Then Theorem

A.28 implies that there exists a hyperplane separating these two sets. In other words, there

exists a nonzero vector η ∈RN+1 such that

η . y1 ≤ c ≤ η . y2

for all y1 ∈ Y 1 and y2 ∈ Y 2. Moreover the same conclusion holds for all y1 ∈ Y 1 and y2 ∈ Y 2.

Then let η = (ρ, λ), with ρ ∈R and λ ∈RN , so that

ρa1 + λ . b1 ≤ ρa2 + λ . b2 for all (a1, b1) ∈ Y 1, (a2, b2) ∈ Y 2. (A.13)
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For (f (x∗), 0) ∈ Y 2, we have

ρa1 + λ . b1 ≤ ρf (x∗) (A.14)

for all (a1, b1) ∈ Y 1. Now taking a1 = f (x∗) and b1 < 0 implies λ ≥ 0 (suppose instead that

one component of the vector λ is negative; then take b1 to have zeros everywhere except for that

component, yielding a contradiction to (A.14)). Similarly, setting b1 = 0 and a1 > f (x∗), we

obtain ρ ≤ 0. Moreover by the definition of a hyperplane, either ρ is negative or a component

of λ must be strictly positive.

Next the optimality of x∗ implies that for any x ∈ X, we have (f (x), g(x)) ∈ Y 2. Since

(f (x∗), 0) ∈ Y 1, (A.13) implies that

ρf (x∗) ≤ ρf (x) + λ . g(x) (A.15)

for all x ∈ X. Now to obtain a contradiction, suppose that ρ = 0. Then by the Slater condition,

there exists x′ ∈ X′ such that g(x′) < 0, so that λ . g(x′) < 0 for any nonzero vector λ, violating

(A.15). Therefore λ = 0. However this contradicts the fact that the separating hyperplane is

nonzero (so that we cannot have both ρ = 0 and λ = 0). Therefore ρ < 0. Now define

λ∗ = −λ

ρ
≥ 0.

The complementary slackness condition then follows immediately from (A.15). In particular,

evaluate the right-hand side at x∗ ∈ X, which implies that λ . g(x∗) ≥ 0. Since λ ≥ 0 and

g(x∗) ≤ 0, we must have

λ . g(x∗) = −ρ(λ∗ . g(x∗)) = 0.

Now using the complementary slackness condition and (A.15) together with ρ < 0 yields

L(x, λ∗) = f (x) − λ∗ . g(x) ≤ f (x∗) = L(x∗, λ∗)

for all x ∈ X, which establishes the first inequality in (A.11). To establish the second inequality,

again use the complementary slackness condition and the fact that g(x∗) ≤ 0 to obtain

L(x∗, λ∗) = f (x∗) ≤ f (x∗) − λ . g(x∗) = L(x∗, λ)

for all λ ∈RN
+ , which completes the proof of the first part.

(Part 2) Suppose, to obtain a contradiction, that (A.11) holds, but x∗ is not a solution to

(A.10). Thus there exists x′ ∈ X with g(x′) ≤ 0 and f (x′) > f (x∗). Then

f (x′) − λ∗ . g(x′) > f (x∗) − λ∗ . g(x∗),

which exploits the facts that λ∗ . g(x∗) = 0 and λ∗ . g(x′) ≤ 0 (since λ∗ ≥ 0 and g(x′) ≤ 0).

But this expression contradicts (A.11) and so establishes the desired result.

We often refer to maximization problems where, as in Theorem A.29, F is concave and g

is convex, as concave problems.

Exercise A.33 shows that the Slater condition cannot be dispensed with in Theorem A.29.

Despite their importance, constraint qualification conditions, such as the Slater condition or the

linear independence condition in the next theorem, are often not stated explicitly in economic

applications, because in most problems they are naturally satisfied. Nevertheless it is important

to be aware that these conditions are necessary and that ignoring them can sometimes lead to

misleading results.
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An immediate corollary of the first inequality in (A.11) is that if x∗ ∈ Int X and if f and g

are differentiable, then

Dxf (x∗) = λ∗ . Dxg(x∗), (A.16)

where, as usual, Dxf and Dxg denote the Jacobians of f and g. Equation (A.16) is the usual

first-order necessary condition for interior constrained maximum. In this case because the

maximization problem is concave, (A.16), together with g(x∗) ≤ 0, is also sufficient for a

maximum.

The next result is the famous Kuhn-Tucker Theorem, which shows that (A.16) is necessary

for an interior maximum (provided that f and g are differentiable) even when the concavity-

convexity assumptions do not hold.

Theorem A.30 (Kuhn-Tucker Theorem) Consider the constrained maximization

problem

sup
x∈RK

f (x)

subject to

g(x) ≤ 0 and h(x) = 0,

where f :x ∈ X →R, g :x ∈ X →R
N and h :x ∈ X →R

M (for some K , N , M ∈N). Let x∗ ∈
Int X be a solution to this maximization problem, and suppose that N1 ≤ N of the inequality

constraints are active, in the sense that they hold as equality at x∗. Define h̄ : X →R
M+N1 to

be the mapping of these N1 active constraints stacked with h(x) (so that h̄(x∗) = 0). Suppose

that the following constraint qualification condition is satisfied: the Jacobian matrix Dx(h̄(x∗))
has rank N1 + M . Then the following Kuhn-Tucker condition is satisfied: there exist Lagrange

multipliers λ∗ ∈RN
+ and μ∗ ∈RM such that

Dxf (x∗) − λ∗ . Dxg(x∗) − μ∗ . Dxh(x∗) = 0, (A.17)

and the complementary slackness condition

λ∗ . g(x∗) = 0

holds.

Proof. (Sketch) The constraint qualification condition ensures that there exists an (N1 + M)-

dimensional manifold at x∗, defined by the equality and active inequality constraints. Since

g and h are differentiable, this manifold is differentiable at x∗. Let vε(x) denote a feasible

direction along this manifold for small ε ∈ RK; in particular, such that x∗ ± εvε(x
∗ + ε)

remains along this manifold and thus satisfies Dxh̄(x∗) . εvε(x
∗ + ε) = 0. For ε sufficiently

small, the N − N1 nonactive constraints are still satisfied; thus x∗ ± εvε(x
∗ + ε) is feasible. If

Dxf (x∗) . εvε(x
∗ + ε) �= 0, then

f (x∗ + εvε(x
∗ + ε)) > f (x∗), or f (x∗ + εvε(x

∗ + ε)) > f (x∗),

implying that x∗ cannot be a local (and thus global) maximum. As a next step consider the

(M + N1 + 1 × K)-dimensional matrix A, where the first row is Dxf (x∗)T , and the rest is

given by Dx(h̄(x∗)). The preceding argument implies that for all nonzero ε ∈RK such that

Dxh̄(x∗) . εvε(x
∗ + ε) = 0, we also have A . (ε + vε(x

∗ + ε)) = 0. Therefore both Dxh̄(x∗)
and A have the same rank, which by the constraint qualification condition is equal to M + N1.
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Since A has M + N1 + 1 rows, the first row of A must be a linear combination of its remaining

M + N1 rows, which equivalently implies that there exists an (M + N1)-dimensional vector μ̄

such that Dxf (x∗) = μ̄Dxh̄(x∗). Assigning zero multipliers to all nonactive constraints, this

result is equivalent to (A.17). The complementary slackness condition then follows immedi-

ately, since we have zero multipliers for the nonactive constraints and gj(x
∗) = 0 for the active

constraints.

The constraint qualification condition, which required that the active constraints should be

linearly independent, plays a similar role to the Slater condition in Theorem A.29. Exercise

A.34 shows that this constraint qualification condition cannot be dispensed with (though

somewhat weaker conditions can be used instead of this full rank condition).

The complementary slackness condition in Theorem A.30 is a central result and has been

used repeatedly in the text as a necessary condition for a maximum.

Let us end this Appendix with the famous and eminently useful Envelope Theorem.

Theorem A.31 (Envelope Theorem) Consider the constrained maximization problem

v(p) = max
x∈X

f (x, p)

subject to

g(x, p) ≤ 0 and h(x, p) = 0,

where X ∈RK; p ∈R; and f : X ×R→R, g : X ×R→R
N , and h : X ×R→R

M are

differentiable (K , N , M ∈N). Let x∗(p) ∈ Int X be a solution to this maximization problem.

Denote the Lagrange multipliers associated with the inequality and equality constraints by

λ∗ ∈RN
+ and μ∗ ∈RM. Suppose also that v(.) is differentiable at p̄. Then we have

∂v(p̄)

∂p
= ∂f (x∗(p̄), p̄)

∂p
− λ∗ . Dpg(x∗(p̄), p̄) − μ∗ . Dp(x∗(p̄), p̄). (A.18)

Proof. Since x∗(p) is the solution to the maximization problem, we have

v(p̄) = f (x∗(p̄), p̄). (A.19)

By hypothesis, v(.) is differentiable at p̄, so ∂v(p̄)/∂p exists. Moreover, applying the Implicit

Function Theorem to the necessary conditions for a maximum given in Theorem A.30, x∗(.)
is also differentiable at p̄. Therefore from (A.19) we can write

∂v(p̄)

∂p
= ∂f (x∗(p̄), p̄)

∂p
+ Dxf (x∗(p̄), p̄) . Dpx∗(p̄), (A.20)

where, once again, Dx(x
∗(p̄), p̄) . Dpx∗(p̄) is the inner product and thus is a real number. Let

g̃ : X ×R→R
N1 denote the N1 ≤ N active inequality constraints. Differentiating the active

inequality constraints and the equality constraints with respect to p, we also have

−Dpg̃(x∗(p̄), p̄) = Dxg̃(x∗(p̄), p̄) . Dpx∗(p̄), and

−Dph(x∗(p̄), p̄) = Dxh(x∗(p̄), p̄) . Dpx∗(p̄).

The equivalent of (A.17) for this problem (recall Theorem A.30) implies that

Dxf (x∗(p̄), p̄) − λ∗ . Dxg(x∗(p̄), p̄) − μ∗ . Dx(x
∗(p̄), p̄) = 0.



A.12 Exercises . 915

Combining this expression with the previous two equations and noting that the Lagrange

multipliers for the inactive constraints are equal to zero yields

Dxf (x∗(p̄), p̄) . Dpx∗(p̄) = −λ∗ . Dpg(x∗(p̄), p̄) − μ∗ . Dx(x
∗(p̄), p̄).

Substituting into (A.20) gives (A.18).

A special case of this result applies when the problem is one of unconstrained maximization.

In that case we simply have

∂v(p̄)

∂p
= ∂f (x∗(p̄), p̄)

∂p
.

A.12 Exercises

* A.1 (a) Prove the Minkowski’s inequality that for any x=(x1, x2, . . . , xK) ∈RK,y=(y1, y2, . . . , yK)

∈RK, with K ∈N, and any p ∈ [1, ∞), we have

(

K
∑

k=1

∣

∣xk + yk

∣

∣

p

)1/p

≤
(

K
∑

k=1

∣

∣xk

∣

∣

p

)1/p

+
(

K
∑

k=1

∣

∣yk

∣

∣

p

)1/p

.

(b) Formulate and prove the generalization of this inequality for K = ∞.

A.2 Using Minkowski’s inequality (Exercise A.1), show that the metric spaces in Example A.1 part

1 satisfy the triangle inequality.

A.3 Show that the sup metric d∞(f, g) = supx∈X |f (x) − g(x)| on C(X) in Example A.1 satisfies

the triangle inequality.

A.4 Using the definition of equivalent metrics in Definition A.4, show that if d and d ′ are equivalent

metrics on X and a subset X′ of X is open according to the collection of neighborhoods generated

by the metric d , then it is open according to the collection of neighborhoods generated by the

metric d ′.

A.5 Prove that X′ ⊂ X is closed if and only if every convergent sequence {xn}∞n=1
in X′ has a limit

point x ∈ X′.

A.6 Prove Fact A.2.

A.7 Prove Fact A.3.

A.8 Prove Fact A.4. [Hint: use Theorem A.7.]

A.9 Prove that the metric space (C(X), d∞) introduced in Example A.1 is complete.

A.10 Using an argument similar to that in the proof of Theorem A.3, show that if (X, d) is a metric

space and φ : X → Y a continuous mapping, then f (X′) is a connected subset of Y for every

connected subset X′ of X.

A.11 Prove that all metrics of the family dp defined on the Euclidean space in Example A.1 are

equivalent according to Definition A.4.

A.12 Prove Fact A.5.

A.13 Prove Fact A.10.

A.14 Show that every metric space has the Hausdorff property.

A.15 Prove Lemma A.2.

A.16 (a) Show that if X =
∏K

α=1
Xα (i.e., if X is a finite-dimensional product), then the box and the

product topologies are equivalent in the sense that they define the same open sets (recall

Definition A.4 for the equivalence of metrics, which applies to the equivalence of topologies

as well).
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(b) Show that if X is not finite-dimensional, then the box and the product topologies are not

equivalent.

(c) Show that projection maps are always continuous in the box topology.

* A.17 Suppose that Xα is a metric space for each α ∈ A. Show that the space X =
∏

α∈A Xα endowed

with the product topology satisfies the Hausdorff property.

A.18 Prove that the properties of upper and lower hemicontinuity in Definition A.31 imply the proper-

ties in Definition A.32 when X and Y are Euclidean.

A.19 (a) Show that G(x, y) = {(x, y) ∈R2 : xy ≤ 0} is not a continuous correspondence.

(b) Show that if G1(x) and G2(x) are continuous, their nonempty intersection G1(x) ∩ G2(x)

may fail to be continuous. [Hint: consider G1(x) = (−∞, x] and G2(x) = {a, b} for some

a �= b.]

A.20 Prove Fact A.19.

A.21 Prove Fact A.21.

A.22 Give an example of an upper hemicontinuous correspondence from [0, 1] into [0, 1] that is not

convex-valued and does not have a fixed point.

A.23 Consider an N -person normal-form game. Player i’s strategy is denoted by ai ∈ Ai, and her payoff

function is given by the real-valued function ui(a1, . . . , aN).

(a) Using Theorems A.16, A.17, and A.18, prove that if each Ai is nonempty, compact, and

convex and each ui is continuous in aj for j �= i and is continuous and quasi-concave in ai,

there exists a strategy profile (a∗
1
, . . . , a∗

N
) that constitutes a pure-strategy Nash Equilibrium.

(b) Give counterexamples showing why each of the assumptions of (1) compactness of Ai, (2)

convexity of Ai, (3) continuity of ui, and (4) quasi-concavity of ui in own strategy cannot be

dispensed with.

A.24 Prove Fact A.22.

A.25 Prove Theorem A.20.

A.26 Prove Theorem A.21. [Hint: use Theorem A.20.]

A.27 Prove Corollary A.3.

A.28 Show that the first four spaces given in Example A.16 are normed vector spaces, while the fifth

one is not. [Hint: in each case, verify the triangle inequality and the linearity conditions.]

A.29 Prove the claims in Example A.17.

A.30 Consider the subspace of ℓp, ℓ+
p

, where all elements of the sequence are nonnegative. Suppose

1≤ p < ∞. Now consider x ∈ ℓ+
p

and the ε-neighborhood of x, Nε(x). Show that for any x ∈ ℓ+
p

and any ε > 0, Nε(x) �⊆ ℓ+
p

. [Hint: fix ε > 0 and x = (x1, x2, . . .) ∈ ℓ+
p

. Since x ∈ ℓp, for any

ε > 0, there exists N ∈N such that for all n ≥ N ,
∣

∣xn

∣

∣< ε/2. Then define z such that zn = xn for

all n �= N and zN = xN − ε/2. Show that z ∈ Nε(x), but z �∈ ℓ+
p

.]

A.31 Show that x = (1, 1, 1, . . .) is an interior point of ℓ+
∞. [Hint: consider zε = (1 + ε, 1 + ε, . . .),

and show that z ∈ Nε(x) ⊂ ℓ+
∞.]

A.32 For the mapping g : X →R
N for some X ⊂RK , construct the set G = {x:g(x) ≤ 0}. Show that

even when each component of g is not a convex function, the set G can be convex.

A.33 Consider the problem of maximizing x subject to the constraint that x2 ≤ 0. Show that there exists

a unique solution to this problem, but there exists no Lagrange multiplier. Show that this is because

the Slater condition is not satisfied.

A.34 Consider the constrained maximization problem maxx1,x2
−x1 subject to x2

1
≤ x2 and x2 = 0. Show

that there exists a unique solution, (x1, x2) = (0, 0). Show that there does not exist a Lagrange

multiplier vector (λ, μ) at which (0, 0) satisfies (A.17). Explain how this is related to the failure

of the constraint qualification condition.



B
Review of Ordinary
Differential Equations

I
n this appendix, I give a brief overview of some basic results on differential equations and

include a few results on difference equations. I limit myself to results that are useful for the

material covered in the body of the text. In particular, I provide the background for the major

theorems on stability, Theorems 2.2, 2.3, 2.4, 2.5, 7.18, and 7.19, which are presented and then

extensively used in the text. I also provide some basic theorems on existence, uniqueness, and

continuity of solutions to differential equations. Most of the material here can be found in

basic differential equation textbooks, such as Boyce and DiPrima (1977). Luenberger (1979)

is an excellent reference, since it gives a symmetric treatment of differential and difference

equations. The results on existence, uniqueness, and continuity of solutions can be found in

more advanced books, such as Walter (1991) or Perko (2001). Before presenting the results

on differential equations, I also provide a brief overview of eigenvalues and eigenvectors, and

some basic results on integrals. Throughout I continue to assume basic familiarity with matrix

algebra and calculus.

B.1 Eigenvalues and Eigenvectors

Let A be an n × n (square) real matrix—meaning that all of its entries are real numbers. The

n × n matrix D is diagonal if all of its nondiagonal elements are equal to zero, that is,

D =

⎛

⎜

⎜

⎜

⎝

d1 0 . 0

0 d2
. .

. . . 0

0 . 0 dn

⎞

⎟

⎟

⎟

⎠

.

The n × n identity matrix I is the diagonal matrix with 1s on the diagonal:

I =

⎛

⎜

⎜

⎜

⎝

1 0 . 0

0 1 . .

. . 1 0

0 . 0 1

⎞

⎟

⎟

⎟

⎠

.

917
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Throughout this appendix I denote matrices and vectors by boldface letters, so 0 is the vector

or matrix of zeros, whereas 0 is simply the number zero.

Let the real number det A denote the determinant of a square matrix A. A matrix A is

nonsingular or invertible if det A �= 0, or alternatively if the only n × 1 column vector v that

is a solution to the equation

Av = 0

is the zero vector v = (0, . . . , 0)T. If A is invertible, then there exists A−1 such that

A−1A = I.

Conversely, if there exists a nonzero solution v or if det A = 0, then A is singular and does not

have an inverse.

Let a, b ∈R, and define the imaginary number i such that i2 = −1, so that i = ±
√

−1.

Throughout this appendix, with no loss of generality, I take i =
√

−1. Then χ = a + bi is a

complex number. A complex number ξ is an eigenvalue of A if

det(A−ξI) = 0.

If A is invertible, then none of its eigenvalues are equal to zero. Given an eigenvalue ξ of A,

the n × 1 nonzero column vector vξ is an eigenvector of A if

(A−ξI) vξ= 0.

Clearly, if vξ satisfies this equation, so does λvξ for any λ ∈ R. The linear space V =
{v : (A−ξI)v = 0 } is sometimes referred to as the eigenspace of A. One of the major uses

of eigenvalues and eigenvectors is in diagonalizing a nondiagonal square matrix A. In partic-

ular, suppose that the n × n matrix A has n distinct real eigenvalues. Then a standard result in

matrix algebra implies that

P−1AP = D,

where D is the diagonal matrix with the eigenvalues ξ1, . . . , ξn on the diagonal, and P =
(vξ1

, . . . , vξn
) is a matrix of the eigenvectors corresponding to the eigenvalues. This result is

used in the proof of Theorems B.5 and B.14 below.

Note that the eigenvalues of the matrix A with real entries can be complex numbers (corre-

sponding to complex roots to the det(A−ξI) = 0). In addition, the polynomial det(A−ξI) = 0

may have repeated roots, so that the n × n matrix A might have repeated (rather than distinct)

eigenvalues. Both of these possibilities create a range of difficulties in diagonalizing matrix A.

These difficulties are discussed in most linear algebra, matrix algebra, and differential equa-

tions textbooks, and are not discussed in detail here.

B.2 Some Basic Results on Integrals

Before proceeding to differential equations, it is useful to review some basic results on integrals.

Throughout this section, I focus on Riemann integrals. In particular, for real numbers b > a,

let f : [a, b]→R be a continuous function. Then the Riemann integral of f between a and b,

denoted by
∫ b

a
f (x)dx, is defined as follows. First create a partition of interval [a, b]; that is,

divide [a, b] into N subintervals of the form [a, x1), [x1, x2), . . . , [xN−1, b], with the conven-

tion that a = x0 and b = xn. Moreover, take N numbers, ξ1, ξ2, . . . , ξN , respectively from one
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of each subinterval. Denote the vector of numbers XN = (x1, x2, . . . ., xN−1, ξ1, ξ2, . . . , ξN).

Define the Riemann sum given XN as

R(XN) =
N−1
∑

j=0

f (ξj)(xj−1 − xj).

Now consider the limit limN→∞ R(XN) corresponding to the value of the preceding expression

as we take finer and finer partitions of [a, b]; that is, as we increase N . If this limit exists and

is independent of the partition XN , it defines the Riemann integral, denoted by

∫ b

a

f (x)dx. (B.1)

For example, when it exists, the Riemann integral is equal to the Riemann sum resulting from

the equal partition of the interval [a, b]:

∫ b

a

f (x)dx = lim
N→∞

b − a

N

N−1
∑

j=0

f

(

a + j
b − a

N

)

.

The assumption that f is continuous is not necessary for the Riemann integral to be well

defined (e.g., the Riemann integral can be defined for monotone discontinuous functions). But

for many functions the Riemann integral is not well defined. For this reason, it is often more

convenient to work with more general integrals, such as the Lebesgue integral. Although I made

references to Lebesgue integrals in the text, here I focus exclusively on Riemann integrals

to simplify the discussion. When they both exist, the Riemann and Lebesgue integrals are

equivalent. When a function f has a well-defined Riemann integral over the interval [a, b], it

is Riemann integrable over [a, b].

The following four basic results are useful for our analysis. The proofs can be found in

standard real analysis or calculus textbooks and are not repeated here.

Theorem B.1 (Fundamental Theorem of Calculus I) Let f : [a, b]→R be Riemann

integrable on [a, b]. For any x ∈ [a, b], define

F(x) =
∫ x

a

f (t)dt.

Then F : [a, b]→R is continuous on [a, b]. If f is continuous at some x0 ∈ [a, b], then F(x)

is differentiable at x0 with derivative

F ′(x0) = f (x0).

Theorem B.2 (Fundamental Theorem of Calculus II) Let f : [a, b]→R be continuous

on [a, b]. Then there exists a differentiable function F : [a, b]→R on [a, b] (or only with the

right derivative at a and the left derivative at b) such that F ′(x) = f (x) for all x ∈ [a, b].

Moreover for any such function

∫ b

a

f (x)dx = F(b) − F(a).

Theorem B.3 (Integration by Parts) Let f : [a, b]→R and g : [a, b]→R be continuous

functions, and let F : [a, b]→R and G : [a, b]→R be differentiable functions such that
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F ′(x) = f (x) and G′(x) = g(x) for all x ∈ [a, b]. Then the (product) functions Fg and Gf

are integrable, and

∫ b

a

F(x)g(x)dx = F(b)G(b) − F(a)G(a) −
∫ b

a

G(x)f (x)dx.

Theorem B.4 (Leibniz’s Rule) Let f (x, y) be continuous in x on [a, b] and differentiable

in y at y0, and suppose that the functions a(y) and b(y) are differentiable at y0 with derivatives

denoted by a′ and b′. Then

d

dy

∫ b(y)

a(y)

f (x, y)dx

∣

∣

∣

∣

∣

y=y0

=
∫ b(y0)

a(y0)

∂f (x, y0)

∂y
dx + b′(y0)f (b(y0), y0) − a′(y0)f (a(y0), y0).

Riemann integrals as in (B.1), which specify lower and upper limits, are referred to as

definite integrals. One can also define indefinite integrals,
∫

f (x)dx, which simply refer to the

set of functions F(x) with the property that F ′(x) = f (x) (this is a set, since if F(x) satisfies

this property, so does F(x) + c, where c is a constant). For this reason, the indefinite integral
∫

f (x)dx is also sometimes referred to as an antiderivative. Definite integrals can also be

defined for the cases in which a = −∞ and/or b = ∞, provided that the limit is finite.

B.3 Linear Differential Equations

Recall the motivation for considering differential equations in dynamic economic models

discussed in Chapter 2. In particular, consider a function x : T →R, where T is an interval in

R. Suppose that given the real number �t ,

x(t + �t) − x(t) = G(x(t), t, �t),

where G(x(t), t, �t) is a real-valued function. Now divide both sides of this equation by �t

and consider the limit as �t → 0. Suppose that lim�t→0 G(x(t), t, �t)/�t exists, and let

g(x(t), t) ≡ lim
�t→0

G(x(t), t, �t)

�t
.

Using this limit, we obtain the following differential equation

dx(t)

dt
≡ ẋ(t) = g(x(t), t). (B.2)

This is an explicit first-order differential equation. The term “explicit” refers to the fact that

ẋ(t) is separated from the rest of the terms. This contrasts with implicit first-order differential

equations of the form

H(ẋ(t), x(t), t) = 0.

For our purposes, it is sufficient to deal with explicit equations.

A differential equation is autonomous if it can be written in the form

ẋ(t) = g(x(t)),
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or simply as

ẋ = g(x),

meaning that time is not a separate argument. Alternatively, if it cannot be written this way, it

is a nonautonomous equation. In addition to first-order differential equations, we can consider

second-order or nth-order equations, for example,

d2x(t)

dt2
= g

(

dx(t)

dt
, x(t), t

)

, or

dnx(t)

dtn
= g

(

dn−1x(t)

dtn−1
, . . . ,

dx(t)

dt
, x(t), t

)

. (B.3)

I focus on first-order equations, since higher-order equations can always be transformed into

a system of first-order equations (see Exercise B.3).

The most common form of differential equation is the initial value problem. In this case,

a differential equation as in (B.2) is specified together with an initial condition x(0) = x0.

There are many examples of such initial value problems in the text. However many important

problems in economics are not initial value problems, since some of the boundary conditions

are specified by transversality conditions, that is, by what the terminal value of the solution

x(t) should be at some time T < ∞ or at T = ∞.

Suppose that a first-order differential equation (B.2) is defined for all t ∈ D, where D is an

interval in R, and an initial value x(0) = x0 has been specified. A solution to this initial value

problem is given by a function x : D →R that satisfies (B.2) for all t ∈ D with x(0) = x0.

Sometimes a family of functions X =
{

x : D →R such that x satisfies (B.2) for all t ∈ D
}

is

referred to as the general solution, while an element of X that satisfies the boundary condition

is called a particular solution.1

B.4 Solutions to Linear First-Order Differential Equations

Let us now first look at linear first-order differential equations. This is a good starting point

both because such equations are commonly encountered in economics and because they have

simple solutions. A linear first-order differential equation takes the general form

ẋ(t) = a(t)x(t) + b(t). (B.4)

In addition, if b(t) = 0, (B.4) is referred to as a homogeneous equation, and if a(t) = a and

b(t) = b, then it is an equation with constant coefficients.

Let us start with the simplest case, which is a homogeneous linear equation with constant

coefficients:

ẋ(t) = ax(t). (B.5)

A solution to this equation is straightforward to obtain. One can simply guess the solution and

then verify that the solution satisfies the differential equation (B.5). Or one can divide both

1. This terminology is somewhat confusing, since general and particular solutions are also used with different

meanings in other contexts. In this book these other notions are not introduced, so there will be no cause for

confusion.
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sides by x(t), integrate with respect to t , and recall that for x(t) �= 0,

∫

ẋ(t)

x(t)
dt = log |x(t)| + c0,

and
∫

adt = at + c1,

where c0 and c1 are constants of integration. Now taking exponents on both sides, the general

solution to (B.5) is obtained as

x(t) = c exp(at), (B.6)

where c is a constant of integration combining c0 and c1 (in fact, c = ± exp(c1 − c0)). Differ-

entiating (B.6), one can easily obtain (B.5) and verify that (B.6) is indeed a general solution to

(B.5). If (B.5) is specified as an initial value problem, then we also have a boundary condition,

which, without loss of any generality, can be specified at t = 0 as x(0) = x0. This bound-

ary condition pins down the unique value of the constant of integration. In particular, since

exp(a × 0) = 1, c = x0. Therefore the particular solution with this initial value is

x(t) = x0 exp(at).

Next consider a slightly more general equation, one that is homogeneous but does not have

constant coefficients:

ẋ(t) = a(t)x(t), (B.7)

defined over t ≥ 0 with an initial condition x(0) = x0. Once again, dividing both sides by x(t),

integrating and then finally taking exponents, we obtain

x(t) = c exp

(∫ t

0

a(s)ds

)

. (B.8)

Equation (B.8) follows since the integral of the right-hand side for a bounded function a(t) is

simply
∫ t

0
a(s)ds + c1. Since

lim
t→0

∫ t

0

a(s)ds =
∫ 0

0

a(s)ds = 0,

the constant of integration is again pinned down by the initial condition, that is, c = x0. That

(B.8) is a solution to (B.7) can be verified by differentiating (B.8) using Theorem B.1 or B.4.

Next consider an autonomous but nonhomogeneous first-order linear differential equation,

ẋ(t) = ax(t) + b. (B.9)

A similar analysis gives the general solution as

x(t) = −b

a
+ c exp (at). (B.10)

Derivation of (B.10): To derive this solution, we use the following simple change of

variables. Let
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y(t) = x(t) + b/a.

It is clear that ẏ(t) = ẋ(t) (simply differentiate both sides with respect to t). Then rewrite (B.9)

in terms of y(t), which gives

ẏ(t) = ay(t).

Now using the general solution to (B.5) derived above, y(t) = c exp(at), where c is the

appropriate constant of integration. Transforming this equation back into x(t), we obtain (B.10)

as the general solution to (B.9).

Finally, note that the constant of integration must be c = x0 + b/a to ensure that x(0) = x0.

Therefore the particular solution that satisfies the boundary condition is

x(t) = −b

a
+
(

x0 + b

a

)

exp(at). (B.11)

This equation also enables us to have a simple discussion of stability. Recall that, as in the

text, a steady state of (B.9) refers to a situation which ẋ(t) = 0 for all t . Clearly in this case,

x(t) = x∗ ≡ −b

a
,

is the unique steady state. Inspection of (B.11) immediately shows that x(t) approaches the

steady-state value x∗ as t increases if a < 0, and it diverges from it if a > 0. This behavior

is naturally what we would expect from Theorem 2.4, which states that the steady state is

asymptotically stable if a < 0.

Finally, let us consider the most general case of the first-order linear differential equation,

that given in (B.4). The general solution to (B.4) is

x(t) =
[

c +
∫ t

0

b (s)

(

exp

∫ s

0

a(v)dv

)−1

ds

]

exp

(∫ t

0

a(s)ds

)

. (B.12)

Differentiation using Theorem B.4 verifies that (B.12) provides the solution to (B.4) (see

Exercise B.4). The constant of integration is again obtained from the initial value x(0) = x0

as c = x0. Notice, however, that in this case there may not exist a steady-state value of x∗ for

which ẋ(t) = 0 in (B.4), since ẋ(t) = 0 implies that x(t) = −b(t)/a(t), which is generally not

constant.

Derivation of (B.12): The derivation of (B.12) as the solution to (B.4) requires a somewhat

different argument than those used for the special cases above. Rewrite (B.4) as ẋ(t) −
a(t)x(t) = b(t), and multiply both sides by the integrating factor exp

(

−
∫ t

0
a(s)ds

)

to obtain

ẋ(t) exp

(

−
∫ t

0

a(s)ds

)

− a(t)x(t) exp

(

−
∫ t

0

a(s)ds

)

= b(t) exp

(

−
∫ t

0

a(s)ds

)

.

It can be verified that the left-hand side is the derivative of x(t) exp
(

−
∫ t

0
a(s)ds

)

. Therefore,

integrating both sides of this expression, we obtain

x(t) exp

(

−
∫ t

0

a(s)ds

)

=
∫ t

0

b(s) exp

(

−
∫ s

0

a(v)dv

)

ds + c,

where c is the constant of integration. Dividing both sides by exp
(∫ t

0
a(s)ds

)

, we obtain (B.12).
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A by-product of this explicit derivation is that we have also established the existence of

unique solutions to linear differential equations. This is a special case of Theorem B.8 below.

B.5 Systems of Linear Differential Equations

The results on the existence of solutions and explicit characterization of solutions for linear

first-order differential equations can be extended to systems of differential equations. Before

presenting the general characterization in Theorem B.6, it is useful to consider the following

simpler system of first-order differential equations with constant coefficients:

ẋ(t) = Ax(t), (B.13)

where x(t) ∈Rn, n ∈N, and A is an n × n matrix. The boundary condition again takes the

form of an initial value x(0) = x0 ∈Rn. This system of equation does not include a constant,

so that the steady state is x∗ = 0. This is simply a normalization, since as we just saw, a

nonhomogeneous differential equation with constant coefficients can be transformed into a

homogeneous one by a simple change of variables. This system of differential equations

always has a unique solution (this result follows from Theorem B.6 or from Theorem B.10;

see Exercise B.5). However when A has distinct real eigenvalues, the solution to (B.13) takes

a particularly simple form. This case is presented in the next result.

Theorem B.5 (Solution to Systems of Linear Differential Equations with Constant
Coefficients) Suppose that A has n distinct real eigenvalues ξ1, . . . , ξn. Then the unique

solution to (B.13) with the initial value x(0) = x0 takes the form

x(t) =
n
∑

j=1

cj exp
(

ξj t
)

vξj
,

where vξ1
, . . . , vξn

denote the eigenvectors corresponding to the eigenvalues ξ1, . . . , ξn, and

c1, . . . , cn denote the constants of integration.

Proof. The proof follows by diagonalizing the matrix A. In particular, since A has n dis-

tinct real eigenvalues, we have P−1AP = D, where D is a diagonal matrix with the eigenvalues

ξ1, . . . , ξn on the diagonal, and P =(vξ1
, . . . , vξn

) is the matrix of the eigenvectors correspond-

ing to the eigenvalues. Let z(t) ≡ P−1x(t), which also implies that

ż(t) = P−1ẋ(t)

= P−1Ax(t)

= P−1APz(t)

= Dz(t). (B.14)

Since D is a diagonal matrix, writing z(t) =
(

z1(t), . . . , zn(t)
)

, (B.14) implies that z1(t) =
c1 exp

(

ξ1t
)

, . . . , zn(t) = cn exp(ξnt), where c1, . . . , cn are the constants of integration. Now

since x(t) = Pz(t), the result follows by multiplying the matrix (vξ1
, . . . , vξn

) with the vector

of solutions z(t).

When the matrix A has repeated or complex eigenvalues, explicit solutions can still be

derived but are somewhat more complicated. Therefore I instead focus on the more general
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results in Theorem B.6 below. One important set of implications of Theorem B.5 are Theorems

2.4 and 7.18 in the text. In particular, Theorem B.5 implies that the steady-state value, here

x∗ = 0, is stable only when all eigenvalues are negative. If instead, m < n of the eigenvalues

are negative, then there exists an m-dimensional subspace such that the solution tends to the

steady state only starting with an initial value on this subspace.

Now consider the most general form of a system of linear differential equations:

ẋ(t) = A(t)x(t) + B(t), (B.15)

where x(t) ∈Rn, n ∈N, and A(t) and B(t) are n × n matrices for each t . Let us assume that

each element of A(t) and B(t) is integrable.

I now characterize the solution to (B.15) in two steps. First, I introduce the state-transition

matrix �(t, s) corresponding to A(t) as the n × n matrix function that is differentiable in its

first argument and is uniquely defined by

d

dt
�(t, s) = A(t)�(t, s), and �(t, t) = I for all t and s. (B.16)

The state-transition matrix is useful because it enables us to express the solutions to homoge-

neous systems and then derive the solutions to (B.15) from the solutions to the corresponding

homogeneous systems. In particular, if x̂(t) is a solution to the homogeneous system

ẋ(t) = A(t)x(t), (B.17)

then it is straightforward to verify that (see Exercise B.6)

x̂(t) = �(t, s)x̂(s) for any t and s. (B.18)

Let us next define the fundamental set of solutions to (B.17). The n × n matrix X(t) is

a fundamental set of solutions to (B.17) if its columns consist of vector-valued functions

x1(t), x2(t), . . . , xn(t) that are linearly independent from one another and are solutions to

(B.17). In this case clearly

Ẋ(t) = A(t)X(t).

Then it can be verified that (see Exercise B.7)

�(t, s) = X(t)X(s)−1. (B.19)

We are now in a position to state the form of the unique solution to the general system of

linear equations in (B.15).

Theorem B.6 (Solutions to General Systems of Linear Differential Equations) The

solution to (B.15) with initial condition x(0) = x0 is given by

x̂(t) = �(t, 0)x0 +
∫ t

0

�(t, s)B(s)ds, (B.20)

where �(t, s) is the state transition matrix corresponding to A(t).

Proof. We need only verify that x̂(t) given in (B.20) is a solution to (B.15). Differentiating

(B.20) with respect to time and using Theorem B.4, we obtain

d

dt
x̂(t) = d

dt
�(t, 0)x0 +

∫ t

0

d

dt
�(t, s)B(s)ds + �(t, t)B(t).
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By the definition of the state transition matrix (B.16), �(t, t) = I, and

d

dt
�(t, s) = A(t)�(t, s).

Therefore

d

dt
x̂(t) = A(t)�(t, 0)x0 + A(t)

∫ t

0

�(t, s)B(s)ds + B(t)

= A(t)x̂(t) + B(t),

completing the verification that (B.20) satisfies (B.15) with initial condition x̂(0) = x0.

B.6 Local Analysis and Stability of Nonlinear Differential Equations

Systems of nonlinear differential equations can be analyzed in the neighborhood of the steady

state by using Taylor’s Theorem (Theorem A.23). In particular, consider the system of nonlin-

ear autonomous differential equations

ẋ(t) = G(x(t)), (B.21)

where again x(t) ∈Rn, n ∈N, and now G :Rn →R
n is a continuously differentiable mapping.

Suppose that this system of differential equations has a steady state x∗ ∈Rn, and consider x(t)

in the neighborhood of x∗. Then from Taylor’s Theorem,

ẋ(t) = DG(x∗)(x(t) − x∗) + o(‖x(t) − x∗‖2),

where recall that

o(‖x(t) − x∗‖2)/‖x(t) − x∗‖2 → 0 as ‖x(t) − x∗‖ → 0

(and thus as x(t) → x∗). We say that x∗ is a hyperbolic steady state if the matrix DG(x∗) does

not have zero eigenvalues (or complex eigenvalues with zero real parts). Then as long as x∗ is

a hyperbolic steady state, the behavior of x(t) in the neighborhood of the steady state x∗ can

be approximated by the system of linear differential equations

ẋ(t) = DG(x∗)
(

x(t) − x∗).

This result is the basis of Theorems 2.5 and 7.19. The following theorem formalizes this result

and also implies Theorems 2.5 and 7.19. A rigorous proof can be found in Walter (1991,

pp. 305–317).

Theorem B.7 (Grobman-Hartman Theorem) Let x∗ be a steady state of (B.21), and

suppose that G :Rn →R
n is a continuously differentiable mapping. If x∗ is hyperbolic, then

there exists an open set of trajectories U of (B.21) around x∗ and an open set of trajectories V

of the linear system ẋ(t) = DG(x∗)(x(t) − x∗) around x∗ such that there exists a one-to-one

continuous function h : U → V that preserves the direction of trajectories in U and V .

Figure B.1 illustrates the implications of Theorem B.7. In this figure, Nc and Nd correspond

to the convergent and the divergent manifolds, respectively, of a two-dimensional nonlinear

system with a steady state at (x∗, y∗). Ec and Ed show the convergent and the divergent

subspaces for the corresponding linearized system.
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FIGURE B.1 Relationship between the convergent and the divergent manifolds of the nonlinear and the

linearized systems.

B.7 Separable and Exact Differential Equations

Two important special classes of differential equations, separable and exact differential equa-

tions, often enable us to derive explicit solutions. A differential equation

ẋ(t) = g(x(t), t) (B.22)

is separable if g can be written as

g(x, t) ≡ f (x)h(t).

In that case, (B.22) can be expressed as

dx(t)

f (x(t))
= h(t)dt.

Integrating both sides, we obtain

∫

dx

f (x)
=
∫

h(t)dt.

This equation typically allows us to obtain an explicit solution. The following example illus-

trates a particular application.

Example B.1 The differential equation

ẋ(t) = 4t3 + 3t2 + 2t + 1

2x(t)

with initial value x(0) = 1 at first looks difficult to solve. However, once we note that it is

separable, we can write it as 2x . dx = (4t3 + 3t2 + 2t + 1)dt , and integrate it to obtain

x2(t) = t4 + t3 + t2 + t + c, where c is a combination of the two constants of integration.
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To satisfy the initial value, we need c = 1. Therefore the solution to this initial value problem is

given by x(t) =
√

t4 + t3 + t2 + t + 1, where the negative root to the quadratic is eliminated

because it does not satisfy the initial value x(0) = 1. An example that is relevant for economic

applications is provided in Exercise B.9.

Next, consider a differential equation of the form (B.22) again, and suppose that the function

g can be written as

g(x(t), t) ≡ G1(x(t), t)

G2(x(t), t)
,

where

G1(x(t), t) = ∂F (x(t), t)

∂t
, and G2(x(t), t) = −∂F (x(t), t)

∂x
.

Then (B.22) defines an exact differential equation. In particular, in this case, we can write

ẋ(t) = G1(x(t), t)

G2(x(t), t)
= − ∂F (x(t), t)/∂t

∂F (x(t), t)/∂x
,

or

ẋ(t)
∂F (x(t), t)

∂x
+ ∂F (x(t), t)

∂t
= 0.

Let x̂(t) be a solution to this differential equation. Then we equivalently have that

d

dt
F (x̂(t), t) = 0, (B.23)

where d/dt denotes the total derivative of the function F. Equation (B.23) then implies that

F
(

x̂(t), t
)

= c, (B.24)

where c is the constant of integration. Equation (B.24) implicitly defines the solution x̂(t).

Exact differential equations are straightforward to solve once they have been identified. The

following provides a simple example.

Example B.2 Consider the differential equation

ẋ(t) = −2x(t) log x(t)

t
,

with initial value x(1) = exp(1). While this differential equation looks difficult to solve at first,

once we recognize that it can be written as

ẋ(t) = −2t log x(t)

t2/x(t)
= −∂(t2 log (x(t)))/∂t

∂(t2 log(x(t)))/∂x
,

it can be seen to be an exact differential equation. Therefore its solution x̂(t) is given by

t2 log(x̂(t)) = c, which implies that x̂(t) = exp(ct−2) is the general solution. The initial

condition pins down the constant of integration as c = 1.
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B.8 Existence and Uniqueness of Solutions

Initial value problems generally enable us to establish the existence and uniqueness of solutions

under relatively weak conditions. In fact, there are many related existence theorems. I state the

most basic existence theorem here, which extends the original theorem by Picard. Consider a

first-order differential equation

ẋ(t) = g(x(t), t) (B.25)

defined on some interval D ⊂R (i.e., defined for all t ∈ D). Throughout this section I assume

that 0 is in the interior of D. Let us introduce the following Lipschitz condition.

Definition B.1 The first-order differential equation (B.25) satisfies the Lipschitz condition

on the strip S = X × D if there exists a real number L < ∞ such that

∣

∣g(x, t) − g(x′, t)
∣

∣≤ L
∣

∣x − x′∣
∣

for all x, x′ ∈ X and for all t ∈ D.

It can be verified that if g : S →R satisfies the Lipschitz condition, then it must be contin-

uous (see Exercise B.8).

Theorem B.8 (Picard’s Theorem I) Suppose that g : X × D →R is continuous in both of

its arguments and satisfies the Lipschitz condition in Definition B.1. Then there exists δ > 0

such that the initial value problem defined by (B.25) with x(0) = x0 ∈ X has a unique solution

x(t) over the interval [−δ, δ] ⊂ D.

This theorem guarantees only the existence of a unique solution in the neighborhood of the

initial value x0. A stronger version of this theorem holds when D is compact.

Theorem B.9 (Existence and Uniqueness on Compact Sets I) Suppose that g is con-

tinuous in both of its arguments and satisfies the Lipschitz condition in Definition B.1 and that

D is compact. Then the initial value problem defined by (B.25) with x(0) = x0 has a unique

solution x(t) over the entire interval D.

There are various proofs of these theorems. Example 6.3 and Exercise 6.4 in Chapter 6

provide proofs using the Contraction Mapping Theorem (Theorem 6.7).

This theorem can easily be extended to systems of first-order differential equations. Suppose

that x(t) ∈ X ⊂Rn, where n ∈N. Let D ⊂R and G : X × D → X, and consider the system of

first-order differential equations

ẋ(t) = G(x(t), t). (B.26)

Definition B.2 The system of first-order differential equations (B.26) satisfies the Lipschitz

condition over the strip S = X × D if there exists a real number L < ∞ such that

∥

∥G(x, t) − G(x′, t)
∥

∥≤ L
∥

∥x − x′∥
∥

for all x, x′ ∈ X and for all t ∈ D.

Theorem B.10 (Picard’s Theorem II) Suppose that G is continuous in all of its arguments

and satisfies the Lipschitz condition in Definition B.2. Then there exists δ > 0 such that the

initial value problem defined by the system of differential equations in (B.26) with x(0) = x0

has a unique solution x(t) over the interval [−δ, δ] ⊂ D.
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Theorem B.11 (Existence and Uniqueness on Compact Sets II) Suppose that G is

continuous in all of its arguments and satisfies the Lipschitz condition in Definition B.2 and

that D is compact. Then the initial value problem defined by the system of differential equations

in (B.26) with x(0) = x0 has a unique solution x(t) over the entire interval D.

The proofs of these theorems can be found in Walter (1991, pp. 108–110).

B.9 Continuity and Differentiability of Solutions

We would also like to know whether when some parameter or an initial condition of a

differential equation is changed by a small amount, the solution also changes by a small amount.

The following theorem provides conditions for this to be true (see Walter, 1991, pp. 145–146,

for a proof).

Theorem B.12 (Continuity of Solutions to Differential Equations) Suppose that

g : X × D →R is continuous in both of its arguments and that D is compact. Let x(t) be

a solution to (B.26) with initial condition x(0) = x0. For every ε > 0, x0 ∈ X, and continuous

function g̃ : X × D →R, there exists δ > 0 such that if

∣

∣g̃(x, t) − g(x, t)
∣

∣< δ, and
∣

∣x̃0 − x0

∣

∣< δ for all (x, t) ∈ X × D,

then every solution x̃(t) to the perturbed initial value problem

ẋ(t) = g̃(x(t), t), with x(0) = x̃0,

satisfies
∣

∣x̃(t) − x(t)
∣

∣< ε for all t ∈ D.

This theorem can also be extended to systems of differential equations. Finally, under

slightly stronger assumptions, the solution depends on initial values and parameters smoothly

(see Walter, 1991, pp. 148–156).

Theorem B.13 (Differentiability of Solutions to Differential Equations) Suppose

that g : X × D →R is differentiable in both of its arguments and that D is compact. Let x(t)

be a solution to (B.26) with initial condition x(0) = x0. For every ε > 0 and x0 ∈ X, there exists

δ > 0 such that if

∣

∣x′
0
− x0

∣

∣< δ for all (x, t) ∈ X × D,

then every solution x′(t) to the perturbed initial value problem

ẋ(t) = g(x(t), t), with x(0) = x′
0

satisfies
∣

∣ẋ′(t) − ẋ(t)
∣

∣< ε for all t ∈ D.

B.10 Difference Equations

Similar to first-order differential equations, a first-order difference equation is defined as

x(t + 1) = g(x(t), t),
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where g :R×R→R. Higher-order difference equations and systems of difference equations

are defined similarly.

Solutions to difference equations have many features in common with the solutions to

differential equations. For example, the simple first-order difference equation

x(t + 1) = ax(t) + b,

has a solution similar to the first-order linear differential equation with constant coefficients.

In particular, if we specify the initial condition x(0) = x0, then successive substitutions yield

x(1) = ax0 + b,

x(2) = a2x0 + ab + b,

and so on. By induction, the general solution to this equation is

x(t) =

⎧

⎨

⎩

x0 + bt if a = 1,

at
(

x0 − b
1−a

)

+ b
1−a

otherwise.

The reader will recognize x∗ ≡ b/(1 − a) as the steady-state value (when a �= 1), and the

solution makes it clear that if |a| < 1, then the first term tends to zero and x(t) → x∗ (as

t → ∞), which is the essence of the stability results presented in the text. In contrast, when

|a| > 1, the solution diverges from x∗.
Next consider the system of first-order linear difference equations

x(t + 1) = Ax(t), (B.27)

where x(t) ∈Rn, n ∈N, and A is an n × n real matrix. When A has n distinct real eigenvalues,

the solution to the system of equations is very similar to that given in Theorem B.5.

Theorem B.14 (Solution to Systems of Linear Difference Equations with Constant
Coefficients) Suppose that A has n distinct real eigenvalues ξ1, . . . , ξn. Then the unique

solution to (B.27) with the initial value x(0) = x0 takes the form

x(t) =
n
∑

j=1

cjξ
t
j
vξj

,

where vξ1
, . . . , vξn

denote eigenvectors corresponding to the eigenvalues ξ1, . . . , ξn, and

c1, . . . , cn denote constants determined by the initial conditions.

Proof. The proof again follows by diagonalizing the matrix A. Recall that since A has

n distinct real eigenvalues, we have P−1AP = D, where D is a diagonal matrix with the

eigenvalues ξ1, . . . , ξn on the diagonal, and P =(vξ1
, . . . , vξn

) is the matrix of the eigenvectors

corresponding to the eigenvalues. Let z(t) ≡ P−1x(t), and note that

z(t + 1) = P−1x(t + 1)

= P−1Ax(t)

= P−1APz(t)

= Dz(t). (B.28)
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Since D is a diagonal matrix, writing z(t) =
(

z1(t), . . . , zn(t)
)

, (B.28) implies that z1(t) =
c1ξ

t
1, . . . , zn(t) = cnξ

t
n
. Now since x(t) = Pz(t), the result follows by multiplying the matrix

(vξ1
, . . . , vξn

) with the vector of solutions z(t).

The analogue of Theorem B.6 also applies to difference equations. The matrix of funda-

mental solutions X(t) is defined similarly to the matrix of fundamental solutions to differential

equations. In addition, the state transition matrix again satisfies �(t, s) = X(t)X(s)−1 and

�(t, t) = I. Now consider the system of first-order difference equations

x(t + 1) = A(t)x(t) + B(t). (B.29)

The solution to this set of difference equations is characterized by the next theorem.

Theorem B.15 (General Solutions to Systems of Linear Difference Equations)
The solution to (B.29) with initial condition x(0) = x0 is given by

x(t) = �(t, 0)x0 +
t−1
∑

s=0

�(t, s + 1)B(s).

Proof. See Exercise B.10.

Linearizing systems of nonlinear difference equations then leads to an analogue of Theorem

B.7. Finally, the existence and uniqueness of solutions is somewhat more straightforward for

difference equations.

Theorem B.16 (Existence and Uniqueness of Solutions to Difference Equations)
Consider the system of first-order nonlinear difference equations

x(t + 1) = G(x(t)), (B.30)

where x(t) ∈Rn, n ∈N, and G :Rn →R
n is an arbitrary mapping. Suppose that the initial

condition is specified as x(0) = x0. Then (B.30) has a unique solution for all t ∈N.

Proof. Given x0, x(1) is uniquely defined as G(x0). Proceeding iteratively, we determine a

unique x(t) that satisfies (B.30) for any t ∈N.

Using a similar method to that used for turning higher-order differential equations into a

system of first-order differential equations (see Exercise B.3), this theorem also guarantees ex-

istence and uniqueness of solutions to higher-order difference equations when the appropriate

initial values are specified (see Exercise B.11).

B.11 Exercises

B.1 Use integration by parts as in Theorem B.3 to evaluate
∫ b

a
log xdx.

B.2 Consider a household with preferences given by

U(0) =
∫ ∞

0

exp(−ρt) log C(t)dt.

Suppose that C(0) = C0 and that C(t) grows at a constant proportional rate g (i.e., C(t) =
exp(gt)C(0)). Derive the expression for U(0).

B.3 Show that an nth order differential equation as in (B.3) can be written as a system of n first-order

equations. [Hint: let zj(t) = djx(t)/dtj for j = 1, . . . , n.]
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B.4 Show that (B.12) is the general solution to the first-order differential equation (B.4).

B.5 Verify that the system of linear differential equations (B.13) satisfies the conditions of Theorem

B.10.

B.6 Verify (B.18).

B.7 Prove (B.19).

B.8 Show that if g :R×R→R satisfies the Lipschitz condition in Definition B.1, then g(x, t) is

continuous in x.

B.9 This exercise asks you to use the techniques for solving separable differential equations to

characterize the family of utility functions with a constant coefficient of relative risk aversion. In

particular, recall that the (Arrow-Pratt) measure of relative risk aversion of a twice differentiable

utility function u is given by

Ru(c) = −u′′(c)c

u′(c)
.

Suppose that Ru(c) = r > 0, and let v(c) = u′(c). Then we obtain

v′(c)

v(c)
= − r

c
.

Using this equation, characterize the family of utility functions that have a constant coefficient of

relative risk aversion.

B.10 Prove Theorem B.15.

B.11 Consider the nth-order difference equation

x(t + n) = H(x(t + n − 1), . . . , x(t), t),

where H :Rn →R. Prove that if the initial values x(0), x(1), . . . , x(n − 1) are specified, this

equation has a unique solution for any t .



C
Brief Review of
Dynamic Games

T
his appendix provides a brief overview of basic definitions, results, and notation for

infinite-horizon dynamic games. The reader is already assumed to be familiar with

basic game theory and the notions of Nash Equilibrium and Subgame Perfect (Nash)

Equilibrium. A review of these notions as well as much of the material covered here can be

found in standard graduate game theory textbooks, such as Myerson (1991), Fudenberg and

Tirole (1994), and Osborne and Rubinstein (1994). My focus here is on games of complete

information (or the so-called games of perfect monitoring). These types of games are used in

Section 14.4 in Chapter 14, as well as in Chapters 22 and 23.

C.1 Basic Definitions

I consider the following class of dynamic infinite-horizon games. There is a set of players

denoted by N. This set is either finite, or when it is infinite (especially uncountable), more

structure is imposed to make the game tractable, and thus variants of the theorems presented

below are still applicable. In particular, in many of the applications (especially in those

considered in Chapters 22 and 23), there is a continuum of players, but these are in distinct

finite groups, and the game can be viewed as one between the distinct groups. Thus I focus on

the case in which N is finite and consists of N players. Each player i ∈ N has a strategy set

Ai(k) ⊂Rni (with ni ∈N) at every date, and in addition, k ∈ K ⊂ Rn is the state vector (with

n ∈N), with value at time t denoted by k(t). A generic element of Ai(k) at time t is denoted

by ai(t), and a(t) = (a1(t), . . . , aN(t)) denotes the action profile at time t :

a(t) ∈ A(k(t)) =
N
∏

i=1

Ai(k(t)).

I use the standard notation a−i(t) = (a1(t), ai−1(t), ai+1(t), . . . , aN(t)) to denote the vector

of actions without i’s action; thus with a slight abuse of notation, we can write ai(t) =
(ai(t), a−i(t)). Consistent with the types of models analyzed in the text, the action set of each

player Ai(k) is a function only of the state variable k and not of calendar time.

934
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Each player has an instantaneous utility function ui(k(t), a(t)), where

ui : K × A →R

is assumed to be continuous and bounded. This notation emphasizes the dependence of each

player’s payoff on the entire action profile in that period (and not on past actions) and also

on a common vector of state variables, denoted by k(t). Past actions have an effect on current

payoffs only through this vector of state variables.

As usual, each player’s objective at time t is to maximize her discounted payoff

Ui[t] = Et

∞
∑

s=0

βsui(k(t + s), a(t + s)), (C.1)

where β ∈ (0, 1) is the discount factor, and Et is the expectations operator conditional on

information available at time t . The games I focus on here contain potential uncertainty

about the evolution of the state variable in the future and strategic uncertainty resulting from

mixed strategies. However they do not feature asymmetric information, since I do not use

incomplete information or asymmetric information dynamic games in this book. Consequently

the expectations operator Et is not indexed by i.

The law of motion of vector k(t) is given by the following Markovian transition function

q(k(t + 1) | k(t), a(t)), (C.2)

which denotes the probability density that next period’s state vector is equal to k(t + 1) when

the time t action profile of all the agents is a(t) ∈ A(k(t)) and the state vector is k(t) ∈ K.

I refer to transition function (C.2) as “Markovian,” since it depends only on the current profile

of actions and the current state. Naturally, we have

∫ ∞

−∞
q(k | k(t), a(t))dk = 1

for all k(t) ∈ K and a(t) ∈ A(k(t)).

Next we need to specify the information structure of the players. We focus on games

with perfect observability or perfect monitoring, so that individuals observe realizations of

all past actions. Then the public history at time t , observed by all agents up to time t , is

ht = (a(0), k(0), . . . , a(t), k(t)). With mixed strategies, the history naturally only includes

the realizations of mixed strategies, not the actual strategy. Let the set of all potential histories

at time t be denoted by H t . It should be clear that any element ht ∈ H t for any t corresponds

to a subgame of this game.1

Let a (pure) strategy for player i at time t be

σi(t) : H t−1 × K → Ai,

that is, a mapping that determines what to play given the entire past history ht−1 and the current

value of the state variable k(t) ∈ K . This is the natural specification of a strategy for time t

given that ht−1 and k(t) entirely determine the subgame.

1. Sometimes, it may be useful to distinguish calendar time from the nodes within a stage game. In this case,

one might want to use the notation ht to denote the history up to the beginning of time t and then some other

variable, say, j t ∈ J t to summarize actions within the stage game at time t . In that case, the proper history at

time t would be given by an element of the set H t × J t . For our purposes here, this distinction is not necessary.
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A mixed strategy for player i at time t is

σi(t) : H t−1 × K → �(Ai),

where �(Ai) is the set of all probability distributions over Ai, and I have used the same symbol,

σ , for pure and mixed strategies to economize on notation. Let σ = (σ1, . . . , σN) be the strategy

profile in the infinite game, and let σi(t) = (σ1(t), . . . , σN(t)) be the continuation strategy

profile after time t induced by the strategy profile of the infinite game, σ . Let Si be the set of all

feasible strategies for player i in the infinite game, and S =
∏N

i=1
Si be the set of all feasible

strategy profiles. I also use the notation Si(t) for the set of continuation strategies for player

i starting at time t . Naturally, S(t) =
∏N

i=1
Si(t) and S−i(t) =

∏

j �=i Sj(t) are defined in the

usual manner.

As is standard, define the best-response correspondence as

BR(σ−i(t) | ht−1, k(t)) =
{

σi(t) ∈ Si(t) : σi(t) maximizes (C.1) given σ−i(t) ∈ S−i(t)
}

.

Definition C.1 A Subgame Perfect Equilibrium (SPE) is a strategy profile σ ∗ =
(σ ∗

1
, . . . , σ ∗

N
) ∈ S such that σ ∗

i
(t) ∈ BR(σ ∗

−i
(t) | ht−1, k(t)) for all (ht−1, k(t)) ∈ H t−1 × K ,

for all i ∈ N, and for t = 0, 1, . . . .

Therefore, an SPE requires strategies to be best responses to one another given all possible

histories, which is a minimal requirement. What is “strong” (or “weak,” depending on the

perspective) about the SPE concept is that strategies are mappings from the entire history.

Consequently in many infinitely repeated games, there will be numerous SPEs. This type of

multiplicity sometimes makes it attractive to focus on subsets of equilibria. One possibility

would be to look for stationary SPEs, motivated by the fact that the underlying game itself is

stationary (i.e., payoffs do not depend on time). Another possibility would be to look at the

best SPEs, (i.e., those that are on the Pareto frontier).

Perhaps the most popular alternative concept often used in dynamic games is that of Markov

Perfect Equilibrium (MPE). The MPE differs from SPE in that it only conditions on the payoff-

relevant state of the game. The motivation comes from dynamic programming where, as we

have seen in Chapters 6 and 16, an optimal plan is a mapping from the state vector to the control

vector. MPE can be thought of as an extension of this reasoning to game-theoretic situations.

The advantage of the MPE relative to SPE is that many infinite games have far fewer MPEs

than SPEs in general. The disadvantage, naturally, is that some economically interesting SPEs

will be ignored when we focus on MPEs.

We could define payoff-relevant history at time t as the smallest (coarsest) partition Pt of

H t such that any two distinct elements of Pt necessarily lead to different payoffs or strategy

sets for at least one of the players, holding the action profile of all other players constant.

In this case, it is clear that given the Markovian transition function (C.2), the payoff-relevant

state is simply k(t) ∈ K . Then we define a pure Markovian strategy as

σ̂i : K → Ai

and a mixed Markovian strategy as

σ̂i : K → �(Ai).

Define the set of Markovian strategies for player i by Ŝi. Naturally, Ŝ =
∏N

i=1
Ŝi.

Notice that I have dropped the dependence on t , since time is not part of the payoff-relevant

state. This is a feature of the infinite-horizon nature of the game. With finite horizons, time

would necessarily be part of the payoff-relevant state. It is also possible to imagine more general
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infinite-horizon games in which the payoff function is ui(t, k(t), ai(t)), with time being part

of the payoff-relevant state.

Note also that σ̂i has a different dimension than σi above. In particular, σ̂i assigns an action

(or a probability distribution over actions) to each state k ∈ K , while σi does so for each

subgame, that is, for all (ht−1, k(t)) ∈ H t−1 × K and all t . To compare Markovian with non-

Markovian strategies (in particular with non-Markovian deviations), it is useful to consider

an extension of Markovian strategies to the same dimension as σi. In particular, let σ̂ ′
i

be an

extension of σ̂i such that

σ̂ ′
i

: K × H t−1 → �(Ai),

with σ̂ ′
i
(k, ht−1) = σ̂i(k) for all ht−1 ∈ H t−1 and k(t) ∈ K . Define the set of extended Marko-

vian strategies for player i by Ŝ′
i

and Ŝ′ =
∏N

i=1
Ŝ′

i
. Moreover, as before, let σ̂ ′

i
(t) be the

continuation strategy of player i induced by σ̂ ′
i

after time t , and let σ̂ ′
−i

(t) be the continu-

ation strategy profile of all players other than i induced by their Markovian strategies σ̂−i.

I refer both to σ̂i and to its extension σ̂ ′
i

as “Markovian strategies.”

Definition C.2 A Markov Perfect Equilibrium (MPE) is a profile of Markovian strate-

gies σ̂ ∗ = (σ̂ ∗
1
, . . . , σ̂ ∗

N
) ∈ Ŝ such that the extension of these strategies satisfies σ̂ ′∗

i
(t) ∈

BR(σ̂ ′∗
−i

(t) | ht−1, k(t)) for all (ht−1, k(t)) ∈ H t−1 × K , for all i ∈ N, and for all t = 0, 1, . . . .

Therefore the only difference between MPEs and SPEs is that in the former attention is

restricted to Markovian strategies. It is important to note that deviations are not restricted to

be Markovian. This is implicitly emphasized by the extension of the Markovian strategies to

σ̂ ′∗
i

∈ Ŝ′
i

and by the requirement that σ̂ ′∗
i

(t) ∈ BR(σ̂ ′∗
−i

(t) | ht−1, k(t)) (which conditions on

history ht). In particular, for an MPE, a Markovian strategy σ̂ ∗
i

must be a best response to σ̂ ∗
−i

among all strategies σi(t) : H t−1 × K → �(Ai) available at time t .

It should also be clear that an MPE is an SPE, since the extended Markovian strategy satisfies

σ̂ ′∗
i

(t) ∈ BR(σ̂ ′∗
−i

(t) | ht−1, k(t)), ensuring that σ̂ ′∗
i

is a best response to σ̂ ′∗
−i

in all subgames,

that is, for all (ht−1, k(t)) ∈ H t−1 × K and for all t .

C.2 Some Basic Results

Recall that σ(t) = (σ1(t), . . . , σN(t)) denotes the continuation play for player i after date t ,

and therefore σi(t) = (ai(t), σ ∗
i
(t + 1)) designates the strategy involving action ai(t) at date t

and the continuation play given by strategy σ ∗
i
(t + 1) subsequently.

Theorem C.1 (One-Stage Deviation Principle) Suppose that the instantaneous payoff

function of each player is uniformly bounded; that is, there exists M < ∞ such that

sup
k∈K,a∈A(k)

ui(a, k) < M

for all i ∈ N. Then a strategy profile σ ∗ = (σ ∗
1
, . . . , σ ∗

N
) ∈ S is an SPE [σ̂ ∗ = (σ̂ ∗

1
, . . . , σ̂ ∗

N
) ∈ Ŝ

is an MPE] if and only if for all i ∈ N, (ht−1, k(t)) ∈ H t−1 × K , and time t and for all

ai(t) ∈ A(k(t)),

σ ∗
i
(t) = (ai(t), σ ∗

i
(t + 1))

[σ̂ ′
i
(t) = (ait, σ̂ ′∗

i
(t + 1))] yields no higher payoff to player i than σ ∗

i
(t) [σ̂ ′∗

i
(t)].
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Proof. (Sketch) Fix the strategy profile of other players. Then the problem of individual i

is equivalent to a dynamic optimization problem. Since

lim
T →∞

∞
∑

s=T

βsui(k(t + s), a(t + s)) = 0

for all {k(t + s), a(t + s)}T
s=0

and all t , given the uniform boundedness of instantaneous

payoffs and β < 1, we can apply a slight variant of the Principle of Optimality (Theorem 16.2).

In particular, given the uniform boundedness assumption, the same argument as in the proof of

this theorem implies that an optimal plan for an individual, for a fixed profile of strategies of

all other players, must be optimal for the next stage given her optimal continuation from then

on. Moreover, any nonoptimal plan must violate the principle of optimality at some point.

This theorem implies that we can check whether a strategy is a best response to other players’

strategy profiles by looking at one-stage deviations and keeping the rest of the strategy of the

deviating player as given. The uniform boundedness assumption can be weakened to require

continuity at infinity, which essentially means that discounted payoffs converge to zero along

any history.

Lemma C.1 Suppose that σ̂ ′∗
−i

is Markovian (i.e., it is an extension of a Markovian strategy

σ̂ ∗
−i

) and that for ht−1 ∈ H t−1 and k(t) ∈ K , BR(σ̂ ′∗
−i

| k(t), ht−1) �= ∅. Then there exists

σ̂ ′∗
i

∈ BR(σ̂ ′∗
−i

| k(t), ht−1) that is Markovian.

Proof. Suppose σ̂ ′∗
−i

is Markovian. Suppose, to obtain a contradiction, that there exists a non-

Markovian strategy σ ∗
i

that performs strictly better against σ̂ ′∗
−i

than all Markovian strategies.

Then by Theorem C.1, there exists t , t̃ > t , k ∈ K , ht−1 ∈ H t−1, and h̃t̃−1 ∈ H t̃−1 such that the

continuation play following these two histories given k ∈ K are not the same; that is,

σ ∗
i

[t](k, ht−1) ∈ BR(σ̂ ′∗
−i

| k, ht−1), σ ∗
i

[t̃](k, h̃t̃−1) ∈ BR(σ̂ ′∗
−i

| k, h̃t̃−1), and

σ ∗
i

[t](k, ht−1) �= σ ∗
i

[t̃](k, h̃t̃−1),

where σ ∗
i

[t](k, ht−1) denotes a continuation strategy for player i starting from time t with

state vector k and history ht−1. Now construct the continuation strategy σ̂ ′∗
i

[t̃] such that

σ̂ ′∗
i

[t̃](k, h̃t̃−1) = σ ∗
i

[t](k, ht−1). Since σ̂ ′∗
−i

is Markovian, σ̂ ′∗
−i

[t] is independent of ht−1 and

h̃t−1, and therefore

σ̂ ′∗
i

[t](k, ht−1) = σ̂ ′∗
i

[t](k, h̃t̃−1) ∈ BR(σ̂ ′∗
−i

| k, ht−1) ∩ BR(σ̂ ′∗
−i

| k, h̃t̃−1).

Repeating this argument for all instances in which σ ∗
i

is not Markovian establishes that a

Markovian strategy σ̂ ′∗
i

is also best response to σ̂ ′∗
−i

.

This lemma states that when all other players are playing Markovian strategies, there exists

a best response that is Markovian for each player. This does not mean that there are no other

best responses, but since there is a Markovian best response, the lemma gives us hope that we

can construct MPEs.

Theorem C.2 (Existence of Markov Perfect Equilibria) Let K and Ai(k) for all k ∈ K

be finite sets. Then there exists an MPE σ̂ ∗ = (σ̂ ∗
1
, . . . , σ̂ ∗

N
).
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Proof. (Sketch) Consider an extended game in which the set of players is an element (i, k)

of N × K, with payoff function given by the original payoff functions for player i starting in

state k as in (C.1) and strategy set Ai(k). The set N × K is finite, and since Ai(k) is also finite,

the set of mixed strategies �(Ai(k)) for player (i, k) is the simplex over Ai(k). Therefore the

standard proof of existence of Nash Equilibrium based on Kakutani’s Fixed Point Theorem

(Theorem A.18) applies and leads to the existence of an equilibrium
(

σ̂ ∗
(i,k)

)

(i,k)∈N×K
in this

extended game.

Now going back to the original game, construct the strategy σ̂ ∗
i

for each player i ∈ N such

that σ̂ ∗
i
(k) = σ̂ ∗

(i,k)
, that is, σ̂ ∗

i
: K → �(Ai). This strategy profile σ̂ ∗ is Markovian. Consider

the extension of σ̂ ∗ to σ̂ ′∗ as above, that is, σ̂ ′∗
i

(k, ht−1) = σ̂ ∗
i
(k) for all ht−1 ∈ H t−1, k(t) ∈ K ,

i ∈ N, and t . Then by construction, given σ̂ ′∗
−i

, it is impossible to improve over σ̂ ′∗
i

with a

deviation at any k ∈ K. Theorem C.1 implies that σ̂ ′∗
i

is a best response to σ̂ ′∗
−i

for all i ∈ N

among all Markovian strategies. Lemma C.1 then implies that there exists no non-Markovian

strategy that can perform strictly better than σ̂ ′∗
i

against σ̂ ′∗
−i

for all i ∈ N. This argument

establishes that σ̂ ′∗ is an MPE strategy profile.

Similar existence results can be proved for countably infinite sets K and Ai(k) and for

uncountable sets, but in the latter instance, some additional requirements are necessary, and

these are rather technical in nature. Since they play no role in what follows, we do not need to

elaborate on these requirements.

For the next result, let �̂ =
{

σ̂ ∗ ∈ Ŝ: σ̂ ∗ is an MPE
}

be the set of MPE strategies and

�∗ =
{

σ ∈ S: σ ∗ is an SPE
}

be the set of SPE strategies. Let �̂′ be the extension of �̂ to

include conditioning on histories. In particular, recall that σ̂ ′
i

: K × H t−1 → �(Ai) is such

that σ̂ ′
i
(k, ht−1) = σ̂i(k) for all ht−1 ∈ H t−1 and k(t) ∈ K, and let

�̂′ =
{

σ̂ ′ ∈ S: σ̂ ′
i
(k, ht−1) = σ̂i(k) for all ht−1 ∈ H t−1, k(t) ∈ K,

and i ∈ N, and σ̂ is an MPE

}

.

Theorem C.3 (Markov versus Subgame Perfect Equilibria) �̂′ ⊂ �∗.

Proof. This theorem follows immediately by noting that since σ̂ ∗ is an MPE strategy profile,

the extended strategy profile, σ̂ ′∗, is such that σ̂ ′∗
i

is a best response to σ̂ ∗
−i

for all ht−1 ∈ H t−1,

k(t) ∈ K , and for all i ∈ N and thus is subgame perfect.

This theorem implies that every MPE strategy profile corresponds to an SPE strategy profile,

and any equilibrium-path play supported by an MPE can be supported by an SPE.

Theorem C.4 (Existence of Subgame Perfect Equilibria) Let K and Ai(k) for all k ∈ K

be finite sets. Then there exists an SPE σ ∗ = (σ ∗
1
, . . . , σ ∗

N
).

Proof. Theorem C.2 shows that an MPE exists, and since an MPE is an SPE (Theorem C.3),

the existence of an SPE follows.

When K and Ai(k) are uncountable sets, existence of pure strategy SPEs can be guaranteed

by imposing compactness and convexity of K and Ai(k) and quasi-concavity of Ui[t] in σi[t]

for all i ∈ N (in addition to the continuity assumptions above). In the absence of convexity of

K and Ai(k) or quasi-concavity of Ui[t], mixed strategy equilibria can still be guaranteed to

exist under some mild additional assumptions.

Finally, a well-known theorem for SPE from repeated games also generalizes to dynamic

games. Let p(a | σ) be the probability distribution over the equilibrium-path actions induced

by the strategy profile σ , with the usual understanding that
∫

a∈A
p(a | σ)da = 1 for all σ ∈ S,
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where A is a set of admissible action profiles. With a slight abuse of terminology, I refer to

p(a | σ) as the “equilibrium-path action induced by strategy σ .” Then let

UM
i

(k) = min
σ−i∈�−i

max
σi∈�i

E

∞
∑

s=0

βsui(k(t + s), a(t + s)),

be the maximum payoff of player i when k(t) = k and k(t + s) is given by (C.2). Moreover let

UN
i

(k) = min
σ∈�

E

∞
∑

s=0

βsui(k(t + s), a(t + s)), (C.3)

be the minimum SPE payoff of player i starting in state k ∈ K. In other words, (C.3) is player

i’s payoff in the equilibrium chosen to minimize this payoff (starting in state k).

Theorem C.5 (Punishment with the Worst Equilibrium) Suppose σ ∗ ∈ S is a pure

strategy SPE with the distribution of equilibrium-path actions given by p(a | σ ∗). Then there

exists an SPE σ ∗∗ ∈ S such that p(a | σ ∗) = p(a | σ ∗∗) and σ ∗∗ involves a continuation payoff

of UN
i (k) to player i, if i is the first to deviate from σ ∗∗ at date t after some history ht−1 ∈ H t−1

and when the resulting state in the next period is k(t + 1) = k.

Proof. If σ ∗ is an SPE, then no player wishes to deviate from it. Suppose that i were to deviate

from σ ∗ at date t after history ht−1 ∈ H t−1 and when k(t) = k. Denote her continuation payoff

starting at time t , with k(t), and ht−1 by Ud
i

[t](k(t), ht−1 | σ ∗). Denote her equilibrium payoff

under σ ∗ by U c
i [t](k(t), ht−1 | σ ∗). Then σ ∗ can be an SPE only if

U c
i
[t](k(t), ht−1 | σ ∗) ≥

max
ai(t)∈Ai(k)

E

{

ui(ai(t), a−i(σ
∗
−i

) | k(t), ht−1) + βUd
i

[t + 1](k(t + 1), ht | σ ∗)
}

,

where ui(ai(t), a−i(σ
∗
−i

) | k(t), ht−1, σ ∗) is the instantaneous payoff of individual i when

she chooses action ai(t) in state k(t) following history ht−1 and other players are playing

the (potentially mixed) action profiles induced by σ ∗
−i

(denoted by a−i(σ
∗
−i

)). Recall that

Ud
i [t + 1](k(t + 1), ht | σ ∗) is the continuation payoff following this deviation, with k(t + 1)

following from the transition function q(k(t + 1) | k(t), ai(t), a−i(σ
∗
−i

)), and ht incorporating

the actions ai(t), a−i(σ
∗
−i

). The continuation play, following the deviation, will correspond to

an SPE, since σ ∗
−i

specifies an SPE action for all players other than i in all subgames, and in

response, the best that player i can do is to play an equilibrium strategy.

By definition of an SPE and the minimum equilibrium payoff of player i defined in (C.3),

Ud
i

[t + 1](k(t + 1), ht | σ ∗) ≥ UN
i

(k(t + 1)).

The preceding two inequalities imply that

U c
i
[t](k(t), ht−1 | σ ∗) ≥ max

ai(t)∈Ai(k)
E

{

ui(ai(t), a−i(σ
∗
−i

) | k(t), ht−1) + βUN
i

(k(t))
}

.

Therefore we can construct σ ∗∗, which is identical to σ ∗ except that we replace

Ud
i [t + 1](k(t + 1), ht | σ ∗) with UN

i (k(t + 1)) following the deviation by player i from σ ∗

after history ht−1 ∈ H t−1. Since UN
i (k(t + 1)) is an SPE payoff, σ ∗∗ is also an SPE.
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This theorem states that in characterizing the set of sustainable payoffs in SPEs, we can

limit attention to SPE strategy profiles involving the most severe equilibrium punishments. A

stronger version of this theorem is the following.

Theorem C.6 (Punishment with Minmax Payoffs) Suppose σ ∗ ∈ S is a pure strategy

SPE with the distribution of equilibrium-path actions given by p(a | σ ∗). Then for β sufficiently

close to 1, there exists an SPE σ ∗∗ ∈ S (possibly equal to σ ∗) with p(a | σ ∗) = p(a | σ ∗∗), and

σ ∗∗ involves a continuation payoff of UM
i

(k) to player i, if i is the first to deviate from σ ∗∗ at

date t after some history ht−1 ∈ H t−1 and when k(t) = k.

Proof. The proof is similar to that of Theorem C.5, except that it uses UM
i

(k) instead of

UN
i

(k). When β is sufficiently high, the minmax payoff for player i, UM
i

(k), can be supported

as part of an SPE (see Abreu (1988) or Fudenberg and Tirole (1994)).

C.3 Application: Repeated Games with Perfect Observability

For repeated games with perfect observability, both SPE and MPE are easy to characterize.

Suppose that the same stage game is played an infinite number of times, so that

Ui[t] = Et

∞
∑

s=0

βsui(a(t + s)),

which differs from (C.1) only in that there is no conditioning on the state variable k(t). Let

us refer to the game {ui(a), a ∈ A} as the stage game. Define mi = mina−i
maxai

ui(a) as the

minmax payoff in this stage game. Let V ∈RN be the set of feasible per period payoffs for

the N players, with vi corresponding to the payoff to player i (so that discounted payoffs

correspond to vi/(1 − β)).

Theorem C.7 (The Folk Theorem for Repeated Games) Suppose that {Ai}i∈N are

compact. Then for any v ∈ V such that vi > mi for all i ∈ N, there exists β̄ ∈ [0, 1) such that

for all β > β̄, v can be supported as the payoff profile of a SPE.

Proof. (Sketch) Construct the following punishment strategies for any deviation: the first

player to deviate, i, is held down to her minmax payoff mi (which can be supported as a SPE).

Then the payoff from any deviation a ∈ Ai is Di(a | β) ≤ di + βmi/(1 − β), where di is the

highest payoff player i can obtain by deviating, which is finite, because ui is continuous and

bounded and Ai is compact. Then vi can be supported if

vi

1 − β
≥ di + β

mi

1 − β
.

Since di is finite and vi > mi, there exists β̄i ∈ [0, 1) such that for all β ≥ βi this inequality is

true. Letting β̄ = maxi∈N β̄i establishes the desired result.

Theorem C.8 (Unique Markov Perfect Equilibrium in Repeated Games) Suppose

that the stage game has a unique equilibrium a∗. Then there exists a unique MPE in which a∗

is played at each date.

Proof. The result follows immediately, since K is a singleton and the stage payoff has a

unique equilibrium.
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This last theorem is natural but is also very important. In repeated games, there is no state

vector, so strategies cannot be conditioned on anything. Consequently in MPE we can only

look at the strategies that are a best response in the stage game.

Example C.1 (Prisoner’s Dilemma) Consider the following standard prisoner’s dilemma

game, which, in fact, has many applications in political economy.

D C

D (0, 0) (4,-1)

C (-1, 4) (2, 2)

The stage game has a unique equilibrium, which is (D,D). Now imagine this game being

repeated an infinite number of times with both agents having discount factor β. The unique

MPE is playing (D,D) at every date.

In contrast, when β ≥ 1/2, then (C,C) at every date can be supported as an SPE. To see

this, recall that we only need to consider the minmax punishment, which in this case is (0, 0).

Playing (C,C) leads to a payoff of 2/(1− β), whereas the best deviation leads to the payoff of 4

now and a continuation payoff of 0. Therefore β ≥ 1/2 is sufficient to ensure that the following

grim strategy profile implements (C,C) at every date: for both players, the strategy is to play

C if ht includes only (C,C) and to play D otherwise.

It is straightforward to see why the grim strategy profile is not an MPE. This profile

conditions on whether one of the players defected at any point in the past. This history is

not payoff relevant for the future of the game given the action profile of the other player.

C.4 Exercises

C.1 A simple application of the ideas in this appendix are common pool games. Consider a society

consisting of N + 1 < ∞ players each with payoff function
∑∞

s=0
βs log(ci(t + s)) at time t ,

where β ∈ (0, 1), and ci(t) denotes consumption of individual i ∈ N at time t . The society has a

common resource, denoted by K(t), which can be thought of as the capital stock at time t . This

capital stock follows the nonstochastic law of motion

K(t + 1) = AK(t) −
∑

i∈N

ci(t),

where A > 0, K(0) is given, and K(t) ≥ 0 must be satisfied in every period. The stage game is

as follows: at every date all players simultaneously announce {ci(t)}i∈N. If
∑

i∈N
ci(t) ≤ AK(t),

then each individual consumes ci(t). If
∑

i∈N
ci(t) > AK(t), then AK(t) is equally allocated

among the N + 1 players.

(a) First, suppose that {ci(t)}i∈N is chosen by a benevolent planner maximizing the total dis-

counted payoff of all individuals:

∑

i∈N

∞
∑

s=0

βs log(ci(t + s)).

Set up this problem as a dynamic programming problem and show that the value function

of the planner given capital stock K, V (K), is uniquely defined, continuous, concave, and

differentiable when S ∈ (0, AK). Also show that the saving level as a function of the capital

stock is π(K) = βAK , and derive an explicit form equation for the value function V (K).
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(b) Now consider the MPEs of this game. First show that all individuals announcing ci(0) =
AK(0) is an MPE. Next focus on continuous and symmetric MPEs, where each agent pursues

a strategy of consuming cN(K) when the capital stock is K . Given symmetry, when all

other agents are pursuing this strategy and agent i chooses consumption c, aggregate savings

will be S = AK − NcN(K) − c. Using this observation, show that the value function of an

individual is

V N(K) = max
S≤AK−NcN (K)

{

log(AK − NcN(K) − S) + βV N(S)
}

. (C.4)

Assuming differentiability, derive the first-order condition of the maximization problem in

(C.4) and show that there exists a symmetric equilibrium where the equilibrium aggregate

saving level in the economy is given by

π(K) = βA

1 + N − βN
K.

Verify that this is the unique solution to (C.4). What is the effect of an increase in N?

(c) Show that if βA > 1 > βA/(1 + N − βN), then the single-person decision problem would

involve growth over time, while the MPE would involve the resources shrinking over time.

(d) Next show that in this game there always exist SPEs that implement the single-person solution

for any value of β > 0. Explain this result.

(e) Now suppose that βA = 1, and again focus on MPEs. Suppose that the game starts with

capital stock K(0), and consider the following discontinuous Markovian strategy profile:

ci(K) =
{

βAK
1+N

if K ≥ K(0),

K if K < K(0).

Show that when all players other than i′ pursue this strategy, it is a best response for player

i′ to play this strategy as well, and along the equilibrium path, the single-person solution is

implemented. Show that the same result cannot be obtained when βA �= 1. Why not?
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n this appendix, I list the theorems presented in various chapters for reference. Many of

these theorems refer to mathematical results used in different parts of the book. Some of
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I label as “propositions.” To conserve space, I do not list additional mathematical results given

in lemmas, corollaries, and facts.
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l’Hôpital’s Rule, 39, 902–3

life expectancies at birth, 7–8, 8f, 138–39, 138f

limit prices, 419, 427, 744

linear difference equations, stability for systems of, 44, 51

linear differential equations: first-order, 921–24; systems of,

924–26

local nonsatiation, 163–64

love-for-variety feature, 423, 425

luck hypothesis, 20, 110–11, 114–17; drawbacks of, 116–

17; formalization of, 603; multiple equilibria and,

114–15, 116

Malthusian model, 730–32, 733f

Mangasarian’s sufficiency conditions, 236–37

manufacturing sector, 697, 699, 716. See also

industrialization

market failures, 725, 752

markets: competitive, 30, 162; complete, 162, 566, 571–

72; credit, 746, 758, 761–64; financial development, 588,

599, 726–29, 869, 870; incomplete, 338–39, 566, 583–

85, 604; sequential trading, 171–74, 577–79. See also

commodities; labor markets; stock market

market size effect: direction of technological change and,

500, 508, 510, 513–14, 518–19; distinction from scale

effect, 518; innovation and, 414, 415, 416; on technology

adoption, 634

Markov chains, 538

Markovian models, 760, 764n

Markov Perfect Equilibrium (MPE): comparison to

Subgame Perfect Equilibria, 936, 937; definition of, 937;

existence of, 938–39; in political economy model, 790; in

repeated games, 941; in step-by-step innovation model,

482; versus Subgame Perfect Equilibria, 799–802, 939

Markov processes, 538n, 552–53

martingales, 556

maximized Hamiltonian, 237

Maximum Principle: for discounted infinite-horizon

problems, 254–56; economic intuitions from, 246–48,

275; infinite-horizon, 243, 248–50; for multivariate

problems, 239–40; simplified, 235–36; terminal value

constraint on, 276

McCall labor market search model, 561

Mean Value Theorem, 902

Median Voter Theorem (MVT), 805, 806–9, 810, 814;

extended, 811; with strategic voting, 809

metric spaces, 191, 878–80, 881–83

middle class: emergence of, 869, 870; with political power,

797–98, 834–35

migration: during economic development, 736; model of,

737–40. See also dual economy; urbanization

Mincer equation, 94, 96, 362–63

minimum size requirements, 589–90, 590f

monarchies: absolutist, 865; constitutional, 865, 869, 870;

Spanish, 867–68

monopolistic firms: antitrust policies, 442–43; political

power of, 468; profit maximization objective of, 426–27,

452

monopoly power of innovating firm, 418–22, 427

monotonicity: of instantaneous payoff function, 188; of

value function, 190, 200, 544, 553

moral hazard, 585, 740, 770, 873

mortality rates, 133, 730, 764. See also disease burden

MPE. See Markov Perfect Equilibrium

multi-factor productivity. See total factor productivity

multiple equilibria models: aggregate demand externalities,

752–58; differences from multiple steady-state models,

760–61; luck hypothesis and, 114–15; Pareto-ranked

equilibria, 116

multiple steady state models, 116, 117, 758–61, 764, 764n

multivariate problems: Maximum Principle for, 239–40;

sufficiency conditions for, 240

MVT. See Median Voter Theorem

Nash equilibria, 416, 430, 939

natural debt limit, 208, 290–91, 298

natural resources, 21n, 111

Nelson-Phelps model of human capital, 380–82, 383

neoclassical growth model: advantages of, 311, 318; AK

model, 387, 388–92; applications of, 317; canonical,

309–11; comparative dynamics with, 313–15, 314f;

comparative static results of, 301; comparison to Solow

model, 27, 318; competitive equilibrium of, 293, 299–



Subject Index . 985

300; consumption behavior in, 297–98; in continuous

time, 287; discounting assumption in, 288; discount rate

and saving rate, 301; in discrete time, 305–6; environment

of, 287–89; equilibrium characterization in, 293–98;

explanations of cross-country income differences, 403;

extensions of, 317; household maximization problem

in, 290–92, 294–97, 309–11; infinite planning horizons

of households in, 156–58; with labor supply, 579–82;

linearity of, 402; normative representative household in,

153–55; optimal growth problem and, 298–304; with

physical and human capital, 367–71; preference orderings

of, 147–49; preferences in, 287; problem formulation in,

160–61; proximate and fundamental causes of growth,

312–13; quantitative evaluation of, 315–17; Ramsey

model, 318; representative firm assumption in, 158–

59; representative household assumption in, 149–52;

sequential trading in, 171–74; steady-state equilibrium

in, 300–301, 309–10; with technological change, 306–12;

transitional dynamics of, 302–4, 303f; with uncertainty

(Brock-Mirman model), 566, 567–71; uniqueness of

equilibrium in, 302–4, 311; use of, 287; welfare theorems

in, 161–71

nets, 255

new entrants: aggregate demand externalities and, 426;

barriers to, 479, 782, 838; business stealing effect, 421–

22, 429, 465; free entry by, 475, 823; fringe of potential

competitors, 419, 427, 442–43; high-skill entrepreneurs,

746; innovation by, 421–22, 747, 862; productivity

growth by, 472–79; research and development by,

460–61. See also creative destruction; entrepreneurs

no-arbitrage conditions, 575

nonbalanced sectoral growth. See structural change

nonconvergence trap, 750–51, 752f

nonconvexities, 589, 590

nondemocratic regimes: authoritarian, 865, 866–68, 870;

contrast with democratic regimes, 832; economic growth

in, 832–34; elite rule in, 832; Montesquieu on geography

and, 124; variations, 832. See also dictatorships; oligarchy

nonexcludability, 28, 398, 414, 417

non-growth-enhancing policies. See distortionary policies

nonlinear difference equations, local stability for systems

of, 44–45, 51

nonlinear differential equations, 926, 927f

nonrenewable resources, 252–53

nonrival goods, 28, 398

nonrivalry of ideas, 413–14

nonstationary infinite-horizon optimization, 211–15

no-Ponzi condition, 207, 291–92, 296, 318–19

normative representative households, 150, 153–55

normed vector spaces, 907–10

OLG models. See overlapping generations models

oligarchy, 865; British, 832; dynamic trade-offs with

democracy, 837–50, 857; equilibrium, 847–49; long-run

inefficiency of, 849; policy decisions in, 846–49. See also

authoritarian political systems

omitted variable bias, 93

optimal control theory, 227, 238–39

optimal growth model, 218–19

optimal growth paths, Second Welfare Theorem and,

167

optimal growth problem, 174–75; application of stationary

dynamic programming, 206–7; competitive equilibrium

in, 219–21; in continuous time, 268–69; in discrete

time, 215–19, 305–6; existence of solutions, 259–66; of

neoclassical economy, 215–19

optimality, principle of, 186, 189, 197–98, 242–43, 542–43,

547–48

optimal plans, 183–84, 186, 189, 209

optimal stopping problems, 561

output per worker, 6, 6f. See also gross domestic product

overlapping generations (OLG) models: advantages of, 327;

applications of, 354; baseline, 329–34, 353–54; canonical,

333–34, 335–36, 335f; capital-skill complementarity

in, 371–74; competitive equilibrium of, 331, 336–39;

consumption, 330–31; in continuous time, 347–53, 352f,

354; in discrete time, 329–34; dynamic inefficiency in,

338–39, 353–54; financial development model, 726–29;

with impure altruism, 342–45, 353, 371–74; non-

applicability of First Welfare Theorem to, 328–29, 339;

overaccumulation in, 336–39, 353; Pareto optimality of

competitive equilibrium in, 336–39; restrictions on utility

and production functions of, 332–34; savings, 330–31;

with social security, 339–42, 354; steady-state equilibria

of, 331–34, 332f; stochastic, 566–67, 586–88, 587f; with

warm glow preferences, 342–45. See also perpetual youth

model

Pareto distribution, 524

Pareto inefficiency: distinction from non-growth-enhancing

policies, 783; in political economy models, 800, 801

Pareto optimal allocations: decentralization as competitive

equilibria, 166–71, 176; definition of, 153, 163; normative

representative household and, 153–54; in Romer model,

401–2. See also optimal growth problem

Pareto optimal equilibria, 161, 176

participatory regimes, 865, 869, 870, 871. See also

democracy

party competition, 809–10, 812–13

patents, 414, 435, 443, 485. See also intellectual property

rights protection

pay-as-you-go social security system, 339, 340–42

pecuniary externalities, 338–39, 378, 383, 442

perfect monitoring games, 934

permanent income hypothesis, 554–56, 561

perpetual inventory method, 97

perpetual youth model, 156, 327; in continuous time,

347–53, 352f, 354; in discrete time, 345–47



986 . Subject Index

physical capital: AK model with, 393–94; depreciation of,

97; imbalance between human capital and, 367, 369–70,

371, 374, 377–78, 383; investments and economic growth

rates, 18–19, 18f, 92–93, 861–62; in neoclassical growth

model, 367–71. See also capital

physical capital externalities, 399

Picard’s Theorem, 929

plans, 187, 541; feasible, 542. See also optimal plans

Poisson death model. See perpetual youth model

policies: child labor laws, 380; competition, 442–43;

convergence of, 805, 809–10, 811; distinction from

economic institutions, 782; distortionary, 468, 783–

84, 793, 802–5, 822, 864; economic development

blocked by, 804–5, 822, 871; in endogenous technology

models, 442–44; as factor in takeoff to modern economic

growth, 863–64; growth-enhancing, 823, 863–64; holdup

problems of, 784, 799–801; infant industry protection,

680, 683; investment subsidies, 750; mappings to

allocations, 779; political conflicts over, 468, 489–90;

preferred, 807; public goods provision, 817–21; research

subsidies, 442, 478, 620, 817; in Schumpeterian growth

models, 467–68, 478–79, 489–90; in stationary dynamic

programming, 185; technology adoption barriers, 872.

See also intellectual property rights protection; tax

policies

policy correspondences, 186

policy functions, 186, 190

political economy: analysis with neoclassical growth model,

778; collective decision making, 783; commitment

problems, 783, 784, 799; conflicts among societal

interests, 121, 140, 777, 782–83, 822; future research on,

874; growth-enhancing policies, 823, 863–64; leaders’

influence on economic growth, 117; models of, 140;

tensions from economic growth, 8–9, 421; winners and

losers, 792. See also institutions; policies

political economy models: Cobb-Douglas, 792–98, 834–37;

dynamics of political institutions, 852–53, 853f, 855–

56; dynamic trade-offs between regimes, 837–50, 857;

with heterogeneous preferences, 805–14; probabilistic

voting model, 812–14; public goods provision, 817–

21; of simple society, 784–92; tax policy decisions with

heterogeneous voters, 814–17

political institutions: distinction from economic institutions,

782; dynamic model of, 852–53, 853f, 855–56; dynamic

trade-offs between, 837–50, 857; endogenous change

in, 850–56, 864; geographic differences and, 124;

impact on economic growth, 832–37, 857; influence

of social conflict, 822, 850, 853, 855; mapping to

economic institutions, 779, 782, 852–53, 853f, 856–57;

participatory, 865, 869, 870, 871; power distribution and,

777–78, 870; preferences over, 778. See also democracy;

institutions; nondemocratic regimes

political party competition, 809–10, 812–13

political power: de facto, 851–52; de jure, 851–52, 855;

distributional conflicts and, 784–92, 822; distribution

of, 777–78, 822, 823, 870; of elites, 783–84, 789–

93, 795–97, 832, 866, 871; of entrepreneurs, 814–17;

factors influencing distribution of, 778; of middle class,

797–98, 834–35; of monopolistic firms, 468; support of

non-growth-enhancing policies, 783–84, 822

political replacement effect, 784, 797–98, 822

political stakes, 798

Ponzi games, 207, 292, 341–42. See also no-Ponzi condition

poor countries. See less-developed countries

population density: economic institutions and, 130–

32, 131f; relationship to income per capita, 127–28,

129f

population growth: demographic transition, 730, 732–36,

764; differences in rates of, 729–30, 730f; economic

growth and, 113; health improvements as cause of, 139;

Malthusian model of, 730–32, 733f; relationship to

technological change, 113–14; in Solow model, 48–51.

See also scale effects

poverty traps. See development traps

preferences: CES (Dixit-Stiglitz), 152–53, 425; dynastic,

158; Gorman, 151, 152, 154, 308; induced, 778–79,

787; orderings, 147–49; over economic institutions, 778,

779, 783; over political institutions, 778; relationship to

institutions, 778–79; single-crossing property of, 811; of

voters, 807–10, 822; warm glow, 342–45

price effect, direction of technological change and, 500,

508, 510

price index, ideal, 423–24

prices: asset, 560; limit, 419, 427, 744

Principle of Optimality, 186, 189, 197–98, 242–43, 542–43,

547–48

Prisoner’s Dilemma, 942

private return to schooling, 379–80

probabilistic voting model, 812–14

Probabilistic Voting Theorem, 814

process innovations, 411–12, 433, 458, 459. See also

innovations

product cycles, international, 674–78, 862–63

product innovations, 411, 433, 448–52. See also innovations

production functions: Cobb-Douglas, 36–37, 52–54, 81–

82; constant elasticity of substitution, 54–55; with health

capital, 137; with human capital, 85; Leontief, 54–55;

meta, 413; in Solow model, 26, 28–29, 77; technology,

413

production structure, change in, 744–51, 764

productivity: cross-country differences in, 101–5, 103f,

624; differences within countries, 611–13, 642; effects

of disease burden, 137; Hicks-neutral, 40; human capital

investments and, 367, 383, 618; in manufacturing sector,

716; naı̈ve estimation approach, 100–101, 102–4, 103f,

104f; relationship to earnings, 95; trade liberalization and,

679; Trefler estimation approach, 101–5, 103f, 104f. See

also agricultural productivity; total factor productivity



Subject Index . 987

productivity growth: creative destruction and, 476–77;

models of, 472–79; role of innovation, 412–13, 433

products, expanding variety models, 448–52

product topology, 889–91

profit motives, technological change and, 414–16

property rights institutions, 782; emergence of, 803–4, 869;

in former colonies, 130, 131f, 133, 134f, 135f, 136–

37; importance of, 120; limits on policy choices, 802;

protection against expropriation risk, 123, 124f, 130,

131f, 133, 134f, 135f; relationship to economic growth,

123, 124f, 136–37. See also intellectual property rights

protection

proximate causes of economic growth, 19–20, 106, 109,

312–13

public goods: economic growth and, 817, 821, 823; nonrival

and nonexcludable, 28, 398, 414; provision of, 817–21,

823; pure, 414

q-theory of investment, 269–74

R&D. See research and development

Real Business Cycle (RBC) models, 566, 579–82

Rebelo model, 395–98, 444, 671, 702

repeated games, 941–42

replacement effect, 420–21, 429

representative firm, 27–28, 158–59

representative household: assumption of, 27, 149–52, 159,

176; maximization problem of, 220; normative, 150,

153–55; strong, 152, 153, 154

research and development (R&D): cumulative, 460;

employment, 444; investors in firms, 428–29; knowledge

spillovers from past, 444–48, 514–18, 520, 679n;

subsidies to, 442, 478, 620, 817; taxes on spending, 467–

68, 478–79; uncertainty in, 428–29. See also innovations;

technological change

resource allocations, 162; dictatorial, 162; institutional

structures and, 30. See also optimal growth problem

revenue extraction effect, 784, 791, 795–97, 798, 803, 805,

822

reverse causality, 93

Ricardian model of international trade: economic growth

implications of trade, 684, 685; environment of, 664–65;

general, 671–74; simplified, 663–71

Riemann integral, 919

risk: aggregate, 726; diversification of, 566, 595, 598–99,

726, 727; idiosyncratic, 566, 599, 726, 727; relationship

to returns, 590; sovereign, 654, 655, 684

riskless arbitrage, 575

Romer model, 398–402; competitive equilibrium of, 400–

401; environment of, 399–400; knowledge accumulation

in, 452; learning-by-doing externalities, 681, 716, 738;

parallels to endogenous technology models, 452; Pareto

optimal allocations in, 401–2; scale effect in, 401, 439

Roy’s identity, 151

rural areas, community enforcement in, 740–42. See also

agriculture; dual economy

Rybczynski’s Theorem, 706

saddle-path stability, 269, 271–72, 302

Saddle-Point Theorem, 911–12

saving rates: correlation with investment rates, 655; “golden

rule,” 42, 70; relationship to discount rate, 301; in Solow

model, 27, 35, 301

scale effects, 401, 439; direction of technological change

and, 513–14, 518; distinction from market size effect,

518; growth without, 446–48; in technology adoption,

414

schooling: college premium, 498, 498f, 512–13; effects

of child labor laws, 380; external return to, 380;

measurement issues, 24; private return to, 379–80;

relationship to earnings, 94–95, 96; relationship to

economic growth, 18, 19f, 24–25; returns to, 94–95, 96–

97, 361–63, 382; universal, 854. See also human capital

investments

Schumpeterian growth models, 458–59; advantages of,

468; Aghion-Howitt model, 468–70; applications of,

490; balanced growth path in, 463–65; baseline, 459–

68, 489, 490; equilibrium in, 461–63; extensions of,

490; limitations of, 472, 490; one-sector, 468–72; Pareto

optimal allocations in, 465–67; policies in, 467–68, 478–

79; productivity growth by incumbents and entrants,

472–79; step-by-step innovation, 479–89. See also

creative destruction

sclerotic equilibrium, 750, 751f, 843, 844, 845f

search for ideas, 556–60, 561

Second Welfare Theorem, 163, 166–67, 907; application to

optimal growth problem, 175; importance of, 176; proof

of, 168–71

securities: balanced portfolios of, 428–29, 594; complex,

602; prices, 31. See also Arrow securities; assets; interest

rates; investment

semi-endogenous growth models, 448

Separating Hyperplane Theorem, 910

separation theorems, 359–61, 907–10

sequence problem, 210–11

sequences, 881–83

sequential trading, 171–74, 577–79

services sector: consumption spending in, 698–99;

employment in, 697

sets. See metric spaces

Shapley value, 635, 636, 640–41

Shell model, 328–29

Simon-Kremer model, 113–14

simple society: definition of, 784–85; model of, 784–92

Simplified Maximum Principle, 235–36

sincere voting, 807, 808

single-crossing property, 811

skill-biased technological change, 498–99, 501, 501f, 512
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skill premium, 498, 510, 511–13, 511f, 513f, 514f, 517

skills, relative supply of, 498–99, 498f. See also human

capital

Slater condition, 911

social capital, 122

social conflict, 121, 140, 777, 782–83; Cobb-Douglas

model of, 792–98; elite reactions to, 854–55; influence on

institutions, 822, 850, 853, 855; repression of, 855, 856;

simple society model of, 784–92; urbanization rates and,

855

social mobility, 837–38

social planner. See optimal growth problem

social security: fully funded, 339–40; in overlapping

generations model, 339–42, 354; unfunded, 339, 340–42

social welfare function, weighted, 812

societies: dysfunctional, 122; heterogeneity of, 805–14;

mobility in, 837–38; simple society model, 784–92;

structural transformations in, 736. See also culture;

political economy

Solow model: aggregate production function in, 26, 28–

29, 77; application to data, 79, 90–96, 105; augmented

version, with human capital, 85–89, 87f, 92–93; capital-

labor ratio in, 36, 38f, 40–41; comparative dynamics with,

67–68; comparison to neoclassical model, 27, 318; in

continuous time, 47–55, 64–67; in discrete time, 27, 34–

47, 56–64; economic development, 765–68; endowments

in, 30–32; environment of, 27–34; equilibrium difference

equation of, 37; equilibrium in, 32–34, 35–43; firm

optimization problem in, 32–34; fundamental law of

motion of, 34–35; growth accounting framework, 77–80;

growth regressions with, 80–85; growth sources in, 81;

saving rate in, 27, 35, 301; simplicity of, 26–27; steady-

state equilibrium in, 37–43, 38f, 39f, 40f, 47; stochastic

form of, 588; strengths and weaknesses of, 105; sustained

growth in, 55–56; technological diffusion in, 613–19;

with technological progress, 56–67, 78, 81; technology

in, 28; transitional dynamics of, 43–47, 47f, 51–55; value

of, 68–69

Solow-neutral technology, 58, 59f, 62

sovereign risk, 654, 655, 684

spaces: dual, 909; metric, 191, 878–80, 881–83; normed

vector, 907–10; topological, 885–89; vector, 898

SPE. See Subgame Perfect Equilibrium

specialization in international trade, 665, 675, 678

stability: asymptotic, 44; global, 45, 46, 47; local, 44–45,

51; saddle-path, 269, 271–72, 302

stable arm, 271, 302–4, 303f

standards of living, cross-country differences in, 7–9

state: balance of powers with citizens, 821; capacity of,

797, 798; consensually strong, 821; strong, 818, 820–21,

823; weak, 818, 820–21. See also governments; political

institutions

state dependence, 514–15, 517, 520

state variables, 183, 537

stationary dynamic programming: applications of, 201–11;

assumptions in, 187–88; basic equations of, 202–9; Euler

equations, 202–5; functional equations, 185–86; optimal

growth problem, 216; policy functions, 186; recursive

formulation, 185–86, 190, 221; theorems of, 187–90,

194–201; transversality condition, 203–5

stationary problems, 184–85

step-by-step innovations, 479–89

stochastic correspondence, 587, 587f, 596, 597f

stochastic dynamic programming: applications of, 554–61;

with expectations, 537–44; general Markov processes,

552–53; proofs of theorems, 544–49; theorems of,

542–44; transversality condition, 550

stochastic Euler equations, 549–52

stochastic growth models: applications of, 535, 579–82;

Bewley model, 583–85, 604; Brock-Mirman, 566, 567–

71; in continuous time, 535; in discrete time, 535;

equilibrium growth under uncertainty, 571–79; of long-

run growth, 588–603; overlapping generations models,

566–67, 586–88, 587f; Solow model, 588

stochastic permanent income hypothesis model, 554–56,

561

stock market, 428–29, 594. See also capital markets;

securities

Stone-Geary preferences, 319

strategic voting, 807

structural change: agricultural productivity and, 715–19;

definition of, 694; demand-side sources of, 697–703, 719;

in economic growth, 695, 863; Kongsamut-Rebelo-Xie

model, 698–703; supply-side sources of, 703–15, 719;

technological causes of, 703–15. See also industrialization

structural transformations, 725; definition of, 694;

demographic transition, 730, 732–36; economic takeoff

and, 868–70; factors slowing, 742; financial development,

588, 599, 726–29, 869, 870; future research on, 873–

74; migration, 736; in organizations, 751; to production

structure, 744–51, 764; social and living arrangements,

736; social tensions caused by, 8–9; sustained growth

and, 863, 871–72. See also economic development;

urbanization

Subgame Perfect Equilibrium (SPE), 416; comparison to

Markov Perfect Equilibria, 936, 937; definition of, 936;

existence of, 939; versus Markov Perfect Equilibria, 799–

802, 939; payoffs in, 939–41; symmetric, 635, 636, 637;

in technology adoption model, 633

subsidies: to investment, 750; to research, 442, 478, 620,

817

subsistence level of agricultural consumption, 699

supply-side sources of structural change, 703–15, 719

takeoff, growth: causes of, 112–14; explanation in stochastic

growth models, 588, 598–99, 603; institutional and policy

choices allowing, 863–64; population growth and, 113–

14; structural change model and, 715–19; structural
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transformations and, 868–70; timing of, 603; in Western

Europe, 12, 13–14, 14f, 588, 603, 863, 868–70; in West

European offshoots, 13–14, 14f, 863, 870–71. See also

economic growth

tax policies: AK model and, 392; analysis with neoclassical

growth model, 313–15, 314f; capital returns taxes, 313,

315–16, 392; chosen by elites, 790–91, 795–96; decision

models, 814–17; distinction from expropriation, 821;

distortionary, 787, 798, 817; effects on cross-country

income differences, 315–17; as entry barriers, 838;

human capital investment taxes, 370; limits on policy

choices, 802; preferred rates, 815–16; redistributive, 313,

784, 793, 814, 816–17, 833, 836, 849, 854–56; taxes on

R&D spending, 467–68, 478–79

Taylor’s Theorem, 903, 906

technological change: in agriculture, 716, 865; balanced,

704–5; capital-augmenting, 58, 62; factor-augmenting,

500–502; future research on, 873; Harrod-neutral (purely

labor-augmenting), 59, 59f, 60, 61, 62, 64, 499, 519;

Hicks-neutral, 58, 59f; history of, 869; imitation and

innovation levels, 745–47, 750–51; labor-augmenting, 59,

62, 519–22, 523–26; labor markets and, 499; learning-by-

doing externalities, 681, 683; local innovations, 615; in

manufacturing, 716; monopoly power of innovating firm,

418–22, 427; neutral, 58–59, 59f; in nineteenth century,

512; population growth and, 113–14; production costs

reduced by, 411–12, 458; profit motives and, 414–16;

quality improvements, 412, 458; scientific breakthroughs,

414–16; in Solow model, 56–67, 78, 81; Solow-neutral,

58, 59f, 62; in standard neoclassical growth model, 306–

12; supply-side sources of structural change, 703–15;

trade liberalization effects on, 679–80, 683–84; types of,

411–12; Uzawa’s Theorem, 59–64; value of innovation

to firm, 416–22. See also biased technological change;

creative destruction; directed technological change;

Dixit-Stiglitz model; endogenous technology models;

industrialization; innovations

technological diffusion: advantages for backward economies,

642; balanced world growth and, 862; barriers to, 617, 619,

630–31, 639–40; benchmark model of, 613–19; distance

to world technology frontier and, 615, 616, 745–46; em-

pirical data on, 611–13; endogenous growth and, 619–23;

to European colonies, 129–30; explanations of cross-

country differences, 623–24; future research on, 873;

human capital role in, 618–19, 626–30; international prod-

uct cycle model, 674–78; international trade and, 674–78,

862–63; level differences, 616–17; models of, 609–10,

611; speed of transfer process, 615, 642–43; S-shape of,

613; in twentieth century, 871; from world technology

frontier, 615, 862. See also technology adoption

technological spillovers, 398, 399–400, 444–48, 514–18,

520, 679n

technology: appropriate, 626–30, 643; cross-country income

differences and, 90–96, 105; cross-country variations

in, 19, 861, 862; differences within countries, 611–13,

642; inappropriate, 624–26, 630, 643, 743–44; increasing

returns to scale, 414; meaning of, 19; nonrivalry of ideas,

413–14; orthogonal, 91, 93–94

technology adoption: contracting institutions and, 630–41,

862; costs of, 620; determinants of decisions, 612, 862;

effects of economic institutions, 803, 804; entrepreneurs’

decisions, 801–2; human capital and, 380–82, 383, 612;

model of, 631–41; policies blocking, 872; relationship

to economic growth, 861, 862. See also technological

diffusion

technology transfer. See technological diffusion

terminal value constraint, 276, 291–92

terms-of-trade effects, 663, 670, 673–74, 684, 685

TFP. See total factor productivity

time consistency, 148–49

time-separable utility, 148

Tobin’s q, 274

topological spaces, 885–89

topology: continuity and compactness, 885–89; product,

889–91

total factor productivity (TFP): calibrating differences across

countries, 96–100, 98f, 99f; causes of differences in,

105–6; differences within countries, 612; expected, 596–

97; growth of, 78; measurement issues, 403; procyclical

nature of, 581

trade. See international trade

training, 366, 383. See also human capital investments

transitional dynamics: of equilibrium difference equation,

43–44; of lab-equipment model with input varieties, 439–

40; in q-theory of investment, 272; of Solow model,

43–47, 47f, 51–55; of standard neoclassical growth

model, 302–4, 303f; of world economy, 652–53

transversality condition: of continuous-time optimization

problem, 232; for discounted infinite-horizon problems,

255, 256; Euler equations and, 212; in infinite-

dimensional problems, 203–5; for infinite-horizon

optimization problems, 246, 250–53; market value

version of, 296; no-Ponzi condition and, 296;

sequence problem and, 210–11; for stochastic dynamic

programming, 550; stronger, 256; weaker, 255

Turnpike Theorems, 219

two-sector AK model, 395–98

Tychonoff’s Theorem, 198, 213, 891

uncertainty: aggregate shocks as source of, 566, 571;

investment under, 560–61; in research and development,

428–29. See also risk

unit cost functions, 666–67

United States: democracy in, 849, 871; economic growth in,

9; economic institutions in, 870–71; income per capita

in, 3; relative labor scarcity in nineteenth century, 522;

sectoral employment shares in, 697, 698f; settlers of,

870–71
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urbanization: barriers to mobility and, 737–38; during

economic development, 736, 764; in Western Europe,

869, 870. See also cities

urbanization rates: in dual economy, 736, 739, 742, 742f;

economic institutions and, 130–32, 131f; relationship to

income per capita, 127–28, 127f, 128f; social conflict

and, 855

utility functions: Bernoulli, 149; constant relative risk

aversion (CRRA), 308–9; expected, 149; exponential

discounting in, 148, 160–61; indirect, 806; instantaneous,

148; time separability in, 148; von Neumann-

Morgenstern, 149

Uzawa’s Theorem, 59–64

value function: concavity of, 189, 199–200, 266–67, 543,

553; differentiability of, 190, 200–201, 267, 543, 553;

monotonicity of, 190, 200, 544, 553; uniqueness of, 189,

198–99

value of marginal product, 509

variational approach to continuous-time optimization

problems, 229–35

variations, 230

vector functions, 904

vector spaces, 898

von Neumann-Morgenstern utility functions,

149

voters: aggregating preferences of, 806, 810; median, 808,

810, 822; single-peaked preferences of, 807–10; weakly-

dominant strategies, 809. See also democracy; Median Voter

Theorem

voting: Condorcet paradox, 806–7, 808; electoral laws, 782,

832; probabilistic model of, 812–14; sincere, 807, 808;

strategic, 807, 808–9

wages: in dual economy, 737–38, 740; inequality of, 528;

in international product cycle model, 676, 677f, 678;

procyclical nature of, 581n; relationship to years of

schooling, 94; skill premium, 498, 510, 511–13, 511f,

513f, 514f, 517; in Solow model, 31. See also incomes

Walras’s Law, 31

weak states, 818, 820–21, 823

Weierstrass’s Theorem, 198, 213, 888–89

welfare theorems. See First Welfare Theorem; Second

Welfare Theorem

Western Europe: democratization in, 850, 853–54;

demographic transition in, 730; feudal relations in, 869,

870; growth takeoff in, 12, 13–14, 14f, 588, 603, 863,

868–70; industrialization in, 122; offshoots of, 12, 13f;

Protestantism in, 122; social conflict in, 855; urbanization

in, 869, 870. See also advanced countries; colonies,

European

world equilibrium, 616, 651, 659, 667–68

world income distribution. See cross-country income

differences

world technology frontier, 381, 614, 745, 862; distance to,

615, 616, 745–46, 747, 748f, 749f, 751f
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