
Order Effects: A Study of the Possible Influence of 
Presentation Order on User Judgments of Document 
Relevance 

Michael Eisenberg and Carol Barry 
School of Information Studies, Syracuse University, Syracuse, New York 

Studies concerned with the evaluation of information 
systems have typically relied on judgments of rele- 
vance as the fundamental measure in determining sys- 
tem performance. In most cases, subjects are asked to 
assign a relevance score using some category rating 
scale (l-4, l-11, or simply relevant/non-relevant) to 
each document in a set retrieved in response to some 
information need or query. While the extensive studies 
of relevance conducted in the 1960s indicated that rele- 
vance judgments are influenced by a range of variables, 
llttle attention has been paid to the possible effects of 
the order In which the stimuli are presented to judges. 
This effect of “stimulus order” has been found to exist 
in measuring variables in other fields (Stevens 1975, 
Gescheider 1965). Questioning possible “presentable 
order effects” Is particularly appropriate in that systems 
are being developed and evaluated in information sci- 
ence which present documents In some systematic way 
(e.g., with the documents considered by the system to 
be most relevant presented first). This article describes 
an effort to study whether the order of document pre- 
sentation to judges influences the relevance scores as- 
signed to those documents. A query and set of docu- 
ments with relevance judgments were available from a 
previous study. Subjects were randomly assigned one 
of two orders (one ranked high to low, the other low to 
high) of fifteen document descriptions. They were then 
asked to assign a score to each document description 
to match their judgment of relevance in relation to the 
stated informatlon query. Both a category rating (l-7) 
and open-ended, magnitude estimation scaling proce- 
dure were tested, and It was found that the judgments 
were influenced by the order of document presentation. 

Introduction 

The evaluation of performance of information retrieval 
systems relies primarily on the concept of relevance and 
judgments of relevance of systems output in relation to a 
stated information query. While much work was conducted 
prior to the 1970s (see refs. l-3), certain questions relat- 
ing to relevance still persist. Recently, at Syracuse Univer- 
sity, there has been a rekindling of interest in looking at 
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relevance (and relevance judgments) from a number of 
perspectives [4]. This renewed interest is due to a number 
of factors including the promise of relevance feedback in 
improving systems performance, the importance of mea- 
sured relevance judgments in experiments concerned with 
human subjects, and the centrality of relevance to the in- 
formation process. 

The study described here sought to address one of many 
questions that still remain regarding relevance: Does the 
order in which document descriptions (stimuli) are pre- 
sented to judges influence the relevance scores assigned to 
those documents? This effect of “stimulus order” has been 
documented in other fields (e.g., sensory psychophysics 
[5]) but has not been fully explored in relation to relevance 
and information systems. 

Methodologically, the question is important in that if an 
order effect does exist, proper procedures must be em- 
ployed to ensure that the effect does not bias studies rely- 
ing on relevance judgments. In addition, as new systems 
are being developed which attempt to present output to 
users in some organized manner, the question of systematic 
biases in judges’ responses becomes crucial. That is, if a 
system proposes to display the more relevant or mean- 
ingful information first, it is important to recognize the 
possible effect of such ranking on judgments of relevance 
by users. For example, a finding that relevance judgments 
are influenced by the order of presentation of documents 
(or document representations), would have implications for 
research in relevance feedback. 

Therefore, two experiments were designed to examine 
the effects of presentation order on relevance judgments of 
documents. In each, subjects were presented with an infor- 
mation query and fifteen document descriptions. The docu- 
ments were presented one at a time in two orders; 
1) ranked from highly relevant to low relevance, and 
2) low to high relevance. Each subject was exposed to one 
of the orders. In experiment 1, subjects were asked to as- 
sign a category rating scale score (l-7) to each document, 
indicating judged relevance to the query. In experiment 2, 
subjects were asked to assign a magnitude estimation (see 
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Appendix A) score to each document indicating judged rele- 
vance to the query. It was hypothesized that an open-ended 
scaling technique may be less influenced than a fixed, cate- 
gory-rating scale by a presentation order effect. 

Methodology 

Subjects 

Subjects were graduate and undergraduate students at 
Syracuse University (Experiment 1: N = 42; Experiment 2: 
N = 36) 

Stimuli 

The information query and document descriptions had 
been used in a previous series of experiments [4]. In those 
sessions, document descriptions were presented to subjects 
(N = 80) in two random orders. Subjects indicated their 
judgments of relevance using a variety of scale forms, in- 
cluding a seven point category rating scale (1 = low rele- 
vance to 7 = highly relevant) and a magnitude estimation 
procedure. Therefore, for each document, we have the 
grand means of category rating and magnitude estimation 
across all subjects. 

Procedure 

Subjects were individually presented with a packet con- 
taining the information query and document descriptions. 

TABLE 1. Mean rating assigned under random conditions. 

Magnitude Estimation 

Document Category Rating Geometric Mean 

Number Mean Mean” Log 

1 6.71 55.13 1.74 

2 5.67 37.79 1.58 

3 5.65 32.25 1.55 

4 5.36 34.83 1.54 

5 5.23 29.82 1.47 

6 4.80 30.73 1.49 

7 4.26 22.44 1.35 

8 4.16 21.17 1.33 

9 4.16 20.45 1.31 

10 3.51 16.67 1.22 

11 2.75 11.39 1.06 

12 2.52 7.27 .86 

13 2.05 5.90 .77 

14 1.55 2.62 .42 

15 1.48 2.17 .34 

“In reporting or summarizing magnitude data, researchers generally use 

logarithms of raw scores or plots on log-log coordinates. The distribution 

of magnitude estimations has been found to be log-normal, and loga- 

rithms retain proportionality while allowing for easier handling of large 

numbers. The appropriate statistic of central tendency for magnitude data 

is the geometric mean (the anti-log of mean of the logs). For the present 

experiments, these means were used to rank the documents into two pre- 

sentation orders. Table 1 shows documents in the high to low condition. 

For the low to high condition, the order of presentation was reversed, i.e. 

with document 15 presented first. 

Each description was contained on a separate sheet of 
paper. Subjects were instructed (see Appendix B) to assign 
a relevance rating to each document, in relation to the 
stated information need. In experiment 1, a seven point 
category rating scale was used (1 = low relevance, 
7 = highly relevant). In experiment 2, a magnitude esti- 
mation scale was used. Once a rating had been assigned to 
a document, the subject turned that description face down 
before proceeding to the next document. Subjects were in- 
structed to treat each document individually and to respond 
spontaneously. 

Experiment 1 was conducted in three separate sessions 
(N = 18, 8, 16; total N = 42). Experiment 2 was also 
conducted in three separate sessions (N = 8, 17, 11; total 
N = 36). In each session, equal numbers of subjects were 
randomly assigned to one of the two treatments. 

Analysis 

The appropriate statistical test to compare whether or 
not the two treatments differ on all 15 stimuli simulta- 
neously is a Multivariate Analysis of Variance (MANOVA). 
MANOVA is useful in order to control the error rate, as 
conducting individual analyses of variance for each stimuli 
would result in a very high error rate. 

If, in fact, the MANOVA finds significant results, it is 
then appropriate to look at the individual analyses of vari- 
ance for each of the documents to determine which stimuli 
were significantly affected. 

The first MANOVA compared the two treatments to 
each other; i.e., the high to low condition and the low to 
high condition. It was felt that these two treatments repre- 
sented the largest possible differences in orders. If signifi- 
cance is found between these two treatments, an analysis 
of whether or not each of the treatments differs from the 

TABLE 2. Experiment 1: Mean category rating assigned under two pre- 

sentation orders. 

Presentation Order 

Document High to Low 

Number (n = 21) 

1 4.76 

2 4.05 

3 3.81 

4 4.19 

5 4.33 

6 3.76 

7 4.00 

8 4.00 

9 3.86 

10 4.24 

11 3.05 

12 3.33 

13 2.86 

14 2.33 

15 1 .I6 

MANOVA; F(l5,26) = 4.99, p > .0002 

“ANOVA; p > .Ol. 

‘ANOVA; p > .05. 

Low to High 

(n = 21) 

6.48” 

5.86” 

5.67” 

6.10” 

5.29b 

5.19b 

5 .43b 

5.24b 

4.90 

4.57 

4.19b 

3.43 
2.38 

3.19 

2.52 
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means obtained under random conditions (i.e., the pre- 
vious Eisenberg experiment) is indicated. 

Results 

Experiment 1 

We first considered the primary question posed by this 
study: is there a difference in relevance judgments due to 
the order of presentation of document stimuli? Table 2 
notes the means obtained for each of the treatments from 
experimental sessions. 

The MANOVA indicates that there is an overall signifi- 
cant difference between the two treatments. We then re- 
viewed individual ANOVAs for each document to deter- 
mine which stimuli were affected. Table 2 indicates which 
documents were significant (” p greater than .Ol; b p greater 
than .05). 

Primary effects appear in the documents from the high 
down to the middle range of relevance. The very lowest 
relevance documents do not appear to be significantly af- 
fected. There was an overall significant difference between 
the two treatments. 

We then compared each of the treatments to results ob- 
tained in a random order situation (i.e., the previous 
Eisenberg experiment). The results are summarized in 
Table 3. 

Table 3 compares results obtained under random condi- 
tions with the low to high treatment. Again, there was 
overall significance (MANOVA: F( 15,85) = 2.68, p 
greater than .002). In general, ratings given under the low 
to high treatment were higher than those obtained under 

TABLE 3. Experiment 1: Comparison of mean category rating assigned 

under random order and two ranked orders. 

Presentation Order 

Random 

Document (Eisenberg) Low to High High to Low 

Number (n = 80) (n = 21) (n = 21) 

15 1.48 2.52” 1.76 

14 1.55 3.19” 2.33b 

13 2.05 2.38 2.86b 

12 2.52 3.43b 3.33s 

11 2.75 4.19” 3.05 

10 3.51 4.57 4.24 

9 4.16 4.90 3.86 

8 4.16 5.24” 4.00 

7 4.26 5.43” 4.00 

6 4.80 5.19 3.76b 

5 5.23 5.29b 4.33b 

4 5.36 6. 10b 4.19” 

3 5.65 5.67 3.81” 

2 5.67 5.86 4.05” 

1 6.71 6.48 4.76” 

MANOVA: Random -vs- Low to High; F(15,85) = 2.68, p > .002. 

MANOVA: RANDOM -vs- High to Low; F(15,85) = 7.95, 

p>.OOO1. 

“ANOVA: p > .Ol. 
bANOVA: p > .05. 

random conditions (except the highest document, 
number 1, which was not significant). 

Significant differences in judgments on individual docu- 
ments was examined through reviewing individual 
ANOVAs. Significance is somewhat scattered throughout 
the range of documents; however, the very lowest docu- 
ments were significantly affected while the very highest 
were not. 

Table 3 also compares ratings obtained under random 
conditions with the high to low treatment. MANOVA was 
significant (F(15,85) = 7.95, p greater than .OOOl). Indi- 
vidual ANOVAs indicate a pattern of significance which is 
very different from that seen in the low to high treatment. 
The highest documents were significantly underestimated. 
The middle range was unaffected. Interestingly, within the 
low range of documents, three stimuli were significantly 
overestimated. We might have predicted that, since sub- 
jects in this treatment began by underestimating relevance, 
all ratings would be lower than those obtained under ran- 
dom conditions. This was not the case. 

Experiment 2 

Experiment 2 was a replication of experiment 1 except 
that magnitude estimation replaced the category rating 
scale as the method of response. Again, we first examined 
whether there was a difference in relevance judgments due 
to the order of presentation of document stimuli (i.e., low 
to high vs. high to low). Table 4 notes the means obtained 
for each of the treatments from experimental sessions. 

The MANOVA indicates that there is no overall signifi- 
cant difference between the two treatments. When subjects 
use a magnitude estimation scale, there appears to be no 

TABLE 4. Experiment 2: Mean magnitude rating assigned under two 

presentation orders. 

Presentation Order 

High to Low Low to High 

(n = 18) (n = 18) 

Document Geometric Mean Geometric Mean 

Number Mean Log Mean Log 

1 23.44 1.37 51.29 1.71 

2 7.76 .89 23.99 1.38 

3 9.93 .91 38.02 1.58 

4 12.30 1.09 21.38 1.33 

5 3.72 .57 24.55 1.39 

6 8.32 .92 22.91 1.36 

7 6.31 .80 19.05 1.28 

8 4.17 .62 15.14 1.18 

9 7.76 .89 6.61 .82 

10 8.51 .93 16.98 1.23 

11 5.25 .72 7.08 .85 

12 2.45 .39 5.13 .71 

13 .74 -.13 2.75 .44 

14 .93 -.03 3.55 .55 

15 1.41 .15 1.02 .Ol 

MANOVA: F(15,20) = 1.77, p 1 .1164 
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difference in relevance judgments due to the order of pre- 
sentation of document stimuli. 

As in experiment 1, we then compared each of the 
treatments to results obtained in the random order situation 
(i.e., the previous Eisenberg 1986 experiment described 
above). The results are summarized in Table 5. 

Table 5 compares results obtained under random condi- 
tions with the low to high treatment. Again, there was no 
overall significance (MANOVA: F(15,82) = 1.61, p 
greater than .0887). 

Table 5 also compares results obtained under random 
conditions with the high to low treatment. Here, there 
was overall significance (MANOVA: F(15,82) = 4.54, 
p greater than .OOOl). We then examined individual 
ANOVAs for each document to determine which stimuli 
were affected. Table 5 indicates that 10 of 15 documents 
were judged differently in the two treatments. 

In summary, based on experiment 2, results using mag- 
nitude estimation were mixed. Magnitude estimation judg- 
ments of relevance were not significantly influenced by 
order of presentation of stimuli under most circumstances. 
However, when comparing results across experiments, 
judgments made for the high to low order were signifi- 
cantly different from a random order. 

Conclusion 

Category Rating Scale 

From this study, it seems that there is an effect due to 
order of presentation of stimuli; when we present stimuli, 

one at a time, in some kind of ranked order (whether it is 
high to low or low to high), subjects make a single rele- 
vance judgment using a category rating scale. In a situa- 
tion where documents are presented to judges in a high to 
low rank, they will consistently underestimate the sig- 
nificance of documents at the higher end. In a low to high 
situation, there is overestimation of documents, particu- 
larly at the low to middle range. 

A possible explanation of these results is that subjects 
were “hedging their bets.” Particularly in the category rat- 
ing situation, subjects were working with a limited scale 
(i.e. 1 was the lowest possible score, 7 the highest) and 
they were also unaware that the stimuli were presented in 
any ranked order. Under these conditions, it is conceivable 
that subjects were reluctant to assign extremely high or 
low scores to those stimuli presented first. If a subject as- 
signed a 1 to the first document, and then found an even 
less relevant document, the scale does not provide a means 
of indicating that judgment (a score lower than 1). By as- 
signing a 2 or 3 to the first document, the subject has 
maintained the option of judging following documents as 
either more or less relevant than the first document (i.e., 
hedging). 

The logical outcome of the “hedging phenomenon” 
would be 1) overestimation of low documents in the low to 
high treatment, and 2) underestimation of high documents 
in the high to low treatment. 

In the low to high condition, the lowest documents 
were significantly overestimated (hedging). Throughout 
the remaining documents, subjects continued to overesti- 

TABLE 5. Experiment 2: Comparison of mean magnitude rating assigned under ran- 

dom order and two ranked orders. 

Presentation Order 

Random 

(from Eisenberg) Low to High High to Low 

(n = 80) (n = 18) (n = 18) 

Document Geometric Mean Geometric Mean Geometric Mean 

Number Mean l-s Mean Log Mean Log 

15 2.17 .34 1.02 .Ol 1.41 .15 

14 2.62 .42 3.55 .55 .93 - .03 

13 5.90 .77 2.75 .44 -74 -.13” 

12 7.37 .86 5.13 .71 2.45 .39s 

11 11.39 1.06 7.08 .85 5.25 .I2 

10 16.67 1.22 16.98 1.23 8.51 .93 

9 20.45 1.31 6.61 .82 7.76 .89b 

8 21.17 1.33 15.14 1.18 4.17 .62” 

7 22.44 1.35 19.05 1.28 6.31 .80” 

6 30.73 1.49 22.91 1.36 8.32 .92” 

5 29.82 1.47 24.55 1.39 3.72 57” 

4 34.83 1.54 21.38 1.33 12.30 1.09” 

3 32.25 1.55 38.02 1.58 9.93 .97” 

2 37.79 1.58 23.99 1.38 7.76 .89” 

11 55.13 1.74 51.29 1.71 23.44 1.37 

MANOVA: Random -vs- Low to High F(15,82) = 1.61, p > .0887. 

MANOVA: Random -YS- High to Low F(15,82) = 4.54, p > .OOOl. 

“ANOVA: p > .Ol. 

bANOVA: p > .05. 
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mate the relevance judgments. It appears that the subjects 
used the scores given to the first documents as a starting 
point, and consistently increased scores to reflect the in- 
creasing relevance of the documents. 

In the high to low treatment, the highest documents 
were significantly underestimated (hedging again). How- 
ever, it does not appear that subjects then began decreasing 
scores to reflect the extent to which the relevance of docu- 
ments was decreasing. In fact, scores seem to remain fairly 
constant. Rather than seeing a consistent underestimation 
of relevance throughout the range of documents, there is 
actually some overestimation at the low end of the docu- 
ments. This is very different from what occurred in the 
low to high treatment. 

It doesn’t seem likely that subjects in the high to low 
treatment were simply unaware that the documents were 
decreasing in relevance. Perhaps the observed results are a 
consequence of the inherent difficulty involved in decreas- 
ing values; i.e., a subtraction process. It is fairly easy to 
increase values consistently-an addition process. Thus 
subjects in the low to high treatment were able to maintain 
a consistent increase in scores. A possible explanation for 
the results in the high to low treatment is that subjects 
became confused (using the more difficult subtraction 
process) and were unable to maintain any consistency 
in scoring. 

Magnitude Estimation 

Whereas all three statistical comparisons (high to low 
vs. low to high, high to low vs. random, and low to high 
vs. random) were significant when judges used a category 
rating scale, only one situation (high to low vs. random) 
was significant when magnitude estimation was used. 

In the case of stimuli ranked in a low to high order, it 
seems that magnitude estimation may have eliminated the 
hedging effect. Subjects were not constrained to a finite 
scale, and so could consistently increase relevance judg- 
ments as the documents increased in relevance. 

When stimuli were ranked in a high to low order, sub- 
jects again seemed unable to consistently carry out a sub- 
traction process as documents decreased in relevance. 

One surprising result is that the high to low vs. random 
treatment was significant, but the high to low vs. low to 
high was not. We would expect the greatest difference in 
relevance judgments between the two ordered conditions. 
One explanation for this result is power. With n = 18 as 
the basis for the high to low vs. the low to high compari- 
son, the power for finding significance in an AOV is rea- 
sonably high (.68) only assuming a relatively large effect 
size (according to Cohen ref. 6, table 8.3.11, p. 3 10). 
Power is reduced drastically for a medium effect size (to 
.31) and even lower for a small effect size (to .OB). 

Therefore, the power of finding significant differences 
between treatments may not be enough given the sample 
sizes. The comparisons in relation to the random situation 
involved a considerably highey n (for the random treat- 
ment), thereby increasing power to .97 for a large effect, 

.69 for a medium effect and .16 for a small effect. This in- 
creased power seems a reasonable explanation for why an 
effect was found for the high to low vs. random condi- 
tions, but not between the two ordered treatments. Under 
these circumstances, there is still no significant difference 
for the low to high vs. random condition. 

It should be noted that similar power figures hold for 
the category rating results (i.e., high to low vs. low to 
high, n = 21, power is .73 for a large effect size, .36 for a 
medium effect size, and .09 for a small effect size). Since 
significance was found in all tests with category rating 
scales, it seems reasonable to conclude that these scales 
are susceptible to a presentation order effect in all in- 
stances. Magnitude estimation may not be influenced in all 
situations. 

Other possible explanations for the mixed results with 
magnitude scales may relate to experimental conditions. 
There were differences in experimental conditions between 
the current set of experiments and ref. 4 (from which the 
random scores were obtained). These differences include 
number of judgments taken (3 in ref. 4 and 1 in the current 
experiment); practice judgments in ref. 4, but not in the 
current experiment; judgments made in individual experi- 
mental sessions in ref. 4 and in group settings in the 
current experiment; and different researchers running the 
sessions. These differences would not affect the first test 
(low to high vs. high to low) but could possibly influence 
the last two. 

Still, in the second test (low to high vs. random) there 
was no significant difference. We might speculate that 
magnitude estimation was robust in this situation -not in- 
fluenced by the combination of the independent variable 
and experimental conditions. However, since the third test 
was significantly different, we might speculate that the 
high to low presentation in conjunction with differences in 
experimental conditions did result in significantly different 
judgments of relevance. 

We also looked at the rankings of documents that would 
result if we used the means obtained under each of the 
treatments. It appears that under the low to high treatment, 
although the actual scores assigned to documents differ 
from the random condition, the distribution of documents 
as most relevant, least relevant and mid-range is pre- 
served. Under the high to low treatment, not only do the 
actual scores differ, but the distribution of ranks is also 
disrupted, especially in the high to middle range. Further 
research needs to be done on the effect of document order 
on the ranking of documents. 

Implications and Further Research 

In summary, it does seem that relevance judgments are 
affected by the order of presentation of items to be judged. 
This was found using a category rating scale when judg- 
ments made on stimuli ranked and presented high to low 
are compared with judgments on stimuli presented low to 
high. In addition, when judgments make on either ranked 
presentation order are compared to judgments made on 
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stimuli presented in a random order, there are still signifi- 
cant differences in category ratings assigned. 

Using a magnitude estimation procedure the results are 
less clear. No significant difference in estimations of rele- 
vance were found when a low to high treatment was com- 
pared to high to low in the same experimental session, 
although this may be a function of sample size. Similarly, 
no difference was found when low to high judgments were 
compared to the previously obtained judgments in a ran- 
dom situation. There was a difference in judgments in a 
high to low situation compared to the judgments in the ran- 
dom situation. Magnitude estimation may be more robust 
than a category rating procedure under certain circum- 
stances; however, it too seems susceptible to a high to low 
presentation. 

The overall results are consistent with those obtained in 
the original Eisenberg 1986 study. There, presentation 
order effects using two different random orders were tested 
for both category rating and magnitude estimation proce- 
dures. The magnitude judgments using the two different 
random orders were not significantly different. There was 
a significant difference in the judgments using category 
ratings obtained under two different random orders. 

For those studies relying on human judgments of rele- 
vance, it is important to be aware of this potential bias and 
control for it. Methodologically this would involve pre- 
senting documents in random order (or more than one ran- 
dom order if appropriate). In psychophysical experiments 
where the intensity of stimuli is known beforehand, the 
standard procedure is to avoid presenting extreme stimuli 
at the beginning. If possible, this should be followed in 
relevance judgment situations as well. Additional control 
techniques might be to include a practice exercise or allow 
for repeated judgments of relevance, although the invari- 
ance of these procedures to an order effect have not yet 
been determined. 

For research concerned with relevance feedback (e.g., 
ref. 7), information system output arranged in some sys- 
tematic order, or any other system feature based on the 
concept of relevance, it is important to be aware that judg- 
ments taken under the conditions of this experiment, (i.e., 
viewing one document at a time, single relevance judg- 
ments on a l-7 category rating scale) are influenced by the 
order of presentation. The “hedging tendency” may be a 
factor to be considered in system design and evaluation. 

Further investigation is necessary to define more pre- 
cisely the extent and nature of the presentation order ef- 
fect. In addition to replicating the study with different 
subject groups using different queries and stimuli, imme- 
diate 

1. 

2. 

3. 

plans call for looking into the following questions. 

Does the presentation effect hold for repeated judg- 
ments of relevance? 
Would making judges aware that stimuli were presented 
in a ranked order negate the presentation order effect? 
Given that many relevance feedback systems expect 
only a yes/no judgment from the user, would presenta- 
tion order affect those types of judgments? 

Since most subjects are very familiar with using num- 
bers, subjects become very adept at assigning numbers 
after only a few trials. Magnitude estimation has been 
found to be highly effective in numerous sensory and social 
scaling situations. No extensive training is required, all 
data from a single observer can be obtained in one or two 
trials, and judgments can be obtained relatively easily and 
rapidly [9]. The counterpart of magnitude estimation, 
magnitude production (in which subjects are given a 
number and asked to respond by adjusting the stimulus 
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4. Will the presentation order effect exist for systematic 
orders other than ranked high to low or low to high 
(e.g. ordered chronologically, by source or type of docu- 
ment, by length of document, or alphabetically by 

author or title)? 

These questions seek to determine further the conditions 
under which the presentation order effect does and does 
not exist. The first three questions address methodological 
concerns. Question 4 extends the scope to different sys- 
tematic orders. Replication is necessary to validate the ef- 
fect and justify generalization to different settings and 
populations. Continued investigation of these questions 
will provide additional guidance in research methodology 
and systems design. 

Appendix A: Magnitude Estimation 

Originally developed by S. S. Stevens [ 131, magnitude 
estimation is an open-ended scaling method requiring a 
subject to directly estimate, in numbers, the intensity of a 
given stimulus. The subject may use any number that 
seems appropriate - whole numbers, fractions, or deci- 
mals (but not negative numbers or zero). The task is to as- 
sign a number to every stimulus so that the number given 
matches the subject’s impression of the strength of the 
stimulus. 

Typical magnitude estimation instructions “walk” a sub- 
ject through the process to encourage open-ended re- 
sponses. For example for the stimuli line lengths, 

“I am interested in finding out how large various lengths of 
lines appear to you. As a preliminary exercise, I would like you 
to imagine a long line. Can you imagine a short line? Imagine a 
medium line. Try to do the same for numbers. Can you think of a 
large number? Imagine a small number; a medium number. 

I am going to show you a series of lines of various lengths in 
random order, one at a time. Your task will be to assign a number 
to every line in such a way that your impression of how large the 
number is matches your impression of how large the line is. You 
may use any positive numbers that seem appropriate to you: 
whole numbers, fractions, or decimals. Don’t think of physical 
units of measurement such as inches or centimeters, and don’t 
worry about running out of numbers- there will always be a 
larger number than the largest you use and a smaller one than the 
smallest you use. Treat each line individually and don’t worry 
about the numbers assigned to preceding lines. Respond as 
quickly and spontaneously as you can. Do you have any ques- 
tions?” (adapted from Stevens [5] and Zwislocki [SJ). 



level accordingly) has also been found to be a useful scal- 
ing technique. 

To facilitate accurate, unbiased responses it is recom- 
mended, when possible, that: 1) the experimental session 
begin with a calibration/trial exercise requiring the judging 
the lengths of lines (this allows the subject to gain experi- 
ence with the technique and can also be used to determine 
whether the subject is able to use magnitude procedures); 
2) the first few judgments of stimuli be considered as prac- 
tice; and 3) stimuli be presented in random order with each 
stimulus being judged twice. 

Originally, the instructions for magnitude estimation 
called for the use of a standard stimulus or modulus. A 
subject was presented a standard stimulus level and told 
that is corresponded to a standard number. When subse- 
quent stimuli were presented, the subject was instructed to 
respond with a number that indicated his perception of the 
stimuli in relation to the standard. Later this use of a stan- 
dard was shown to have a biasing effect and dropped 
[5,10]. This allows subjects to set their own scale. 

Zwislocki [8,11] also found that subjects tend to assign 
similar numbers to stimuli. While units may vary from 
subject to subject (by as much as a factor of lo), average 
scores are remarkably consistent across different groups. 
Zwislocki termed this absolute magnitude estimation as 
subjects appear to assign numbers on absolute rather than 
ratio scales. Early instructions for magnitude estimation 
stressed the proportionality of responses, (e.g. if a line ap- 
pears twice the size of another, it should be assigned a 
number two times that assigned to the first; if a stimulus 
level seems half the strength of another, the number re- 
sponse should be half the number assigned the first) Zwis- 
locki is more interested in direct, absolute impressions and 
his instructions for absolute magnitude estimation (AME) 
do not mention proportionality but rather stress the inde- 
pendence of response to each stimuli. 

Regarding the analysis and summary of magnitude data, 
researchers are encouraged to use the logarithms of raw 
scores. Logarithms retain proportionality while allowing 
for easier handling of large numbers (and magnitude data 
has been shown to be distributed log-normal, [12]). The 
appropriate statistic of central tendency is the geometric 
mean. Raw scores are first converted to logarithms, and 
the logs are averaged. The antilog of the averaged score is 
the geometric mean. Most often, scores are analyzed first 
by plotting them on log-log coordinates. 

Lastly, it should be noted that based on his work with 
magnitude estimation, Stevens [5] came to accept that 
measurement in general was simply the process of match- 
ing numbers to stimuli. Furthermore, if physical stimuli 
could be matched to numbers, could not they also be 
matched to each other? Stevens generalized that any con- 
tinuum could be matched to any other continuum in cross- 
modality matching and that magnitude procedures that 
involve number matching are basically special cases of 
cross-modality matching. Stevens’ ultimate conclusion was 
that cross-modality matching -the direct matching of an 
apparent magnitude on one continuum to an apparent mag- 

nitude on another- was the foundation of the power law, 
and in turn, the new psychophysics. 

Appendix B 

Category Rating Instructions 

I’m going to hand out envelopes. Please don’t open them until 
I ask you. 

(Hand Out Envelopes) 

Open the envelope and take out the contents. Please do not 
look through the contents. Place them before you so that the top 
sheet has the word QUERY at the top. 

Here is the situation. A person has a need for information. 
The query expresses that need. 

(Read Query) 

A set of descriptions of documents has been compiled in re- 
sponse to this information need. I would like to find out how 
RELEVANT these document descriptions appear to you in rela- 
tion to the information need. For this purpose, you will be asked 
to look at a set of document descriptions. You may keep the 
query in front of you for reference. 

For each document description, I want you to assign a rating 
number which reflects the relevance of that document. 1 will be 
low relevance, 7 will be highly relevant. For each document, 
write a number from 1 to 7 in the box under the description of the 
document. 

Imagine a document which would be highly relevant. This 
would be assigned a very high rating (probably 6 or 7). Imagine a 
document which is very low in relevance. This would be as- 
signed a very low rating (probably 1 or 2). 

I would like you to assign a score to each document so that 
the number given indicates your judgment of relevance in relation 
to the query. Again, you may keep the query available through- 
out this task. When you have assigned a score to a document, 
turn it face down and go on to the next one. Treat each document 
individually, and don’t worry about scores given to preceding 
documents. Do not go back to documents you have already rated. 

Respond as spontaneously as you can. When done, please re- 
turn the document descriptions to the envelope and wait quietly. 

Any Questions? 

Magnitude Estimation Instructions 

I’m going to hand out envelopes. Please don’t open them until 
I ask you. 

(Hand Out Envelopes) 

Open the envelope and take out the contents. Please do not 
look through the contents. Place them before you so that the top 
sheet has the word QUERY at the top. 

Here is the situation. A person has a need for information. 
The query expresses that need. 

(Read Query) 

A set of descriptions of documents has been compiled in re- 
sponse to this information need. I would like to find out how 
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RELEVANT these document descriptions appear to you in rela- 
tion to the information need. For this purpose, you will be asked 
to look at a set of document descriptions. You may keep the 
query in front of you for reference. 

As a preliminary exercise, can you imagine a document which 
would be highly relevant? Can you imagine a document that you 
would judge to be low in relevance? Can you imagine a docu- 
ment that you would judge to be medium in relevance. Try to do 

the same for numbers. Can you think of a large number? A small 
number? A medium number? 

I am going to ask you to look at a series of document descrip- 
tions, one at a time. Your task will be to assign a number to 
every document in such a way that your impression of how large 
the number is matches your judgment of how relevant the docu- 

ment is. Write the number for each document in the box under 
the document description. 

You may use any numbers that seem appropriate to you- 

whole numbers, fractions, or decimals. You may not use zeros. 
Don’t worry about running out of numbers-there will always 
be a larger number than the largest you use and a smaller number 

than the smallest you use. (Treat each document individually and 
don’t worry about the numbers assigned to preceding docu- 
ments). You are able to indicate your best judgment of relevance 

of a document description at the time it is presented to you. Re- 

spond as spontaneously as you can. Do not go back to documents 

you have already rated. When you are finished, please return the 

document descriptions to the envelope and wait quietly. 
Do you have any questions? 
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